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ABSTRACT

The number and types of processes carried out on telemetered
data in real time have increased in direct proportion to the
available processing speeds. Operations following
decommutation in the data pipeline are often referred to
generically as Engineering Units Processing (EUP). Examples
of the types of functions typically performed by an EUP are
data compression, polynomial conversion, and with the advent
of message data, desyllabification. Real-time telemetry
processing, such as EUP, has traditionally been done on bit-
slice processors, primarily because they possessed the speed
required to maintain pace with the relatively high data
rates. As data rates continue to increase, the need for bit-
slice processors with even higher processing speeds would
seem to be even more pressing. However, in recent years RISC
(Reduced Instruction Set Computer) based microprocessors
have been developed that approach bit-slice processing rates
and possess certain advantages.

The advantages of a RISC based approach to real-time
telemetry processing include ease of programming, shorter
design and implementation cycles, and a direct path to speed
increases as silicon processing technology advances. In
addition, the streaming nature of the data to be operated
on, and the EUP requirements generate a multi-branched
program structure creating the potential for a high degree
of optimization within a pipelined processor architecture.
While most RISC applications are currently programmed in
assembly language to take full advantage of the hardware, it
is expected that improvements in optimizing compilers in the
future will further enhance the position of RISC with
respect to bit-slice processing.



I.  INTRODUCTION

The purpose of this paper is evaluate the applicability of
three different computer architectures to real-time
telemetry processing. The three architectures are bit-slice,
the Complex Instruction Set Computer (CISC), and the Reduced
Instruction Set Computer (RISC). The criteria for evaluation
will be ease of design, processing speed, and ease of
reconfiguration. While several areas exist in the realm of
telemetry processing, the specific task to be examined here
will be that of the Engineering Units Processor (EUP).

An EUP performs real-time arithmetic operations such as
floating-point units conversion (usually involving
evaluation of simple polynomials), limit comparisons (e.g.
to set flags indicating alarm conditions), data compression,
and in some cases decommutation. More sophisticated EUPs
might also perform Aderived parameter@ calculations such as
calculating load factor from measured values of pitch
attitude and acceleration.

Complex data analysis functions, such as Fast Fourier
Transforms (FFTs) and numerical approximations to operations
of the calculus, have traditionally not been carried out in
real time. The operations associated with these functions
are therefore referred to as post processing. Post
processing requires the archival of real-time data and an
attendant need for additional equipment and facilities to
carry out its functions. The introduction of new, more
powerful EUPs brings nearer the day when the need for post
processing will no longer exist. It is already the case that
many of the traditional post processing functions are being
carried out in real time by fast EUPs. As EUP speeds
continue to increase, post processing and its associated
costs will disappear.

While the general nature of the tasks assigned to an EUP are
similar, each telemetry format requires a unique processing
routine to be followed by the EUP. Because of this, the ease
with which an EUP accommodates changes in application
software should be given a great deal of emphasis. Perhaps
the easiest way to assure that a system is readily
reconfigurable is to base its architecture on some
processing scheme that is controllable using as many
standard, high-level computer languages as possible. These
languages should also be written and supported by someone
specializing in this field, and they should have a large



number of copies in the field so that potential Abugs@ have
been eliminated.

II.  BIT-SLICE vs. RISC

High-speed processing is a relative term. In the past ten
years microprocessor speeds have increased by at least a
factor of 20 times, and there is no reason to believe that
advances in technology will suddenly grind to a halt. The
evolution of computer architectures has, however, produced
certain truisms on which future designs should be based [1].
Among these it is apparent that a specialized device will
out-perform a generic one within its area of specialization.

Componentry exists that allows a designer to customize an
architecture without having to design elements that are
common in all computing systems. These groups of components
are collectively referred to as Abit-slice@ building blocks
[2]. Bit-slice is properly described as an implementation
technique, not an architecture. The main purpose of bit-
slice is to provide a means for creating a computing device
that is custom tailored to a specific application. Given
enough time, one can implement practically any architecture
using bit-slice components, including RISC. Included in the
bit-slice arsenal are microprogram sequencers, Arithmetic
Logic Unit (ALU) blocks and parallel multipliers. Using
these tools, one can craft a very time efficient computing
device.

An alternate approach to bit-slice is using a device
representing a higher level of silicon integration such as a
traditional CPU. Traditional in this case refers to one
possessing Von Neumann characteristics [3] of shared memory
and data spaces, etc.

It is common for Von Neumann machines to have relatively
large instruction sets containing operationally dense
instructions. That is, each instruction contains microcycle
time for many different potential phases of execution, thus
allowing for single instructions to perform several tasks.
The original reason for this type of processor is that the
instruction set was designed with assembly language
programming in mind. Several microcycles (10 or so for the
VAX 11/780) were viewed as the natural consequence of adding
hardware funcitons to simplify coding. This type of
processor is currently referred to as CISC.



In contrast, work performed by J. Cocke on the IBM 801, D.
Patterson at Berkley, and others [4] [5] [6] suggests that a
new architectural philosophy, known as RISC, might allow
computation times to be greatly reduced. It has been shown
that high-level language compilers generate machine code
that uses only about 20 to 30 percent of the processor’s
instruction set. This implies that the microsequences that
make operationally dense instructions possible usually
result in wasted time. RISC eliminates this microcode and
allows compilers to make efficient use of the hardware,
resulting in a speed increase of two to five times over
their CISC counterparts.

Characteristics of a RISC machine include less instructions
in the instruction set, highly specialized instructions that
usually perform only one task making single-cycle execution
possible, some form of pipelined Harvard architecture [7],
and optimizing compilers.

III.  DESIGN CONCERNS

A case has been made for the superiority of RISC over CISC
based on speed considerations, but it remains to be seen if
RISC might be superior to bit-slice techniques. For the sake
of pure, raw speed in a very specialized case, where design
time and cost are of no consequence, bit-slice will probably
yield the best overall solution, although this specific set
of circumstances would rarely occur.

To begin with, the functional integration level of most
mass-production silicon devices allows for vastly improved
design cycle times when compared to bit-slice. This means
that the interaction of each piece of the overall design
needs to be very carefully considered in a bit-slice design.
Designing with bit-slice means starting with an architecture
and trying to successfully implement it. At best this
requires a large number of microcode revisions to achieve
the desired results with each one being costly and time
consuming. When finally complete, the product is one that is
difficult to program because it has its own unique
Alanguage@. This means that anyone desiring to write
efficient application software must first become an expert
in a new language. Any changes have far-reaching
implications. For example, adding functionality may require
adding more microcycles leading to the same problems native
to CISC.



These concerns are in opposition to the primary objective
for a telemetry processor which is to be reliable and easy
to use. Changes in telemetry formats are common and an EUP
should accommodate them with very little effort on the part
of the system user. No special knowledge of custom languages
should be required to implement special functions.

RISC components are integrated to a level requiring the
designer to look only at major building blocks such as the
CPU, arithmetic coprocessor, memory management unit, memory
scheme, and overall processor communications. Often the
vendor supplying these constituents can provide specific
designs that have been field proven. The designer is free to
concentrate on customizing rather than re-designing
rudimentary aspects. Also of major significance is the point
that semiconductor technology is a rapidly advancing field
with processing speeds tied directly to silicon process
implementation. Texas Instruments, for example, is presently
working on a gallium arsenide implementation of the Stanford
AMIPS@ architecture that will operate at a 200 MHz clock
frequency. A design with highly integrated parts has a
better chance of being supported with plug-in upgrades as
fabrication techniques advance.

Once a hardware design is complete, emphasis on software
tools becomes of prime importance. In a bit-slice design the
choices are to work in the machine’s esoteric language or to
write and support one or more custom high-level language
compilers. In the RISC alternative, sophisticated compilers
are available through the silicon vendor along with powerful
debugging tools and even application software.

IV.  CODE OPTIMIZATION

Certain restrictions imposed by RISC hardware configurations
appear to degrade theoretical performance. Fortunately, the
advancement of optimizing compiler technology has made it
possible to avoid most of the potential pitfalls that exist.

One of the primary tenets of RISC is that it is desirable to
execute instructions in a single cycle. Since several things
must happen before an instruction can be executed (such as
fetching the instruction, decoding the opcode etc.), the
only alternative to microcode (resulting in more than one
clock cycle per instruction) is to employ a Aproduction
line@ scheme known as pipelining. In a pipelined
architecture several hardware stages (analogous to a factory



production line) exist with each being responsible for
completing one preparatory phase prior to actual execution.
There is a latency equal to the number of stages that is
incurred each time the pipeline is started, but after this
period single cycle execution is achieved.

One drawback to the apparent panacea of RISC and other
pipelined architectures is that program branches incur a
time penalty because the pipeline flow is interrupted. An
effective countermeasure to this is known as a Abranch
target cache@ (BTC) [8]. Essentially, the BTC is an
internally accessible record kept by the CPU of the first
several instructions in each of the most commonly taken
branches. Upon a successful branch, instruction execution
proceeds internally until the pipeline has time to fill,
effectively eliminating the branch penalty.

Another peculairity associated with pipelining is known as
the delayed branch. When a successful branch is encountered
the instruction following the branch is executed first. The
reason for this is to avoid wasting time while the pre-fetch
stream is re-established. Along these same lines data
movement between the CPU and external resource can be
overlapped with operations that don’t require the use of the
data channel, thereby allowing these functions to proceed
concurrently.

Optimizing compiler technology has matured to the point
where recognition of loop dependencies, delayed branch
scheduling, and overlapping data movement are commonplace.
As was stated previously, a RISC architecture could be
constructed using bit-slice techniques, and an optimizing
compiler written, but the cost in terms of time and effort
would usually be prohibitive.

It has been stated that proper integration of optimizing
compilers with the processor’s instruction set will result
in the most efficient machine possible [1]. Proper, in this
instance, means that each part of the system performs only
those functions which it can perform efficiently. The
processor’s instruction set should complement rather than
duplicate the functions of the high-level compiler. It
should perform only the functions that can’t be performed
efficiently by the compiler and let the compiler decide how
to best use those functions.



RISC brings the theoretical optimal relationship between
high-level clarity and total system performance close to
realization. As is often the case with technologies that
have gained new popularity, there is still a potential for
future refinements in optimizing compilers.

V.  CONCLUSION

The major premise of this paper has been to show that RISC
architectures can be a valuable asset to telemetry
processing devices. Specifically, application to an EUP was
examined. Of greatest importance to an EUP are speed of
execution, ease of implementation, and familiarity of
software development tools. To this end it has been shown
that while bit-slice approaches offer the potential for
slight speed advantages, the negative aspects of long design
cycles and difficulty of software development outweigh the
benefits.

The other choices for a processor are CISC and RISC based.
We claim that RISC is the next logical step in processor
evolution due to the integrated design of compiler and
instruction set, and that RISC is the obvious victor due to
speed advantages with no design penalties. In addition,
superior software development tools exist for RISC. Evidence
to the merits of RISC is the fact that most of the new CISC
processors are employing some design aspects borrowed from
RISC concepts.

An EUP employing a modern RISC-based microprocessor (the
AM29000 manufactured by Advanced Micro Devices) has been
designed and built by the author. This EUP is responsible
for real-time engineering units conversion and certain forms
of decommutation (such as embedded-tag message data) in the
Integrated Telemetry Analysis System (ITAS) which is
produced by Veda Systems. The EUP is implemented in a mother
board/ daughter board PC/AT form factor. The ITAS EUP is
capable of processing 750,000 first order polynomial
conversions per second, a rate unmatched by earlier bit-
slice based EU devices. In addition, the existence of high-
level optimizing compilers makes it possible for the ITAS
EUP to host easily developed, user-defined algorithms for
processing data in real time.



References

1. Robinson, P. AHow much of a RISC?@ BYTE, April 1987,
Vol. 12, Number 4, pages 143-150

2. Mick, J. and J. Brick ABit-Slice Microprocessor Design@
New York, McGraw-Hill 1980

3. Baer, Jean-Loup AComputer Systems Architecture@
Maryland, Computer Science Press 1980

4. Patterson, D. and D. Ditzel AThe Case For The Reduced
Instruction Set Computer.@ Computer Architecture News,
October 15, 1980, Pages 27 and 28

5. Bernhard, R. AMore Hardware Means Less Software.@ IEEE
Spectrum, December 1981, Vol. 18, Number 12

6. Patterson, D. AA RISCy Approach To Computer Design.@
COMPCON Spring, February 1982, Page 9

7. Markoff, J. ARISC Chips@ BYTE, November 1984, Vol. 9,
Number 12, Pages 191-206

8. Advanced Micro Devices AAM29000 32-Bit Streamlined
Instruction Processor Users Manual@ Sunnyvale California
1988

9. Foderaro, J. K., K. S. Van Dyke, and D. Patterson,
ARunning RISCs.@ VLSI Design, September/October 1982


