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ADVANCES IN REAL TIME ARCHITECTURE
FOR TELEMETRY PROCESSING

Michael J. Curtin
ENCORE Computer Corp.

970 W. 190th Street Suite 650
Torrance, California 90502

ABSTRACT

Telemetry processing is a classic example of a Real Time system and, as such, shares
certain attributes with other types of Real Time applications. The most demanding attribute
of all Real Time systems is the need to provide a predictable, time critical response to an
external stimulus or event. In a telemetry processing system, that critical response time is
determined by the input data stream being processed. The system design must determine
the response time quantum as a worst case assessment and then adjust it downward based
on the presence of other criteria. The ability to utilize the remaining time is further
restricted by the limitations that still exist in conventional Von Neumann computer
architectures. Because of these limitations, most Real Time applications realize 25% of the
processing power indicated by the Whetstone rating of the selected processor and this is
the area where the greatest improvement is possible. Specific Real Time architectures can
provide as much as 95% of the advertised Whetstone rating for Real Time applications.

INTRODUCTION

All Real Time systems share three characteristics, in addition to the requirement for a
predictable, time critical response. The first characteristic is the ability to interface with the
outside world, the second characteristic is the capacity to capture asynchronous events and
the third characteristic, the one most commonly overlooked, is the need to handle
exceptions. Each of these three characteristics is related to one or more of the system
elements that effectively shorten the response time quantum, input and output latency,
context switching and allowances for exceptions. The last system element which
contributes to the loss of response time is the uncertainty caused by the limitations of
existing Von Neumann based architecture.

The visible trend in telemetry systems requirements is a demand for more processing while
the available response time is decreasing due to higher data rates. These conflicting
demands make it necessary to minimize those system elements which detract from the



available response time. In order to provide the responsiveness and performance
demanded by current and future telemetry applications, processor architectures that are
specifically tailored for Real Time applications will be required.

CHARACTERISTICS OF REAL TIME SYSTEMS

All computer systems and the applications they execute share a common list of desirable
features or characteristics. What differentiates telemetry or other Real Time applications
from systems that are oriented toward time sharing or batch type operations are the relative
priorities of those features. There are four distinct characteristics or features which, while
having little or no importance in systems that are oriented toward time sharing or batch
operations, will usually receive the highest priorities in a high performance Real Time
application. These four characteristics are:

The ability to interface with the outside world.

The capacity for capturing data and/or events as they occur.

The need to handle exceptions.

A requirement to provide a predictable, time critical response.

In order to establish an interface with the outside world, a computer system must provide a
link between the source of external events and the software process that must execute in
response to the events. Since input latency is defined to be the time that elapses between
the occurrence of an event and the time that the responsible software task or process
begins executing, efforts to minimize input latency will normally be directed at software,
including the operating system.

The capacity for capturing data and/or events as they occur is primarily dependent on the
performance of the operating system. This characteristic can only be achieved if the system
designer has the necessary degree of control to remove all obstacles that may prevent the
recognition and capture of a unique, asynchronous event.

The need to handle exceptions, while it may be partially or completely overlooked in the
initial system design, remains an important consideration in the performance of Real Time
systems.

In order to develop an exception handling capability within a system, the system designer
must have an operating system that will allow everything short of catastrophic hardware 



failure to be reported to a user specified task where it will receive the proper attention
according to it’s impact on the mission of the system.

These first three system features or characteristics rely primarily on software, specifically
the operating system, for their existence. Any effort to improve the performance of these
features must therefore be directed toward the software. The intent of this paper is to
demonstrate how hardware architecture can improve the performance of those
characteristics that are vital to Real Time systems. The remainder of the paper will be
devoted to how a unique Real Time architecture can improve response time performance.

The Response Time Quantum

The one characteristic of a Real Time application that will differentiate it from other uses
of computer systems is the need to provide a predictable, time critical response. The
maximum time allowed for providing a response is a known quantity based on one of two
sources:

Calculations based on performance requirements (as in simulation).

Worst case assessment (as in telemetry).

In either case, system design should start with the maximum allowable response time, tR,
as a known entity as depicted in Figure 1.

Figure 1 - The Response Time Quantum

In an ideal system, the time available to compute the response, tC, would be equal to the
maximum allowable response time, tR. Unfortunately, there are no perfect systems, so the
system design must consider a number of factors that reduce the time available to compute
a response to a subset of the maximum time allowable for generating the response.

Input latency (tI)-Input latency is defined to be the time that elapses between the
occurrence of an external event and the activation of the software task that must respond to
the event. It is present in every Real Time system and, since it represents a loss of
processing time, it is undesirable. The time available to compute a response, tC, is now the
maximum response time, tR, minus the input latency, tI, since the actual processing begins
at the end of input latency.



Output Latency (tO)-Output latency is defined as the time, tO, that elapses between the
initiation of output and the completion of that output. If a response, in the form of an
output, is required prior to the maximum allowable response time, tR, it must be started far
enough in advance to guarantee it’s timely completion. Not all Real Time systems require
an allowance for output latency, but when it is necessary, it detracts from the time
available to compute a response, tC, and is therefore also undesirable.

Context Switch Time (tS)-Context switch time is defined as the time that elapses from the
last instruction in the currently executing task to the first instruction in the task that
replaces it. From the standpoint of software maintainability, it is desirable to separate
distinct functions into separate software tasks that may be executed either in parallel or
serially. Since the time it takes to switch from one task to another represents a loss of
processing time, the desire for performance is frequently at odds with the dictates of
software engineering methodology. The amount of time allowed for context switching, tS,
must be subtracted from the maximum response time, tR, or the entire application can be a
single monolithic task which eliminates context switch time entirely at the expense of
software maintainability.

Exception Handling (tE)-The amount of the maximum response time, tR, that is set aside
for exception processing time, tE, is determined by the consequences of failing to compute
the required response in the allotted time period. An exception is defined to be any
unexpected event that competes with the application for system resources. This can be a
relatively insignificant event, such as an I/O completion interrupt, or a one of a potentially
serious nature, such as an indication of hardware malfunction. If failure to respond for one
or more time periods causes a small impact on the overall system mission, then no
allowance is required for exception handling, the necessary computation can take place in
lieu of normal processing. If, on the other hand, failing to provide the required response
has catastrophic consequences, then a substantial allowance will be required for the
processing of exceptions.

Uncertainty (tU)-The time reserved for the unpredictable nature of most Von Neumann
architectures is due almost entirely to differences in performance between cache based
performance and cache miss performance. The system designer can structure a design to
increase the probability of a cache hit but the contents of cache are not under user control
and therefore never guaranteed. A Real Time application can reasonably expect a 90%
cache hit rate in a properly designed application but this is still an average over time. Since
most Real Time applications deal in very small increments of time, the probability is high
that during some of them the cache hit rate will be substantially below 90%. Even when
the application can sustain a cache hit rate of 90%, the performance has degraded to
approximately 55% of the advertised performance and this is consistent in cache based
architectures. As in the case of exception handling, the amount of time allowed due to



uncertainty of performance, tU, will be determined by the consequences of failure to
complete the required processing in the allotted time.

Compute Time (tC)-The time available to compute a response has thus been reduced from
the maximum response time by combinations of factors as illustrated in figure 2.

Figure 2 - Available Compute Time

LIMITATIONS OF CURRENT ARCHITECTURES

Telemetry processing systems vary in size and complexity according to their individual
mission but most contain the functions illustrated in Figure 3. These functions may exist as
separate processors or they may be distributed over a lesser number of processors.

 Figure 3 - Typical Telemetry Processing System

The input latency to the pre-processor consumes a significant amount of time because the
input data streams are all accessed as cache misses. The cache miss penalty is typically
1.75 times the main memory access time and 10 to 15 times the cache access time. Input
latency in the processors that obtain data from shared memory is further increased by the
additional time required to access memory that is physically remote. Additionally, memory
contention problems may occur if multiple processors simultaneously seek access to the
shared memory. Output latency can normally be eliminated through the use of multiple sets
of buffers.



Allowances for context switching, exception handling and uncertainty are typically the
subject of performance analysis studies with the tradeoffs being measured against software
design and maintainability.

NEW CONCEPTS IN REAL TIME ARCHITECTURE

ENCORE Computer Corporation, formerly Gould Computer Systems Division, has
recently announced two products for the Real Time market, a new family of processors
and the Reflective Memory System (RMS). Both products are in response to the demands
of high performance Real Time system designers and users.

Processor Architecture

The Concept 32/2000 System, (originally code-named SEAHAWK), was designed
specifically for Real Time applications and has reduced or eliminated four of the system
characteristics that contribute to the loss of response time. Figure 4 illustrates the features
of this new architecture.

Figure 4 - Concept 32/2000 Architecture

The system memory is an “All Cache” design, with the memory cycle time matched to the
processor cycle time which allows memory requests to be latched in a single clock cycle,
75 nanoseconds. The memory boards are 4-way interleaved internally to provide a
bandwidth of 213.3 megabytes per second.



The processor interfaces to memory via five separate, independent paths which are
designed to prevent instruction and operand starvation at the processor under worst case
conditions. Two of the paths are shared by three memory address generators:

Address generator #1 provides memory addressing for in-line instruction fetching.

Address generator #2 provides memory addressing for branch target instruction
fetching.

Address generator #3 provides memory addressing for operand fetching and storing.

Instruction fetching for either queue returns the next two instructions while operand
fetching and storage takes place over separate 64 bit wide data paths.

The processor features a dual 10 word pre-fetch queue, a normal in-line path and a branch
target path, either of which can provide instructions to the processor pipeline. One or both
of the pre-fetch queues will be filled on otherwise unused memory cycles to minimize
contention. When a branch instruction is detected, the target of the branch becomes the
address for loading the alternate queue. When the branch instruction is subsequently
executed, the next instruction has been fetched regardless of which path is taken. The
maximum time period during which the processor has no instruction available for
execution is one clock cycle, 75 nanoseconds. The five lane highway that exists between
the processor and memory has an aggregate bandwidth of 213.3 megabytes per second
and, when coupled with the dual queue architecture, eliminates instruction and operand
starving at the processor.

The design of the Concept 32/2000 System also includes directly connected external
interrupts to minimize input latency and a 26.67 megabyte per second system bus for I/O.

Reflective Memory System.

The Reflective Memory System (RMS), as illustrated in Figure 5, is a replacement for
conventional shared memory with a higher bandwidth and reduced access latency.

Each processor that contributes to shared data sets writes to its local memory in a
predetermined address range for a “Write Window” which causes the data to be broadcast
on the Reflective Memory System (RMS) bus. Any other processor on the bus with a
corresponding “Read Window” will receive the data in its local memory. The address
ranges for the Read Windows and Write Windows are under application control and each
processor will support multiple windows. The RMS bus has a bandwidth of 26.6
megabytes per second and each bus will support up to 8 processors.



Figure 5 - Reflective Memory System (RMS)

Software Impact

In conventional architecture, branch instructions cause a loss of processing time while
pipelines are flushed and reloaded and they contribute to uncertainty because branches are
more likely to cause cache misses. In-line subroutine expansion will eliminate pipeline
reloads but at the expense of a load module that is larger and therefore has an increased
probability of cache miss. Effective software engineering methodology dictates that tasks
be constructed from small subroutines. Since every subroutine call causes a branch to take
place, the cost and maintainability of software often becomes a tradeoff against
performance. The Concept 32/2000 architecture eliminates this type of compromise.
Context switches, which may include two or more branches, will also be less of a tradeoff
issue because the amount of time required to perform the context switch becomes a smaller
percentage of the time available.

Performance Impact

The improvements in performance that are available from a Real Time specific architecture
are summarized in Table I. The Concept 32/97 was chosen for comparison because, prior
to the introduction of the Concept 32/2000, it was the processor of choice for most high
performance Real Time applications.

Directly connected interrupts, the “All Cache” design and redesigned I/O (not discussed
here) have combined to reduce input latency, the period of time from the occurrence of an
external event to the time the appropriate software task begins executing, to less than 2
microseconds. The redesigned I/O and the use of high speed Static RAM combined to
provide a reduction in output latency to 3 microseconds.



Table I

The “All Cache” design and the 213 megabyte per second processor to memory bus have
reduced context switch time, the time that elapses from the suspension of an active task to
the activation of a suspended task, to less than 15 microseconds.

Dual queue architecture and “All Cache” design have caused the problem of uncertainty to
approach 0. The architecture is 100% predictable and repeatable, however, the use of High
Order Languages may introduce some uncertainty. The improvements in performance
available with this new processor design will better facilitate exception handling but
quantitative measurement is difficult because of the variations in system design
philosophy.

Performance Measurement

The Whetstone benchmark has been the de facto standard for the class of processors
normally used in telemetry processing systems in spite of the fact that it stopped producing
meaningful results more than 10 years ago. The Whetstone benchmark is constructed of
small loops which are executed with very large iteration counts and result in cache hit rates
of greater than 99%. The MIP rating produced is a measure of ideal performance which is
not achievable in most applications and Real Time applications will normally achieve 25%
of any processors advertised Whetstone MIP rating.

The design of the Concept 32/2000 began with an evaluation of benchmarks which
demonstrated the variation in performance that Real Time applications experience when
compared to Whetstone ratings. A suite of 10 benchmarks was selected, including
Whetstone1, Whetstone2 and 8 others obtained from designers and users of Real Time
systems. Using all 10 benchmarks with equal weight, a new performance metric was



created to better demonstrate actual computational ability in real world applications. The
new unit of measurement, Real Instructions Per Second (RIPS), is a more accurate
indication of the performance level possible in Real Time applications which experience
cache hit rates of less than 90%. The results are summarized in Table II where the Concept
32/2000 is again compared to a Concept 32/97.

Table II

The difference in performance for the Whetstone benchmark is explained by the
differences in control store which results in the Concept 32/2000 averaging 1.4 clock
cycles per instruction which is 1.91 times faster than the Concept 32/97. The disparity that
is demonstrated by the benchmark suite is indicative of the nature of the industry supplied
benchmarks which originated in real world applications. These benchmarks consistently
demonstrate the low cache hit rates which typify Real Time applications.

Potential for the New Architecture

Future telemetry processing systems which employ this new architecture will realize
increases in raw computational power, higher CPU utilization, greater predictability and
more configuration flexibility. At slightly more than 10 million instructions per second, this
architecture is on a par with other processors but in Real Time applications it will
outperform them by factors of 2 to 7 times. The benifit of 100% predictability is the
removal of uncertainty and the Reflective Memory System will support greater
configuration flexibility in system design and in future system upgrades. Figure 6 illustrates
how the new architecture eliminates the bottlenecks that are still present in telemetry
processing systems based on conventional Von Neumann architecture.

 The first bottleneck in the system depicted in Figure 3 was the input latency associated
with the data streams into the pre-processor. The new architecture removes this bottleneck
by inputting the data to main memory which is then accessed at cache hit speed.
Furthermore, that access time is predictable because there is no possibility of a cache miss.
Input latency to the other processors is also improved by having the required data
deposited in its local memory as opposed to physically remote shared memory. Contention
problems on the Reflective Memory System are minimal because of the large bandwidth
and there is no access contention between processors.



Figure 6 - Future Telemetry Processing System

Allowances for context switching and exception handling will still be the subject of
performance analysis but the tradeoffs against software design and maintainability should
now favor software because more of the maximum response time is available and more
processing can be performed in that time. Allowances for uncertainty will no longer be
necessary.

The distributed memory system, and the software that supports it, simplify the distribution
of tasks over multiple processors. This feature will allow for separating the software
development effort into functional elements and managing the interface to the rest of the
system by the use of buffers defined as software elements such as GLOBAL COMMON.
RMS also simplifies expansion after the system is on line by allowing for the field
installation of additional processors which may be configured as compute nodes without
peripherals. Each additional node adds to the system I/O bandwidth by adding a 26.67
megabyte per second system bus which may be used to support additional controllers or to
re-distribute the existing ones.

CONCLUSION

The performance demands of telemetry processing systems continue to grow at a rate
higher than conventional architectures will support. In the future, these requirement will
best be met by the use of processors designed for high performance Real Time.
Application specific enhancements will continue to extend the usefulness of Von Neumann
architecture in areas that cannot be satisfied by the use general purpose processors. These
new architectures eliminate the need to make allowances for uncertainty and effectively
reduce the other system elements that comprise the difference between maximum response
time and available compute time. Performance measurement that accurately reflects the
processing power available for actual use will simplify the evaluation of computer
hardware for use in application areas such as telemetry processing.


