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ABSTRACT

Current post-test telemetry data analysis systems require that the record
structures of the data files be in a well defined format. This has traditionally been
accomplished by either developing custom analysis tools for each data stream in
question, or, more commonly, by pre-processing the data into a prescribed format.
Pre-processing data causes several problems: 1) new generation data files must
be created, often consuming gigabytes of disk storage, 2) pre-processors must be
written for each data stream, involving programmer as well as computer time, and
3) time must be taken to do the pre-processing, increasing the delay between test
and analysis of data. A Flexible File Server (FFS) has been developed to mitigate
these problems. This software eliminates the pre-processing phase traditionally
occurring before data analysis can take place thus permitting users to directly
access and analyze raw telemetry data streams written in arbitrarily complex
structures. The FFS works in conjunction with a table-driven Data Dictionary
which allows analysts direct access to individual variables by symbolic name.
While the FFS decodes the data stream structure, the dictionary describes the
telemetry frame structure and how variables are recorded inside these frames.
This paper will discuss how the structure of recorded data, both data stream
structure (e.g., time tags and frame id’s) and frame structure (e.g., sub- and
super-commutation), is described using the Flexible File Server and data
dictionary, and how these concepts are incorporated into an advanced data
analysis software package.

INTRODUCTION

One of the constants in the world of telemetry data analysis is the fact that no two
telemetry systems produce recorded data in quite the same way. This presents a
problem when trying to build a general-purpose analysis system to reduce
recorded data. Most current post-test telemetry analysis systems deal with the
problem of diversity in data formats in one of two ways: analysis software is either



custom-written for a particular data format, or the data are required to be
transformed or preprocessed into a standard format prescribed by the analysis
software.

Custom written software has the advantage of being specifically tailored to
understand a particular recording format. Custom software can be tailored to
maximize processing speed or to prepare specific graphical outputs required for a
project. However, when it becomes necessary to analyze data from other types of
recorders, from other facilities, or from other projects, little of the data-format-
specific code that has been written can usually be transferred, and much of the
remainder of the system is usually rebuilt to accomodate the changes. This means
that effort must typically be extended each time a new data format or a new
project is encountered to build a new analysis system. Further, new code must be
written for custom analysis systems whenever new graphical or tabular outputs
are required.

In order to gain flexibility in graphical displays and tabular outputs, engineers and
end users have turned to generic software packages to assist with their analysis.
These packages typically offer a restricted capability such as object-oriented
graphical interfacing subroutines or offer specific niches of expertise, such as
signal-processing spreadsheets or subroutine libraries. The common ground
these solutions share, however, is the requirement that data be created in, or
preprocessed into a particular form which differs from package to package, before
they can be accessed. Where a particular group is in control of their recording
systems, this may not be a problem. For instance, those running simulations may
be able to control the output of their simulators to conform to a particular recording
format standard. However, when data to be analyzed come from a third party,
there is no choice but to preprocess the data. Creating data that conform to a
particular format may also be problematic when recording from a real-time system
where bandwidth is critical, and computer cycles are at a prernium.1

Preprocessing involves programmer time, computer time, and additional storage
space to contain the new, transformed, data set. The problem discussed in this
paper is that of creating software that will be able to access and process data
directly from the original data source and convert it into engineering unit (EU) form
without the necessity to preprocess into any particular form. The total system
should be able to provide general-purpose data analysis functions while being
able to support the wide variety of telemetry and recording formats in their raw
form.
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The job of understanding a particular data format is comprised of three discrete
tasks:

1. Understanding the recording format of the data stream -- where frames lie,
how time tags are encoded, etc.

2. Understanding how a particular frame format is structured and how to
unpack specific variables from a particular frame.

3. Calibrating or transforming recorded variables into engineering unit (EU)
form.

This paper will give a description of a system that accomplishes these three tasks.
However, the emphasis is on the first problem -- understanding the diversity of file
formats. A software architecture is outlined for dealing with the file format problem
and a top-level description for its implementation is also discussed.

The solution to this problem is discussed in the context of the RS/Probe™
software system,  a data analysis package from BBN Software Products*

Corporation.2

GENERIC RECORDING FORMATS

The first step in analyzing a recorded data set is the accessing of an arbitrary file
structure. In order to create software that will access such a structure we must first
devise a model for how an arbitrary data file is organized. Figure 1 illustrates the
model for a generic data stream format. The data stream is divided into several
generic components, each of which is now described. Note that these
components may exist in a particular data set, but it is not necessary for all to
exist.

C File - The coarsest level of data is the file. This refers to an entire volume of
data in one data set. This can be one data file residing on a disk, a digital
tape, or a single digital data stream being monitored in real time.

C File Header - Often, there is information relating to a data set that is stored in
some number of records at the beginning of the file. This information is not
recorded experimental data, but rather general information relating to the
data as a whole. Not all data streams will have a file header, however.
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Figure 1 - Generic model for raw telemetry data stream

C Records - The record (also known as the physical record) is defined as the
amount of data retrieved by one read operation. Each data stream is
blocked, or divided, in some way into smaller units. Thus, if data are stored
and retrieved in records, such as found on a VAX/VMS system,  that is the**

unit of blocking. If the data are stored in blocks, or are retrieved from tape,
then the record is the amount of data retrieved from one disk block or tape
read.

C Record Header - There may or may not be information at the start of a record
that comprises a record header. This data relates to the particular record, but
not to the actual recorded data. Some examples of what may be included in
a record header are: the amount of data actually used in the record, the
number of frames found in the record, or a jump-table indicating where
different frames of data are found in the record.



C Frame - The frame (also known as the logical record) is the basic unit of
recorded data in a data set. For purposes of this paper, we will define a
frame as being the amount of data recorded at a particular time in the system
under test. The frame contains the actual recorded data from the system. In
addition, frames themselves may span physical record boundaries.

C Frame Header - Each frame in the data set may or may not have a frame
header associated with it. A frame header contains information relating to a
particular frame of data that is not part of the actual recorded data stream.
The data in the frame header may include frame time, number of data words
in the frame, frame ID, error counts, etc.

C Frame Information - Each frame contains the following descriptive
information, either in the frame header or in the body of the frame, or the
quantities may be determined implicitly based on some other criteria.

• Frame Time - The time stamp associated with the particular frame. This
time may be either an explicit recorded quantity, or may be implied by a
particular frame rate.

• Frame Length - The length of the frame. This may be recorded,
constant, or implied as the distance between two synch patterns.

• Frame ID (often called Logical Record ID or LRID) - An identification of
what type the frame is.

Thus, the hierarchy of the model is that a file may contain a number of records,
including some header records; a record may or may not have a header and
contains some number of frames; each frame may or may not have a frame
header, and can be identified by a frame time, frame ID, and frame length.

Once we have a model for how a generic file is organized, we can develop a
software architecture to decode that structure. The goal of the software, described
in the next section, is to be able to identify individual frames in a data stream
based on the time tag and frame ID. The unpacking of data within a frame is
addressed in a subsequent section of this paper on the Data Dictionary.

FLEXIBLE FILE SERVER

A Flexible File Server (FFS) has been developed to respond to the problem of
attaching directly to a raw telemetry stream. The function of the FFS is to return a
pointer to a frame of data of a particular frame ID at or after a specified time. In



order to navigate through the data stream, we will need to have several functions
at our disposal, as follows:

C File open - Perform all the necessary functions to open a particular data
stream.

C Initialization - Perform all tasks that need to be accomplished once per file,
when it is opened.

C I/O - Read in data records from the file.

C Determine record length - Determine how much valid data exist in a record
that has been read.

C Link to next frame - Given a pointer to a frame in a record, point to the next
frame in the record. Also, with a special call, point to the first frame in a
record.

C Determine frame ID - Given a pointer to a frame, determine its ID.

C Determine frame length - Given a pointer to a frame, determine its length.

C Determine frame time - Given a pointer to a frame, determine its time.

Each one of the above functions is performed in a completely modular subroutine
with fixed responsibilities and requirements. Thus, the FFS performs its function of
returning a pointer to a frame of particular ID at a particular time by making an
ordered series of subroutine calls to these functions. The basic algorithm used to
locate frames in a data stream is as follows:

open the file;
initialize the file;
for(every record in the file) {

read in a record from the file;
determine the record’s length;
find the first frame in the record;
while(more frames exist in the record) {

unpack frame ID;
unpack frame length;
unpack frame time;
find the next frame in the record;

}

}



This algorithm is modified to recognize when a frame at a given time and of a
specific ID are found, and to stop searching at that point. As records are read,
information about them is kept in internal maps. This facilitates finding records
and frames more quickly once they have been read the first time. Thus, the
search for a frame is controlled by the following algorithm:

if (looking for a previously seen frame) {
read in the old record;
return pointer to the known frame;

}
else {

position to the end of file;
commence above search;

}

As has been stated before, one of the main problems in accessing arbitrary file
formats is that data are recorded in a wide variety of different forms and
structures. The algorithms above, however, are generic. We define specific
software responsibilities and interfaces for each of the above subroutines. A suite
of subroutines is provided to handle the most common cases needed for each of
these functions -- for example, decoding time tags written in VAX floating point
form, or decoding frame IDs that are recorded inside a frame.

It is impossible to provide a subroutine or subroutines general enough to handle
all of the possible cases for all formats. Thus, we permit the system to be
extended by dynamically linking in, at run time, subroutines to replace one or
many of the built-in functions. As an example, if a particular data format contains a
time tag that is not understood by the suite of built-in subroutines, then a separate
module may be written to perform just the task of decoding that time tag. In this
way, the system becomes extensible enough to accommodate virtually any
recording format. Dynamic linking of subroutines also allows data-specific checks
for time glitches, bad data frames, or data out of synch. Since we are under
program control when inside these subroutines, we can tailor them to do highly
specific checking, that would not be done inside a general purpose software
system.

To prepare to access data using software based on this approach, such as the
FFS, one must first examine the record format in question, and determine how
that format maps to the generic model given earlier. First and foremost, the user
must establish what it is that defines a frame in the structure in question. Then,
one must establish how to deterministically find the following quantities in the file
structure. Also listed are some examples for possible answers:



C Record Length - How much valid data exist in a record that has been read?
This may be found, for example, in a word in the record header indicating
how much valid data are packed into a record - the remainder of the space in
the record may be unused. As an alternative, the length may just be the
entire length of a variable-length record, and be determined by how much
data the I/O routine has read.

C Frame ID - How will the ID of a particular frame be found? This may be
recorded in a frame header, or may be calculated based on some algorithm -
e.g. minor frame number in a major frame.

C Frame Length - How many bytes long is a particular frame? This may be
recorded in a frame header, may be a constant, or may be calculated based
on the appearance of a synch word, or the start of another frame.

C Frame Time - What time is represented by the particular frame? This may be
recorded in a particular standard form - an integer count, IRIG-B time, an
ASCII representation of time - or it may be implied by a constant frame rate.

C Link to Next Frame - How to find the next frame, given the current frame?
Generally speaking, this is just a matter of adding the length of a frame to its
start. This yields a pointer to the next frame. It is in this function that frames
spanning record boundaries are indicated.

Given an idea of how a particular data stream fits into the model, and given a
clear and deterministic method for finding the quantities mentioned above, one
can describe to the FFS, via a series of menus, how to read and work with any
particular recorded data structure.

As an example, examine a typical telemetry major frame/minor frame structure,
shown in Figure 2. Assume that there is one major frame per record. We can
define one frame to be one minor frame in the major frame - one row in the grid.
We can determine the record length as being the constant length of one major
frame. The frame length is the constant length of one minor frame. The frame ID
will be the minor frame number in the major frame, and the time tag will be
determined by a constant rate.

Figure 3 illustrates another example -- that of a typical tag-data stream. Here,
frames are less clearly defined. However, we know that there is a particular tag
value that represents a new time. We can thus define a frame as being the
amount of data from just after one time tag, up to and including the next time tag.
Assume that there are fixed length records, and that time tags occur at random 



Figure 2 Major Frame/Minor Frame Layout

intervals. The record length is fixed, the frame length is determined by scanning
through the data from the end of the previous frame, until another time tag is
found, and then calculating the distance between the two. The frame time is given
in the time tags, and the frame ID will be constant -- each frame has essentially
the same structure, a series of tag and data pairs. The individual data samples will
be unpacked using the dictionary, to be described in the next section. The link-to-
next-frame function is used to determine when a frame is spilling over a record
boundary -- recall that there are variable-length frames inside a fixed-length
record.

Thus, seemingly diverse data formats are actually shown to be similar when
examined in light of the model given for a generic recording format. Using the
method given for the FFS, one can attach to, and directly analyze a variety of
diverse data sources.



Figure 3 - Tag Data Frame Format

DATA DICTIONARY

Once we are able to access and navigate through a raw data file, the next step is
to access and recover individual recorded variables (or channels) of data. This
can be accomplished by utilizing a table-driven dictionary mechanism, such as
that found in the RS/Probe software. The Data Dictionary stores translations
between symbolic names and positions inside particular data frames. The
dictionary maintains the following major categories of information for referencing
the recorded data:

C Frame ID and Mask - The frame ID, or IDs in which a particular variable is to
be found. This ID is used to indicate to the FFS which frames to recover from
the data stream. The ID may be masked with a bit pattern to allow greater
flexibility in matching frame IDs.



C Position - Which set of bits in the frame must be recovered to generate the
particular data channel, allowing for the datum to be split into two pieces.
Also indicate whether the datum is bit-, byte- or word-reversed.

C Storage Type - How is the particular datum represented - e.g., VAX float,
IEEE float, MIL-1750a float, two’s complement, unsigned, etc. In addition, the
number of data types supported may be extended by writing a subroutine to
perform the data type conversion.

C Data Class - What type of data is represented - e.g., event data, binary data,
spectral bin data, integer data, floating point data, etc.

C Array Information - Indications as to whether data stored are in an array, e.g.,
complex data (real and imaginary), super-commutated data, spectral data,
etc.

C Conditional Information - Conditionally allow the channel to be decoded
depending on the value of some other value in the data frame. Used to
support sub-commutation and tag-data type data streams.

C Scaling Information - Offset and displacement to translate raw counts into
calibrated values.

Using the information stored in such a dictionary, we can unpack a particular
quantity recorded in a frame in a known position in a given format. We can also
reference the recorded variable or channel by symbolic name, freeing the analyst
from the need to understand the data format, as the information in the dictionary is
identified by that name.

Consider the data streams illustrated earlier. The dictionary would be used to
indicate how to unpack the individual variables, or channels, recorded in those
frames. For example, the variable C  from the frame specified in Figure 2. would6

be found in frame IDs 1 and 5, would start at word two (counting at zero, and
assuming 16 bit words), and would be 16 bits long.

A dictionary entry for the tag-data stream illustrated in Figure 3 is slightly more
complicated. First, a variable needs to be defined for the tag value. This would be
a variable-length array that started at word zero, with an interleave equal to the
length of one tag-data pair (48 bits if you assume a 16-bit tag and a 32-bit data
field). The variable definition for a tag of value v would depend on the variable tag
being equal to v. The position of the variable would start at word 1 (assuming a
16-bit tag field), relative to the dependency variable, tag. It should be noted,



however, that while it is possible to access this type of data stream directly, it is
inherently more inefficient than that given in the previous example. This is
because one must examine all values of the variable tag, and compare them to
the requested tag value to determine if a particular channel is present. Further, the
introduction of the tag values may actually expand the amount of storage
necessary for the data stream.3

ENGINEERING UNIT CONVERSION

Once data are found in a given data stream, and unpacked, they must be
converted to engineering unit form to be utilized. One way of accomplishing this is
to provide a general purpose function evaluator. The function evaluator has the
capability to transform a particular variable by an interpreted mathematical
function. The evaluator is able to deal with asynchronous and aperiodic signals,
automatically resampling data when necessary.

For instance, if a dictionary entry exists for a variable named X_RAW, we can
calibrate that variable by defining a function such as:

 X = a * X_RAW  + b * X_RAW  + c * X_RAW  + d * X_RAW  + e * X_RAW + f5    4    3    2

The function X may now be used in all standard analyses. In addition, a wide
variety of built in functions is provided representing trigonometric, signal
processing, and mathematical operations. The function evaluator may also be
extended by providing a capability to manipulate signals in an external function
written in a higher-level language. This facility allows for different types of
calibration such as table look-up, as well as for custom tailored analysis.

THE SYSTEM

The three steps involved in understanding a raw data stream,

C Understanding the file structure and frame boundaries

C Unpacking individual data from a recorded frame

C Converting the unpacked data into EU form

can work together in one system to provide direct access to a raw data stream for
general-purpose analysis. This capability exists in the RS/Probe software. A user
of the system is presented with a general-purpose time series and signal
processing analysis environment in which he can access data from raw telemetry



data streams. The user indicates that he wants to utilize a variable inside specified
time bounds. The system consults the dictionary to see which frame types must
be found, and passes this information off to the FFS. The FFS then returns
pointers to individual frames inside the data stream. The dictionary is again
consulted to determine how to unpack the variable from the frame. The unpacked
quantity is then added to an internal time series representation of the requested
channel. After all of the data collection is done for a requested time interval, the
unpacked samples are transferred to the function evaluator to transform the data
into calculated engineering units. A graphical output is then created to represent
the time series.

CONCLUSION

A software architecture has been described in which data recorded from telemetry
systems or other systems under test can be analyzed directly in their recorded
forms. The system can access raw data frames in a telemetry file, unpack
variables from the frame, and calibrate them based on an arbitrary function.

For general-purpose post-test analysis systems, there is an alternative to
preprocessing telemetry data, or to writing custom analysis systems for each of
the recorders, formats, and projects that may produce data. A general-purpose
software system can be built to to access arbitrary raw data formats from
telemetry and other data recording systems, and calibrate them into EU form.

Using a general-purpose architecture, like the one described in this paper, also
minimizes the amount of time necessary to get a new data set on line for analysis.
The FFS and dictionary are the only components that need to be re-configured.
None of the analysis software itself needs to be changed. And, as there is usually
no actual software coding involved in the process, programmer time will also be
minimized.

The use of compliant analysis software (software that conforms to the
environment in which it is placed) on general-purpose computers is a viable cost-
and time-saving alternative to specialized hardware/software systems for post-test
analysis.

REFERENCES

1. Fidell, S., Moss, P., Fortmann, T., Sneddon, M., Milligan, S., October 1987,
“Distributed Processing For Real-Time Data Collection, Display, and Analysis,”
Proceedings Of The International Telemetering Conference, Volume XXIII,
pp 301.



2. “Closing the Gap Between Data and Analysts”, Hardcopy, December 1985,
pp 139-141.

3. Lynch III, T., Fortmann, T., Briscoe, H., Fidell, S., October 1989,
“Multiprocessor-Based Data Acquisition and Analysis,” Proceedings Of The
International Telemetering Conference, Volume XXV.


