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ABSTRACT

An architectural design of a baseband processor to provide on-board processing for a
20/30 GHz communications satellite is presented. The operation of this processor is
explained in some detail. Major assumptions, considerations and goals that shaped the
design of the baseband processor are identified and discussed. Since a primary benefit of
on-board processing is flexibility, systems employing a processing satellite system will
need versatile network protocols. A two-level network protocol that permits users to
specify various parameters of their message links and to use different routing protocols on
a message-by-message basis is presented here.

INTRODUCTION

Due to the imminent saturation of the 4/6 and 12/14 GHz satellite communications bands,
NASA is encouraging the development of the 20/30 GHz bands with possible provision for
customer premises service (CPS). Under a NASA contract, MITRE has performed a
systems study of a 20/30 GHz processing communications satellite with a total throughput
of 4 Gb/s (1.6 Gb/s baseband processed traffic, and 2.4 Gb/s microwave-switched
trunking traffic). In this paper we describe just the baseband processor section of a
proposed communications satellite consisting of the following subsystems:

• 16 uplink beams (8 fixed, 8 scanned)
• 16 receivers
• 128 demodulators (8 per receiver)
• the baseband processor
• 16 remodulator/transmitter assemblies
• 16 downlink beams (8 fixed, 8 scanned)



Each scanned regional beam dwells on eight subregions every scan period. The eight
cyclic illuminations of the 64 subregions, together with the fixed-beam coverage of eight
high-traffic centers, provides CONUS coverage. The use of 16 non-overlapping uplink and
downlink beams permits a 16-fold frequency reuse. As a result, the proposed 1.6 Gb/s
baseband processor throughput requires only 100 MHz bandwidth per beam using a
nominal modulation efficiency of 1 b/s/Hz. The remainder of the allotted 2.5 GHz
bandwidth is used for trunking traffic.

In a narrow sense, a baseband processor is the subsystem of the satellite communications
payload that manipulates bits or sequences of bits (packets) of information obtained from
the digital signals received on the uplinks [1]. The inputs and outputs of this subsystem are
binary data only. In a wider sense, the baseband processor could also include the
demodulators and remodulators because they are in part digital interfaces through which
the on-board digital processor communicates with the outside world. In this paper, we
describe the baseband processor in a narrow sense, but we also include overall system
considerations that impact the design of the processor.

BASELINE SYSTEM ASSUMPTIONS

Some important features of an advanced domestic satellite communications system are: 1)
multiple beam antennas for frequency reuse; 2) bandwidth-efficient modulation and coding
for spectral and power conservation; and 3) on-board processing and switching for
servicing the many different types of users. These features must be kept in mind while
designing new generation communications satellites.

Near-future satellite weight and power constraints associated with the baseband processor
portion of the communications payload are expected to be in the order of 400 kg and
2 kW. This includes the functions of uplink RF reception and demodulation, baseband
processing of data packets, remodulation, and downlink transmission power; antenna
weight is not included. With this weight and power budget, the system can be expected to
support approximately 100 MHz per link of spectral bandwidth allocated to signals to be
processed at baseband [2].

System resources such as fixed beams, dwell periods of scanning beams, bandwidth, and
terminals are initially allocated according to a traffic model. This model is based on three
assumptions: 1) there is to be full connectivity between all users in the network; 2) the
distribution of terminals will be directly proportional to human population; and 3) traffic
from area A to area B is proportional to the number of terminals in both areas A and B.
This is contrary to normal telephone traffic where local calls are assumed to constitute a
relatively fixed percentage of the total traffic of a region, regardless of the region’s
population. The traffic model used here reflects the idea that most of the communications



to be processed by the satellite will be among private corporations, government agencies,
universities, and other institutions generating high-volume, long-distance traffic. After the
network is operational, resources will be allocated on a dynamic adaptive basis using the
traffic model mainly for “system initialization”.

Due to considerations of terminal cost and power, timing synchronization difficulties, and
signal interference/distortion, the uplink will operate in a scanned FDMA mode with
DAMA, while the downlink will operate in a TDM mode. Uplink and downlink frame
formats are given in figure 1.

A frame duration of one millisecond was selected for the following reasons.
Considerations of routing and protocol versatility as well as error management necessitated
packet header lengths of nearly one hundred bits. To keep packet overhead within 5 to 10
percent of the total, packet lengths should be in the range of one to two thousand bits.
Since the traffic is expected to be predominantly voice, and the digital voice T1-carrier rate
(1.544 Mb/s) is a domestic standard, then a terminal operating at a T1 data rate would
generate 1544-bit data packets for a frame time of 1 ms. For complete (header plus data)
packets, the terminal rate would then be about 1.64 Mb/s.

There are, as mentioned earlier, eight beam dwell periods (i.e., TDM slots) in each beam
scan period (i.e., one frame), so that the duration of each dwell period is 125 µs. Further,
within each slot, there are eight FDM uplink channels and eight TDM downlink sub-slots.
Thus, during any beam dwell period (slot), the 16 beams can accomodate up to 128
terminals, and over a beam scan period (frame), up to 1024 different terminals. Since each
T1-rate terminal is accessed for only one eighth of a frame, it must burst data up a rate of a
little over (due to packet header bits) 8 times T1, and receive data bursted down at a rate
of a little over 64 times T1.

This processing satellite should of course provide all user services currently supported by
non-processing communications satellites. By virtue of the on-board processing power
available, a variety of additional services can also be offered. These services will require
the implementation of versatile protocols.

NETWORK PROTOCOLS

In the design of the baseband processor, a number of system requirements and goals must
be defined. One major system requirement is the design of a network-wide protocol. This
protocol must provide the users with a standard format to exchange messages, to maintain
timing synchronization, to establish and terminate circuit connections, and to recover from
message losses.



The network protocol developed for this system is organized as a two-level protocol. Each
level is supported by a protocol which is custom tailored to meet the needs of the on-board
processing satellite communications system. The protocol on the first level provides a
DAMA reservation scheme. The second level protocol controls the transmission of
messages between the terminals. This two-level structure allows each protocol to operate
independently.

The protocol independence achieved by this two-level scheme affords the network
considerable flexibility. Updating or replacing an existing protocol on one level does not
necessarily require an adjustment on the other level. In fact, it is possible to offer more
than one level-two (packet routing) protocol to the users simultaneously. Users can then
select the protocol best suited for their needs on a message-by-message basis.

The primary function of the level-one protocol (Link Establishment Protocol) is straight-
forward: the Link Establishment Protocol (LEP) must provide every user with the ability to
request and to receive a channel assignment. In order to support this service, the protocol
must provide a standard procedure in which channel requests, assignments and denials can
be made in a format usable by all terminals. Since the network connects terminals that use
different data rates, message types and special services, the protocol must be flexible in
design and general in operation. One type of link establishment procedure (multipoint)
handled by this protocol is presented in figure 2 in a transition-diagram format.

The orderwire system considered in this work allows a user to request a channel for the
duration of his message. In addition, the user specifies the message type, length, priority
and destination(s). He may also request special functions (e.g., broadcasting, conferencing,
etc.) and/or special data rates. This flexibility allows every user to custom order a channel
suited to his needs.

Although the function of this reservation system is to provide the users with a means of
requesting contention-free message channels, the orderwire channel itself is not
constrained to any particular accessing scheme. In fact, there are several accessing
schemes which are suitable for use on the orderwire channel. The more popular schemes
are Pure Aloha, Slotted Aloha and TDM [3,4]. The selection of one accessing scheme over
another for the orderwire depends greatly on the characteristics of the network.

Use of the Pure Aloha accessing scheme for the orderwire is recommended for networks
that do not require frequent channel assignments. One such network would consist of a
large number of terminals that transmit short, bursty messages on an infrequent basis.
Another network suitable for the Aloha scheme is one with a large number of terminals
that only need access to the orderwire processor after long periods of time because they
are constantly busy transmitting long messages. Slotted Aloha could be used in similar



networks to improve efficiency at the cost of additional complexity. In order for TDM to
be efficient, the terminals must make use of their assigned slots as often as possible.

The reservation system proposed for this satellite may not serve all users efficiently. Low
duty terminals that transmit only a few packets at one time will incur a large amount of
LEP overhead while reserving a message channel. These terminals should be provided
with an alternative accessing scheme. One possible alternative is to provide these users
with a contention channel. Users could compete for this channel by directly transmitting
their message-packets. A Pure Aloha or Slotted Aloha scheme could be implemented on
this channel.

When a user has established a link to his sink(s) via the LEP, he begins the transmission of
his message. The exchange of messages between the terminals is controlled by a packet-
routing protocol (PRP). Since the network supports different users, data rates, message
types and transmission modes, more than one PRP is needed to control the traffic. The
proposed scheme requires the source to select the best suited protocol available from the
network for each message he sends. The source must specify the protocol chosen when
requesting the link so that the sink(s) can be notified. Thus, once the actual message
transmission starts, both the source and the sink(s) are synchronized to operate under the
same protocol.

The PRPs may be organized as either end-to-end protocols that are transparent to the
satellite switching processor or as uplink protocols that require on-board processor
capabilities. Due to lack of space, the wide variety of message types allowed can only be
hinted at by presenting a few of the major message characteristics supported by these
protocols:

1) Traffic types
• Voice
• Data
• Video
• Facsimile 

2) Routing Mode
• One-to-one 
• One-to-many (broadcasting)
• Many-to-many (conferencing)

3) Time Mode
• Real-time
• Non-real-time

4) Error Management (end-to-end and/or uplink)
• ARQ (Automatic repeat request)
• FEC (forward error correction

5) Circuit Type
• HDX (Half duplex)
• FDX (Full duplex)



THE PROCESSOR ARCHITECTURE

Figure 3 contains a simplified block diagram of the baseband processor. Each of the 16 on-
board receivers is assigned to one of the 16 uplink beams. Each receiver separates and
demodulates the eight FDMA channels arriving within the beam during each slot. The
serial bit streams from each channel pass through an input switching matrix. The purpose
of this matrix is to ensure that every channel can be connected to one of several possible
switching processors. The paths through each matrix are established by the on-board
system control computer. Generally, once these paths are established they remain fixed.
However, if the need arises due to hardware failures, exceptional traffic conditions or
related network problems, these paths can be altered on command from the network
control center.

Since every switching processor provides service to one uplink channel and one downlink
channel, the baseband processor employs 128 active processors. Thirty-two additional
switching processors are available to the baseband processor, to provide 25% redundancy,
bringing the total to 160. These switching processors are implemented via microprocessors
that require local read only memory (ROM), random access (RAM) and external support
hardware. The switching processors receive special control signals from an on-board
system control (SYSSCON) computer. At the onset of each new message, SYSCON
provides protocol information, message length data, routing procedures, and special
handling instructions to the proper switching processors.

The switching processors have three principal functions. One function is to store arriving
packets in available locations in the satellite’s bulk memory (BM). The function of the
bulk memory array is to hold all received packets until they can be routed and sent to the
proper sink(s). A bulk memory controller (BMC) maintains a list of empty locations, full
locations, and locations out of service. The BMC has three major tasks: 1) to monitor the
status of every bulk memory module; 2) to accept the addresses of unneeded BM modules
from the switching processors; and 3) to provide the addresses of available DM modules
to the switching processors on demand.

While an incoming packet is being stored into an available bulk memory module, the
switching processor begins its second function which consists of processing the packet’s
header. During the processing, the switching processor determines the packet’s
destination, determines if the packet has multiple destinations, carries out PRP-related
functions, and when necessary, corrects the header. After determining the packet’s
destination, the switching processor sends this information to the first-in-first-out (FIFO)
controller. The FIFO controller (FFC) is responsible for the routing of all packets that have
been received by the baseband processor. In order to carry out this task, the FFC must be
provided with the packets’ destination and their module locations in the BM array. The



FFC routes each packet by placing the packet’s bulk memory address into the proper FIFO
list. Each microprocessor is responsible for eight FIFO lists (one for a specific channel in
each of the eight downlink slots).

The switching processors’ third function starts when the processor accesses the FIFO
corresponding to the current slot. If the FIFO contains data, the processor fetches the
oldest address in the FIFO. Using this address, the processor fetches the addressed packet
from the bulk memory and sends it to one of the transmitters where it is beamed down to
the proper sink.

PROCESSOR OPERATION (POINT-TO-POINT TRANSMISSION)

In order for a user to use the baseband processor, he must first communicate with the
controller via the LEP. Once in contact with the controller, the user requests a satellite link
to one sink. If the sink is free, the controller establishes the message link. After the user is
allocated this link, he formats his message into packets and begins transmission. The
operation of the baseband processor is explained by tracing the path of one of this user’s
packets through the processor.

After receiving notification that the satellite link has been established, the user prepares for
transmission. Meanwhile, the switching processor assigned to receive the user’s call is
also preparing for the call. The processor carries out this preparation during a 10 µs
second guard time in the 125 µs slot assigned to the user. During this guard time, the
processor fetches the address of an available BM module from the BMC. The processor
then places this address into its Input Address Register in the BM array, thereby reserving
a memory module for the incoming packet.

As the packet arrives at the demodulator, it is converted into a bit stream. The packet
enters the baseband processor serially through the input switching matrix. At the switching
processor, the serial bit stream is collected in a serial-to-parallel shift register. When this
shift register is full, a 32-bit word is transferred to the Data Input Register shown in figure
4. This is a 32-bit parallel-in-parallel-out register. Both the Input Register and the Input
Data Register are connected to the bulk memory input address/data bus which serves 1320
memory modules. There are 160 dedicated register pairs servicing the switching
processors. The switching processors send the packets to the BM array in the form of
32-bit words which arrive at the rate of one word per 2.45 µs. A hardware poller enables
one input register pair onto the bus at one time. The BM address is decoded and used to
enable a single bulk memory data latch. This latch fetches the packet word from the bus
during an approximately 15 nanosecond slot. It then sends the slower bulk memory device
eight four-bit blocks, one at a time. A block is sent to the memory device once every 300 



nanoseconds, which is a quite reasonable access time for current memory devices. At the
end of one slot, fifty-one 32-bit transfers have taken place for each incoming packet.

While each 32-bit word is being stored, the switching processor makes a copy of the
packet’s header and stores it in local RAM. After the entire header has been duplicated
and stored, the switching processor processes it. This processing includes all PRP-related
functions, error correction, and the decoding of the packet’s destination address. After the
sink address is decoded, the switching processor sends it and the packet’s bulk memory
address to a buffer in the FFC. As soon as the buffer is loaded, the processor sets a flag to
indicate to the FFC polling circuit that the buffer contains valid routing information.

The FFC hardware poller scans the buffers of each active switching processor. The
contents of an enabled buffer are gated onto the FIFO controller bus. The address of the
BM module holding the packet is sent directly from the FFC to the FIFO data bus. The
packet’s logical destination address is sent to a RAM containing a routing table of
downlink FIFO’s. Thus the addressed RAM location contains the address of the FIFO list
that corresponds to the packet’s destination. (Since this translation is done in a RAM,
routing updates can easily by made by SYSCON.) The selected FIFO address is then sent
to the FIFO address bus which is connected to every FIFO list. When a list recognizes its
own address, it latches the BM address data. Once a packet’s BM address resides in a
FIFO list, the packet is considered routed.

Every switching processor has eight FIFOs. Each FIFO corresponds to one unique channel
in a unique downlink slot. During each guard time, the processors check the FIFO list
corresponding to the channel they service during the next slot. If a processor finds that the
FIFO list is not empty, the processor fetches the oldest BM address from the list. This
address corresponds to a location in bulk memory where the oldest packet, destined to the
sink being serviced next, is located. This address is placed in the Output Address Register
by the processor. Working in conjunction with this register is a 32-bit wide parallel-in-
serial-out register called the Output Data Register. On the output side of the BM array,
there are 160 dedicated output register pairs servicing the switching processors. These
register pairs are attached to the output address/data bus. Whenever a switching processor
is required to transmit a packet, it must place the packet’s BM module address into the
register pair. A hardware poller enables one register pair onto the bus at one time. The
address is decoded and used to select a single bulk memory output data latch. The latch
places its contents (a 32-bit packet word) onto the bus. The word is then strobed into the
data portion of the enabled output register pair. The data is then shifted our serially and is
routed to the proper remodulator by the switching processor. After the contents of the latch
are emptied onto the bus, the latch fetches the next eight 4-bit blocks from the memory.
module. The latch is completely reloaded in 2.45 µs and ready to be accessed again as the
poller completes its cycle. This operation continues until the packet-length shift registers in



the remodulators are filled and ready for the transmission cycle. Therefore, in order for a
packet to be transmitted down on the desired channel within the proper slot, it must be sent
to the remodulator shift register exactly one slot prior to its transmission.

Each switching processor is actually responsible for two of the serial-in-serial-out shift
registers found in the remodulator sub-system -- one is being filled in advance by the
processor while the other is being emptied by the remodulator. These registers must shift a
packet into the remodulators at the rate of about 100 Mb/s so that the packets can be
bursted down to their sink on the selected channel within the proper slot on a TDM basis.

The operation of the baseband processor is similar when routing message packets that
have multiple destinations. The major difference is that a multipoint packet is kept in the
bulk memory until a copy of it has been sent to each destination.

CONCLUSIONS

Although some elements of the design presented here assume state-of-the-art technology,
such a system could at present be built, by reducing, if necessary, the throughput, the bulk
memory, timing constraints, and some of the flexibility. In fact, under a NASA contract,
Motorola Corporation is developing a baseband processor for near-future applications [5].
In order for future satellite systems to be competitive with terrestrial networks, they must
offer the users new services, flexibility, low cost operation and reliability. In addition, the
future satellite systems must make efficient use of dwindling bandwidth and orbital arc
resources. It is hoped, accordingly, that on-board processing will lead to substantial
contributions toward these goals.

However, a number of problems still remain to be solved if baseband processors are to
reach their full potential. Improvements in gate delays, power consumption, radiation
hardening, gate densities, and protocol flexibility and standardization are needed. Progress
is being made in most of these areas by private industry and government sponsored
research (e.g., the VHSIC program). As mentioned several times before, this design is
intended for future applications in the 20/30 GHz bands. However, once the technology is
developed and proven, there is no reason why baseband processors cannot be used in other
frequency bands (both higher and lower than the 20/30 GHz band).

ACKNOWLEDGMENT

The authors acknowledge the contributions made by their MITRE colleagues who
participated in the original system study.



REFERENCES

1. Jospeh L. Katz, et al., “Final Report - Application of Advanced On-Board Processing
Concepts to Future Satellite Communications Systems,” MTR-3787, Vol. 1, F19628-
79-C-0001, Bedford, MA 01730: The MITRE Corporation, June 1979.

2. William T. Brandon, et al., “Second Year Technical Report - On Board Porcessing
for Future Satellite Communications Systems,” MTR-8164, FY19628-80-C-0001,
Bedford, MA 01730: The MITRE Corporation, October 1980.

3. D. W. Davies and D. L. A. Barber, Communications Networks for Computers, New
York: John Wiley & Sons, 1977.

4. Mischa Schwartz, Computer-Communication Network Design and Analysis, New
Jersey: Prentice-Hall, Inc., 1977.

5. Motorola Inc., “30/20 GHz Communications System - Baseband Processor
Subsystem, New Technology Development Status Report, Scottsdale, Arizona:
Motorola, Inc., Government Electronics Division, May 7, 1981.



Figure 1. THE UPLINK AND DOWNLINK FRAME FORMATS FOR THE
SIXTEEN RF AMS SERVING THE BASEBAND PROCESSOR



Figure 2 THE LINK ESTABLISHMENT PROTOCOL (PARTIAL
MULTIPOINT)



Figure 3  SIMPLIFIED BLOCK DIAGRAM OF THE BASEBAND PROCESSOR

Figure 4 THE BULK MEMORY ARRAY (INPUT SIDE)


