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ABSTRACT

The FAA Sponsored a six months research program to
investigate the application of neural networks to
controlling aircraft. It was found that properly configured
neural networks offer powerful new computationally robust
methods to generate command vectors corresponding to
collision free routes. Methods using neural networks which
capture the expertise employed by controllers in resolving
conflicts were formed. This paper shows that many of the
neural network techniques applied to ATC can also be applied
to drone control. Two different networks are presented: a
multi-layer feed-forward network using back-propagation and
a method using a potential field where a gradient measure is
employed to maintain the aircraft separation in real time.

SUMMARY

During our study for the FAA it was found that very
restricted conflict detection and resolution functions could
be performed using such familiar approaches but vastly more
complex learning and modelling paradigms were required to
solve non-trivial air traffic control problems using methods
which essentially mimic methods employed by actual
controllers.

Neural networks provide solutions that are efficiently
generated by parallel processors in real time and can
Acapture@ knowledge observed from experts via training to
incorporate many intuitive relationships and rules which



experts use but cannot articulate. Thus, efficient parallel
operation and adaptivity via training both are embedded in
the capabilities desirable from neural networks. As such,
neural networks are a synergistic and complementary
technology with expert systems [Cross] and traditional
control techniques.

NETROLOGIC’s research to apply neural network methodologies
to FAA Air Traffic Control (ATC) problems is an entirely new
application of neural networks. Ultimately, the following
advantages can be derived from the use of neural networks in
ATC:

1) A powerful ATC training aid which contains a robust
representation of what a real controller does by use of
neural network paradigms and architectures.

2) A real-time decision aid which is trainable by each
controller.

3) A simulation of the air traffic environment can be used
to train networks to generate collision free paths.

During the study it was found that the network
representation problem (selecting network input data sets
which represent the air traffic environment was very
difficult. A representation which associates one neural
network with each aircraft vector and combining it with a
gradient representation for other interacting aircraft. A
network which defines a potential field and an interaction
architecture area was able to sequence twenty aircraft into
a successful landing pattern while maintaining separation
standards.

This research was the initial effort by the FAA to apply
neural networks to air traffic control problems. Despite
great progress in fielding the latest computational and data
processing tools into the nation’s Air Route Traffic Control
Centers, TRACONs, and terminal facilities the ever expanding
growth in air traffic and diversity of aircraft performance
capabilities requires that new methods for enhancing
computational capabilities be continually investigated.
Neural networks offer a revolutionary information processing
capability which in many respects duplicate the performance
of biological systems ([Lippmann], [Greenwood,88], and



[DARPA] for an overview of the state of the art of neural
networks). It is pointed out in [Cross], [Wesson] and
[Greenwood,73] that controlling aircraft even with modern
computational tools and procedures is more an art or skill
than a science or procedure. Controllers get better at their
jobs as they spend time at their consoles detecting real or
simulated conflicts and formulating methods to resolve the
conflicts. They develop a sense for what is right or wrong
with the flow of traffic and particular encounters. It takes
many years to develop this sense or level of expertise and
as yet their are no clearly articulated set of rules or
procedures which captures the essence of good control
practice. Neural networks technology offers a tool which can
be trained by example to yield desired decision aids /
commands for drone control as well as air traffic control.

There is a growing interest by military, aerospace and civil
agencies to augment or improve the performance of humans
performing difficult control tasks by applying parallel
architectures and connectionism to real-time decision
making. Interpreting the air traffic control environment and
reacting to a temporally presented high dimensional world is
an ongoing problem. Automating aspects of air traffic
situation assessment and control through the development of
connectionist (i.e. neural network) methodologies appears to
have significant potential. Neural networks are computers
that learn how to generate approximate solutions to problems
based upon sample data and built-in learning mechanisms. In
other words, neural networks can be trained to identify, on
their own, the key features which enable them to distinguish
different patterns. A neural network can learn on-line in
real-time or can be trained by a user with a sample training
set. They do not require expert knowledge representation,
logical inferencing schemes, statistical algorithms, or a
programmer to develop and code a solution to a user’s
problems. However, they do require an architecture with
sufficient capacity and a training scheme. Also, neural
networks do not provide responses for which no training has
occurred nor step-by-step explanations as to how answers are
achieved. Thus, neural networks provide a complementary
addition to conventional numeric or symbolic (i.e. expert
systems, AI) and Von Neumann processing for problems
requiring pattern recognition type tasks (see Figure 1)



APPROACH TO PROBLEM PERFORMANCE
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Figure 1 Complementarily of Neural Networks and
Conventional Processing

Shortly after the beginning of our Phase I research program
we decided to use the TRACON ATC simulation program as an
ATC simulation environment to be controlled by network
control programs developed for this project. There were
several advantages and considerations that made TRACON the
desirable choice as a simulation.

The first is that the time required to develop a flexible
simulation that could be easily demonstrated and accurately
represent the Air Traffic Control process would be long.
There is a great deal that would have to be modeled about
the information normally available to an Air Traffic
Controller and the operations of aircraft. TRACON has a
reasonable subset of required information already built into
the program. In addition, TRACON has a very good graphics
interface and is easy to use so that a user can control the
simulation by hand. As a result of using TRACON our
attention could be focused on developing the network
controller software.

Another advantage of using the TRACON program is a built in
scoring feature. In training the neural network controller,
this feature offers a hands off approach for network
adaptation. With it the neural network can control the
TRACON game simulation and evaluate its performance based on
the scoring feature in TRACON thereby making adjustments
using a reinforcement learning procedure as outlined by
Barto and Sutton [Barto]. The network controller can adapt
the network weights to improve the network performance with
respect to the TRACON simulation. Using the TRACON program 



the human controller can control the TRACON simulation and
the aircraft successfully.

Network Input and Output Representations

Successful network input representation depends on meeting a
number of specific requirements. First, it is important that
the network be capable of generalizing from a small set of
training examples. To achieve this with a given set of
training examples, the first requirement is that the
dimensionality of the input space to the network be small.
If a network is given a large input vector, on the order of
hundreds of elements, then it would be required to have
training examples for all reasonable combinations of inputs
and this could be a very large number of training examples.
The number of weights in the associated network grows
rapidly when the number of inputs are large and in order to
achieve adequate generalization a large training set is
required. However, having low dimensional input allows the
training set size to be small. In this case the probability
of generalizing from a small training set is high and the
network can run faster since fewer weights will be required
for the feedforward calculations.

A second requirement is that the input dimensionality be
fixed. For example, if we decided to input the position and
velocity of each of the aircraft on the screen to the
network with a variable number of aircraft, then we would
have a variable number of input for any given situation.
This is impractical with respect to the current level of
neural network technology since most neural networks require
a fixed input space, in other words a fixed input
dimensionality. Therefore, it is desirable to have an input
representation which can in some way be independent of the
number of active aircraft in the system. Two choices were
made regarding the input representation to the net. First,
it was realized that for multiple aircraft the easiest way
to handle the situation was to provide the network with
information that was representative of the situation as seen
by a single aircraft, instead of having a global view for
the situation which basically represents the normal view of
an Air Traffic Controller. Such a local view requires that
each aircraft has an associated neural network. For each of
these local networks associated with each aircraft, the
inputs must contain information about the other aircraft on



the screen. This local view provides duplicate copies of the
network produced for each of the aircraft on the screen, and
we are not limited by any dimensionality constraints on the
number of aircraft that could be handled at a given time.

The second problem regarding representation is that there
are a great number of potential commands that the network
could issue, for example, the network could issue a Aclear
direct to@ command when there is a large number of
intersections that would be potential candidates for
modifying that command. To solve this problem it is best
have a combination of a neural network and an expert system
which processes the information provided by the neural
network. The neural network could learn the fuzzy rules for
performing well in a simulation run and the weights of the
network would adapt to optimize that performance. The expert
system section of the controlling software would handle the
situation details. There would be no need for the network to
have an output for each of the potential destinations for a
given command since they are known to the expert system
section. For example for the Acleared direct to ...@ command
there are only a limited number of reasonable alternatives
for the associated destination. The expert system can
determine in a fairly straight forward manner the legitimate
alternatives for each type of command. Thus, it is the task
of the neural network to choose the form of the proper
command, if any, when the network is executed, followed by
the expert system. For example, if there were a separation
conflict at a given altitude, the network output could be
Aclimb to ...@ and the available altitude would be determined
by the expert system software. By comparison, if a network
output were assigned for each available altitude then the
number of network outputs, one for each command/modifier
combination, would be high and generalization would be
difficult to achieve.

With only one copy of the network being local to each
aircraft it is still necessary to deal with the issue of how
to represent an aircraft’s potential for conflict. The
information needed to determine a potential conflict for a
given aircraft is the positions and velocities of any
remaining aircraft on the screen. Calculations can
accurately be made to determine if separations might be
violated, by extrapolating from the current state of the
system out for a predetermined length of time. The result of



this calculation could set a conflict flag as an input to
the neural network controller. This piece of information in
itself is not sufficient to resolve the conflict. The key to
the input representation problem can be found in the ATC
Conflict Field Interaction Model developed from TRW’s
Electronic Warfare model. The solution derived for this
problem was essentially a coarse coding of the information
relating to the other aircraft. Since there could be any
number of aircraft on the screen at a given time, it was
determined through simulations of the TRW system that it
would be sufficient to provide the network controller with a
gradient vector that represented the accumulated repulsion
vector for each of the other aircraft on the screen. This
gradient vector could be calculated by the aircraft and the
resulting vector, which would represent the sum of the
interaction to each of the other aircraft, could be
presented to the neural network controller.

The basic idea of a gradient vector is that as one aircraft
gets closer to another aircraft a repulsion force vector is
developed between the aircraft which is inversely
proportional to the distance between the aircraft. An
associated potential field is centered at each aircraft
which may be circular aircraft. The field geometry should
take into account the separation requirements and the
anticipated position of the aircraft at some delta time
period from the current time. Aircraft fly in a forward
direction and therefore its repulsion gradient vector should
reflect this fact. The repulsion gradient vector is
illustrated in Figure 2 in two dimensions, as a contour plot
of the gradient. It shows that an area directly in front of
the aircraft has the highest conflict potential and an area
behind the aircraft has a low potential since the aircraft
is moving away from that point and towards the points in
front of the aircraft. Simulation runs at NETROLOGIC using
both repulsion and attraction gradients have illustrated
that with continuous local control on each aircraft most
conflicts can be resolved solely with such gradient
information. Attractor gradients are also used to indicate
the aircraft closeness and relative position to waypoints,
destination airports and flight paths. The use of these
gradients is modified, however, in the network controller
since the ATC Network Controller cannot provide proportional
control to each aircraft. It is necessary for the network
controller to provide a limited number of discrete commands



at varying intervals of time. Thus, the network controller
uses the gradient information to trigger certain command
sequences to perform the required avoidance maneuvers.

Figure 2 Repulsion Gradient Vector Contours

The basic processing flow for the ATC network controller
program is given in Figure 3. When the ATC network
controller program is loaded under the DoubleDos operation
environment, the ATC network controller loads the TRACON
program and begins to send keyboard commands to TRACON to
start the simulation. The first operation performed is to
erase the radar sweep and the ground outline from the radar
display. This operation is performed to simplify the
identification of aircraft on the screen to process
conflicting pixels in the video graphics interface. The ATC
network controller then checks for pending and active
aircraft on the radar screen. When a pending aircraft is
found, keyboard commands are issued to accept the aircraft.
Once accepted, the aircraft position and flight plan
information is Aread@ from the TRACON graphics screen. Only
pixel information from the screen is available to the ATC
network controller. The program actually uses a template
matching character recognition method to Aread@ the
information. For each active aircraft, the current position
of the aircraft is determined, and the input information for
the neural network is generated.

The inputs to the neural network are as follows:

1. Conflict in the next t minutes.
2. Is other aircraft going to the same destination.
3. Is the next waypoint a tower.
4. Is the next waypoint an intersection.
5. Is the next waypoint a center.
6. X attraction gradient vector.
7. Y attraction gradient vector.
8. Z attraction gradient vector.



9. X repulsion gradient vector.
10. Y repulsion gradient vector.
11. Z repulsion gradient vector.

Figure 3 ATC Neural Network Controller TRACON Interface

The outputs of the neural network are defined as follows;

1. Change Altitude.
2. Change speed.
3. Change next waypoint.
4. Issue Acleared direct to ... @for a tower.
5. Issue Acleared direct to ... @for a center.
6. Issue Acleared direct to ... @ for an intersection.
7. Issue handoff to tower command.
8. Issue handoff to center command.
9. Set handoff command altitude and speed.
10. Increase speed.
11. Increase altitude.
12. Turn right.
13. Turn left.

Except for the gradient inputs, all the inputs and outputs
to the neural network are binary, taking on TRUE/FALSE or
YES/NO meanings.



Network Architecture

There are many neural network architectures that could be
applied to this problem. The most commonly used network type
is the feedforward network. Since this network cannot
develop its own internal state some form of feedback is
required to maintain any state information. In the ATC
environment the state information is as follows:

1. The position and velocity of each aircraft.
2. The flight plan for each aircraft.
3. The commands issued to each of the aircraft.
4. Information regarding the ATC environment such as, the

location of airways and intersections, and the
location and headings for airports.

5. Weather related information.

For the ATC network controller, all of this information is
maintained outside the network and therefore the system can
be controlled by a feedforward network. In addition, it
should be noted that feedforward networks are easier to
train than feedback type networks.

Under the category of feedforward networks, there are
several types and several training methods. Kohonen learning
can allow a feedforward network to self-organize on the
input data. Also, supervised learning methods like
backpropagation and MADALINE rule II can be used to train
feedforward networks. The MADALINE consists of threshold
logic units and the backpropagation network uses Asigmoidal@
processing elements. The threshold logic element has several
properties that make it desirable for use in the network
controller. Threshold logic can be trained in several ways
including modified backpropagation, MADALINE rule II and by
a reinforcement learning technique called the associative
reward/penalty algorithm. Furthermore, it is possible to
load the weights to this kind of network Aby hand@ (e.g. most
neural net courses have students build a network for the
parity or XOR problem using threshold logic by inspection).

BASELINE MODEL

Providing decision aids for an air traffic controller
involves interpretation and learning based on a sampled and 



quantified environment followed by commands to aircraft.
Such a system should ultimately have the ability to:

1) Deal with very high dimension environments (a variable
number of aircraft and complex scenes).

2) Be able to react rapidly (reflex) to unambiguous
environments.

3) Reflect on planned actions in complex scenes in real
time.

4) Execute exploratory learning behaviors designed to
enhance knowledge of the environment when it is
ambiguous.

5) Resolve conflicts for resources (prioritize message
traffic).

These features are incorporated into our baseline model
which provides a conceptual framework for embedding the work
done in this phase of the study into a complete system in
Phase II.

Our basic model satisfying the five requirements listed
above is illustrated in Figure 4. The above model processes
an air traffic conflict vector, T, generated by a situation
assessment preprocessor indicated by (1) in the figure. The
model has two processing paths producing both a reflex
response and a reflective response. Both responses create a
request for resources which may conflict, so that conflicts
which may arise must be adjudicated in a conflict resolution
(7) function. The reflex response converts known environment
interpretation T vectors or temporal sequences of T vectors
into responses. The reflective networks which do planning
react to an internally generated environmental
representation formed by the inner model. The inner model
represents both linear and nonlinear aircraft interactions.
In a neural network object oriented version of an inner
model, the activation at the network nodes represent a
measure of net aircraft collision probability or threat,
while planning is done by minimizing this probability over a
mission, i.e., getting aircraft to their destinations and
efficiently (minimizing fuel consumption) within the
airspace available while maintaining safe distance
separations. Evaluation of the air traffic control
environmental feedback or of a proposed effect on the ATC
environment will be processed in a response evaluation unit.



Figure 4 Baseline Cognitive Model

Finally, whenever the ATC environment input T cannot be
evaluated, or when all possible response lead to
unsatisfactory results in the ATC environment, it may be
desirable that a learning behavior be activated in order to
improve the situation. The learning behavior is activated by
environmental feedback. In a more advanced model, the
learning behavior would be tested on an inner model as a
planning phase. The use of learning behaviors in any future
cognitive ATC system may hold some risk and may not be
advisable.

ATC Environment Characterization

The task of mapping an arbitrarily dimensioned, time varying
internal representation sufficiently rich to permit the
cognitive processor to cope with any situation is critical
for success in an autonomous system. In a connectionist
system representation of the environment is input via a set
of sensors. The number of objects or classes discernable
becomes a variable internal representation. For example, the
air traffic environment under control may contain a
previously unspecified number of objects of potential
interest to each pilot, each object belonging to a conflict
group, and conflict groups may in turn belong to different
classes. In practice the unbounded dimensional world must



first be quantized and limited for presentation to a
topologically connected information processing system.

When dealing with multiple conflicts, only a fixed number
may be dealt with simultaneously by considering their
individual properties. As the number of objects in a scene
increases, one is forced to prioritize and select the ones
to process, for example, those in closest proximity, the
fastest, etc. As the numbers of objects in the field of view
increase still further, individual object conflict
descriptions are augmented by group conflict descriptions.
Group properties are cognitively emergent and may include
such items as group type, center of mass, cluster volume or
shape, distribution (aircraft formation for example), group
velocity, number of objects, group intention and so on.

THE AIR TRAFFIC CONTROLLER INNER MODEL

A complete Acognitive@ ATC controller system has elements of
rapid reflex response, planning and the means for measuring
the effects of the controller’s commands. In order to deal
with the temporal aspects of aircraft conflicts, an
autonomous controller should rely on the use of inner
models. These inner models generate test outcomes of
possible responses generated in the reflex and reflective
networks. These knowledge intensive models demand a
methodology with which to gather expert flight controller
knowledge by rule or by observation. The knowledge is used
to instantiate the system to cope with uncertainty and
novelty on a dynamic basis.

ATC Conflict Field Interaction Model

The development of the ATC Conflict Field Interaction Model
was originally motivated by the difficulty we anticipated in
representing and processing spatial information in a neural
network. In a general air traffic environment controllers
must keep track of the relative locations and velocities of
many planes and react accordingly. Before TRW’s research
program started, there were no network models which were
able to deal well with spatial information and motion
control. Consequently, TRW designed a network which can
maintain and update spatial coordinates for all the objects
in an arbitrary scenario simultaneously based on flight
objectives/intent and perceived collision threats.



The ATC Conflict Field Interaction Model is used to simulate
the conflict environment. Traditional simulations use pre-
defined trajectories or waypoints to control the motion of
objects, however, the ATC Conflict Field Interaction Model
uses a heuristic motion control algorithm incorporating
field effect interactions and gradient descent to minimize
accident probability. Therefore, it can be thought of as an
autonomous vehicle control system or a flight path planner
as well as a conflict threat simulation.

The system essentially has two systems which operate
somewhat independently: the motion controller and the
conflict simulator. The motion control method is based on
the principle of attraction / repulsion fields between
objects arising from mission objectives and perceived
conflicts. The network combines each object’s multiple goals
to create a trajectory which will allow an aircraft to fly
it trajectory free of conflicts.

The motion control algorithm was designed with a parallel
neural network implementation in mind. The proposed network
implementation would result in a system with constant
processing time independent of the number of objects in the
scenario. The conflict simulations are state-transition
systems which operate independently. Their independent
operation makes them a good candidate for parallel
implementation, but we did not design our network for this
purpose.
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