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ZERO OVERHEAD PCM SYNC

Dominique H. Veillard
Spin Physics, Inc.

3099 Science Park Road
San Diego, CA 92121

ABSTRACT

In the past decades, spectacular advances in the technologies related to signal processing
have driven the cost effectiveness of digital systems to new levels of practicality, in spite
of the theoretical complexity inherent in the process.

The following is a description of a novel way of alleviating altogether one element of the
complexity of a digital audio or video channel, thereby yielding code bandwidth reduction
and recording medium economy as well as cost savings in the implementation of the
electronic circuits. A prototype circuit operating according to this principle has been
demonstrated to work satisfactorily while providing overall system simplification.

The configuration of the new sync detector circuit lends itself well to implementation by
integrated circuit techniques.

INTRODUCTION

Traditionally the synchronization of the receiving (or reproducing) end of the channel to
the incoming stream of bits requires a special provision for “sync” material within the
transmitted (or recorded) bit-serial format for synchronization purposes. Typically this
requires an overhead of approximately 10% additional bits, and a special interleaving
circuit to incorporate them at the transmitting (or recording) site. Conversely, a special
circuit needs to be provided at the receiving (or reproducing) end of the channel to “de-
interleave” them and send only the information carrying bits to the Analog converter.

As the name implies, zero overhead sync does not use any of the above, and will have to
rely on something else to carry the sync. That “something else” has to be the only thing
left, that is to say the “information carrying” bits.

What makes it possible for the sync to be reconstructed from the “information bits” is the
fact that some trade-off has to be made somewhere else in the system. In practice, the



sampling rate is made somewhat higher than the Nyquist rate in order to allow for a finite
slope of the amplitude response of the low-pass filter inserted in the signal path prior to
sampling, so as to meet the system specifications with regard to aliasing.

The very fact that the actual sampling rate is higher than what is theoretically required to
represent the analog data prevents the bit stream from achieving its full information
capacity.

This hints that, as the “extra” is due to the sampling process, it must be possible to design
algorithms that would yield the sync by monitoring the statistics of the bit stream.

This turns out to be surprisingly practical, as some of the conceivable algorithms are
mechanizable by building blocks commonly implemented in integrated circuits.

DEMONSTRATING THE FEASIBILITY

A simple experiment can be made to illustrate the point (as well as demonstrate the
difficulties to be overcome in a practical and effective detector).

A low-pass filter is inserted in the signal path between a source of white noise and an
Analog-to Digital converter, operating at a fixed sampling rate. So as to simulate a “real
life” system, the -3 dB cut-off frequency of the filter is set to a value somewhat smaller
than one-half of the sampling rate. The number of transitions of the various outputs of the
A-to-D converter can be compared by using a frequency counter. As soon as the setting of
the frequency counter is such as to allow a rather long counting period, a fact clearly
emerges: the number of transitions of the least significant bit is essentially related to the
sampling rate, whereas the number of transitions of the most significant bit is essentially
related to the setting of the filter.

The frequencies of the remaining bits lay somewhere in between in a way that depends on
the frequency response of the filter. In the general case, when an Analog data source is
substituted for the white noise source, the relationship between the frequencies of the
various outputs of the A-to-D converter will also depend on the spectral characteristics of
the source.

As soon as the spectral characteristics of the source are known (a very large number of the
analog sources encountered in telemetry do exhibit audio-like spectral characteristics) it is
possible to design a set of criteria against which the measured frequencies of transitions of
the various bit positions would be tested in order to decide which one is the most
significant one, etc. This is in effect, detecting the “sync”.



PRACTICAL IMPLEMENTATION

Let us assume that the digital words representing the values of the samples have been
formatted in serial fashion, most significant bit first, then in descending order, down to the
least significant bit. The bit stream is made up of a sequence of such words. Since we
operate at zero overhead sync this sequence of data words is uninterrupted and the least
significant bit of one word is followed by the most significant bit of the next word without
any form of word delimiter whatsoever.

The design of the sync detector is based on the facts that the length of the word is known,
and the sampling rate is higher than the Nyquist rate and therefore, the average rate of
change of the most significant bit is less than that of the least significant one.

Moreover, let us assume that the general envelope of power spectrum of the source is a
monotonic decreasing function of frequency (this is the case for audio-like sources). This
assumption will occasionally prove to be wrong in practice but we shall see a simple way
to deal with the situation when it arises.

Under those assumptions the least significant bit is the one with the highest frequency
(nearly half the sampling rate, which would be the asymptotic value of a random bit), the
most significant bit has the lowest frequency and the other bit positions assume
intermediate values in monotonic order.

The most consistently detectable feature is the difference between the frequency of the
LSB (highest) and that of the MSB (lowest). All the other differences between adjacent bit
positions are, in the long run, of opposite sign and lesser magnitude.

It is therefore convenient to store those values (the frequency differentials) in as many
registers as there are bits in a word and update those values in sequence, one at a time, and
over again everytime a new bit becomes available.

With appropriate conventions, the value associated with the most significant bit (let us say
the MSB’s metric) will end up being positive with a strong growth, while the other metrics
end up negative with a weak growth (in the other direction). After a while the divergence
becomes clear and it is possible to set an adequate threshold such that there will be an
arbitrarily low probability of the bit position not being the MSB when any metric reaches
the threshold. When that event occurs, the sync is detected. It is then possible to reset all
registers and let all the metrics develop again until one of them (almost certainly the
MSB’s) reaches the threshold again and updates the sync.



Lab experiments have proven this principle to work beyond expectations, with two
problems, one rather unsignificant, the other one more serious.

First problem: If the source is turned OFF all data words are identical and all the metrics
become stationary. Therefore, the sync cannot be updated. However, this is not serious
because the established sync is not challenged either. Moreover, a turned OFF source is a
rather unusual instance and even if it does happen the system is likely to generate enough
noise to keep the detector working.

Second Problem: As stated earlier, the assumption of power spectrum monotonicity will
prove incorrect. This happens, in the audio case, when the highest octave of the analog
spectrum contains a single pure tone of large amplitude with a very low noise floor, a
rather remote but nevertheless definite possibility.

What makes the problem serious is the fact that the established sync will be challenged
and taken over by another metric, which happens to be “dominant” under these
circumstances. Fortunately, another abnormal feature shows up at the same time: some of
the negative metrics, usually much less in magnitude than the third of the highest positive
metric, do grow to two thirds of the absolute value of the positive threshold. The solution
to the problem is then simple: a negative threshold detector, whose absolute value is set to
one half that of the positive one is allowed to reset all registers without updating the sync:
the take-over is prevented until the pathologic situation disappears, at which time the sync
is normally updated.

A POSSIBLE REFINEMENT

The value of the threshold is an important parameter in the design; the higher the threshold,
the higher the confidence factor in the sync. On the other hand, this also makes the sync
acquisition longer. In critical applications it may be desirable to implement a variable
threshold controlled toward the best fit to a changing environment.

CONCLUSION

A novel method of PCM sync has been presented which can simplify a PCM link
(especially the transmitting part, where weight, reliability and power requirements are
compelling factors in favor of simplicity) in addition this statistical approach toward sync
acquisition can perform much more reliably than more obvious approaches when the noise
level is high in the channel.


