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ABSTRACT

The performance of general purpose computers is typically measured in terms of Millions
of Instructions per Second (MIPS) or Millions of Floating-Point Operations per Second
(MFLOPS). Standard benchmark programs such as Whetstone, Dhrystone, and Linpack
typically measure CPU speed in a single-task environment. However, a computer may
have high CPU performance, but poor real-time capabilities. Therefore there is a need for
performance measures specifically intended for real-time computer systems.

This paper presents four methodologies, related metrics and benchmarks for objectively
measuring real-time performance: (a) Tri-Dimensional Measure, (b) Process Dispatch
Latency Time, (c) Rhealstone Metric, and (d) Vanada Benchmark.

This proposed methodologies and related measures are applied in the performance
evaluation of several real-time computer systems, and the results obtained are presented.

1. INTRODUCTION

In the arena of extensive interrupt and I/O processing, equating computer performance
mainly by the CPU performance in MIPS is an inadequate measure. In other terms, the
overall computer response performance is what needs to be measured.

In this paper we present four methodologies and related metrics and benchmarks for
measuring computer performance in real-time environments. These methodologies are:

(1) Tri-Dimensional Measure
(2) Process Dispatch Latency Time
(3) Rhealstone Metric
(4) Vanada Benchmark



The Tri-Dimensional measure includes three of the most important features of real-time
computers: CPU computational speed, interrupt handling capability, and I/O throughput.
We discuss the graphical, three-dimensional representation of this measure as well as its
quantitative representation in the form of an equivalent real-time MIPS.

The process dispatch latency time is another measure frequently used for the evaluation of
real-time systems, which is described and evaluated in the paper.

The Rhealstone metric consists of quantitative measurements of the six components that
influence the performance of real-time systems. These six components are: task switching
time, preemption time, interrupt latency time, semaphore shuffling time, deadlock breaking
time, and datagram throughput time. These six components are then combined in a
number which represents the Rhealstone metric.

The Vanada benchmark simulates a real-time environment by executing a synthetically
composed real-time multitasking application.

These four methodologies are described and evaluated in Section 2, while some results
obtained using related metrics and benchmarks are presented in Section 3.

2. REAL-TIME MEASURES

2.1 Tri-Dimensional Measure

The tri-dimensional measure, proposed in [1], includes three most important features of
real-time computers: (a) CPU computational speed, measured in Millions of Instructions
Per Second (MIPS1), (b) interrupt handling capability, measured in Millions of Interrupts
Per Second (MIPS2), (c) I/O throughput, measured in Millions of I/O operations
(Mbytes/sec) Per Second.

These three features are not independent and their interdependence must be considered in
an analysis of performance. For example, if a computer has its maximum features: 5
MIPS1 of the CPU speed, 0.1 MIPS2 interrupt handling capability, and 5 MIPS3 of the
I/O throughput, it does not mean that these three features can be achieved simultaneously.
Namely, increasing one may degrade the other two.

Let’s ignore for a moment the I/O throughput, and analyze the interrelation between the
CPU speed and the interrupt handling capability of a computer system. This is possible
because most modern real-time computers have separate processors to handle I/O
operations, and therefore the IO throughput depends very little on the other two features.



A typical interdependence between the CPU speed and interrupt handling capability for
two computers A and B is shown in Figure 1.

Figure 1- Two-dimensional representation of computer performance

Note that in both cases, when the interrupt loading increases, the CPU power decreases.
The major difference is that the performance degrades much faster in the case of
computer A, while in the case of computer B the degradation of performance is much
more gradual. Thus, computer B is much more suitable for real-time applications by
providing superior interrupt handling capability.

A simplified three dimensional representation of a conventional computer in which a single
CPU performs both application programs and I/O processing is shown in Figure 2.

Figure 2 - Three-dimensional representation of computer performance

Again, the performance of computer A degrades much faster than that of computer B,
when the interrupt loading and/or the I/O throughput increase.



The three-dimensional representation gives a graphical view of the real-time capabilities of
a computer system. In an attempt to combine these into a single performance number,
several alternatives were considered. One based on volume, emerged as the logical
choice. The volume of the three-dimensional function can be defined as:

Volume = II M1(M2,M3) dM2 dM3

where M1, M2 and M3 correspond to MIPS1, MIPS2, and MIPS3, respectively, and M1
(M2,M3) is expressed as a function of M2 and M3.

In the case where the precise shape of the volume is not known, an idealized indication of
real-time performance is simply the volume of the rectangular solid defined by three-
dimensional parameters of the computer. This simplistic approximation of the volume is
then computed as:

Volume = M1 • M2 • M3

The tri-dimensional measure (or equivalent MIPS  of the computer) can then be defined ase

the cube root of the volume:

Since MIPS2 (M2) values are typically two orders of magnitude smaller than MIPS1 and
MIPS3 values for a given computer, the MIPS2 values should be normalized by
multiplying them by 100 prior to calculating the values of MIPS .e

The tri-dimensional measure MIPS  characterizes the overall real-time performance of thee

system. For example, if a computer has the following maximum values for individual
features: MIPS1 = 5, MIPS2 = 0.1, and MIPS3 = 8, then the equivalent MIPS  is:e

From the two-dimensional representation given in Figure 1, two other real-time measures
can be derived; these are, Program Overhead and System Overhead.

Program overhead (P) is a measure which defines how much time it takes to complete an
application program at a specific interrupt loading, compared to the time it takes to
complete it at no interrupt loading:



where to is the execution time under no interrupt loading and tn is the execution time at a
particular interrupt loading.

Suppose that a benchmark program completes in one second at an interrupt loading zero,
and in 1.6 seconds at an interrupt loading of 20,000 interrupts per second. Then the
program overhead for this interrupt loading becomes:

It means, that this benchmark took 60% longer to complete under the specified interrupt
loading.

System overhead (S) defines what percentage of the total elapsed time is devoted to
handle the interrupts:

Using the same values as in the previous example, for the interrupt loading equal to 20,000
int/sec, S becomes:

The obtained results for S means that 37.5% of time is spent by the interrupt handler
servicing interrupts, and the rest of the time is dedicated to the application program.

When measuring the performance of real-time computers, the program and system
overhead can be calculated for different interrupt loading. Note that S can not be larger
than 100% in which case the saturation point has been reached.

2.2 Process, Dispatch Latency Time

Process dispatch latency time (PDLT) is another measure frequently used for the
evaluation of real-time systems [2]. In real-time systems, real-time processes are waiting
for some external event to occur in order to be activated. When an interrupt occurs, the
currently executing lower-priority process must quickly be switched out and the real-time
process switched back in. The process dispatch latency time (PDLT) can be defined as
the time interval between the time when the system receives an interrupt request and the
beginning of execution of the application task performed by a real-time system. The total
process dispatch latency time is composed of interrupt latency and context switching time



as two major components, however, there are several other important components which
form this measure, as shown in Figure 3.

Figure 3 - Definition of the process dispatch latency time

The PDLT is an effective measure of performance for a real-time operating system.

2.3 Rhealstone Metric

The Rhealstone metric, proposed by Kar and Porter [3], consists of quantitative
measurements of six components that influence the performance of real-time systems.
These six components are: task switching time, preemption time, interrupt latency time,
semaphore shuffling time, deadlock breaking time, and datagram throughput time.

Task switching time (t ) is defined as the average time the system takes to switchTS

between two independent and active tasks of equal priority.

The task switching time is influenced by (a) the efficiency of task control processes in
saving and restoring contexts, (b) the CPU architecture and (c) the instruction set.

Preemption time (t ) is defined as the average time it takes to transfer control from a lowerp

priority to higher priority task. The concept is similar to task switching, however,
preemption takes longer. This is because the system must first recognize the event which
causes the activation of the higher priority task, access the relative priorities of the running
and requested tasks, and then perform task switching.

Interrupt latency time (t ) is the time from when the CPU receives an interrupt requestIL

until the execution of the first instruction of the interrupt service routine. Interrupt latency
time depends on the efficiency of both operating system and processor architecture in
handling external interrupts.

Semaphore shuffling time (t ) is the time delay between a task’s release of a semaphoreSS

until the activation of another task waiting for the semaphore. The semaphore shuffling 



time is an important measure in real-time systems because it reflects the overhead
associated with the management of multiple tasks competing for the same resources.

Deadlock breaking time (t ) is the average time it takes the system to resolve a deadlock.DB

A deadlock can occur when a higher priority task requires a resource that is held by a
suspended lower priority task. The deadlock breaking time measures the efficiency of the
operating system algorithms to handle deadlocks.

Datagram throughput (f ) is the number of kilobytes per second one task can send toDT

another via calls to the primitives of the real-time operating system, without using a
predefined common message buffer in the system’s address space or passing a pointer.

Kar and Porter proposed the following procedure in order to calculate the Rhealstone
number. The five previously described measurements are obtained in the microsecond to
millisecond range. These values are converted to seconds and then their arithmetic
inversion (frequency) is calculated. For example, if one of the measured times is 200
microseconds, this value converted to seconds is 0.0002, and the Rhealstone component
(frequency) is f = 1/0.0002 = 5000 per second. The Datagram throughput is already
expressed in kbytes per second so no conversion of this value is necessary.

A Rhealstone number can be now calculated as:

R = f  + f  + f  + f  + f  + f1  2  3  4  5  6

where f  is task switching time component converted to a frequency, f  is preemption time1          2

converted to a frequency, and so on. The performance of a real-time system is
characterized by the value of R such that the larger the value of R, the better the
performance.

As can be seen from the equation above, the Rhealstone metric R is based on the
assumption that all six components are equally influential in determining real-time system
performance.

The authors also proposed the weighted Rhealstone metric (R ), which uses weightingw

coefficients, and can be applied for specific real-time applications.

R  = c  • f  + c  • f  + c  • f  + c  • f  + c  • f  + c  • fw  1  1  2  2  3  3  4  4  5  5  6  6

In this equation, c  to c  are weight coefficients, which have either a zero or a positive1  6

value that gives the Rhealstone component its relative importance for the specific
application.



2.4 Vanada Benchmark

The Vanada Benchmark [4] is a synthetic benchmark which simulates a typical real-time
environment. The benchmark was originally written in Fortran, however, a C version
exists as well. The benchmark is broken into a number of interactive and noninteractive
(real-time) tasks.

The interactive setup task initiates other noninteractive (real-time) tasks, which are
connected to timers. When the time assigned to a real-time task expires, the timer
interrupts the CPU and the operating system schedules the related requests. A task
consisting of the Whetstone benchmark runs at the lowest priority. It will run only if there
is no noninteractive (real-time) task scheduled for execution. In this way, the remaining
CPU time, available for running application programs is calculated in Whetstone MIPS.
This scheme simulates a real-time environment consisting of a set of real-time tasks and a
background application program.

Tasks involved in the Vanada benchmark and their functions are described in Table 1,
while the interaction between tasks is illustrated in Figure 4.

3. BENCHMARK RESULTS

In this section we illustrate the application of the Tri-Dimensional, the PDTL, and the
Vanada measures in evaluating real-time computer systems.

To illustrate the application of the Tri-Dimensional metrics, the performance of
MODCOMP’s Tri-D 9730 machine running the REAL/IX and the UNIX System V, are
measured using the Tri-D analyzer. The results are presented in Figure 5. Besides the
tri-dimensional graphical representation, the analyzer calculated the volume and the
equivalent (real-time) MIPS for both operating systems, these are 1.74 for the REAL/IX,
and 0.81 for the UNIX System V.



Table 1
Vanada Benchmark - Description of the tasks

TASK DESCRIPTIONTYPE OF REPEAT
TASK RATE

SETUP Interactive - Activates other programs and connects
real-time programs to system timers.

TRIANG Real-Time 20 msec Updates two shared global regions with
calculated data to generate a triangle
wafeform every 1500 msec. Cycles
15.000 times and then shuts down the
test via a semaphore in the global shared
region.

FAST 1 Real-Time 20 msec Retrieves data from global shared region
1 updated from the TRIANG task and
calculates maximum, minimum, and
filtered data.

FAST 2 Real-Time 60 msec Retrieves data from global shared region
2 updated from the TRIANG task and
calculates maximum, minimum, and
filtered data.

SLOW 1 Real-Time 500 msec Retrieves data from global shared region
1 updated from the TRIANG task and
calculates maximum, minimum, and
filtered data.

SLOW 2 Real-Time 1540 msec Retrieves data from global shared region
2 updated from the TRIANG task and
calculates maximum, minimum, and
filtered data.

SUMMARY Real-Time 5 sec Retrieves data from the global shared
regions updated from other tasks,
calculates the results, and prints them.

MONITR Real-Time 1 sec Retrieves data from the global shared
region 1 updated by other tasks, and
writes results to CRT or disk file.



TASK DESCRIPTIONTYPE OF REPEAT
TASK RATE

MONIT 2 Real-Time 100 msec Retrieves data from the global shared
region 1 updated by other tasks, and
writes results to CRT or disk file.

WHET Interactive - Runs at the highest priority to generate a
MIPS rating with no concurrent CPU
resources granted to other tasks.

WHETB Noninteractive - Runs at a priority lower than other tasks,
and executes the Whetstone benchmark
in order to calculate the residual MIPS
rating available for application programs.

Figure 4 - Interaction among tasks in the Vanada benchmark



 Figure 5 - Tri-dimensional measurements of real-time performance of the Tri-D 9730
machine running the REAL/IX and the UNIX System V operating systems

The process dispatch latency times are calculated for four machines running real-time
UNIX operating systems: Hewlett Packard HP-UX, Harris CX/RT,
Concurrent/MASSCOMP RTU, and MODCOMP REAL/IX [5]. The results are
presented in Figure 6.

Figure 6 - Comparison of process dispatch latency times
for four real-time UNIX operating systems



Finally, the Vanada benchmark was used to compare several DEC machines running the
VAX/VMS operating system and the MODCOMP’s CLASSIC 9250 machine running the
MAX operating system. A summary of these results is presented in Table 2.

Table 2
Results of Vanada Benchmark

MACHINE OS RAW MIPS RESIDUAL RAW MIPS
MIPS RESIDUAL MIPS

1. MICROVAX 11 VMS 0.84 0.59 70%
2. MICROVAX 3500 VMS 3.00 2.55 85%
3. VAX 8530 VMS 4.00 3.60 90%
4. Classic 9250 MAX 4.04 3.78 93.5%

Table 2 shows both raw Whetstone MIPS obtained from the program WHET, which
indicates computational power of a machine when there are no real-time tasks involved,
and residual MIPS which specifies computational power available for application
programs, assuming the execution of all real-time tasks in the Vanada benchmark. The
ratio raw MIPS/residual MIPS is a good measure of the efficiency of the computer
system in handling real-time tasks. This ratio depends on several crucial real-time
parameters, such as task switching time, interrupt latency, etc.

At this point we have not used the Rhealstone metric.

4. CONCLUSION

In this paper we tackled the problem of real-time performance measurements of computer
systems. We presented four methodologies and related metrics, and we applied three of
them for performance evaluation of several real-time computers.

Our experience working with these measures is summarized in Table 3.



Table 3
Characteristics of Real-Time Measures

MEASURE CHARACTERISTICS

1. Tri-Dimensional C Very Objective real-time measure (+)
Measure

C Measures the whole range of values (+)

C Includes both interrupt handling and (+)
I/O measurements

C Requires a hardware device - the (-)
Tri-D analyzer

2. Process Dispatch C Very good measure for interrupt (+)
Latency Time processing

C Does not include a measure for the (-)
I/O processing

C It is complicated to create a portable (-)
benchmark for objectively measuring it

3. Rhealstone Metric C Good measure of real-time parameters (+)

C It is complicated to create a portable (-)
benchmark for objectively measuring it

C The selection of weighing coefficients (-)
is very subjective

4. Vanda Benchmark C Very good synthetic real-time benchmark (+)

C It can be made portable (+)

C It is an objective real-time measure (+)

C Measures real-time performance under (-)
very light loading of the system with 
real-time tasks



The Tri-Dimensional measure is one that measures objectively real-time performance
throughout the whole range of values, however it requires specialized Tri-D analyzer
hardware for each system, and therefore is more difficult to use across various
computers.

The PDLT measure and Rhealstone metric are good measures for evaluating system
response time, however it is difficult to generalize these measures and make them
portable.

Among these four, the Vanada benchmark is perhaps the most practical one, it simulates a
real-time environment and can be made portable. For portability purposes, real-time
system calls should be adapted to each real-time operating system.

At this moment, the Vanada benchmark measures real-time system performance under
light task loading, however, the benchmark can be extended to include medium and high
task loading.
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