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ABSTRACT

UNIX† is a very popular operating system, in use on a wide variety of hardware
platforms, in a wide variety of environments, for a wide variety of problems. It has certain
well-known deficiencies, however, for time-critical applications where guaranteed
response time is required. This paper considers the use of Unix and related systems for
telemetry applications. Of particular interest will be Unix as a possible operating system
for NASA’s Data Handling Service.

INTRODUCTION

A team consisting of members of the Departments of Electrical and Computer
Engineering and Computer Science at New Mexico State University is engaged in a
project assisting in determining computational requirements for telemetry downlink in the
Space Station Era. Our tasks include modelling and evaluating computer networks,
parallel computer architectures, and computer software requirements for NASA’s Data
Handling Service.

Expected data rates in the Space Station era are as high as 1200 Mbps, using CCSDS
format packet data transmission. The data must be captured, and the CCSDS packets
processed to recover and distribute data on the basis of spacecraft and virtual channel
identification. In addition to retransmission requests, bit reversal when needed, and
buffering and archival of data, there are requirements for quick-look and real-time
distribution of under one second latency. There are also requirements that the system be
reliable; that is, that hardware and software failures can be dealt with automatically with 



fail-overs preventing the loss of data. Solutions to meeting these requirements are being
sought using parallel processing, high-performance computers, and custom hardware .(2)

In any project with a long expected life, there are benefits to be gained by maintaining, to
the maximum extent possible, independence from any single vendor. Particularly in a field
as volatile as the computer industry, it is necessary to be able to “change horses” as a
result of changes in the products provided by various vendors. Using a software platform
which is supported on a variety of hardware platforms is a distinct advantage in
maintaining this agility.

A second advantage to using a portable software platform in a project such as this is that
some of the packet processing code can be reused for other applications, on hardware
with lower performance. This can provide substantial cost savings compared with having
to start completely from scratch.

Finally, if a parallel processing solution using hardware from several vendors is selected,
use of an operating system common to all of them will aid development.

This paper considers the applicability of one particular family of operating systems to
telemetry processing in general, and the DHS in particular. The following section will
discuss the requirements of high-rate, packet-driven telemetry processing, such as can be
expected in the DHS environment. Section 3 will describe the Unix operating system,
particularly its Berkeley 4.3 and AT&T System V variants. The deficiencies of Unix as a
time-critical software platform relative to the requirements in Section 2 will be discussed in
Section 4. Methods of addressing these deficiencies will be presented in Section 5, and
some conclusions will be discussed in Section 6.

TELEMETRY AND REAL-TIME PROCESSING

As was mentioned in the introduction, telemetry downlink rates in the Space Station era
will have with peaks as high as 1200 Mbps. Stringent requirements have also been laid
down for reliability, and for latency of real-time data transmission.

The DHS will be required to perform Level Zero Processing, short-term storage,
engineering data services, and data distribution functions on this telemetry data. Some of
the required functions include accepting packets; removing transmission artifacts;
demultiplexing the packet contents according to virtual channel numbers; and distribution
of the data to other centers.

Two constraints on the DHS define its functions as time-critical operations. First, the
DHS must respond to input data quickly enough to ensure that no data is lost due to



delays in the DHS. Second, real-time data is required to have a total latency through the
system of less than one second. The software chosen for the DHS must be capable of
supporting these processing rates, particularly as regards interrupt latency.

In this paper, we regard the requirements of the DHS as defining a “time-critical” system,
which is a slightly weaker requirement than a “real-time” system. While time-critical and
real-time systems must both meet stringent limits on interrupt response time and process
scheduling predictability, real-time systems must also have provisions for highly accurate
timers and scheduled wakeups. In this application, these latter requirements are not
present.

UNIX

Unix was devised in the early 1970’s as a compact operating system, easily portable to a
variety of hardware environments. Today, it has been ported to more different computer
architectures than any operating system in history, and has a large number of experienced
users. Unix is now available either through third-party suppliers or as the standard
operating on nearly any architecture which might be considered for this application.
Consequently, it should be carefully considered as a software platform for any major
system, in order to provide the agility mentioned as a desirable feature in the Introduction.
This section will provide a brief introduction to some of the key concepts of Unix .(7)

The primary contribution of Unix was the elimination of extra features from the kernel,
relegating them to user processes as much as possible. The Unix kernel itself includes
only the process scheduler, device drivers, and interprocess communication. All other
functions are provided by user-level programs executed as processes. An example is the
command processor; in VMS this is provided as part of the operating system, while in
Unix it is a user process known as the “shell.”

Unix Processing Abstractions

Unix supports two major abstractions, the process and the file.

Processes — A process is a protection domain combined with a machine state.
Rephrased, the process is the unit to which resources (such as memory space and file
channels) are allocated, and is represented by a data structure which is used to maintain
the state of the CPU when swapped out. Execution of nearly any user command causes
the creation of a new process to carry out the command; the new process is destroyed
when its task is complete. The only exceptions to this rule are commands which merely
change the state of the shell itself, and some commands which obtain information
regarding the state of the shell.



Files — The file is the abstraction for disk space, communication with devices, and
communication with other processes. In general, any object (i.e. file, device, or
interprocess communication link) to which a process wishes to communicate will be
represented using a file descriptor, with read ( ) and write ( ) system calls used to
transfer data. Only a small number of system calls are generally used to control files.

The major exception to this general communication rule is the Unix kernel itself.
Processes make kernel requests through the traditional mechanism of executing software
interrupt or trap instructions.

The Unix Environment

Unix is also an operating system developed by programmers for programmers.
Consequently, it provides a wide variety of program development tools; arguably the best
program development environment in existence today. Tools such as make (a
dependency-based software maintenance tool), SCCS (a source code control system), X
(a window-based user interface developed by MIT’s Project Athena) and gemacs (a
powerful, flexible text editor developed and distributed by the Free Software Foundation)
provide a working environment tailored to the needs of programmers in developing
applications. The primary system programming language, C, simultaneously provides
more advanced data structures than languages such as FORTRAN while permitting
machine control at a very low level for a modern, block-structured language. This
provides an overall structure which is very appealing for an environment such a telemetry
processing.

For historical reaons, two major “dialects” of Unix have evolved. Most common in
academic environments is Unix 4.3bsd, developed at the University of California at
Berkeley; most common in commercial environments is Unix System V, developed by
AT&T.

While very similar, these two dialects differ in their handling of interprocess
communication (IPC) . They provide a very similar mechanism for communications(10)

between processes located on different processors; this mechanism is referred to as
sockets by Berkeley and as the transport layer interface by AT&T. For IPC between
processes on a single processor, Berkeley continues to use the socket abstraction, while
AT&T uses a separate message abstraction, as well as shared memory.

Currently, most commercially available Unix implementations include features from both
the Berkeley and the AT&T dialects. Efforts are under way to combine the two; one of
these efforts includes the IEEE POSIX group, working to establish an IEEE standard for 



Unix. A number of different standards are actually intended; the one of greatest interest
here will be 1003.4, a standard for real-time Unix.

DEFICIENCIES OF UNIX

Unix was developed as a time-sharing operating system for use on a uniprocessor.
Consequently, it suffers from a number of well-known deficiencies in either a time-critical
application such as telemetry processing, or use in a multiprocessor application. Since
high-rate telemetry requires both of these, these Unix deficiencies must be addressed.
There are three general classes of problems to be addressed: (1) the kernel is not
interruptible, (2) process priority is not absolute, (3) demand-paging is used for process
memory, and (4) disk accesses are not prioritized . These deficiencies are discussed in(4)

the following paragraphs.

Uninterruptible Kernel

The Unix kernel assumes that it will not be interrupted, and that the time required for a
system call is unimportant. As a result, the mechanism used to provide mutual exclusion
on accesses to all kernel data structures is to disable interrupts for the duration of a
system call or interrupt service routine. This mechanism is inadequate for protection of
data structures against corruption in a shared-memory multiprocessor environment (unless
interrupts are simultaneously disabled on all of the processes), and makes guaranteed
response to interrupts impossible (since response time becomes a function of the time
required to execute whatever system call or interrupt service routine might currently be
executing).

Process Priority Heuristics

The scheduler priorities are not absolute. Rather, in an effort to prevent starvation, a
process’s priority is steadily reduced as it runs, so that a CPU-intensive process will
eventually be preempted by a lower-priority, non CPU-intensive process. Since the
processes representing high-rate data will be quite CPU-intensive, this is not acceptable.

Page Faults

A page may be swapped out at almost any time, resulting in a page fault when an attempt
is made to access it. This will be disastrous in the event of a page fault occurring in a
process representing high-rate data. By itself, this is not likely to pose a problem in an
environment with adequate physical memory, since frequently-used pages will not be
moved to disk. In conjunction with point (2), however, it becomes very likely that a 



process which has lost the CPU due to modifications of its priority will then proceed to
lose pages to disk. This compounds the problem described in point (2).

Disk Priorities

The disk device driver under Unix does not recognize the priorities of processes
requesting accesses; all disk accesses occur at the same priority. It is entirely possible,
therefore, that a page fault for a low-priority process may be serviced before a read or
write of telemetry data. Due to the time required for a disk access, this is another distinct
disadvantage.

ADDRESSING UNIX DEFICIENCIES

The points raised in the preceding section may be dealt with in a number of ways. These
may be summarized as: (1) careful use of standard Unix, (2) real-time and parallel
modifications to Unix, (3) non-Unix targets for Unix development systems, (4) use of
more suitable Unix descendants. The following paragraphs describe each of these options
in turn.

Careful Use of Standard Unix

The preceding section pointed out that system calls in Unix are presumed to be
noninterruptible, and consequently lock the CPU for variable lengths of time. This actually
poses a problem only for a few system calls which take a long time to execute; the worst
offenders are fork ( ) (create a new processes), exec ( ) (execute a new program),
terminal I/O, shared memory setup, exit ( ) (end a process), link ( ) (create a new
file), and unlink ( ) (delete a file) . If these calls can be avoided, acceptable interrupt(5)

response will result.

While the statement “don’t use slow system calls” is inherently troubling, and should
rightly be regarded as a “kludge,” it remains that these are not calls which should be
required after system startup in the environment under discussion. The set of processes
should be fairly well fixed, so fork (  ), exec ( ) , shared memory setup, and exit ( )
should occur seldom, if ever. Similarly, terminal I/O should not be performed on the same
processor as telemetry ingest, and (as will be discussed later) disk access should not
involve the link ( ) and unlink ( ) calls.

Similarly, the telemetry ingest problem should be divided across a number of processors
(either in a network or in a multiprocessor), and low-priority tasks should not reside on
the same processor as telemetry ingest. Instead, this processor (more likely, these
processors) should be dedicated to this one task.



Unix System V (AT&T Unix) provides for locking pages of user processes in memory,
eliminating the possibility of page faults. Also, if low priority processes do not reside on
the processor performing the most time-critical tasks, and adequate memory is on these
processors, pages should not be swapped out in any case.

The problems raised regarding the disk drive should be handled through the use of
multiple, dedicated disk drives. In particular, telemetry data should not use the same disk
as program storage and swapping.

The disks should be treated as large, contiguous buffers, and no file systems should
reside on them (eliminating the need for link ( ) and unlink ( ) ).

Real-Time and Parallel Unix Implementations

Several vendors have introduced variants of Unix intended for real-time and
multiprocessor environments. In both cases, the assumption of an uninterruptible kernel is
eliminated ; real-time Unix implementations also address the other deficiencies noted(8)

above. This paragraph will describe two such commercial implementations; the first,
Dynix, is a multiprocessor Unix developed by Sequent for their Symmetry shared-
memory computer, while the second, REAL/IX, is a real-time Unix developed for real-
time applications by MODCOMP.

Both of these systems should be regarded simply as examples of the modified Unix
environments available addressing some or all of the concerns with Unix; neither of them
have the raw performance required for the DHS application.

Dynix — The Sequent Symmetry is a bus-based shared-memory multiprocessor
computer with up to 30 Intel 386 processors, running a Unix variant called Dynix . In(9)

such an environment, it is very difficult to make a kernel uninterruptible without dedicating
one of the CPUs to it; even if it could be done, kernel time would become a major
performance bottleneck. Instead, Sequent modified the kernel to be shareable; data
structures are locked to enable multiple simultaneous calls to the operating system.
Interrupts can also occur simultaneously with system calls. The scheduler is modified to
support multiple processors; rather than assigning a single process to “the” processor, a
set of tasks are assigned to the complete set of processors.

Dynix also provides several features to support time-critical applications. Among these
are calls to set process priority and disable the priority modification algorithms; assign
processes to particular CPUs with higher priority than processes which are free to
migrate; and prevent processes from being swapped out to disk.



REAL/IX — MODCOMP has also modified Unix, for use in a real-time environment .(6)

REAL/IX has guaranteed priority for high-priority processes, with round-robin scheduling
at each priority level. As with Dynix, REAL/IX permits multiple, simultaneous access to
the operating system for system calls and interrupts.

REAL/IX also provides guaranteed maximum latency for interrupts, and permits locking
of pages in physical memory. Of less importance to this application than to real-time
applications, it also provides a timer with one millisecond granularity.

Making extensive use of vendor-provided Unix modifications supporting time-critical
applications should be examined carefully. Doing so has the disadvantage that it serves to
lock in on the specific vendor, which was identified earlier as an undesirable
characteristic. A final note that should be made on the subject of Unix modifications for
real-time applications is that the POSIX working group is developing an IEEE standard
1003.4 for real-time Unix. It is to be expected that POSIX-compliant real-time Unix
kernels will be provided by a variety of vendors, reducing this concern.

Non-Unix Targets

A number of vendors also provide Unix development environments developing code for
non-Unix target environments. An example of such a system is VxWorks, a product of
Wind River Systems .(3)

With VxWorks, a Unix-based development platform is used to develop applications for a
proprietary real-time operating system, bypassing the Unix deficiencies listed above while
maintaining the Unix development environment. Some of the systems using this approach
(including VxWorks) allow very close monitoring and interaction with the real-time system
under development; in the case of VxWorks, for example, real-time applications may
make use of an X server provided on the Unix development system.

A drawback to this approach is that it very strongly locks the project in to the vendor
providing the real-time system, and limits hardware options to those supported by the
real-time system. However, the strengths of the Unix development environment are
maintained. In the case of VxWorks, this drawback is less severe than it appears, since
the VxWorks kernel is compatible with Unix system calls.

Mach

As Unix has matured, the size of the system has grown to the point that it is arguable that
the original goal, i.e. development of a compact kernel, has been lost sight of. A recent
development is the creation of a new operating system specifically for distributed



computing environments and multiprocessors, called Mach. Mach is an ongoing project at
Carnegie-Mellon University .(1)

In Mach, the Unix system abstractions of process and file are replaced by abstractions of
task, thread, and port.

Tasks — The Mach task is a protection domain. It is, as with Unix processes, the unit to
which resources are allocated.

Threads — Unlike in Unix, which combines protection domains and processor state into
a single abstraction, Mach separates out the processor state. In Mach, a processor state is
referred to as a thread. Interestingly, it is possible to have multiple threads associated with
a single task. In effect, the task acts as a “virtual computer” on which the threads execute.
All threads associated with a given task share global variables and ports (to be described
in the next paragraph), but have separate stacks. A task with a single thread is exactly
equivalent to a Unix process. In some systems, concepts similar to threads have been
introduced under the name, “lightweight process.”

Ports — Mach uses a uniform mechanism called ports for communication between a
process and another process, the operating system, and devices or files. As such, ports
replace the file abstraction, sockets (or the transport layer interface), and nearly all system
calls.

A novel feature of ports is the possibility of specifying a backup port for a port. If an
attempt is made to destroy a port which has a backup, the port instead is transferred to
the process holding the backup. This may be another process on the same processor, or
it may be on another processor. Unfortunately, the transfer does not occur immediately in
the event of an operating system or hardware crash.

Mach also extends the Unix idea of divesting the kernel of as many functions as possible.
Of particular relevance here, a non-kernel pager can be provided by users to support any
desired flavor of virtual memory management algorithm.

Since Mach is intended as a multiprocessor operating system, many of the problems
associated with Unix (particularly the uninterruptible kernel) are handled. It has also been
implemented on a wide variety of systems, with more in progress. An additional feature of
Mach is that the system interface provided to user programs is upward-compatible with
Berkeley 4.3bsd Unix, to the point that applications are binary-compatible.

As Mach development is an ongoing research project, the stability and reliability of the
system must be carefully considered.



CONCLUSIONS

Unix, as a development environment, is unsurpassed and should be carefully considered
for telemetry processing. Unfortunately, standard Unix has severe deficiencies in time-
critical applications, including telemetry. There are a number of ways to deal with the
deficiencies, including careful programming, modifications to Unix, the use of the Unix
development environment to generate code for a non-Unix kernel, and the use of modern
descendants which are better suited to modern environments.

Of these options, the first is undesirable since it places an extra burden on the developer.
The second and third are also undesirable as well, since they place a reliance on specific
vendors. The upcoming POSIX 1003.4 standard can be expected to make the option of
using a real-time Unix variant more viable, since this standard will be supported by a
number of vendors. Finally, the fourth option of Mach is very promising, and should be
carefully considered as well.

In the short term, the most viable approach may be a combination of the first and second
option. Development for a real-time Unix environment, while taking care not to
unnecessarily make use of vendor-specific features and avoiding to the maximum extent
possible system calls which may cause problems in the event of a change in vendors,
steers a middle ground between the two.

In the long run, either the POSIX standard or the use of Mach is likely to give relief. In
any event, Unix should be considered as a viable software platform for development of
time-critical applications.
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