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SINGLE CHANNEL PROTOCOL FOR TELEMETRY
SETUP AND CONTROL

By Karl Hahn
Sangamo Weston, Schlumberger

P. O. Box 3041
Sarasota, Florida 33578

ABSTRACT

In any telemetry data system whose functions are distributed over a number of physical
units, it is desirable, if not necessary that these units be woven into a unified control
network. It is this control network that makes a telemetry system out of the separate units.
It turns out that this problem can be solved inexpensively, allowing new telemetry units to
be easily added to the system, and without impacting the data flow between units. This
paper describes one such solution, and details its flexibility and power. Some topics
covered are central control, device independence, and relationships between user stations
and physical units.

INTRODUCTION

Telemetry systems are frequently composed of a number of diverse units, each requiring
certain format and functional information from the user before it can perform its function.
One way to provide this information to these units is for the operator to go, physically, to
each unit, and manually manipulate its front panel switches. This method is not very
satisfactory in that it requires the user to operate at a number of stations, and it requires
him to know the operation of each front panel. Because of its disadvantages, we will not
discuss this method further.

An alternative is to provide a centralized console from which all units may be set up. The
traditional way this has been accomplished is to use the telemetry data bus to pass the
setup information from the centralized console to the individual units. This method is
preferrable to the first, but it is limited to one telemetry stream only.

The third method, to which this paper is devoted, is to provide a separate bus for setup
information. Many who are familiar with telemetry data buses may cringe at this idea
because they envision the cost of a telemetry bus repeated for setup. However, because
setup information is inherently different from telemetry data, high cost for this bus need not



be the case. Recent advancements in microprocessor technology allow this bus to be
implemented at a cost of a few hundred dollars per station. Each station may control
several telemetry units.

Such a bus consists of some serial data carrier such as a twisted pair of wires, or a radio
channel. Each station consists of a receiver-driver electronics for the bus itself, a
microprocessor, and the telemetry units to be controlled. One station may be a central
console. Each station can listen to any message which appears on the bus, and each station
has more or less equal rights as far as sending messages goes. Such a system of a data
channel and stations constitutes a single channel communications system. This type of
system, when properly managed, provides all the flexibility that could ever be desired of a
setup and control system.

Some Requirements and Examples of Single Channel Systems

Rudimentary single channel communications systems have existed for quite a long time,
and there is much to be learned from some of these older systems. One example is a
Citizen’s Band Radio. Each station consists of a radio set and an operator, and the data
channel consists of some radio channel. Each operator hears every message which appears
on the channel, provided he is not transmitting at the time, and each operator has equal
rights with requard to sending messages. In order that messages may be directed from one
specific station to another specific station, each operator has a ‘handle’ by which he
identifies himself, and by which other operators may identify him. Presumably, each
operator has a different ‘handle’. This concept of a ‘handle’ is a very important on in all
single channel systems, and without it, chaos would result.

Anyone who has ever played with a Citizen’s Band Radio knows that the most annoying
problem with it, especially on a crowded channel, is for an opertor to make himself heard
when he has a message to transmit.

This problem arises from the fact that if more than one operator attempts to transmit at
once, the result is unintelligible. In an effort to avoid this kind of event, there is a
procedure that operators are supposed to follow when they wish to transmit a message. It
goes something like this:

1. The operator waits for a time when nobody else is transmitting.

2. When such a time occurs, the operator presses his transmit button, and sends the
message “Breaker”.



3. The operator then releases the transmit button and listens for several seconds. If he
hears no messages, or if he hears the message “Go”, then he may transmit his
message.

This system is still fraught with potential problems, and only makes some semblance of
working because the operators are human beings. If they were any type of machine
available by current technology, this system would be hopeless. However, another
important feature of single channel communications systems has been illustrated, that is
that some common protocol is required for a station to transmit a message.

An example of a more orderly system is a taxi-cab dispatching system. Here again we have
a radio channel being used as a communications line, and radio/operator combinations
being used as stations. The difference in this system is that most of the operators are cab-
drivers, but one of them is the dispatcher. The dispatcher has special privileges. Each
driver may transmit only if he has been instructed to by the dispatcher. This instruction
comes in the form of the dispatcher’s mentioning a drivers cab number (the equivalent here
of the ‘handle’ in the last example). Note that along with a special privilege, the dispatcher
also has special responsiblities. He must make sure that each driver is polled from time to
time, in case some driver has a message he wishes to transmit. The coupling of privilege
with responsiblity is another recurring theme of single channel communication.

This system is fine provided there is one station which will always do most of the
transmitting. It works well for taxis because most of the messages are between the
dispatcher and some driver. If it were common that drivers had to communicate with each
other, a more sophisticated system would be necessary.

The final everyday world example we will discuss is that of a parlimentary body, such as
the U.S. House of Representatives. The anology may not be immediately clear, but here
we have 435 stations (in the rare event that all members are present), and a single public
communications channel, that is the acoustics of the chamber. If strict protocol were not
adhered to, it would obviously be quite impossible for them to take care of even the small
amount of business they are known to get done. In this system there is again a station
which has special privileges; he is the holder of the gavel. The gavel holder is constantly
polling his collegues to see if one or more of them have messages they wish to transmit.
The gavel holder chooses one station (collegue) by saying, for example, “The chair
recognizes the gentleman from Missouri”. In this example, “The gentleman from Missouri”
is the equivalent of the ‘handle’ in the first example. The gentleman from Missouri is then
free to transmit his message. The gavel holder also has the responsibility of informing the
gentleman from Missouri, before he transmits his message, that there is an upper bound to
the length of his message (in this case a maximum time the gentleman may hold the floor).
This is to prevent filibustering, which, if allowed, would prevent any business from getting



done. Anti-filibustering techniques are another feature of good single channel
communications systems. Normally The Speaker gets the privilege of holding the gavel,
but in the event he fails to be present, there is an orderly procedure for some other station
to obtain the gavel (in this case, the procedure for some other station to obtain the gavel is
a line of succession). The system’s ability to recognize the absence of a “gavel holder” and
its ability to appoint one are important features of more sophisticated single channel
communications systems, and ones that we will be concerned about later.

In each of the above examples, important concepts in single channel communications were
illustrated, but in each of these, an integral part of each station was a human being (a very
expensive component). Human beings have an uncanny ability to adapt to the
shortcomings of each of the named systems. Machines, on the other hand, have no such
ability, and will easily get confused if the system does not perform according to
expectation. For this reason, the protocol for mechanized stations in a single channel
communication system must be thought out very carefully.

Introduction to a Single Channel Bus

In what follows, an implementation of a single channel system will be outlined. This is not
to say that this is the best or only implementation, but it does cover the requirements
already outlined, and it is applicable to a telemetry setup system.

Physical Characteristics of a Telemetry Setup Bus

The telemetry setup bus which will be developed here is has a two state communications
channel. The two states are called “space” and “mark” and are equivalent to binary zero
and one respectively. When no station is transmitting, all stations will read a state of
“space”. When a station is transmitting, it will control the state of the bus (space or mark).
The state of the bus cannot be defined if more than one station attempts to transmit at
once.

Two examples of implementation of such a communications channel are:

1. A pair of wires where two voltages, Vspace and Vmark have been defined. Each
station shows a high impedance between the wires if it is not transmitting, and
drives the line when it is. If no station is transmitting, some pull-down resistor
scheme is used to hold the wires to Vspace.

2. A PCM radio channel where carrier on is a mark, and carrier off is a space. Each
station is equipped with a radio transmitter and receiver. When no station transmits,
all stations will obviously read a space.



The communication scheme discussed here is essentially a standard asynchronous serial
interface as described in American National Standard X3.16-1976. All stations agree to a
common unit of time called a “bit time”. The inverse of the bit time is called the “baud
rate” which is the number of bit times per second.

When a station transmits, it begins by sending a constant mark for at least eleven bit times.
The steady mark indicates to the other stations that some station holds the channel, but no
data is being transmitted yet. When the transmitting station is ready to send data, it
transmits a space for one bit time as a “start bit”. That is followed by seven data bits, one
bit time each, which may be any combination of marks and spaces. After that is a parity bit
occupying one bit time which is marked or spaced in such a way that the total number of
marks in both the data bits and the parity bit is odd. There is a single exception, which will
be discussed later, to the parity rule just given.

Finally, there are one or two bit times of mark transmitted as “stop bits”. The choice of
one or two stop bits is system wide, and is made on the basis of how accurately the various
stations can be made to agree on the length of a bit time. One stop bit allows up to 5%
error, two stop bits allow up to 10%. After the stop bit(s) are transmitted, the next packet
of seven data bits are introduced with another start bit (one bit time of space). Data bits,
parity bit and stop bit(s) are the same for this packet as they were for the first.

This process is repeated until the message is complete, at which time the transmitting
station transmits one bit time of space to settle the communications channel (this one bit
transmission is only necessary in systems with an electrical communications channel), and
then ceases transmission. The other stations will become aware that the channel is free
after ten bit times, since they will not see a stop bit on the tenth bit of space.

So far we have outlined a scheme for data exchange, by which any amount of data may be
exchanged, but still there is no protocol for enforcing orderly use of the communication
channel by the different stations.

The Character Set

Each packet of seven data bits is called a character. There are 128 distinct characters
which comprise a character set. We shall use ASCII code represent symbols of written
English. The ASCII also provides a set of control characters, which do not represent
symbols. We will use a subset of these to represent protocol, and therefore, their use in
message text will be prohibited. The following comprise that set:



Table 1:  Reserved ASCII characters

CHAR
NAME

CHAR
ABBR

BINARY CODE

7 6 5 4 3 2 1

NULL
START OF HEADER
START OF TEXT
END OF TEXT
END OF TRANSMISSION
ENQUIRE
ACKNOWLEDGE
DEVICE CONTROL 1
DEVICE CONTROL 3
NO ACKNOWLEDGE
END OF TEXT BLOCK
CANCEL
FILE SEPARATOR
GROUP SEPARATOR
RECORD SEPARATOR
UNIT SEPARATOR

NUL
SOH
STX
ETX
EOT
ENQ
ACK
DC1
DC3
NAK
ETB
CAN
FS
GS
RS
US

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
1
1
1
1
1
1
1
1
1

0
0
0
0
0
0
0
0
0
0
0
1
1
1
1
1

0
0
0
0
1
1
1
0
0
1
1
0
1
1
1
1

0
0
1
1
0
0
1
0
1
0
1
0
0
0
1
1

0
1
0
1
0
1
0
1
1
1
1
0
0
1
0
1

Note that the bits are shown here in the reverse order in which they arrive in
time, that is, bit 1 always arrives first, and bit 7 last.

All other ASCII codes may be used in  messages.

Transmission Protocol

Each station must have a ‘handle’ in order that a meaningful protocol can be established.
To fulfill this requirement, each station will be given a unique positive integer less than
256. To implement this, the station hardware can be equipped with thumb-wheel or DIP
switches in which such a number can be represented. When the system is established, a
unique number can be placed in the switches of each station, to remain unchanged during
the lifetime of the station configuration. A station’s ‘handle’ or ‘address’ as we shall call it
hereafter, can be represented in ASCII by a two digit hexadecimal number, where the
characters ‘0’ through ‘9' and ‘A’ through ‘F’ are used to represent the digits.

All messages will take place between a station which holds the ‘gavel’, and some other
station designated by the ‘gavel holder’. When a station has been designated by the ‘gavel 



holder’, it is said to be ‘awake’. The ‘gavel holder’ and the station it designates possess a
reciprocal relationship called ‘respondence’.

No station will ever transmit more than 128 characters without pausing to wait for an
acknowledgement from its respondent. This rule achieves two ends:  it prevents
filibustering, and it allows the respondent to request a retransmission if it failed to receive
the data properly. The packet of data between acknowledgements will be referred to as a
‘text block’.

There are two general classes of messages, those which deal with the establishment of a
‘gavel holder’ and the establishment or cancellation of the respondence relationship, and
those which constitute actual message text between respondents. These two types of
messages will be refered to as ‘system level messages’ and ‘application level messages’
respectively.

All messages (but not acknowledgements to pauses) have a category which gives
information about the message. One of the pieces of information in the category is whether
the message is system level or application level. A subcategory is also included, whose
meaning is dependent upon the category.

In system level messages, the category and subcategory carry all the information regarding
the action requested by the message. The text of the message, which is separate from the
category or subcategory, contains only the address of a station.

When the ‘gavel holder’ sends a system level message to an intended respondent, the text
contains the respondent’s address. When the respondent sends a message to the ‘gavel
holder’, the text also contains the respondent’s (not the gavel holder’s) address.

It is important to realize that the only enforcement of the above rules is the ‘honor’ of all
stations. This is generally true for single channel systems. For example, no one can stop a
congressman from running up to the podium and making a speech when he has not been
recognized, but they are on their honor not to do so, and generally do not. One of the weak
points of a mechanized single channel system is that a hardware failure in just one station
can tie up the entire system until that station is removed from the system.

Formatting

Each message contains a header and text. The header contains the category and
subcategory of the message, and the text contains the actual message. Each header begins
with the ASCII character of SOH. The category, coded into a two digit hexadecimal
number follows, then the character GS, and finally the subcategory, also coded as a two



digit hexadecimal number. The text is broken into blocks so that the 128 character limit
will not be exceeded. Each block begins with the character STX. That is followed by the
actual message text for that block. When the text block is complete, the character ETX, if
the text block is the last in the message, or ETB otherwise, is sent. The final character in
the text block is special. Its binary value contains a checksum of the characters which
preceded, either from the beginning of the message, in the case of the first text block, or
from the beginning of the text block otherwise. To show that it is special, the parity
sensing of this character is reversed, that is, the character and its parity bit show an even
total of marks. The respondent may use this checksum in making its decision to request a
retransmission.

Following the checksum character, the transmitting station pauses, and its respondent
replies with the character ACK if it received the text block properly, and with the character
NAK if it did not, and wishes a retransmission. The ACK or NAK may be preceded by an
optional one or more character prefix to convey a small amount of information back to the
sender if necessary. If the respondent requests a retransmission, the original sender has the
option of either retransmitting, or sending the character CAN to indicate a cancellation of
the message altogether.

The ‘gavel holder’ may put its respondent on hold at any time in which the ‘gavel holder’
is transmitting or acknowledging, by sending the character DC3. While the respondent is
on hold, the ‘gavel holder’ may send a system level message to some other station. This
allows the ‘gavel holder’ to discharge any special duties it might have to the rest of the
system, polling, for example. To return a holding respondent to its responsive state, the
‘gavel holder’ sends the character DC1.

Order Through System Level Messages

We will postpone the question of how the first ‘gavel holder’ is established for a few
paragraphs. For now, let us assume that one exists. It is the ‘gavel holder’s’ responsibility
to poll all the other stations in the system on a constant basis, to determine if they have any
messages. To do this, the ‘gavel holder’ sends the system level message of category ‘Poll’,
and includes the address of the station to be polled. The station being polled responds by
sending the system level message of category ‘Response to Poll’, including, as text, its
own address so that the ‘gavel holder’ may confirm its identity. The subcategory contains
the information concerning what the station being polled might want. The ‘gavel holder’
can be assured of polling every station by polling every possible address (there are only
255 of them). Those addresses which are not assigned to any station will not respond, and
the ‘gavel holder’ will become aware of their emptiness when it receives no response after
a reasonable time. Among the things a station might want are to become the ‘gavel 



holder’s respondent, to become ‘gavel holder’, or it might just indicate that its hardware is
OK.

If the station being polled wants to become the respondent, the ‘gavel holder must
eventually wake it up, after it has finished with its current business. Once a station is
awake, it is the respondent to the ‘gavel holder’ until it is put back to sleep, with a
different system level command. When awake, the station possesses the privilege of
exchanging application level messages with the ‘gavel holder’.

If the station being polled requests to become the ‘gavel holder’, the current gavel holder
may grant or deny the request. System level categories are available for each of those
responses. If the request is denied, the requester will have no hope of becoming ‘gavel
holder’ until the next time it requests it. If the request is granted, the current ‘gavel holder’
ceases to be ‘gavel holder’, and the requester becomes gavel holder after transmitting a
system level message of category ‘I Am the Gavel Holder’. Several levels of priority may
be included in the request to become ‘gavel holder’. This way, depending upon what the
current ‘gavel holder’ is doing, it may grant a high priority request but deny a low priority
one. The priority of the request is based upon the nature of the business for which the
requesting station needs the ‘gavel’.

We still have the problem of electing a first ‘gavel holder’. The condition of a free channel
for an extended period of time (more than fifty bit times) can never happen if there is a
‘gavel holder’. When this condition exists, each station will know that the system lacks a
‘gavel holder’. If each station waits for a time after it senses this condition, and that time is
dependent upon the station’s address, then one station will time out before all the others.
When this happens, that station arbitrarily sends the system level message of category ‘I
Am the Gavel Holder’, and the other stations all begin to wait for their polls from this new
‘gavel holder’.

Note that no actual assignments of codes for categories has been made here. It suffices to
say that the actual assignment is unimportant at this level, and may be done when the
system is designed. For each category to which we have thus far given an English phrase, a
number between 0 and 255 can be assigned.

Setting Up Using Application Level Message

As can be seen by the above discussion, the number of system level categories necessary
for the system to function is less than ten. This leaves at least 246 categories for
application level categories. In a multi-station telemetry system, if each station contains all
the format information regarding the telemetry units in that station, then stations can be
added or deleted without impacting other stations. For example, if a station which contains



a bit sync knows that it must get from the user bit rate, input code, loop width etc., then,
when it is added to the system, no other station needs to be modified. The user could set
up the bit sync in this station from any other station because the nature of the the
information needed to set up the bit sync can be sent from the station containing it to the
station where the user sits. That station can request that information from the user, and
when the user answers, it may send the information back to the station containing the bit
sync.

When a user is sitting at a station, it is desirable for that station to become the ‘gavel
holder’. This way, the user may find out what units must be set up from the results of the
polling. When a user wishes to set up a given unit, his ‘gavel holding’ station can wake up
the station containing the unit to be set up, and request from it the questions to be asked of
the user. This request would be an application level message, and would have a category
dedicated to this type of request. The respondent station would respond with another
application level message containing the questions. This message too would have its own
dedicated category. The ‘gavel holding’ station would then present the questions to the
user, and when the user answered them, the answers would be sent to the respondent
station using still another application level category. Finally the respondent would examine
the answers for possible mistakes, and send its findings back to the ‘gavel holding’ station
to be presented to the user. With just a little imagination, the possibilities for ways to set
up telemetry units from a remote station seem almost endless. Other types of information
that may be passed from station to station might concern the switching of telemetry units
from one setup to another. The station detecting the need for the format switch could
request, when polled, that the ‘gavel holder’ alert each station that the setup switch was
necessary, and each station would switch the telemetry units to which it was connected.

One final possiblity worth mentioning is having one station act as a remote keyboard for
another. The station acting as the remote keyboard would have to obtain the ‘gavel’ before
it could proceed. When it did, it could awaken the station which required a keyboard, and
alert it that it was ready to be a keyboard. The message used to so alert the respondent
station would have its own application level category. The text of that message would be
the keystrokes themselves, each comprising its own text block, complete with protocol
characters. The respondent would acknowledge by sending back an ACK prefixed by the
echo (if any) of that keystroke. When the user finally typed the carriage return key on the
‘gavel holding’ station’s keyboard, it would send the carriage return character in a text
block ending in ETX to terminate the message. The respondent could then send its
response as still another application message. In this way, the user would be given the
appearance of typing keystrokes to a remote station, as if there were no middle station.



Concluding Remarks

In telemetry systems designed in the past, combining the setup bus with the telemetry data
bus was an economic necessity. Today, the decreased cost of hardware makes it possible
to provide a dedicated setup bus at a reasonable recurring cost. Most of the
implementation of the plan outlined in this paper is software, which carries a high non-
recurring cost but a low recurring cost. The versatility which is gained by having a
dedicated setup bus is certainly worth today’s cost for some systems.

Several advantages purchased by having the separate bus are:

1. Any station can be used to set up the entire system.

2. Each part of the system can remain constantly abreast of the status of the entire
system at all times.

3. Software configuration does not have to be modified for setup each time a new
telemetry unit is brought on line.

4. Serial communication can easily be adapted to function over long distances (several
miles) facilitating operations which must take place in difficult environments.

5. Ground stations and airborne stations can be set up under the same system.

There features make dedicated single channel setup systems an attractive alternative for
many future telemetry systems.


