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ABSTRACT

Telemetry data processing ground stations commonly unite dissimilar equipment into
what is often a large disjoint series of synchronizers, specialized front end processors, and
high performance back end data processors. With a few basic building blacks, small-to-
large uniform systems are being built that avoid this problem while hiding the task size
from the end user yet allowing flexibility in the data acquisition and processing. This
discussion focuses on the implementation of an integrated telemetry processing system
with varying levels of complexity. The discussion covers the full spectrum from the simple
processing element (single pc board) to the data processing substation (single instrument)
to a full load sharing, redundant, distributed system (network of substations). Each level
utilizes a different form of distributed processing yet adheres to an overall philosophy of
date flow as opposed to fixed instruction sequencing.

INTRODUCTION

A pipeline processor network is well suited for the handling of a serial data stream. But
a fixed pipeline architecture does not lend itself well to changes in the data stream or to
general changes in the actual application. In the case of a telemetry data stream, data item
frequency relative to each other can change due to super or sub decommutation. Even the
desire to continue processing of a data item could cease or change due to an earlier
calculation on the item. These factors lend themselves well to a data driven or data flow
application combined with a pipeline architecture.

In this discussion, a data driven machine is one which the execution sequence of the
machine, or processing element, depends upon the order of the data items it receives. The
action taken once a data item is input can vary from a simple calculation to a large process
which is itself a fixed sequence. Of course, one could argue that an interrupt driven
machine does this. But there is a difference, in the data driven machine, the actual content
of data and not the occurrence of a handful of events determines the resulting action.



A number of data driven processing elements connected to a broadcast type bus can be
easily coupled together to form a reconfigurable pipeline. Just as individual processing
elements determine their execution from the data, the configuration of the pipeline itself is
determined by the data present on the bus. Using a broadcast bus, several different
pipelines or data processing routes can occur. An address free bus also allows parallel
processing on the same data element. A method of identifying the data must be
implemented so that each processing element can distinguish interesting data and define
the action taken. An obvious solution is to attach an ID to every piece of data. In the
following discussion this data ID is called a “tag”. In the ADS 100 (Advanced
Decommutation System) built by Loral Instrumentation, a tag and 16 bits of data are
broadcast in parallel on a circular arbitrated bus called the MUXBUS, The ADS 100 is
made up of a number of either general or special purpose elements interconnected by a
MUXBUS. The ADS-100 can act as a completely independent data processing station or
as a substation within a larger network, depending upon the configuration of the unit.

The ADS-100 architecture, due to the parallel nature and arbitration scheme of the
MUXBUS, is a tightly coupled bus with a restriction to one box or one master chassis and
a small number of expansion chassis. The ADS can form a network by using a network
interface module which appears to the ADS as any other MUXBUS processing element
during its self configuring initialization. In actuality the ANI (ADS Network Interface)
module is a general purpose processing element (GPP) with I/O expansion that implements
an Ethernet connection. Networking allows loadsharing of large tasks (satellite telemetry
data streams) or division of specialized functions (plotters, large disk file servers, etc.).

1.  The ADS-100

The ADS-100 system can serve as a complete data processing station or as a real time
data acquisition and preprocessing sub station within some larger system. The system is
most often used as a decommutation unit processing a pcm telemetry data stream yet can
be configured for a number of different data sources. Quantizing of analog data channels or
monitoring of 1553 avionics buses are a few examples the unit’s capabilities.

1.1.  ADS Architecture

A single ADS-100 unit consists of a circular arbitrated broadcast data bus called the
MUXBUS with a number of processing elements (PE) present (Figure 1). In general, there
are three kinds of processing elements: a data source, a data sink, and a data source/sink.
Examples include, in relative order a PCM recovery sub-system, a recorder, and a data
processor. These processing elements are also connected by a conventional processor bus
controlled by a cpu acting as the system controller or host. The host processor and the
back end system bus are best viewed as non-real time and utilized for user interface and



setup of the real time processing elements. The host processor will actually determine
system configuration at coldstart initialization and allow the user full control of the
processing elements through the use of simplified commands and menu like displays. The
processing elements, called MUXBUS modules, carry with them the necessary software
for the host to interface and control each of them. At coldstart there is a “logging on”
process which every module will go through and describe itself to the host.

1.2.  ADS-100 Theory of Operation

Overall control of the ADS-100 lies in information blocks called “parameter blocks”
(Figure 2). These blocks are indirectly created by the user and maintained by a process
called the Parameter Block Manager (PBM). The term “parameter” is used to describe a
data item or operand that appears on the MUXBUS. All static information about a
parameter, such as tag number, format, and source, is contained in an associated parameter
block. The user creates a parameter using a menu like display page that formats a
parameter block held in the system database. At the command “SETUP SYSTEM” the
operating system will write the necessary data and commands to the individual modules so
they can begin processing data. Once setup the MUXBUS data source type modules will
receive data from a prime source, such as telemetry streams, and place selected data items
from the source with a tag attached onto the MUXBUS. Data source/sinks will receive
data from the bus, usually perform calculations on the data and place processed parameters
on the bus. Modules which only sink data are usually storage or transmission devices often
performing monitoring of selected parameters of any type. The real power of the ADS-100
lies in its MUXBUS processing elements such as the GPP which is described in the next
section.

2.  The General Purpose Processor Module (GPP)

The General Purpose Processor (GPP) is a module designed to fulfill the medium
speed. general purpose processing requirements of the MUXBUS system in which it
resides. Although the primary function of the GPP is to perform scientific data operations
on MUXBUS data, the module can be modified to handle specialized I/O. The hardware
configuration of the baseboard has two expansion connect points where modules are
attached which are transparent to the primary GPP circuitry but provide additional
functions. The expansion interface has a fixed definition yet will allow either permanent or
temporary placement of these specialized function modules. The GPP also has an interface
to the ADS system bus which allows the processor of the GPP to act as a master on the
microprocessor bus.
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Process activation within the module occurs by either a command from the control
processor or by the reception of an operand (or set of operands) over its MUXBUS
interface. A division of tasking between different processors on the module allows
operands to be received concurrently with the execution of processes. A complete operand
is sometimes broken down into separate (not necessarily contiguous) subwords where
several operands may be under collection at various stages of completion. This creates a
virtual extension of the MUXBUS’s width.

2.1.  Architecture of the GPP

The GPP consists of six basic sections as seen in Figure 3. The design of the GPP is
simple and straightforward. With the exception of the MUXBUS interface, the module is
typical of any microprocessor based system. The processor system consists of an 8086 cpu
with an 8087 numeric co-processor(NDP), an 8089 I/O processor(IOP) and an 8259A
Programmable interrupt controller(PIC). A dual ported memory allows the passing of data
between the system control processor and the GPP. The bus interface circuitry controlling
access to the shared memory also gives the GPP the capability to access the system bus.
The local memory of the GPP consists of a mixture of RAM and EPROM. The MUXBUS
interface utilizes a 64 word deep FIFO to queque the reception of tags and data during
heavy burst type bus traffic. Two I/O expansion connectors, with an industry standard
pinout, allow mounting of various function modules to the board. A few examples of the
functions available are: bubble memory, serial port, disk controller, and GPIB interface.

2.2.  GPP Theory of Operation

The GPP uses a message passing system to communicate with the host processor.
Certain areas of the shared memory are used by the host processor to send commands to
the GPP, In a similar fashion the GPP uses different areas to place either replies or status
messages.

Any command the board receives is just the execution of a process which is identified
by that command number and must have been loaded previously. There are a number of
ROM resident processes assumed to be loaded at initialization. To activate a process
within the GPP, a data block data, or transaction, is sent to a process called the
Transaction Manager(TRXMGR). When receiving transactions from the ADS host
processor as mentioned earlier, the transactions are built in the shared memory and the
transaction manager is activated by an attention signal. The manager checks that the
message is properly formatted and schedule the named process. The most common
command received from the host interface is to build “real time derived” process.
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Up to this point the discussion has defined what communication is utilized to activate
non real time or control type functions. The GPP’s true function is to perform calculations
or processes which are activated by the presence of data on the MUXBUS, when the
system is running under its data driven environment. Viewing the GPP’s task activation
system as a whole, there are only three data structures which are directly maintained by the
operating system (Figure 4.):

1.  Process ID directory.
2.  Task queue.
3.  Operand info directory.(tag vectors)

Besides these three operating system data structures there can be numerous other
structures which can best be described as “files”. From the exterior the operating system in
general cannot discern any difference in the attributes of these structures. Typically these
are processes that generate an output parameter resulting from a derived equation entered
by the user and uses input parameters for operands. There is a division of tasking within
the GPP related to the three different processors. The IOP performs a process called
“MUXIN” which handles the arrival of raw data and finds the operand information block
related to the received data. The operand information block contains all data relevant to a
particular operand or parameter, including bus format, bits per word, number of syllables,
tag values, three value fields, and a list of processes to be activated upon reception of a
complete operand. The received data is placed into the info block and depending upon the
actual operand format (i.e. 64 bit floating point), a number of syllables will arrive before
the complete operand is moved to a most current value field within the info block. The IOP
may be in the process of collecting any number of operands. When a complete operand is
present, the IOP places a copy of the info block’s process list into the task queue of the
CPU. The CPU’s task management executive will call all processes from the job queue in
strictly a first-come, first-served basis. These are typically calculations performed by the
CPU in conjunction with the numeric data processor (NDP). The result is broadcast on the
MUXBUS with a unique tag number. Through the use of the NDP, calculations of a wide
variety of operand formats is achieved including custom floating point formats.

3.  The ADS Network

Using an Ethernet interface a number of ADS units can be connected into a network.
These networks have specialized tasks divided among the individual units (Figure 5). The
interface of a network server ADS to its own hardware, such as plotters and large disk
system, are standard. The ADS Network Interface (ANI), when placed in an ADS
MUXBUS, appears as a GPP with I/O and makes available the network’s resources to its
host ADS. It also provides the network with the resources of its host. The logging on
process of modules within an ADS is expanded to a network scale to allow users or
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processes to access remote functions as if they were present in the local host.
Communicating on the network follows much the same broadcast theory of the MUXBUS
for real time data. The data is packetized with a time tag and ID similar to MUXBUS
tagging or telemetry frame ID. Control packets are sent to a unique address where data
packets are transmitted without a destination address and require the attention of the
receiving units to recognize and disassemble data packets.

CONCLUSION

After a very brief review of the ADS architeture and one of its processing elements, the
flexablity of the ADS system is quite apparent. Due to its data driven, parallel processing
nature and variety of processing elements the complete job of data acquisition and
processing in real time can often be handled by one standalone system. When necessary
the ADS-100 system can be connected to a large computer system as a front-end
processor. To maintain a uniform system a number of ADS can be interconnected through
a local area network.


