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IMAGE QUALITY CONSIDERATIONS OF COMPRESSED VIDEO
IMAGERY

J. J.Pearson, M. W. Millman, and S. Maitra
Lockheed Palo Alto Research Laboratory

3251 Hanover Street
Palo Alto, California 94304

ABSTRACT

Most work to date on image data compression has been based on single static images and
the use of mean square error (MSE) as an objective quality criterion. However, many
current requirements for video bandwidth compression, such as Remotely Piloted Vehicle
and “smart” ordnance video links, include dynamic (moving) scenery and severe channel
noise. The image degradation effects of the bandwidth compression technique will then fall
into three categories: Degradation of a static image; effects due to any frame segmenting
and partial frame transmission used; and the impact of uncorrected channel errors. In this
environment, the more powerful, but also more complex techniques, i.e., the various
transform techniques, may provide less acceptable imagery than simple techniques (such
as DPCM or Lockheed’s CAQ algorithm) since their complexity may require frame
slicing, i.e., the compression and transmission of only a segment of a frame during each
frame period. Also, the one-dimensional techniques often prove more effective than two-
dimensional techniques because the vertical redundancy they retain can be used to
eliminate uncorrected errors. The MSE criterion for image quality, known to be crude and
often misleading in static images, is totally inadequate to quantify the impact of scene
dynamics and uncorrected channel errors.

INTRODUCTION

Most of the work performed to date in the area of image data compression has been based
on the encoding of single images. Even when the application has involved dynamic
imagery, such as occurs with the Picturephone, the main effort to develop high efficiency
bandwidth compression techniques has dealt with individual frames. These studies have
generally tended to ignore the question of the interaction of transmission channel errors
with the particular data compression algorithm or to merely note the effect of such errors
when the error rate is quite low, i.e., just a few errors per frame. The desire for an
analytical quantification of the degradative effects of image data compression techniques
as a function of compression efficiency or bits per pixel has led to the general use of mean



square error (MSE) as a rate distortion measure and quality criterion. This criterion allows
a relatively simple mathematical analysis of image degradation if simple statistical models
of the image are assumed, e.g., a first-order Gaussian distributed Markov process.
However, these models tend to ignore the question of what is actually of interest in a given
image or video frame. For example, in many imagery applications the information content
is binary in the sense that it is the presence or absence of specific objects, or the set of
edges and areas defining those objects, that are of most interest. In this case, it is precisely
in those places at which the image signal deviates from simple statistical behavior that
information is contained.

The MSE criterion has other well known limitations that can lead to erroneous conclusions
about the effectiveness of particular compression algorithms. Thus, a small shift in the
average signal level of an image or a rescaling of gray levels will produce very large MSE
and, yet, for video imagery these functions have little relevance since the receiver has
brightness and contrast controls that reestablish the desired levels. Also, some
compression algorithms based on local operators, such as differential-pulse-code-
modulation (DPCM) and its adaptive variants including the constant-area-quantization
(CAQ) technique described below, tend to lag in their response to sharp signal changes
and edges. This gives a large contribution to the MSE but actually only shifts objects by a
few pixels in the scan direction and most of the contribution to MSE is localized at edges
where errors are least noticeable due to masking effects (1).

Recently, the development of remotely piloted vehicles (RPV’s) and various types of
“smart” ordnance that use a video sensor to provide a remote operator with navigation and
target data has created a requirement for high efficiency video signal compression
techniques that are effective under conditions of rapid scene change and high
communication channel error rates due to jamming. The interaction of the image
compression algorithm with these effects and the impact of that interaction on operator
performance are of paramount importance. Unfortunately, the MSE criterion has proved to
be of little value for characterizing these interactions and many conclusions derived from
work on static imagery and low channel error rate conditions may not hold.

For example, the use of a two-dimensional image compression technique will give a lower
MSE than the comparable one-dimensional technique since image redundancies in both
dimensions are exploited. However, when high channel error rates prevail, higher quality
imagery may be obtained from the one-dimensional (usual horizontal) approach since the
retained redundancy in the other (vertical) dimension can be used to reduce the effect of
channel errors. In this paper, we will show some examples that illustrate the points made
above for the case of a particular image encoder, an adaptive DPCM technique referred to
as constant-area-quantization and described below.



CONSTANT-AREA-QUANTIZATION (CAQ)

Constant-area-quantization (CAQ)(2) is a one-dimensional image compression technique
based on the property of human vision that the eye sees more detail in high contrast
regions than in low contrast ones. The operation of the algorithm is illustrated in Figure 1.
The bold line in (a) represents the analog video signal which is sampled at a rate indicated
by the tick marks. The smooth curve is replaced by line segments, beginning and ending at
sample points, in such a way that the right triangles with these segments as hypotenuse and
sides parallel to the coordinate axes all have the same area, A/2. The value of the area
threshold A is a parameter chosen at the outset to maximize reconstructed image quality. It
has the units of brightness levels times pixels. At each sample point, the output signal in
(b) is generated. This signal is zero except at the end of a line segment, where it is either
+1 or -1 (P or N) depending on whether the signal increased or decreased during that
interval. In this way, a digital input signal is reduced to three levels. In binary terms, three
levels correspond to 1.58 (= log 3/log 2)-bits, and this value can be approached arbitrarily
closely by coding a number of picture elements together. (For example, the 243 possible
values for five adjacent pixels can be represented by one 8-bit number, giving an average
of 1.6 bits/ pixel.

The original picture can be reconstructed from the three-level signal in two different ways
illustrated in (c) and (d). In the first or “slope” method, the line segments in (a) are
reconstructed from a knowledge of the base and area of the appropriate right triangle. In a
second, or “step” method, only the endpoints of the segments are computed and the
intervening pixels are filled with constant values. Although the slope method follows the
signal form more accurately and provides a lower mean square error, the step method is
found in practice to provide equivalent quality imagery and actually performs some edge
sharpening. The step method is also easier to implement since it does not have to compute
values of previous pixels when an N or P is decoded.

Experience with a large number of images indicates that the three output signals are not
equally probable and considerable additional bandwidth compression can be achieved by
Huffman encoding of the data. Typically, compression efficiencies of one bit per pixel are
obtained. The comma-free Huffman encoder assigns from one to six bits to each of the
nine possible code pairs with the most probable pair (0-0) being assigned the shortest
code. This encoding has a further advantage. If a channel error occurs in a line of the
image, the decoder will almost always reproduce the wrong number of pixels in the line so
that a simple pixel counter can act as an effective error detector. Since the vertical
redundancy of the image is retained, the error can be eliminated by replacing the line with
an adjacent one as shown below.



EXAMPLES OF ERROR EFFECTS

Unfortunately, in this paper it is not possible to demonstrate the interactions of channel and
encoding errors with the dynamics of a video image since only static images can be shown.
Because of the short display time of video images, errors of small spatial extent (a few
pixels) are not visible while large area errors are particularly distracting since the eye does
not have time to move from the obviously erroneous image areas to valid areas. Errors in
the form of long streaks, such as occur with one-dimensional techniques, are considerably
less distracting than large block errors, since the eye tends to interpolate the correlated
image information across the streaks if they are not too numerous. Error effects on static
images will now be discussed.

To show the limitations of using MSE as an image quality criterion, the eight-bit 512X512
image of Figure 2a was encoded and compressed by the CAQ technique described above,
using two different thresholds chosen to give approximately the same MSE. The results are
shown in Figures 2b and 2c. This particular image has very high contrast and is very active
with relative short correlation length. It thus represents a very challenging example for any
data compression technique.

The errors in Figure 2b with the low threshold are due primarily to the slow response at
edges. These errors tend to shift the image slightly to the right and to smear fine detail at
the edge. However, as mentioned above, very fine detail near edges is usually masked by
the presence of the edge and would usually not be very visible. Thus, these two error
effects are not too significant and the visual image quality looks quite good. The high
threshold in Figure 2c, however, causes the CAQ algorithm to ignore considerably more
image detail and to make abrupt, noticeable transitions so that the image quality appears to
be fairly low and much small-scale low-contrast image information is lost. If Huffman
coding were used on Figures 2b and 2c after CAQ encoding, the image entropies would be
1.3 and 0.7 bits per pixel, respectively.

The value of retaining the image redundancy in one dimension to aid in channel error
correction when such errors result in streaks is shown in Figure 3. Figure 3a is compressed
and re-expanded using the CAQ technique and Huffman encoding to achieve 1.06 bits per
pixel. A bit error rate of 10-4 has been added to the encoded data before reconstruction. In
Figure 3b, errors that result in an erroneous pixel count in a line (due to a change in
Huffman code) are detected and each such line is replaced with the previous line.

Since most channel errors result in a sharp change in signal level for the line in which they
occur, another effective method to eliminate their appearance is to use a three-line median
filter in which each pixel is replaced by the median of its reconstructed value and the value
of the two pixels right above and below it. In most cases, this filter doesn’t change the



value of a valid pixel, but will replace an erroneous pixel with an adjacent valid one.
However, the median filter will not correct errors occurring in two adjacent lines and it
will suppress isolated one-pixel peaks in the image data resulting in some loss of image
sharpness. The error correction capability of a median filter when vertical image
redundancy is retained is shown in Figure 3c.

It should be noted that the two channel error correction techniques just described are quite
simplistic and more sophisticated approaches based on a direct measure of the vertical
image correlation around each pixel would provide an even more effective error correction
capability.

Another example of the effect of encoding parameter on MSE, this time using an image
with greater correlation length, is shown in Figure 4. The MSE’s of the two encoded
images are quite different but it is almost impossible to find any difference in image
information content. The entropies of the Huffman encoded versions of Figures 4b and 4c
are 1.2 and 0.8 bits per pixel, respectively.

CONCLUSIONS

The development of good high efficiency image data compression techniques is impeded
by the lack of adequate quality criteria that can be adapted to the type and purpose of
imagery being considered. Realistic evaluation and comparison of compression algorithms
still requires painstaking and costly human factors analysis. New applications of image
transmission, such as remotely guided tactical military ordnance, impose added
requirements of compatibility with scene motion and recovery from high channel error
rates on the compression techniques being considered.

The general rule of thumb that the more sophisticated the compression algorithm the better
the reconstructed image quality may not hold in these applications. In particular, one-
dimensional techniques that retain some image redundancy for error correction, and simple
local operators, such as adaptive DPCM and CAQ, that allow real-time video encoding
without requiring partitioning or slicing of frames may-provide a better solution than two-
dimensional and large area transform techniques.
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FIG. 1  CONSTANT-AREA-QUANTIZATION ENCODING



FIG. 2  CAQ ENCODED IMAGES WITH DIFFERENT THRESHOLDS,
SAME MSE = 7.4%



FIG. 3  CONTEXT DEPENDENT ERROR CORRECTION, BER = 10-4



FIG. 4  EFFECT OF CAQ THRESHOLD ON MSE


