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ABSTRACT

There are many applications that require multiple processors
performing real-time tasks and communicating with each other
over a common bus or memory. Aptec has developed a real-time
multiprocessing system which reduces the integration effort
needed in a custom designed system. The system uses
commercially available Motorola 68000 series processors each
running a real-time kernel. Software has been developed to
extend the capabilities of the real-time kernel. This
software is called Multiprocessor Services. The software
allows tasks running on different processors to communicate
with each other and a global shared memory. This paper
describes the features of real-time multiprocessor hardware
systems, and how the multiprocessor software coordinates the
processors to operate as an integrated system.

INTRODUCTION

The design and integration of high performance real-time
systems is often difficult in a multiprocessor environment.
There are SIMD and MIMD systems available which use multiple
processors running under the same operating system. Embedded
within their operating system are the mechanisms for
handling interprocessor communication. However, the overhead
of a global operating system can be high.

With adherence to “Open Systems” and standards, distributed
board level CPU and workstation processing systems are
easier to design. There are many small, efficient real-time
kernels for board level processors available. However, the
software for real-time interprocessor communications and
sharing a common shared memory resource is outside the
individual processor and kernels realm. Standard networks,
busses, and reflective memories are the pathways, but
multiprocessor software is needed to allow all of the



distributed real-time processors to operate as an integrated
system.

REAL-TIME DISTRIBUTED PROCESSING

Real-time telemetry systems typically require multiple
processor designs. Using multiple processors enables
different processors to perform tasks simultaneously. A
multiprocessor design runs faster than a single processor
performing all the tasks. Also, specific processors can be
chosen to perform tasks which they are best suited for.
Figure 1 shows how a distributed processor telemetry system
can pipeline tasks to increase performance.

Figure 1

Many telemetry systems require a processor to acquire and
synchronize the incoming data stream(s). This task is best
suited for processors efficient at handling I/O. 

Processing the received data efficiently requires a
different set of tasks to be performed. Therefore, another
processor(s) and software is needed rather than using the
acquisition processor.



Archiving raw or processed data is another task with
different requirements. The processor and software for this
task perform movement of data onto and off of storage media.

All these tasks, and other like real-time display, can run
simultaneously on different processing elements. Also
necessary is the data multiprocessor software for
communication amongst processors. With multiprocessor
software individual processors can work efficiently together
as an integrated system.

MULTIPROCESSOR SYSTEM HARDWARE

Different types of processors, including board level CPUs,
workstations, and general purpose systems, from different
vendors can coexist in the same environment. Standard
communication paths as well as intercommunication software
have been established to insure robust communications. The
most common hardware interconnects include networks, busses
and reflective memories.

For most real-time distributed processor telemetry
applications standard networks (ETHERNET, FDDI) using
standard protocol software (TCP/IP) are much too slow to
use. Telemetry real-time systems rely on busses and
reflective memories as hardware interconnects.

Standard busses such as VME running at 20 MBytes/sec or
proprietary busses such as Aptec Computer’s Data Interchange
Bus (TM) running at 200 MBytes/sec are fast interconnection
paths. Autonomous processors share the bus for
intercommunications. Figure 2 shows a bus architecture.

The reflective memory interconnects is also a real-time
alternative for high-speed connections of distributed
processors. Reflective memories work such that whatever is
placed in one memory appears in the shared memory at other
processors. Figure 3 shows a reflective memory architecture.
Reflective memory is slower than shared memory on a bus,
however, the distance between processors may be greater.

MULTIPROCESSOR SYSTEM SOFTWARE

An important part of the multiprocessor system is that
individual processors run their own independent real-time
kernel. There are many such kernels commercially available,
such as VxWorks (TM) from Wind River Systems. Real-time 
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kernels are efficient controlling over their own CPU, but
multiprocessor extensions are required for
intercommunications between processors.

Aptec has developed and tested a set of real-time extensions
for interprocessor communications called Multiprocessor
Services (MPS). MPS is a library of software callable
routines. The library of routines are implemented
independent of hardware platform, real-time kernel and
memory device drivers. MPS can run over a bus or reflective
memory. It can also run on top of different real-time
kernels. The first implementations of MPS ran on VME and
Aptec DIB busses using Wind River Systems’ VxWorks real-time
kernel.

Multiprocessor Services consists of providing 3 basic real-
time distributed processing functions. They are:

* Shared Memory Management
* Interprocessor Synchronization
* Interprocessor Communication

Shared Memory Management

Shared Memory Management Services are used to manage the
free space of a global shared memory. Individual processors



can allocate, manipulate, and share global memory without
interference from other processors. Each processor has equal
access to the shared memory.

The memory management services allow each processor to build
partitions of memory. Partitions establish boundary
constraints. Partitions do not prevent other processors from
accessing that portion of memory, since it is a shared
resource. They allow other processors to recognize a portion
of the memory being used by another processor.

The Shared Memory Management routines are easily understood.
They allocate global memory, extend partitions, deallocate
partitions, and obtain information about partitions. When a
processor establishes a Shared Memory partition, data may be
deposited there. The partition location can be advertised to
other processors so they can share its data in a controlled
manner. Figure 4 depicts processors sharing global memory.

 Figure 4

Interprocessor Synchronization

Synchronization services allow tasks on different processors
to insure they are functioning as an integrated unit.
Processors operate in step based on pre-determined events. 



They also may exclude access to a software object or data
buffer.

One of the synchronization services is global semaphores.
Global semaphores are used to synchronize between processors
so only one buffer can be used at a time. The global
semaphore is binary, an object is either taken or available.
Also, only one task can control an object at one time.

A good example of using global semaphores is one processor
receiving telemetry data, then passing it to another for
processing. Figure 5 shows this scenario. Task A takes the
global semaphore associated with a shared memory partition.
Task A then acquires data and sends the data to the
partition. After receiving all of the incoming data, Task A
gives up the semaphore. Task B, which has waited to take the
same semaphore, is given the semaphore. Task B assumes
control of the shared memory partition and begins processing
the received data.

 Figure 5

Interprocessor Communications

Interprocessor communication services perform data transfers
between processors. Interprocessor communication services
include name services, command ports, message queues, global
ring buffers and task spawning. The selection of services to



be used is determined by how much data is to be transferred
and the speed required.

Name Service

The name service is a single table located in shared memory
that associates names with 32-bit values. Processors make
entries into this table and the entry is now advertised for
all other processors in the system. Figure 6 depicts a name
table.

Figure 6

The speed to access and look up the data in memory is
relatively slow. The name table is useful, however, for
advertising information to other processors. For example,
advertising partition locations so that other processors
will know where specific data can be found.

Command Ports

Command ports allow processors to execute high-priority
functions on another processor. The function evoked by a
command port will operate as an interrupt. Therefore, quick
real-time response is guaranteed.

Figure 7 illustrates command ports.



Figure 7

Message Queues

Message Queues are similar to command ports except that they
allow multiple readers. An entry in the message queue
consists of 4 32-bit words. These words are application
specific. Message Queues are extremely useful when there are
duplicate processors performing the same task, then
processors can perform tasks from message queue commands on
a first come first served basis. Figure 8 illustrates
message queues.

Figure 8

CONCLUSION

The integration of high performance real-time multiprocessor
systems requires software optimized for shared memory
management and interprocessor communications. The real-time
hardware connections between the multiple processors are
busses and reflective memories. These provide the high speed
paths needed for real-time data movement. Commercial real-
time kernels run simultaneously on each individual
processor. Multiprocessor Services (MPS) runs with the



real-time kernel using the high-speed hardware data path to
coordinate activity among all the processors. MPS is the
glue that lets the collection of autonomous processors
operate effectively and efficiently as a single integrated
real-time system.
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