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The Use of Digital Signal Processors in Front-End Weather Satellite
Telemetry Processing

David A. Lide and Stephen Talabac

ABSTRACT

This paper discusses the use of DSP technology in the embedded real time ingest and
pre-processing of weather satellite data. Specifically, case studies are presented in the
use of Texas Instrument TMS 320 processors as front-end handlers of GOES MODE
AAA and GOES GVAR data formats.
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INTRODUCTION

With the evolution of Digital Signal Processor (DSP) technology, DSPs are now
finding their way into embedded real time applications. This paper discusses the
suitability of DSP technology to satellite telemetry processing, in particular the real
time, front end processing of high resolution, digital, weather satellite imagery.

Traditionally, front-end weather satellite image processing has been limited to the
ingest and spooling of the data to mass storage. Any real-time processing of the data
that is performed on these systems is done in a limited fashion, through a combination
of dedicated hardware and back-end computer. With the current trend towards the use
of low cost/high performance workstations, a need for more flexible pro-processing of
weather satellite data has developed. This paper presents case studies in the
application of DSP-based embedded computers, in the front-end processing of GOES
Mode AAA and GOES GVAR data.

In our applications, “front-end” processing includes the following: imagery calibration
and enhancement, pixel packing for storage efficiency, pixel averaging and/or
replication, gridding, engineering unit conversion and filtering of unwanted portions
of the data stream (e.g., image sectorization). DSP implementations of these
applications on the Texas Instrument TMS 320 DSP family is discussed, especially in
the context of the data stream unique factors, such as block format and error checking.



TMS320 C’25 Based Front-end Processor Overview

A VME bus based embedded processor based on the TMS320 C’25 DSP is illustrated
in Figure 1. The core of this processing board, the C’25, is a 40 MHZ digital signal
processor that utilizes a Harvard style architecture. The salient characteristics of this
processor are:

(1) 100 nanosecond instruction cycle;

(2) 16 bit word size;

(3) 64 K word address and 64 K word data space;

(4) 544 Word on-chip memory;

(5) 32 bit Accumulator;

(6) seven 16 bit address registers;

(7) separate hardware multiplier;

(8) 16 full word i/o ports

The DSP core is augmented by 1K words of static RAM that is dual ported onto the
VME bus and 2 banks of 64K words memory. Only one bank is visible to the TI
processor (due to the 64K word address space of the processor), the other is visible to
the VME bus. The visibility of these memories can be toggled by DSP software. A
DMA chip is present to move data off the bank of memory currently visible to the
VME bus; this chip must be set up be the Host computer on the VME bus. The
concept of operations is that after one buffer is filled with data by the DSP, the buffers
are toggled and the DMA of data off the board can be done while the DSP is filling
the other buffer with subsequent data.

Firmware on the board is able to recognize control signals from the frame synch and
provides the DSP chip with the following:

(1) an interrupt at the start of each ingest data unit (i.e., block - see below);



(2) a serial to parallel conversion on the incoming satellite data; the converted
data is presented to a DSP i/o port.

(3) the data unit CRC is computed.

Figure 1: DSP Based Embedded Processing Board



Case Study: GOES Satellite Front-end Processing

Our case study involves the use of the C’25 based processing board in a weather
picture format and dissemination system for the GOES Mode AAA and GOES GVAR
satellites. Due to the requirements for more timely data dissemination of weather
images, it was decided to off load as much of the processing requirements on to the
embedded processor.

A brief overview of the format of data streams is presented below; for further
information, the reader is referred to references [1-2].

The Goes Mode AAA and Goes GVAR data is serially transmitted in blocks , as
illustrated in Figure 2. The transmission rate for both satellites is 2.11 Mbps. Blocks
may contain 6, 8 or 10 bit words. In the case of Goes Mode AAA, the block length is
fixed (in bits), while for Goes GVAR, the block length can vary. Each block is
preceded by a 10000 bit pseudo noise (PN) frame sync pattern. Typically this is
stripped off by the frame synchronizer. The start of each block contains three copies of
a 720 bit header. This header gives the block id, the block word size and other
information. Each copy of the header has a CRC check, and the entire block contains a
CRC check as well. Each block contains documentation and imagery from the
spacecraft sensors. For example, GVAR block 1 contains 10 bit Infrared imagery from
four infrared detectors. The documentation sections of the blocks are also parity
checked in some cases. Data from 11 consecutive blocks comprise a scan line or one
swath of the satellite sensor array across the earth. Both spacecraft produce visible
imagery at a resolution of 1 Km (at satellite subpoint) and infrared imagery from 2 to
4 sensors at 4 Km or 8 Km resolution.

The processing requirements of the system are as follows:

(1) Imagery covering a user-selectable region of interest (sector) must be
extracted from the data stream;

(2) This pixel counts for the imagery must be corrected using gamma
correction look up tables. These table, for example, are used to calibrate the
imagery;

(3) If specified, this imagery must be reduced in resolution using pixel
averaging, or increased in resolution (i.e., to implement a “zoom” feature)
by pixel and line replication.;



(4) Imagery from one sensor (e.g., infrared) may need to be overlaid on top of
imagery from another sensor (e.g. visible); this is termed compositing.

A key driver in the implementation of these requirements is that the processing for a
given block must be performed in real time, i.e., before the arrival of the next block.
This requirement is simply a result of the data stream transmission rate; every second,
over 203 Kbytes of imagery alone must be ingested. There is simply insufficient
buffer area to store backlogged data, especially given the 16 bit addressing capability
of the TI C’25 DSP. Additionally, the processing on an individual work of imagery
must be done before the next work arrives; there is no buffering of data words on the
processing board.

All of these requirements were met through real-time software running on a 40 Mhz
C’25 DSP. With its 100 nanosecond instruction time, the C’40 is capable of executing
on the order of 50 instructions during the time it takes to read one word of GOES data.
With this instruction budget, the DSP was able to read in a word of imagery, perform
a moving average with previously ingested data, or replicate it up to 8 times. It was
also able to gamma correct the imagery word via a look up table. However, real time
line replication (i.e., making multiple copies of a detector line for the “zoom”
function”) proved impossible to do during one pixel inter-arrival time. Fortunately,
GOES blocks are preceded by a relatively long PN sequence (on the order of 10000
bits = 5 msc). During this time (while the frame synchronizer is locking on the start of
the next block) no imagery is ingested. It proved feasible to break the line replication
task into several stages, where each stage could be accomplished during the PN
sequence dead time. For example, the task to replicate a line of imagery 3000 pixels
wide eight times (e.g. to implement a factor of 8 magnification) required two PN
sequences to complete.

The sensor overlaying requirement involved first ingesting, processing and storing
imagery from one detector (the base band). A special gamma correction table was
applied to the imagery to turn a particular spectral range of pixels to 0, thus marking
them for replacement. Next, imagery from a another detector, (the composite band)
covering the same geographic area, was ingested, processed, and was used to replace
the 0 value pixels already in memory. This algorithm proved feasible on the DSP,
requiring only 5 instructions per imagery word. Part of the feasibility of this algorithm
was due to the fortuitous placement of detectors in the data stream. In our application,
one of the two sensor bands was always the visible channel. This presents an initial
problem, because the other four bands in the data stream are at lower resolution (i.e.
they need to be replicated as discussed above). But because the visible detector blocks
are placed after the infrared blocks in the data stream, we were able to perform the





line replication just in time. Had the order of the detectors been reversed in the data
stream, a much more complex algorithm would have been required.

Error handling proved to be major challenge in the development of these systems. As
mentioned above, GOES blocks are CRC checked; at the end of each block, the results
of the CRC are read in from the frame synchronizer. However, for the real time nature
of our application, the CRC did not prove really helpful in handling error conditions
because it arrived too late. As described above, most of our processing had to be
accomplished as the data was being ingested. Simply skipping blocks with bad CRCs
resulted in unacceptable line drop out in the resulting pictures. As the bit errors in the
data were not viewed to be a problem, a decision was made to always accept the data,
regardless of the state of the CRC. This led to the requirement that the embedded
processor be able to detect bit errors in key documentation words such as the scan and
frame counters.

This proved feasible in most cases, and the effort was simplified by several features of
the GOES data stream:

Certain fields of the documentation block in the data stream are parity checked.
The use of this parity provided for a more timely notification of bit errors
and finer granularity in the location of detection of bit errors.
Computation of the parity was accomplished at the cost of only one
additional instruction per ingested word.

The data stream provided for several near-copies of certain key words. For
example GOES GVAR has an absolute and relative scan counter. By
constantly checking these counters against each other, the validity of both
counters could be validated to a certain degree and data dropouts could be
identified.

In some cases, however, the validity of key documentation fields was not easily
verified. Heuristics were developed to handle these cases. Where a misinterpretation
of a field might result in the catastrophic loss of data (e.g., terminating a pass early
because of interpreting the end-of-frame flag incorrectly), it was deemed better to
simply drop the block entirely.

The documentation areas of the GVAR and Mode AAA data streams typically contain
several spare fields. These could be used to hold redundant copies of key
documentation fields. Having three copies of fields such as the scan counter would
greatly facilitate error handling discussed above.



The GOES Mode AAA and GVAR data stream contain information to use to apply
geo-political grids to the imagery. It proved infeasible to perform production quality
gridding of the imagery on the embedded processor because grid points typically need
to be replicated across scan boundaries, and the embedded processor did not have
sufficient memory. However, in a related system, a coarser, real-time gridding of
Mode AAA imagery was required for diagnostic purposed. In this application, a
simplified grid replication scheme was suitable so that the embedded processor
memory limitations could be overcome. The implementation of this function is
described below, and illustrates how processing tasks must be allocated in order to
keep up with the data.

A grid data base for each scan of Mode AAA data is contained in the documentation
areas of Block 2 and is replicated in Block 3. This data base consists of a list of pixel
locations that correspond to grid points (i.e. points where the imagery should be
replaced with a contrasting value to show the grid). This data base is 512 12 bit words
long. For real time gridding, it is not feasible to search this list each time to see if an
ingested pixel needs to be gridded. Instead, a bit map is required. The translation of
the grid data base into a bit map required on the order of 18 instructions per grid point;
these instructions were executed before the next grid point was read in.

The layout of AAA blocks 2 and 3 is such that the imagery contained in these blocks
is located prior to the grid data base. Thus, the Block 2/3 imagery could not be
gridded as it was being ingested. Instead, the block 2/3 imagery was gridded in the
same loop that was constructing the bit map. This required on the order of 7 additional
instructions and again was accomplished within the arrival time of the next word of
grid data.

Since Blocks 2/3 arrive prior to the 8 blocks containing visible imagery, the bit map
described above could be used to grid the visible imagery as it was being ingested.
This require an additional 3 instructions per visible pixel in order to test the bit map.
These instructions were executed within the inter-arrival time of the next imagery
word.

The bit map needed to be cleared at the start of each new scan. Since the imagery
sections of Block 2/3 were located first in the data steam, the clearing of the bit map
was accomplished during the ingest of this imagery. This required an additional 3
instruction per word of Block 2/3 imagery.



Conclusions

A case study involving the use of DSP-based embedded processors in the real time,
front end processing of GOES Mode AAA and GOES GVAR weather satellite data
has been presented. This study shows examples of the types of front end processing
that is feasible with such systems. Some of the processing limitations are due to
hardware constraints imposed by the use of DSP technology (e.g. the limited memory
available with the C’25 t is a result of its 16 bit address bus). We are currently
working with the next generation TI DSP technology, which features true 32 bit
addressing, floating point capability, and high speed communication ports. Our initial
efforts are very positive regarding the use of this technology to implement more
comprehensive pre-processing of satellite data.

The nature of the satellite data stream also provides limitations to the types of
processing that can be performed in real time. In particular, the problems of error
detection and handling could be facilitated with satellite data streams more geared for
real time processing. The real time gridding example shows how processing must be
re-allocated to fit the layout of the data stream.
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