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SPIRIT III Data Verification Processing

Dean Garlick, Glen Wada, and Pete Krull

ABSTRACT

This paper will discuss the functions performed by the Spatial Infrared Imaging Telescope
(SPIRIT) III Data Processing Center (DPC) at Utah State University (USU). The SPIRIT
III sensor is the primary instrument on the Midcourse Space Experiment (MSX) satellite;
and as builder of this sensor system, USU is responsible for developing and operating the
associated DPC. The SPIRIT III sensor consists of a six-color long-wave infrared (LWIR)
radiometer system, an LWIR spectrographic interferometer, contamination sensors, and
housekeeping monitoring systems. The MSX spacecraft recorders can capture up to 8+
gigabytes of data a day from this sensor. The DPC is subsequently required to provide a
24-hour turnaround to verify and qualify these data by implementing a complex set of
sensor and data verification and quality checks. This paper addresses the computing
architecture, distributed processing software, and automated data verification processes
implemented to meet these requirements.
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1. INTRODUCTION

The Midcourse Space Experiment (MSX) program is sponsored by the Ballistic Missile
Defense Organization (BMDO) to support its objectives to detect, acquire, and track
targets, and to discriminate lethal from nonlethal objects. The MSX mission objectives are
to measure the spectral, spatial, and radiometric parameters of various orbital and
suborbital targets, celestial sources, zodiacal emissions, the earth’s airglow, the aurora,
and other upper atmospheric phenomena. The measurement of potential target objects and
their associated phenomenology with terrestrial, earthlimb, and celestial backgrounds are
key to the success of the MSX program. The MSX program Principle Investigator Teams
are dedicated specifically to various aspects of the mission objectives: target functional
demonstration and phenomenology, background phenomenology, and calibration and
sensor characterization.  1



The primary instrument aboard the MSX spacecraft is the Spatial Infrared Imaging
Telescope (SPIRIT) III. The SPIRIT III sensor was developed by the Space Dynamics
Laboratory of Utah State University (SDL/USU) and consists of an off-axis reimaging
telescope with a 35-cm-diameter unobscured aperture, a six-channel Fourier-transform
spectrometer, a six-band scanning radiometer, a cryogenic dewar/heat exchanger, and
instruments to monitor contamination levels and their effects on the sensor.  As developer1, 2

of the SPIRIT III sensor, SDL/USU is also responsible for developing and operating a
Data Processing Center (DPC) for this sensor. The SPIRIT III DPC is one element of the
overall MSX Data Management system.

2. MSX DATA MANAGEMENT

Data Management has been a key part of the MSX program since its inception. The MSX
Data Management system is a distributed approach as opposed to a centralized processing
concept. The data flow of the MSX program is illustrated in Figure 1. The raw (Level 0)
data are downlinked from the spacecraft to the Mission Control Center (MCC). These data
are then sent to the Mission Processing Center (MPC) for sensor data separation,
pre-downlink reconstruction, and other processing of telemetry data that is required. The
output of this processing is called Level 1A data. The Level 1A data sets are sent to the
Data Processing Centers and, in parallel, to the Data Analysis Centers (DACs), where the
Principle Investigator (PI) Teams reside and analyze the data. The Level 1A data are
processed by the DPCs. The results of this processing are the updated calibration
coefficients and the health status of the instrument, which are then sent as data products
through the Backgrounds Data Center (BDC) to the DACs. These resultant files, along
with the Level 1A data, are input into a software package called Convert. The Convert
software applies the calibrations to the Level 1A data, resulting in corrected count
(Level 2) data and engineering unit (Level 2A) data.

3. SPIRIT III DATA VERIFICATION PROCESSING

The SPIRIT III DPC is tasked with monitoring and verifying all data received from the
SPIRIT III sensor in conjunction with the data’s release to the scientific community for
analysis. The PI Teams cannot perform certified processing on this sensor’s data until they
have received the results of the DPC’s data verification. The center is therefore required to
provide a 24-hour turnaround to verify and qualify the 8+ gigabytes of data a day that can
potentially be captured from the SPIRIT III sensor by the MSX spacecraft recorders. To
meet these performance requirements, the DPC has implemented a fully automated,
distributed computing system utilizing state-of-the-art computer hardware and software
technology.



Figure 1. MSX Data Flow

3.1 Computing Architecture

3.1.1  Hardware

The SPIRIT III DPC’s hardware configuration includes multiple workstations for sensor
data processing implemented as a loosely coupled, Fiber Distributed Data Interface
(FDDI) network of Silicon Graphics computers under the IRIX Operating System. This
processing Local Area Network (LAN) is linked to another LAN that allows sensor
engineers (Performance Assessment Team) access to the processing results in support of
sensor characterization efforts.

Essentially, the SPIRIT III data processing center contains an FDDI subnet comprised of
two 8-processor Silicon Graphics Incorporated (SGI) Onyxs and five Indigo model
computers. One of the Onyxs also acts as the network file server. The SPIRIT III data
processing software can be hosted on any combination of Onyx processors and Indigos. In
the current configuration, the two SGI Onyxs contain 250 Mhz, MIPS R4400 processors.
Each Onyx contains 1 GB of memory. Each Indigo contains a single 150 Mhz, MIPS
R4400 processor with 96 MB of memory. Figure 2 illustrates the basic hardware
configuration. Although data processing rates have been well within DPC requirements,
the network transfer rates remain a limitation to the performance of the SPIRIT III data
verification software.   3



Figure 2. SPIRIT III DPC Hardware Logical Configuration

3.1.2  Software

The suite of software programs designed to process data from the SPIRIT III portion of the
MSX spacecraft is referred to by the MSX community as the SPIRIT III Pipeline. The
Pipeline is a distributed application consisting of a data reformatter (Spooler), a graphical
user interface (GUI), a Dispatcher program, and a Compute_Node process. The Spooler
reformats the data from magnetic tape onto disk media. The GUI provides the user with a
quick, simple method of controlling the processing. The Dispatcher controls the job
assignments to the computers on the subnet and the Compute_Node component is
responsible for processing the sensor data. 

The strategy for the Pipeline software development was to minimize the complexity of the
distributed solution. The number of software components and the communication between
them were limited. The software was written in ANSI C, incorporates exception
processing, and exploits both the native capabilities of the network and Parallel Virtual
Machine (PVM) software for interprocessor communications and control. PVM is a
software package that allows a network of computers to appear as a single, large
distributed-memory computer.  The transfer of data between computers is restricted to4



native UNIX remote access commands for the sensor data software component. The
nature of the data is also exploited to create manageable sized data sets that can reside in
memory during processing. Additionally, use of these self-contained data sets reduces the
data coupling among sensor data processing components. With all of these aspects
combined - a loosely coupled solution that dissociated the sensor data processing from the
distributed processing environment, a simplified error processing scheme using exception
processing, and a limited software configuration - the Pipeline suite of software programs
has proven resilient and compatible with the dynamics of sensor data processing.3

3.2 Data Verification

Automated data verification is provided by the DPC’s Pipeline software. After the Level
1A tapes are spooled to disk, operators use the GUI to create a processing template. Once
the Pipeline processing has been initiated, the Dispatcher assigns processing tasks to the
compute nodes according to the processing template. The verification output products
(data and instrument products) that result from processing are tracked by the DPC SPIRIT
III Information Management System (SIMS) and also sent to the BDC for distribution to
the MSX community. Figure 3 illustrates the automated Pipeline data verification process.
The details of the data verification processes performed by the DPC Pipeline software
suite are described in the following sections. 

Figure 3. Automated Pipeline Data Verification Process



3.2.1  Spooler Reformatting

The MSX Spacecraft downloads data from orbit in 25 Mb/s, 5 Mb/s, or 1 Mb/s telemetry
rates. The MPC will send the digitized, decommutated, timed-ordered data to the DPCs in
8mm magnetic tape format. The Spooler component of the SPIRIT III DPC’s software
suite reformats the data onto disk. As part of this process, the Spooler exploits the
regularity of the sensor data and breaks the data into discrete, self-contained data sets
which facilitate the distributed processing performed by the Pipeline. Any
conversion-required ancillary data are supplied in file headers. 

Data are divided into sets based on their systematic arrangement. Both the radiometer and
the interferometer produce data based on regular scans. Interspersed among the
instruments’ scans are data resulting from the execution of sensor command macros
created for on-orbit calibration measurements. Both types of data provide a convenient
opportunity to break the data into discrete files. The radiometer can operate in three mirror
scanning modes in addition to a fixed mirror mode. For the radiometer, a period of
approximately 6 seconds allows the data in any of the mirror modes to be broken into
statistically equivalent files. These files are the basic processing unit for the distributed
processing performed by the Pipeline. The interferometer downloads much smaller
amounts of data and there is less of a need to break up the data in order to distribute the
workload. The interferometer data are therefore broken into files based solely on the
detection of sensor command macro data. By isolating the sensor command macro data
into individual files, the Spooler enables the SPIRIT III Pipeline to easily identify and
nonsequentially process the calibration measurements prior to their application to the
intervening data.  3

During its reformatting process the Spooler provides important data verification functions.
The Spooler first ensures that the data provided on the Level 1A tape are properly
formatted. The Spooler will issue errors if the Level 1A data are not formatted as defined
by the MSX Program. The Spooler will also detect and remove unusable data, such as data
with MSX spacecraft frame sync errors. This significantly reduces the error processing
required by the sensor data processing software.

3.2.2  Pipeline Processing 

The automated Pipeline process consists of three major functions and several minor
functions such as long-term trending statistics, cryogen usage estimation, and quick look
product generations. The three major Pipeline functions are as follows: first, ensure that
the instrument is operating within its operational envelope; second, monitor the calibration
of the instrument using data from the onboard stimulators in the start and stop sequences;
third, monitor and calculate the dark offset of each detector in the instrument. Figure 4 





shows the detailed data flow for automated Pipeline radiometer and interferometer
processing.

The first step in automated processing is to build mission processing “templates” which
are based on the established bounds of the instrument. The templates characterize the
sensor’s operational envelope by defining acceptable performance parameters including
nominal upper and lower limits, spike detection parameters, noise values, and
rate-of-change limits for voltages, temperatures and other housekeeping parameters. These
templates guide the automated processing system and also include parameters regarding
instrument modes, and timing and file structures. Certified algorithms to compare the Level
1A data against the defined operational envelope are built into the Pipeline software. The
Pipeline compares the data against defined anomaly bounds and identifies data which fall
outside the acceptable parameters. Anomaly, spike, and dropout locations are stored in
anomaly files identifying decertified portions of the Level 1A data. These anomaly files are
delivered to the DACs and used as input templates for observation data conversion
routines.

The second major automated processing function is designed to monitor the instrument
calibration and to measure long-term trends in the instrument performance. This
monitoring includes the assessment of the detectors non-uniformity corrections,
non-linearity corrections, offset correction, gain adjustments and gain normalization
routines. This is done by comparing the expected radiometric and interferometric
responses to standard sequences. These processes use information in the standard
calibration start and stop sequences and information derived during the assessment of
previous performance. This information is contained in configuration files used by the
Pipeline during processing. Quality control routines are applied to the data to ensure that
the instrument and calibration is within the certified operational performance.

The third major automated function of the Pipeline is the generation of the dark offset
matrix (DOM) file used by the DACs for certified processing. The Pipeline generates the
DOM by comparing the starting dark offset sequences with the ending sequence and
interpolates between measurements to compute the DOM. As with the stimulator macros,
the dark offsets are compared against the template to check the limits and ensure the
proper operation of the instrument. This comparison allows the Pipeline to determine
on-orbit characteristics and generate a file containing coefficients to use for dark offset
correction of the Level 1A radiometer data.



4. PERFORMANCE SUMMARY

The SPIRIT III DPC distributed Pipeline software, utilizing the current hardware
configuration, has proven successful in providing the DACs with the required data
verification in a timely manner. Table 1 gives a summary of DPC data processing
performance and software specifications to date.

Table 1. SPIRIT III DPC Performance and Software Specifications Summary

Parameter Totals

Lines of Code (ANSI C) . 81,275 in Pipeline suite of programs

Throughput .36 Gigabytes/hour average rate (based on an 8-hr day;
includes idle time)
2.5 - 3.0 Gigabytes/hour actual rate

Quantity of Data Processed 196.2 Gigabytes processed as of 7 June 96
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