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ABSTRACT

A traditional Front-end Processor (FEP) with local RAID storage can limit the operational throughput of
a high-rate telemetry ground station. The Front-end processor must perform pass processing (frame
synchronization, decoding, routing, and storage), post-pass processing (level-zero processing), and tape
archiving. A typical fifteen minute high-rate satellite pass can produce data files of 10 to 20 GB. The
FEP may require up to 2 hours to perform the post-pass processing and tape archiving functions for
these size files. During this time, it is not available to support real-time pass operations. Honeywell
faced this problem in the design of the data management system for the DataLynx ∗  ground stations.

Avtec Systems, Inc. and Honeywell worked together to develop a data management system that utilizes
a Storage Area Network (SAN) in conjunction with multiple High-speed Front-end Processors (HSFEP)
for Pass Processing (PFEP), multiple HSFEPs for Post-pass Processing (PPFEP), and a dedicated Tape
Archive server. A SAN consists of a high-capacity, high-bandwidth shared RAID that is connected to
multiple nodes using 1 Gbps Fibre Channel interfaces. All of the HSFEPs as well as the Tape Archive
server have direct access to the shared RAID via a Fibre Channel network. The SAN supports
simultaneous read/write transfers between the nodes at aggregate rates up to 120 Mbytes/sec.

With the Storage Area Network approach, the High-Speed Front-end Processors can quickly transfer the
data captured during a pass to the shared RAID for post-processing and tape archiving so that they are
available to support another satellite pass. This paper will discuss the architecture of the Storage Area
Network and how it optimizes ground station data management in a high-rate environment.
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INTRODUCTION TO FIBRE CHANNEL

What is Fibre Channel?

Simply, Fibre Channel is a bidirectional, point-to-point serial data channel between devices. It is a high-
performance connection standard that can be used for sharing information between multiple devices
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including workstations, servers, storage subsystems, and peripherals. Fibre Channel is capable of
transmitting data at rates up to 2 Gbps, making it exceedingly faster than existing networks and
interfaces such as Ethernet and SCSI. Fibre Channel operates over copper or fibre optic cable at
distances up to 10 km. It is an extremely reliable, high performance solution for applications that require
high rate data transfer and storage such as audio/video networks, network based storage, and data
warehouses.

The Fibre Channel interface combines the best attributes of both networks and SCSI-based channels
onto one physical medium using one physical transport protocol through common hardware. Fibre
Channel combines the connectivity, distance, and protocol multiplexing of networks with the simplicity,
performance, and guaranteed delivery of a channel using both SCSI (Small Computer Systems Interface)
and IP (Internet Protocol) protocols.

Fibre Channel frames can be of variable length, and the protocol itself provides support for security
functions, extended addressing, configuration management, and error recovery. Fibre Channel has the
ability to transport other protocols such as ATM, TCP/IP, FDDI, HiPPI, and SCSI.

Why Fibre Channel?

Fibre Channel vs. SCSI :  Fibre Channel overcomes many of the limitations of SCSI. SCSI is a bus
architecture where peripherals, such as disks, are attached to a single host computer via a point-to-point
or daisy-chain connection. Fibre Channel allows multiple host-to-storage device connections. Devices
are not limited to simple peripherals attached to one host, but can include workstations, storage devices,
and other independent clients.

Standard SCSI cable length is limited to about 25 meters. This limitation drops even further to 12 meters
with LVD (Low Voltage Differential) SCSI. Compare this to the 10 km allowed by Fibre Channel.
Additionally, SCSI is limited to 16 devices per host adapter (including the adapter), while Fibre Channel
can link millions of devices.

The Fibre Channel Protocol (FCP) also removes most of the overhead found in SCSI. Fibre Channel
merely takes the best part of SCSI - the SCSI command set - and links this to a high-speed interface.

Another advantage that Fibre Channel has over SCSI is that you can expand Fibre Channel by adding
additional links without shutting down servers. In contrast, live upgrades on SCSI are dangerous and
could damage equipment or result in loss of data. This feature is useful in applications where storage
needs can expand exponentially overnight.

Fibre Channel also supports several fault-tolerance features that are not supported by SCSI. Many Fibre
Channel devices have dual ports. Using both ports in a dual-loop configuration provides a redundant
path to and from the device. Combining this dual-loop capability with dual-ported devices provides an
I/O subsystem with complete redundancy and no single-point-of-failure.

Fibre Channel vs. Networks:  Many of the restrictions that apply to networks do not apply to Fibre
Channel. Fibre Channel is not limited to a specific frame size, encoding methods, clock speeds, data
encapsulation, and header formats. Fibre Channel merely moves data from one point to another - it is
designed to be a transport service that is independent of protocol. Fibre Channel provides one standard
for networking, storage and data transfer.



Where Ethernet assumes data packets may never arrive and thus tries to conserve bandwidth, Fibre
Channel assumes that a reliable channel is available. As such, it uses larger packets and has less packet
overhead than Ethernet. Fibre Channel also puts the protocol processing in hardware rather than
software.

Fibre Channel allows point-to-point connections between devices, providing full bandwidth to each
connection. Circuit-based switching is used to create multiple connections. This eliminates the
congestion problems that are typical of networks. Since transmission and control are isolated, Fibre
Channel can be implemented with a mixture of topologies.

Fibre Channel also has throughput on the order of 100 MB/s. 200 MB/s can be achieved using two Fibre
Channel Host-Bus Adapters (HBA). Additional HBAs can be added to increase bandwidth further. In
comparison, a 100BaseT switched Ethernet network (100 Mbps Fast Ethernet) delivers a sustained data
transfer rate between two ftp clients on the order of 2 to 3 MB/s, assuming there are no other users
attempting to utilize the network at the same time.

Topologies

Fibre Channel Fabric:  The Fabric is a switching mechanism that provides routing between each Fibre
Channel device. It provides the highest performance, the highest level of connectivity, and the highest
level of redundancy available with Fibre Channel. The Fabric Switch uses a distributed and non-
blocking switching architecture.

Pairs of fibre are used to connect the transmitter and receiver ports of each node to the Fabric (see
Figure 1). The Fabric Switch is an active and intelligent interconnection mechanism. The Fabric
establishes temporary, dedicated, and full-bandwidth (100+ MB/s) connections between nodes using
unique address identifiers. Connections can be made at distances up to 10 km.

As more nodes are added to the Fabric, more paths can be created through parallelism. Fibre Channel
allows up to 16 million nodes on a single Fabric.

Fibre Channel Arbitrated Loop (FC-AL):  The FC-AL topology is a shared-bandwidth, distributed
topology which does not require the use of a Fabric. It is arbitrated similar to a Token-Ring network.
Nodes are daisy-chained together, transmitter-to-receiver, and arbitration is used to establish
connections between devices. Once a connection is established between two devices in a loop, the entire
loop and all its bandwidth belong to those two devices for the duration of the transfer. Figure 2 shows
how a FC-AL can be used to configure a high-speed local RAID subsystem for a server.

FC-AL is limited to connect up to 126 devices within a localized area. However, a loop can be attached
to a Fabric to provide expendability and connectivity to other devices.



Figure 1 - Fibre Channel Fabric

Figure 2 - Fibre Channel Arbitrated Loop (FC-AL)



INTRODUCTION TO THE STORAGE AREA NETWORK (SAN)

What is a Storage Area Network?

A Storage Area Network (SAN) is a high-speed subnet that establishes a direct connection between
heterogeneous storage resources and servers. One can think of a SAN as an extended and shared storage
bus. SANs liberate storage devices, so they are not on any one particular server bus, and attaches them
directly on the network via network processors.

The result is a SAN architecture that makes all storage devices accessible to all servers within the
network. This sharing of components is an alternative to expensive investments in additional equipment
and eliminates the bottleneck between the server and storage, while increasing efficiencies and allowing
more megabytes into the pipe.

The SAN operates on a dedicated network independently of the Local Area Network (LAN). This
reduces LAN overhead and eliminates LAN traffic, thus improving overall enterprise network
performance.

A SAN is:

• The way to get gigabit speed, highly reliable, managed server-to-storage connectivity.
• The way to build an easily scalable, multi-terabyte storage network - never before possible.
• The way to deploy high availability server clusters and free up your LAN from lengthy backup

tasks by moving it onto the SAN.

A SAN consists of three main components. The first is the Interface, which includes Fibre Channel and
SCSI. SANs are not restricted to a Fibre Channel interface; they can be built around SCSI as well. Fibre
Channel tends to be the Interface of choice for SANs due to its flexibility, high throughput, and its built-
in fault tolerance.

The second is the Interconnects, which are the switches, gateways, or routers. This set of hardware is
generally responsible for linking together the data storage peripherals, such as RAID systems, tape
backup units, and servers.

The third is the Protocol, such as IP or SCSI, which controls traffic between the various nodes.

Volume Sharing vs. File Sharing:  One problem arises when building a SAN, and that is sharing
information across different platforms and Operating Systems. Additionally, operating systems were not
designed to work in an environment where all devices have complete and unrestricted access to common
storage.

The first solution to this problem was the development of third-party add-on software that provided
volume-oriented sharing. Each volume on a SAN would only allow a single writer at a time, blocking
access to the volume from other writers. This involved executing a separate application that changed the
ownership of the volume as access was needed. This is not true sharing.

True sharing (file sharing) involves platform interoperability (UNIX and Windows NT machines sharing
the same data), multiple systems performing simultaneous reads and writes to a share (volume, folder, or
file), and file-level and byte-level locking of data to provide protection and synchronized access to data.



Every vendor platform has it’s own file system - IBM uses its JFS (Journal File System); Sun supports
UFS or Veritas; Windows NT uses NTFS. None of these are compatible with each other.

This new file sharing software is an extension of the operating system. It redirects file I/O operations
over the SAN and directly to shared storage devices. This software is basically a distributed SAN
operating system that coordinates file sharing across multiple systems, without requiring a file server.
These “SAN O/S’s” allow multiple Windows NT, Macintosh, UNIX, and other systems to dynamically
share files and data.

This is accomplished by storing data in a common file format known only to the file system emulator
(SAN O/S). Unique and separate files are used to store all file information in such a way that each client
sees a disk volume that is written in its native file format.

There are two main benefits to this method:

1) Data is completely centralized and shared across heterogeneous hosts, and
2) Constraint of being locked into a single vendor’s file system and/or architecture is removed.

APPLICATION OF A FIBRE CHANNEL SAN

Problem :  A traditional Front-end Processor (FEP) with local RAID storage can limit the operational
throughput of a high-rate telemetry ground station. The FEP is required to perform pass processing
(frame synchronization, decoding, routing, and storage), post-pass processing (level-zero processing),
and archiving. A typical 15 minute high-rate satellite pass can produce data files of 10 to 20 GB. Post-
pass processing and archiving for these data files can take up to 2 hours considerably longer than the
pass itself. During this time, the FEP is unavailable to support real-time satellite passes.

Solution:  Avtec Systems, Inc. and Honeywell worked together to develop a data management system
that utilizes a Storage Area Network in conjunction with multiple High-speed Front-end Processors
(HSFEP) for Pass Processing (PFEP), multiple HSFEPs for Post-pass Processing (PPFEP), and a
dedicated tape archive server.

Implementation:  Avtec developed a high-performance Storage Area Network for the DataLynx Data
Management Subassembly. The Storage Area Network architecture is shown below in Figure 3. As
shown in the diagram, there are three HSFEPs assigned to receiving high-rate satellite passes (PFEPs)
and three HSFEPs assigned to processing data (PPFEPs).

Each Front-end Processor is configured with a local Fibre Channel RAID using a Fibre Channel
Arbitrated Loop (FC-AL) between the drives and the server (see Figure 2). The FEPs are then
connected to the Disk Storage Assembly via a Fibre Channel Fabric.

The PFEPs are communicating directly with the satellite downlink. As a pass occurs, a PFEP is used to
frame synchronize the data, perform decoding and error correction, and archive the corrected frame data
to a local RAID. The local RAID storage is typically on the order of several hundred gigabytes.

Once the local RAID for a specific PFEP is near capacity, a second PFEP takes over in receiving the
data from the downlink. A process is then executed on the first PFEP where all the contents of the local
RAID are transferred to the SAN via Fibre Channel.



Figure 3 - Storage Area Network Block Diagram

The data archived by the PFEPs to the SAN is then available for post-processing by the PPFEPs. This
can include data filtering and parameter extraction for TDM/PCM data. For CCSDS data, this can
include virtual channel filtering, packet extraction and reconstruction, and level-zero processing. The
raw data and the processed data are then transferred from the Disk Storage Assembly to the Tape
Library for long term archives The primary benefit of the SAN-based data management systems is that
the PFEPs are available to support another satellite pass immediately after the data from the previous
pass is transferred to the Disk Storage Assembly. This increases the throughput for the entire ground
station so that more satellites can be supported with fewer resources.

These processes can occur simultaneously at high rates. The SAN configuration designed for this
application supports simultaneous read/write transfers between multiple nodes at rates up to 120 MB/s
(over 20 MB/sec per node). These transfer rates are not attainable with traditional server attached
storage systems.

Conclusions

A Storage Area Network based Data Management System can maximize the data throughput of a high-
rate telemetry ground station. The Storage Area Network provides a high bandwidth, reliable connection
between multiple data acquisition systems, data processing systems, shared storage, and tape library.
The SAN also provides true file sharing between different platforms and operating systems. With the
Storage Area Network approach, the High-speed Front-end Processors can quickly transfer the data
captured during a pass to the shared storage for post-processing and archiving so that they are
immediately available to support another satellite pass. This increases the throughput for the entire
ground station so that more satellites can be supported with fewer resources.


