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ABSTRACT 
 
Transducers have traditionally been incorporated into data systems by connecting the transducer to a 
signal conditioner that is then connected to a multiplexer with an Analog-to-Digital Converter 
(ADC). The signal conditioning, multiplexer and the ADC are usually included within the same 
assembly that is called a Data Acquisition Unit (DAU) or an encoder. A network centric data system 
allows the same architecture to be used if the interface to the encoder is changed to be a network 
interface. However, a network centric architecture allows other options as well. The signal 
conditioning and ADC can be included within the same package as the transducer and the assembly 
can be interfaced to the network. When this is combined with the processing capability now 
available, a whole new range of possibilities present themselves. The transducer can now be digitally 
processed to provide a linear output, it can be converted to Engineering Units, digitally filtered or 
have a host of other functions performed within the housing that contains the transducer. However, 
the network centric approach does not produce these advantages without some disadvantages. The 
major problem that needs to be solved is how we time stamp the data. With the encoder we could 
time stamp the PCM frame and be able to determine the time that a sample was taken from that 
information. Even in systems that convert the encoder to have a network interface, the time stamp 
needs to be affixed to the data in the encoder. With a network centric approach, the sample can be 
taken in the transducer and how to time stamp it becomes a real problem. This is a problem that must 
be considered at the system level. Some method of making time available at a low enough level in 
the system to allow transducer outputs to be time stamped is either a network issue or it requires a 
separate interface. 
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INTRODUCTION 
 
In the early days of IRIG-106 Chapter 4 PCM Data Acquisition a system was built around a 
multiplexer that was often referred to as an encoder. Functionally the encoder consisted of a set of 
signal conditioners that fed a single Analog to Digital Converter (ADC) through an analog 
multiplexer. The reason for doing this was that the ADC was the single most expensive device in the 



encoder. The encoder selected the output of a signal conditioner, digitized it and immediately fed it 
into the output data stream. The time of the sample could then be determined at some point 
downstream as long as you knew the delays between the sampling point and the receiver. Over the 
years there have been many improvements to this approach but little in the way of fundamental 
change. ADCs have become smaller and much cheaper so some systems have gone as far as putting 
an ADC on each input thus eliminating the multiplexer, often a programmable gain amplifier and 
other specific components. But that was just changes in the implementation not a fundamental 
change in the way the overall system worked. It allowed some real improvements. For example, with 
an ADC per measurement many samples could be taken at the same time and each sample  
transmitted when its turn came. But these changes are incremental improvements to the system. 
 
Network centric data acquisition using networked sensors has the potential to make basic changes to 
the way that the system works. With network-based sensors the idea of an ADC per measurement 
will become more pervasive. Some sensors will be built with a single ADC for a few measurements 
but it is getting to the point that an ADC per measurement is cheaper than the signal conditioning 
components that it replaces. However, this in itself is just an incremental improvement. One 
characteristic of a network is that data is transmitted in packets. The packets are usually made up of 
one or more samples of a measurement. This implies that there is often a delay between when the 
data is sampled and when it is transmitted. With this delay the ability to time stamp the data at the 
data receiver is now lost as well. This means that the time stamping of the data sample must be 
passed back up the network hierarchy to a point ahead of where the timing information was lost. So 
while network-based data systems offer real cost advantages they exchange an old and usually well-
understood set of problems for a new set of problems. How well we can identify what these 
problems will be and solve them by introducing a set of standards remains to be seen but this paper 
addresses what we think will be required. 
 
 

THE OLD SYSTEM WITH A NEW INTERFACE 
 
In the ultimate sense, the use of a network based data acquisition system will not have any impact on 
the transducer itself. The network will not change the method of sensing physical phenomena. 
However, after that is said, there is a great deal that could be changed if a network based data 
acquisition system is used. Figure 1 is a possible configuration. In this case, the Data Acquisition 
Unit (DAU) is modified to add a network interface. This network interface could be placed inside a 
DAU or added external to an existing unit if desired. Probably the greatest advantage to this 
approach is that it does not require any new methods of dealing with the sensors themselves. The 
learning curve is minimal, the system works and “If it ain’t broke, don’t fix it.” (We can debate 
whether or not “it ain’t broke” but that isn’t the subject of this paper) At least in the early phases of 
moving to network centric data acquisition systems, many, if not most, users and manufacturers are 
going to take this option. However, some of the things that make this approach attractive are also its 
greatest weaknesses. Although it makes the minimum changes, it does not take the greatest 
advantage of the dramatically lower potential cost of newer technology. In this approach relative 
timing between sensor outputs within the DAU is not changed. However, the absolute timing as well 
as timing information between sensors in different DAUs is largely lost at the network interface if a 
COTS computer network is used. Some timing information can be preserved if the network is 
operated in a strict command-response mode or if isochronous techniques are used but with most 



networks this is not a usual consideration. As multi-media applications become more prevalent this 
may become less of a problem. 
 
At this point we should consider a comment about the use of a digital signal processor in a DAU. 
They are in use in some systems today although they are not all that common. They are being used in 
digital filters and in some pre-processing of data. In the future, the trend to add digital signal 
processing to the data acquisition units will continue and their use in preprocessing of data will 
increase. Many applications are already facing bandwidth limitations with regard to the amount of 
data that we can acquire, record and transmit. Moving some of the processing into the DAU will 
allow information, which generally requires less bandwidth, to be passed instead of just raw data. In 
the near-term, there will continue to be resistance to this idea and many people pointing out just why 
it should not be done. There are good reasons for not moving in this direction, but in the end, 
economic forces will prevail and it will happen (at least that is what my crystal ball says). 
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Figure 1 Old System with a new interface 

 
 

SENSORS ON A STANDARD COMMUNICATIONS NETWORK (E.G. ETHERNET) 
 
Figure 2 represents another approach that also has merit. In this case we have a sensor, with built-in 
electronics, that is interfaced directly to a network. If we consider the case where all of the 
electronics are built into the sensor housing this approach offers some advantages. The first 
advantage that we would note is that the manufacturer that builds the device is now also responsible 
for putting it all together and making it work. The signal conditioning does not need to be a general-
purpose design; it can be tailored specifically for the application so it can be simpler. When the unit 
is calibrated, it is the entire “system” that is being calibrated, the sensor, the signal conditioning and 
the analog-to-digital converter are all calibrated at the same time. There is no need to combine up to 
three calibrations to obtain the system calibration. Of course there are cases where having the sensor 
and the electronics within the same package are not practical. Structural strain gages and 
thermocouples come to mind as common examples of this situation. There are other applications 
where the environment will not allow the sensor to be combined within the same package as the 
electronics, so we should expect these devices to come in two general types. The two types are those 
that integrate everything within the same package and those that separate the electronics from the 
sensor. When the electronics are separate from the sensor, we should expect that the signal 
conditioning will be more “general purpose” which means that it will cost more. However, we will 
be able to use the same signal conditioner for more applications. We still get the advantage that the 



signal conditioner is integrated with the analog-to-digital converter and the two are calibrated as a 
unit (which is also true for some DAU’s). 
 
The major disadvantage to this approach lies in the complexity of the standard communications 
network interface. When we considered adding a standard communications network interface to the 
conventional DAU, this was not a significant concern. The cost of the added complexity was 
distributed over many sensors and did not add significantly to the cost of making a measurement. 
However, if we consider the cost of adding a standard communications network interface, along with 
the standard communications network’s protocol stack, to a single sensor the cost becomes much 
higher on a per sensor basis. In addition, the complexity of the unit goes up as well. In most cases, a 
processor will be needed to handle the protocol stack and that is a significant step up in complexity. 
In some cases, the digital signal processor can handle the protocol stack but that is more commonly 
done with a general-purpose processor so it will often require an additional processor. A 
manufacturer building this type of device can buy the software to support the protocol stack if a 
general-purpose processor is used but that is less likely for a digital signal processor. A second 
disadvantage of this approach is the necessity of placing the time-tagging functionality in the 
package with each individual sensor. This adds to the complexity, and thus the cost and size, of each 
sensor. 
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Figure 2 Networked Sensor 

 
 

AN INTERMEDIATE SOLUTION 
 
The problem with the standard communications network protocol stack not being appropriate for 
transducer networks has been recognized for some time and the process control industry has been 
attempting to address it for years. The solution that has been presented is to use a communications 
system that has been optimized for a transducer bus instead of using the more general 
communications protocols. Figure 3 shows this solution graphically. You can note that the data 
eventually gets to a higher-level computer type network but the transducers themselves, sensors in 
the figure, are connected to a local I/O bus. The local I/O bus is also called a “fieldbus.” This bus is 
then connected by way of a network interface or gateway to the standard communications network. 
The network interface supports the lower level bus on one side and the standard communications 
network on the other. This means that the transducers do not need to have the complexity that goes 
along with the standard communications network interface but can use a much simpler protocol. The 
problem that the sensor manufacturer and the user both face is which fieldbus to support. Over the 
last fifteen or so years somewhere around fifty of them have been introduced. In general, most of the 
existing fieldbuses are not appropriate for use in the types of Data Acquisition Systems that the 



telemetry community uses. Most of them are very low bit rate with 31.25 Khz being a common 
figure but some run even slower. There are several built around the Controller Area Network or 
CAN that can run up to the low megahertz range depending upon the length of the bus cable. The 
Profibus, which was developed in Europe by Siemens, is capable in one form of running at over 12 
Mhz. More are being introduced even as we speak. 
  
Another feature of this solution is that the network interface can take the data from several sensors 
and combine it into a single packet for transmission on the network. In many systems, if not most, 
this will be essential in order to preserve the network bandwidth. This brings up the problem of how 
does the data from several sensors get combined into one transmission and how does the system 
know which data is from which sensor. In a system where the network interface is free to combine 
things into a single transmission in whatever way is appropriate at that instant in time, additional 
overhead is required to identify what is in the transmission and how to extract it. Another approach 
is to fix how things will be combined at setup time and to require the network interface not to 
deviate from that fixed pattern. A variation on this approach is to allow the network interface to 
define how it will combine the different data sources and to inform the monitor/processing system of 
how this is being done. 
 
In this approach the Local I/O Bus or fieldbus can be designed to preserve the timing information 
about the samples and the time tagging can take place in the network interface. This simplifies the 
interface in the sensor module and thus lowers cost and size of the sensor module. 
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Figure 3 An intermediate solution 

 
 



THE TIME PROBLEMS 
 
The timing problem has been alluded to several times in this paper and it needs to be well 
understood before trying to build a network-based data acquisition system. The issues relating to 
time are two fold. One is that you want samples to be taken at regular intervals and it is desirable to 
have that interval be the same, or at least based on the same reference time base, for all sensors in a 
system. In the DAU implementation, a single crystal oscillator within a unit provided the time base 
for all of the sampling associated with that unit. If multiple DAUs are used in a system then the 
crystal oscillators all need to be stable enough that significant drift does not occur between units. 
What is “stable enough?” Well that depends on the system requirements, but crystal oscillators can 
be purchased for a reasonable price for this application and the results have generally been 
acceptable. However, when it becomes necessary to place very stable crystal oscillators within each 
sensor, problems begin to surface. The first issue is one of cost. A stable crystal oscillator in a DAU 
does not add significantly to the cost of the DAU but when you begin adding these devices to each 
sensor the cost becomes much more significant. A second issue is one of size. A “smart sensor” will 
need more electronics than a conventional sensor, but every component that is added contributes to 
increasing the size. In some cases, size is a secondary concern. In others, it dictates what can be 
included in the system. The drift issues also become more significant. When all of the sensors on a 
DAU are being sampled based on the same oscillator, the drift usually is not a factor. However, 
when each sensor is drifting at its own rate, albeit very low, the potential for problems goes up. 
 
Another time related problem occurs when we begin to put sensor data into packets and route it 
around on a computer style standard communications network. That problem is that standard 
communications networks do not rigidly control the time that a data sample is placed on the network 
nor do they control the order in which things will appear on the network. Both of these concerns are 
important to a network based data acquisition system. If two sensors or network interfaces try to 
access the network at the same time, they will both need to back off and try again later. Since they 
are running on different clocks sometimes they will not collide. The one that tried first will transmit, 
and the other will be delayed, until the first one finishes, before starting its transmission. However, 
as the clocks drift, which one gets there first will change and so the timing will be different at 
different times. Another issue is that some devices will need to transmit a long packet and others a 
short packet. The time required to transmit a packet is the same each time it comes up, but the timing 
is slightly different, because of the different clocks. So sometimes a device will be waiting on a long 
packet and at other times it will be waiting on a short packet. In other words, the user should not 
expect data to be placed on the network at regular fixed intervals. It will be sampled at regular fixed 
intervals but transmitted with variable intervals between transmissions. The solution to this problem 
appears simple. You move the time tagging operation ahead of where the data is placed on the 
network. Then, variations in the transmission interval do not impact knowing when the sample was 
taken. The difficulty is in keeping all of the time tagging operations running to the same clock. If 
different crystal oscillators are used in different parts of the system, then the time tags will only be 
relevant between devices being controlled by the same oscillator. 
 
There is an effort on standard communications network to provide “guaranteed bandwidth” for audio 
and video applications. In general the provision for guaranteed bandwidth may well be useful in data 
system applications but this does not necessarily mean that it will address the time tagging needs of a 
data system. In some cases, such as Firewire that provides an isochronous interval for transmission 



of video or audio data, some level of determining the time that a sample was taken may be possible 
depending upon the hierarchy of the network. 
 
 

REQUIRED STANDARDS 
 
This discussion of the standards that are needed to make the use of network-based data acquisition 
practical is based around the model given in Figure 3. If a different model of the system is used, then 
there can be some variation in the standards that will be needed. 
 
 

THE FIELDBUS STANDARD 
 
Adopting a single fieldbus, or a small set of fieldbuses as standards, is essential to keep the system 
simple. The need to support any of the fifty or so existing fieldbuses in a given system is too costly 
and adds too much complexity to the system to be considered. So, what are the requirements that 
should be considered when selecting a fieldbus? The most obvious one is that it must have enough 
bandwidth to support the application. The purpose of using a fieldbus in a network interface is to 
provide a bus that will allow many different sensor outputs to be concentrated before placing the 
data onto the network. Standard communications networks are not designed for efficiency when 
compared to a conventional PCM system. If many short transmissions are made, the overhead of the 
network will consume too much of the bandwidth. Therefore, the network interface is needed, to 
concentrate the data before placing it on the network, to improve network bandwidth efficiency. 
There are some sensors such as video where this is not an issue; but for most it is. The fieldbus must 
be able to support many different sensors with different sampling rates and different word lengths. 
No matter what fieldbus is chosen, it will have some fixed upper limit on the bandwidth that it can 
support. That bandwidth will be consumed for two purposes. One is to transmit the data. The other is 
for the overhead required to be able to recover the data that is transmitted. The overhead includes the 
gaps between transmissions. The exact number of sensors that can be supported on a given fieldbus 
will depend upon the sample rate of the sensors and the number of bits per transmission. The number 
of bits that a given sensor can transmit at one time is limited by the latency that the system can 
allow. If the sensor can delay transmitting the data until several samples have been taken, it will be 
able to improve on the bandwidth efficiency of a given fieldbus. If this is not the case, the bandwidth 
efficiency will suffer and fewer devices will be able to be supported by the bus. Without knowing 
the detailed requirements for a system it is not possible to select the ideal fieldbus for that 
application. However, if the industry is to achieve the cost reduction that comes along with 
standards, a compromise between the ultimate in performance and what will serve most applications 
will need to be reached. 
 
The other thing that the fieldbus needs to be able to do is to provide a common clock to all of the 
sensors on a given bus segment. The reason for doing this is cost. If the bus provides a common time 
base then the stability of the clock in the sensor is not as important. It can either use the time base 
provided by the bus directly or it can lock to this clock and generate a higher frequency that is phase 
locked to the reference clock. In either case, the sensor electronics becomes simpler and all of the 
devices on the bus can be operated with a degree of synchronization that would not otherwise be 
practical. With this common clock, it becomes possible to determine the time that a sample was 
taken from the network interface in most cases without the sensor itself needing any sense of the 



time of day. The network interface then needs the ability to know when a given sensor was triggered 
to take a sample and the delays involved and it can then determine the time of the sample. There are 
two ways to accomplish this. One is to standardize on an existing fieldbus and supplement it with a 
common clock and the other is to find a fieldbus that provides these features. The high-speed version 
of Profibus with the addition of a bus clock line would be an example of the first solution. IEEE 
p1451.3 and Intellibus are examples of the second approach. Writing a new standard should only be 
undertaken as a last resort. 
 
 

THE TIME STANDARDS 
 
If we use a fieldbus as outlined above, it will not be necessary in most cases to have a common sense 
of the time of day below the level of the network interface in the system. The most common time 
standard in use on networks today is the Network Time Protocol or NTP. NTP can keep the time-of-
day clocks in devices on the network to within about one millisecond of each other. It does not make 
any attempt to phase lock the oscillators in the various devices to one another so considerable drift 
with occasional correction of the time of day is the norm using this protocol. This is quite 
satisfactory when you are time stamping files in a computer system but hardly adequate for 
controlling the sample rate of a data acquisition system. A different standard or a different approach 
is required. And again there seem to be two different approaches to solving the problem. One is to 
provide a common sense of time using another system in parallel with the network and the other is to 
try to use the network. 
 
 

A PARALLEL SYSTEM 
 
There are many ways to use a parallel system as a source of time. Some of them are practical in 
some systems and not in others. For example, adding a GPS receiver in each network interface 
would solve the problem but it hardly seems practical in most systems. A simpler approach would be 
to simply feed IRIG time to all network interfaces in the system. It might be better to move up from 
the old standby, IRIG B that runs at 1 kHz, to something like IRIG G that runs at 100 kHz, as a 
simple way to accomplish the task. With this approach, there is no compensation for propagation 
delay around the system but as long as this is not a problem it would work and work well. The 
downside is that it requires routing additional wires and thus introduces additional failure modes. 
 
 

A NETWORKED APPROACH 
 
Hewlett Packard Labs, now Agilent, has developed an approach for time synchronizing devices 
around a network that can obtain time resolution down into the range of 100 to 200 nanoseconds if 
“hardware assist” is used. If the task is done purely in software it is little better than NTP. It has been 
proposed as IEEE Standard p1588. An IEEE p1588 system can be implemented by transmitting a 
few messages a second across a network to phase lock all of the clocks on that network to a master 
clock in the system without any additional wires. The “hardware assist” is the hardware that would 
be required to register the time that a packet was received or transmitted. The software can then 
communicate the exact time that a message was transmitted or received, and using that information, 
can speed up or slow down its clock to stay in sync with the master. In a network interface this 



would not be a lot of additional logic. However, this approach has limitations. The delays between 
the master clock and the network interface need to be constant. In a system where the time to 
transmit a message can vary, the protocol breaks down. Common sources of variable delays in a 
network are routers and switches. This is not to say that this approach cannot be used in systems 
using routers and switches. However, to be able to do so, you need to add clocks into the router or 
switch that are synchronized to the master clock on one side and serves as the master clock to 
devices on the other side. It can be done but the routers and switches are no longer COTS devices. 
Unless IEEE p1588 is successful in the network marketplace, which is not what it is aimed at, this 
will not be a COTS solution in most applications. 
 
There is a variation on this approach that might be worth considering. There has been considerable 
work done to allow the power line to be used as a network. This would be a “network” that was 
pervasive around a single vehicle and would bypass all of the switches and routers. It also requires 
no additional wires. If IEEE p1588 were combined with a power line network it might give the best 
of both worlds. 
 
 

TRANSMISSION FORMAT STANDARD 
 
There needs to be some agreement about where in the system the data transmission format will be 
determined and how that information will be distributed around the system. We can continue to 
predefine the transmission formats ahead of time but it is additional work that could be relegated to 
the network interface. To do this, we will need to develop a standard way to pass this information 
around the network and to the ground based support systems 
 
. 

OTHER POSSIBILITIES 
 
There is at least one other possible side effect of using a network based data acquisition system. That 
is the ability to compress the data. In the past, it has always been stated, “PCM data does not 
compress well.” Whether this is really a true statement, or just the fear of doing anything that could 
possibly cause data errors or not, will probably never be known by most of us anyway. The PCM 
data in question was always organized in such a way that all of the desired data could fit within the 
PCM frame without regard for putting like things together. However, with network based data 
acquisition systems, the tendency is going to be just the opposite. Like things are going to be 
grouped naturally and this leads to the possibility that the data will compress very well. It will 
probably be some time before this will become a generally accepted approach to conserving 
bandwidth. But the fact is, that if it works, and space systems have used it for years, then with all of 
the concerns about bandwidth, it will need to be used at some point in the future. 
 
 

CONCLUSIONS 
 
To be able to use network based data acquisition systems in vehicular instrumentation, several 
standards or sets of standards need to be defined or selected. One is a fieldbus(es) with the 
appropriate features. Another is a method of distributing time around the system. Still another is a 



method of defining the data transmission format and passing it around through the system. While I 
would not give it a very high priority, a data compression standard will also be needed sometime. 




