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ABSTRACT

Today’s large-scale signal processing systems impose massive bandwidth requirements
on both internal and external communication systems. Most often, these bandwidth
requirements are met by scalable input/output architectures built around high-
performance, standards-based technology. Several such technologies are available and
are in common use as internal and/or external communication mechanisms.

This paper provides an overview of some of the more common scalable technologies
used for internal and external communications in real-time data acquisition systems. With
respect to internal communications mechanisms this paper focuses on three ANSI-
standard switched fabric technologies: RACEway (ANSI/VITA 5-1994), SKYchannel
(ANSI/VITA 10-1995) and Myrinet (ANSI/VITA 26-1998).  The discussion then turns to
how Fibre Channel, HiPPI, and ATM are used to provide scalable external
communications in real-time systems. Finally, glimpse of how these technologies are
evolving to meet tomorrow’s requirements is provided.
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INTRODUCTION

Many times in data acquisition systems, single data streams of up to 80 Mbytes/second
need to be received by a processing system, stored, pre-processed, and passed on to a
generic workstation. This generates a 160 Mbytes/second external real-time I/O
requirement (80 Mbytes/sec in and 80 Mbytes/sec out). Performing the operations



mentioned also generates a 240 Mbyte/second internal rate (input to memory, memory to
storage, memory to pre-processing, pre-processing to output). For such a system to
properly function, at least 240 Mbytes/second of real, useable, deterministic internal
bandwidth is needed. Traditional bus architectures such as VME make it nearly
impossible to achieve such through put.

INTERNAL COMMUNICATIONS MECHANISMS

Scalable, Deterministic Bandwidth and Switched Fabrics

For many years data acquisition systems have relied on system busses for the transfer of
data between boards in real-time systems. Use of a single shared resource has several
drawbacks in high-performance real-time systems. First, boards in the system must
compete for use of the single data transfer mechanism making response time difficult to
predict. Secondly, the system bus offers only a limited total bandwidth. The 40
Mbytes/second (achievable) bandwidth available in VME64 systems is simply not
adequate for today’s systems. Furthermore the 200 to 500 Mbytes/second theoretical
maximum of PCI and VME320 is still not adequate for many systems in development
today.

One answer to this unquenchable desire for bandwidth is the scalable bandwidth offered
by switched fabric architectures. A switched fabric architecture provides multiple,
dynamically switched data paths all of which can operate simultaneously. In such
architectures, internal bandwidth scales with the number of boards in the system. Several
switched fabric architectures are available today that offer from 8 to 16 data paths each
operating at 160 to 320 Mbytes/second, with total internal bandwidths up to 4.256
Gbytes/second. Additionally, the system designer can guarantee that bandwidth will be
available between two critical real-time functions, which is not always the case in
systems that rely on system buses for data transfer. RACEway/RACE++TM, SKYchannel
and Myrinet architectures can be used for such scalable bandwidth.

RACEway/RACE++

The RACEway specification (ANSI/VITA 5-1994, see references) defines a standard
usage of the VME P2 connector’s A and C rows (“User Defined” pins in the VME
specification) to provide an additional, high-speed mechanism for transferring large
volumes of data between boards.  RACEway uses these pins to implement a dynamically
switched, point-to-point interconnect system, also known as a switched fabric. Since
RACEway uses only P2 rows A and C, it can operate concurrently with VME or VME64
operations. In fact, since all RACEway connections are point-to-point it operates more
reliably with VME64. Maximum internal bandwidth in16 slot RACEway system of 1.28
Gbytes/second (8 concurrent 160 Mbyte/second links).



Mercury Computer Systems recently introduced RACE++, a successor to their
RACEway architecture. It operates at a faster clock rate than RACEway (66 MHz Vs. 40
MHz) giving it an overall throughput of about 267 Mbytes/second per connection. It too
uses the A and C rows of the VME P2 connector to provide scalable bandwidth to the
system. With the 16 slot interconnect, RACE++ is capable of providing over 4.256
Mbytes/second of total bandwidth.

Today, RACEway and RACE++ equipment is readily available. System designers can
choose from a variety of Fibre Channel interfaces, signal processing boards utilizing the
latest PowerPC processors, and high-speed recorder interfaces, to name a few. Memory
boards are also available that can provide up to 2 Gbytes of storage in a single VME slot.

Architecture:

The central element of a RACEway or RACE++ interconnect system over VME is the
Interlink. The Interlink is a crossbar switch that establishes point-to-point connections
between boards in a VME/RACEway environment. Physically, the Interlink is an active
P2 overlay that mate to the rear of a VME backplane. Interlinks can encompass a variable
number of slots; 4, 8, and 16 slot RACEway Interlink modules are available enabling a
variety of system level configurations.

RACEway Interlink modules are generally constructed from one or more six-port
crossbar switches. Each switch is a single chip that fully implements the RACEway
Interlink standard. Interlink overlays spanning up to six slots can be constructed with a
single chip. Interlink overlays spanning more than six slots are constructed by cascading
six-port crossbars. While cascading crossbars is an effective mechanism for expanding
Interlink modules, it does introduce additional latencies that must be considered in the
overall system design. Figure 1 illustrates the basic RACEway switched fabric in a VME
system.

Real-Time System Applications:

The real-time system designer can take advantage of RACEway/RACE++’s multiple data
paths by pipelining the data flow through the system. Figure 2 illustrates a typical
RACEway-based data acquisition system. In this example, a set of three rotating
RACEway memory boards is used to buffer high-rate real-time data. As data is acquired,
it is written to one memory board. When that memory is filled, the acquisition switches to
the second memory, while a data capture board extracts data from the first memory for
recording on high-rate tape or Fibre Channel RAIDs. When the second memory is full,
acquisition switches to the third memory, data capture switches to the second memory,
and signal processors begin operating on data in the first memory. The signal processors
can also use RACEway to pass data to additional signal processing boards or a high-



performance workstation/supercomputer via a HIPPI or Fibre Channel RACEway board.
In this example the VME bus is used for control only.
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The above example illustrates a nine-board system with an internal bandwidth of 640
Mbytes/second (via RACEway) and 80 Mbytes/second (via VME64). This internal
bandwidth is considerably higher than can be achieved with industry standard bus
systems (133 and 266 Mbytes/second for 32 and 64 bit PCI, for example). While these



numbers are theoretical maximums, systems can be constructed today using COTS
equipment that sustain multiple, 100+ Mbytes/second transfers between boards.

While very high internal bandwidth figures are impressive, it is the scalability and
determinism of RACEway channels that are the major advantage in real-time systems. In
systems where data are passed from one element to the next (such as the example above),
scalability is vital in achieving high throughput. In standard bus architectures, the
example system would require all boards to compete for bandwidth on one shared bus.
Since the data pass from one element to another four times, the total system throughput in
a bused implementation could be no more than one quarter of the maximum achievable
transfer rate. In VME64-only implementations, it would be very difficult to sustain even
a 10 Mbytes/second input rate, while the RACEway extension to VME can realistically
sustain 100 Mbytes/second.

SKYchannel

ANSI/VITA 10-1995 SKYchannel VME P2 is an open standard for running the 320
MB/sec SKYchannel Packet Bus over the VME P2 using both passive (bussed) and
active (switched fabric) overlay backplanes similar to VSB and RACEway. Total
bandwidth for an 8-slot SKYchannel overlay is 2.56 Gbytes/second.

Architecture:

SKYchannel uses packet-switched technology to reduce data transfer latency. The need
to establish end-to-end connections before sending information is not necessary. By
incorporating routing information and data payload in the same packet, SKYchannel
allows data transfers to be passed from switch point to switch point until the data arrives
at the designated destination (route). The SKYchannel specification requires packet
controllers and bi-directional FIFOs at each SKYchannel node, thus allowing the
architecture to reduce blocking occurrences.

Two types of SKYchannel backplane interfaces are available: shared bus backplane or a
switchable crossbar backplane. The shared bus backplane provides single point-to-point
connections between VME boards. The bandwidth of this bus is shared among all boards
(320 Mbytes/sec). The switchable crossbar backplane can provide point-to-point
connections between several VME boards simultaneously. These means that multiple
VME boards can be connected at the 320 Mbytes/sec rate, allowing for scalable
bandwidth.

The point-to-point communication of the SKYchannel crossbar enables the
communication structure to grow with changes in the processing, without affecting the
current application. This transparent scalability does not stop at the chassis, but can



extend to multiple chassis systems. Crossbars can be linked together using SKYchannel
extenders. Using these extenders, SKYchannel protocol can allow up to 256 addressable
connections.

Myrinet

ANSI/VITA 26-1998 Myrinet is an open standard that specifies protocol for the data link
and physical layers. Unlike RACEway and SKYchannel, Myrinet is often used in
networking applications that require very high throughput. In the past, these networks
conventionally used Ethernet for connecting clusters of workstations or PC’s. Myrinet
provides a way to connect workstations and PC’s at rates up to 140 Mbytes/second.

A Myrinet network is self-configuring, therefore and topology can be accepted. Front
panel applications use SAN compatible Microstrip connectors. This can be used for board
to board or board to cable connectors. Backplane applications use either P0 or P4, a hard
Metric-style connector that is widely used in new bus systems.

Availability of Myrinet equipment is expanding. PCI networking cards and PMC
modules with Myrinet interfaces are readily available. Myrinet switches can also be
purchased that allow dynamic routing of data through a network.

EXTERNAL COMMUNICATIONS MECHANISM

High Performance Parallel Interface (HiPPI)

HiPPI (High Performance Parallel Interface) is a dual simplex, point-to-point technology
that operates at 100 Mbytes/second. It is an ANSI-standard (ANSI X3T9.3) and supports
both circuit and packet switching. HiPPI is well suited for connecting high-performance,
real-time systems to more standard computing platforms such as workstations and
supercomputers. It uses either copper (Parallel) or fiber optic (Serial) cabling to connect
systems up to 10 kilometers (theoretical) apart, and operates bi-directionally offering a
combined throughput of 200 Mbytes/second. HiPPI is commonly used in point-to-point
and switched fabric applications. It is a low-over head “firehose” that is commonly used
to link real-time systems with standard workstations.

Architecture:

Parallel HiPPI connections use a 50 pin shielded twisted pair (STP) cable in 100
Mbytes/second transfers and a 100-pin STP cable for 200 Mbytes/second transfers at
distances up to 25 meters. Serial HiPPI is an extension of the HiPPI standard allowing the
same signals to travel over fiber optic, rather than copper, cabling. It was developed to
serve the high-bandwidth needs of supercomputers and high-end workstations and satisfy



the need for supporting distances greater than the 25 meters supported by the original
standard. Serial HiPPI connections can extend up to 1 kilometer using multi-mode and 10
kilometers over single-mode fiber.

HiPPI has a simple signaling sequence. The HiPPI-PH specification provides a
framework for communication and data transfer between a HiPPI source and destination
channel. Support for low-latency, real-time and variable-size packet transfers are
provided and HiPPI's simplified signaling sequences allow connections to be set up and
torn down in less than 1 microsecond. Additionally, switch latency is on the order of 160
nanoseconds. The signal sequences provide look-ahead flow control to allow the average
data rate to approach the peak data rate, even over long distances.

A benefit of HiPPI is that it allows you to leave point-to-point connections open, assuring
that when data is available it can be immediately received. It provides deterministic
bandwidth, allowing for known data rates (within the HiPPI specification) to be available.

Real-Time System Applications:

Real-time systems that use HiPPI often involve sending or receiving data to/from
workstations, such as a Silicon Graphics or Cray machines. Other HiPPI applications
include receiving data from various remote sensors for long term storage and processing.
Figure 3 shows such a system. Five HiPPI boards are used to receive data from various
radar sensors. Each HiPPI board is capable of receiving data at a rate of up to 100
Mbytes/second. As the HiPPI data is received, it is stored in the acquisition memory until
all of the memory has filled. The sensors are then shut down and the data is funneled to a
storage medium such as high speed RAID or tape drive, where it can be processed
offline.
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Fibre Channel

The Fibre Channel physical specification (FC-PH) was released as ANSI standard
X.3.230-1994 in 1994. The specification defines a technology capable of transfer rates up
to 1.0625 Gbps, with payload rates of up to 100 Mbytes/sec. The physical media is
commercially available in both copper and optical fiber. With long wavelength light
sources and single-mode fiber, transmission distances of up to 10 km can be achieved.

Architecture:

Fibre Channel transfers are broken up into three stages:

• Frames: A block of data bytes together with control information. This includes
routing information, control bytes, payload data and CRC information. A single
frame can be up to 2148 bytes in total.

• Sequences: A number of related frames for a given operation.
• Exchanges: A number of related sequences for a given operation.

These are the basic building blocks of Fibre Channel communication. When a Fibre
Channel source wants to send data to a Fibre Channel destination, it starts an exchange.
This exchange is broken up into several sequences, which in turn is broken up into
several frames. This message breakdown facilitates concurrent interleaved Fibre Channel
data transfers.

Flexibility is a significant reason why data acquisition systems are leaning towards Fibre
Channel. Different systems require different networked topologies. Fibre Channel allows
the systems integrator to choose from one of three types of topologies:

• Point-to-Point – A direct physical connection between two Fibre Channel ports.
This provides dedicated bandwidth between two nodes. A typical application could
be a single sensor connected to a single signal processing system.

• Arbitrated Loop – Fiber output of each node is daisy chained to input of adjacent
node. This allows many nodes to be connected, all of them sharing the same 100
Mbytes per second bandwidth. A typical application could be a single sensor
connected to multiple signal processing systems.

• Switched Fabric – Capable of sustaining multiple non-blocking point to point
connections. This provides scalable bandwidth. It supports multiple, concurrent
100 Mbytes per second connections. A good use for this type of topology is in a
system having multiple sensors and signal processing systems, requiring multiple
high rate connections to be active simultaneously.



Arbitrated loop (known as FC-AL) is the most common method of connecting multiple
(more than two) Fibre Channel components. In this topology, data is passed around the
loop from node to node until it reaches its assigned destination. Another prime benefit of
Fibre Channel is the ability to support multiple high level protocols on the same
arbitrated loop.

Real-Time System Applications:

Figure 4 shows a data capture system that utilizes Fibre Channel interfaces in several
ways. The data capture subsystem takes analog data in and sends it out a Fibre Channel
connection that is attached via point-to-point connections to a signal processing system.
The data is received by the signal processing system, where it is stored then processed. At
this point, the pre-processed data can be stored via Fibre Channel to a bulk storage
device, or the processed data can be sent to a workstation via Fibre Channel for analysis.
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The key in Figure 4 is to note the various types of applications that Fibre Channel can be
used; sensor to DSP, DSP-Workstation (potentially networked using arbitrated loop
technology) and DSP-bulk storage (potentially a Storage Area Network (SAN). This
flexibility, along with the ability to support multiple protocols, makes Fibre Channel an
extremely attractive solution for external real-time, high bandwidth needs.

Asynchronous Transfer Mode (ATM)

ATM is an important technology for wide area interconnection networks. It incorporates
a switching technology that allows dedicated connections between nodes. ATM is also
scalable, offering a wide range of operating data rates. Like Fibre Channel, ATM is
independent of the upper level protocols being used.



Architecture:

ATM works by breaking information into fixed length 53-byte data cells. The cells are
transported over traditional wire or fiber optic networks at extremely high speeds.
Because information can be moved in small, standard-sized cells, switching can take
place in the hardware of a network, which is much faster than software switching. As a
result, cells are routed through the network in a predictable manner with very low delay
and with determined time intervals between cells. For real-time data acquisition users,
this predictability means extremely fast, real-time transmission of information that can be
used on the same network infrastructure that supports non-real-time network traffic
support.

ATM is a connection-oriented protocol; this means that ATM must establish a logical
connection to a defined endpoint before this connection can transport data. Cells on each
port are assigned a channel and a path identifier that indicates the channel or path over
which the cell is to be routed. The connections are called virtual paths or virtual channels.
They can be permanently established or set up and released dynamically depending upon
the requirements of the user. ATM was designed for users and network providers who
require guaranteed real-time transmission of voice, data, and images while also requiring
efficient, high performance transport of bursty packet data.

The most common supported speed by the majority of commercial products today for
ATM is 155.52 Mbps. ATM at 622 Mbps is now also widely supported with 2,488Mbps
ATM becoming available in the near future. The physical connection for ATM is
typically multi-mode fiber optics similar to Fibre Channel and Serial HIPPI. Fiber optic
ATM is generally referenced as OC3 for the 155.52Mbps data rate, OC12 for 622Mbps
and OC48 for 2488Mbps version.

CONCLUSIONS

Determining which external scalable architecture to use is dependent upon the
application. For external networked applications, Myrinet and Fibre Channel offer the
flexibility of Ethernet, with a substantial data rate increase. If the application requires a
low latency external point-to-point connection with deterministic bandwidth (as in a radar
system application) a low-level protocol over Fibre Channel or HiPPI is often the way to
go. For applications such as sonar systems, where several low rate channels are
multiplexed onto a single data stream, ATM is often the answer. RACEway, RACE++,
Myrinet and SKYchannel each offer significant improvements to standard bus
architectures. Determination of which internal architecture to use often comes down to
equipment availability.



Today’s data acquisition systems are continuously stretching the bandwidth of traditional
system architectures such as VME and PCI. Often requiring scalable data rates, these
systems have benefited from switched fabric architectures, for both internal system and
external system to system applications. The use of such scalable internal architectures
such as RACEway, SKYchannel and Myrinet are allowing these data acquisition systems
to operate at scalable internal bandwidths an order of magnitude greater than that was
available years ago. Combining this new found internal bandwidth with such external
interfaces as Fibre Channel, HiPPI and ATM, data acquisition and signal processing
systems are now capable of scaling bandwidth almost limitlessly.


