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ABSTRACT 
 
Digital signal processing has inexorably been woven into the fabric of every function performed in a 
modern radio communication system. In the rush to the marketplace, we have fielded many DSP 
designs based on analog prototype solutions containing legacy compromises appropriate for the 
technology of a time past. As we design the next generation radio we pause to examine and review 
past solutions to past radio problems. In this review we discover a number of DSP design methods 
and perspectives that lead to cost and performance advantages for use in the next generation radio.   
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INTRODUCTION 
 

Digital signal processing (DSP) permeates every aspect of a modern communication radio, 
participating in every function required for the communication task. We trace this rapid assimilation 
to the confluence of many enabling technologies and various market forces. These include the 
availability of low cost, low power, small size arithmetic processing units, of high performance 
analog-to-digital and digital-to-analog converters, of efficient signal processing algorithms, of 
mature tools, of a DSP literate academic and industrial community, and to broad acceptance and 
societal integration by business and non-commercial consumers.  
 
DSP first found foothold in digital radio receivers as back-end base-band processing following 
traditional analog receiver front end processing and down conversion. The DSP insertion point in a 
receiver signal flow path is controlled by the required sample rate of the ADC and the computational 
rate of processing engines. As technology development improved bit precision and sample rate of 
the ADC as well as the computational rate of the processing engines, the analog-to-digital interface 
migrated toward the antenna in the radio signal-processing path. Many DSP based radios receivers 
now perform the functions of the final IF stage in the sampled data domain rather than in the 
continuous analog domain. Conversions at 200 MHz sample rates with 12-bit precision or at 1 MHz 
sample rates with 16-bit precision are common in current consumer products.  
 



In the headlong rush to the marketplace, the industry has fielded a number of sub optimum DSP 
based designs, many modeled after analog prototype radio designs. It is common practice for a 
designer to transfer an existing analog design to a DSP based design. In general, when we model the 
digital design as a replicate of an analog prototype we inherit legacy solutions embedded in the 
analog prototype solution that may contain compromises valid for an analog solution, but not 
necessary for a DSP based solution. The important problem is that by limiting the design 
perspectives to an analog viewpoint we may inadvertently discard valid and important DSP based 
solutions for which there are not analog counterparts. 
 

A SHORT HISTORY OF ANALOG RADIO ARCHITECTURES 
 
We now look back to the early days of radio receivers and follow the evolution of radio architectures 
to better understand why a radio looks the way it does. When we understand the reasoning behind 
structures in the analog system we will be better able to question their applicability in the digital 
system. This section is enlightening as well as fun.  
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Figure 1. Early Simple Radio Receivers, Crystal and Regenerative. 

  
Figure 1 illustrates two forms of early radio receivers. The first contains a tuned antennae and a 
diode detector, used to receive radiotelegraphy Morse code. We seem to have completed the circle as 
we retire analog modulation schemes in favor of discrete schemes. In 1907 Lee De Forest inserted a 
control grid in John Fleming’s radio frequency valve enabling RF amplifiers and power gain. The 
advent of the triode vacuum tube heralded the age of electronics with radio communications riding 
the first of its many crests. Improved radio receiver architectures quickly followed the introduction 
of the triode. Edward Armstrong casting a long shadow in the early days of radio that persist to this 
day invented the first major electronic receiver architecture, the regenerative receiver also shown in 
figure 1. By feedback of RF energy from the triode output port to its input port, the tube operated at 
the edge of oscillation thereby achieving extremely large RF gain. Adjustment of his feedback 
“tickler circuit” was sensitive and critical to circuit operation and the adjustment, initially performed 
manually, was eventually performed automatically in a variant called a super-regenerative receiver. 
Regenerative receivers, sold through the 1920’s, had an annoying tendency to spontaneously break 
into oscillation and to exhibit shifts in station frequency settings due to variations in tube parameters 
related to tube aging and tube replacement. 
 
The next major receiver architecture replaced the single high gain regenerative stage with several 
low gain non-regenerative stages. This system shown in figure 2, called a tuned RF or TRF, 
separately tuned the inductor or capacitor of each stage in the cascade to the desired frequency band. 
The many knobs of a TRF receiver made the task of tuning to a different frequency band a slow 
tedious process similar to negotiating a maze in the dark. The TRF could still break into oscillation 



due to the tuning of the amplifier chain over a wide frequency range. The conditions for oscillation 
would most assuredly be satisfied at some frequency in the tuning range of the multiple stages due to 
the interaction of the parasitic couplings between the stages and the tuned frequency dependent 
gains. Variants of the TRF receiver were successfully sold into the early 1930s. 
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Figure 2. Simple Model of Tuned RF Receiver 

Armstrong is once again responsible for the next major innovation in receiver architecture, the Super 
Heterodyne Receiver. Based on earlier work conducted during World War I, Armstrong described 
the super heterodyne receiver in “A New System of Short Wave Amplification” published in the 9-
February 1921 issue of the Proceedings of the Institute of Radio Engineers (IRE). In this receiver, 
rather than move a tunable filter to the signal frequency of interest, a mixing process moved the 
desired signal frequency to a fixed filter residing at a judiciously chosen intermediate frequency. 
This structure is shown in figure 3. The need for more efficient use of transmitter power and of 
channel bandwidth brought forth a class of analog and digital modulation schemes with suppressed 
carrier modulation with quadrature signal components. With a suppressed carrier, the envelope 
detector can no longer perform the tasks of the final conversion and is replaced by a quadrature 
down converter. 
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             Figure 3. Simple Model of a Super Heterodyne Receiver. 

To successfully demodulate this class of signals, the receiver must first synthesize a frequency and 
phase-aligned copy of the carrier. This process called carrier recovery uses pilot signals or non-linear 
operators on the quadrature signal components to guide a phase-locked loop to the correct frequency 
and phase. This modification of the final conversion process is shown in figure 4.   
 
To prevent cross talk between quadrature components, the gain and phase imbalance in the signal 
paths of the quadrature components must be controlled to acceptable levels. In general, analog 
systems can only support gain and phase matches to 1-part-in-100, which leads to cross talk terms on 
the order of  –40 dB. Tighter matching requirements can only be met with active balancing schemes 
or with DSP based processing techniques. With the advent of enabling technologies of DSP, much of 
the baseband processing was transferred to the sampled data domain. This was the entry point for 
DSP insertion in the receiver chain. The modification required for this change is shown in figure 5. 
Here, the added components are the ADCs, a sampling clock, and the DSP processor as well as the 
transfer to the DSP domain of the carrier recovery loop and the new timing recovery loop. 
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Figure 4. Simple Model of Super Heterodyne Receiver with Final Stage Quadrature Down Converter  
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Figure 5. Super Heterodyne Receiver: Analog I-Q Down Converter and Digital Base Band Processor 

The problems of gain and phase imbalance along the quadrature paths of the modern receiver still 
persists in the DSP post processing version of the quadrature receiver. The computational 
capabilities of the processor enables the probing, resolving, and balancing of the gain and phase 
imbalances by DSP algorithms as part of the base band processing. An alternative to using DSP to 
resolve and correct the gain and phase imbalance of the quadrature paths is to use DSP to avoid the 
analog imbalance by replacing the analog processing functions with equivalent digital functions. We 
accomplish this by moving the ADC forward in the processing chain, and performing the analog-to-
digital conversion at the output of the IF filter. This option is shown in figure 6. Note that by sliding 
the ADC forward in the processing chain, the quadrature oscillator signals required for the down-
conversion process is now implemented digitally as a direct digital synthesizer (DDS). Also note the 
interchange in the order of down conversion and sampling.  
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Figure 6. Super Heterodyne Receiver: Digital I-Q Down Converter and Base Band Processor 
 



In a first scenario, the sample rate at the ADC can be selected to satisfy the Nyquist criterion for the 
highest frequency of the input signal. For this case the digital down converter can heterodyne the IF 
centered signal to baseband where it is filtered and then resampled to the Nyquist rate and then 
passed on for additional processing.  In a second scenario, the sample rate can be selected to satisfy 
the Nyquist criterion for the signal bandwidth of the IF filter, a sample rate that violates the Nyquist 
criterion for the center frequency but not for the bandwidth. This option called IF-sampling, uses 
aliasing to translate the IF center frequency to a non-overlapped baseband frequency location, often 
the quarter sample rate. The center frequency of the aliased band is digitally down converted, filtered 
and resampled as in the first option. 

 
DIGITAL RADIO ARCHITECTURES 

 
The digital signal processing in a DSP radio can occur at two insertion points shown in figures 5 and 
figure 6. The choice of the two options reflects system considerations such as available signal 
bandwidth and hardware speed. We discuss the IF sampling option and show, that by proper 
reordering of the processing steps, the two options are interchangeable.  
 
The block diagram of a digital down converter is shown in the left segment of figure 7. This 
structure performs the standard operations of spectral translation or down conversion of the selected 
center frequency with a complex heterodyne, low-pass filtering to reduce bandwidth to the signal 
bandwidth, and down sampling to a reduced sample rate commensurate with the reduced bandwidth. 
The three resources of the building block are translation, filtering, and resampling, the first two 
reflect the Armstrong model of the process while the last item reflects the Nyquist criterion. It is the 
resampling operator that presents the opportunity to invoke architectures unique to the DSP 
implementation. The expression for y(n), the down converted and filtered time series prior to 
resampling, is a simple convolution as shown in eq-1.         
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Figure 7. Digital Down Converter; Complex Heterodyne, Filter, Resample 
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We can rearrange the summation of eq-1 to obtain a related summation reflecting the equivalency 
theorem. The equivalency theorem effectively says that we can down convert and then filter or filter 
and then down convert. The block diagram demonstrating this relationship is shown in the right 
segment of figure 7, while the rearranged version of eq-1 is shown in eq-2. Note here, that the up-
converted filter, h(n) exp(jθ0n), is complex and as such its spectrum resides only on the positive 
frequency axis without a negative frequency image. This is not a common structure for an analog 
prototype because of the difficulty of forming a pair of analog quadrature filters exhibiting a 90-
degree phase difference. The closest equivalent structure in the analog world is the filter pair used in 
image-reject mixers. There is little sense in applying the equivalency theorem to an analog prototype 



since doing so doubles the required hardware. We have to replace a complex scalar heterodyne (real 
input mixers) and a pair of low-pass filters with a pair of band-pass filters, containing twice the 
number of reactive components, and a full complex heterodyne (complex output mixers). If it makes 
no sense to use this relationship in the analog domain, why does it make sense in the digital world? 
Two reasons! The first is that a digital filter is defined by a set of weights stored in coefficient 
memory. We incur no cost in replacing the pair of low pass filters h(n) required in the first option 
with the pair of band pass filters h(n) cos(nθ0) and h(n) sin(nθ0) required for the second option. We 
accomplish this task by a simple download to the coefficient memory. 
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Figure 8. Equivalent Digital Down Converter: Band Pass Filter, Complex Heterodyne, Resample 
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There is still the matter of the complex heterodyne required to down convert at the filter output 
rather than at the filter input. Examining figure 7, we note that following the output down 
conversion, we perform a sample rate reduction by retaining one in every M-samples. There is no 
need to down convert the samples we discard in the down sample operation so we down sample only 
the retained samples. This is shown in the left side of figure 8 where we note that when we slide the 
down converter through the resampler, we are also resampling the complex sinusoid. The rotation 
rate of the sampled complex sinusoid is θ0 and Mθ0 radians per sample at the input and output 
respectively of the M-to-1 resampler. This is an aliasing effect, a sinusoid at one frequency or phase 
slope, appears at another phase slope when resampled. We now impose a constraint on the sampled 
data center frequency of the down converted channel. We choose center frequencies θ0 which will 
alias to zero frequency (DC) as a result of the down sampling to Mθ0. This condition is assured if 
Mθ0 is congruent to 2π, i.e. when Mθ0 = k 2π, or specifically, when θ0 = k 2π/M. The constraint, 
that the center frequency be an integer multiple of the output sample rate assures aliasing to base 
band by the sample rate change. When the signal spectrum aliases to base band by the resampling 
operation the resampled heterodyne defaults to a unity-valued scalar, hence is removed from the 
signal-processing path. This is shown on the right side of figure 8. Frequency offsets of the channel 
center frequencies, due to oscillator drift or Doppler effects, are removed after the down conversion 
by a baseband phase locked loop (PLL) controlled mixer. This baseband mixer operates at the output 
sample rate rather than at the input sample rate for a conventional down converter. We consider this 
required final mixing operation a post conversion task and allocate it to the next processing block. 
 
The operations invoked by applying the equivalency theorem to the down conversion process guided 
us to the following sequence of maneuvers: i) slide the input heterodyne through the low pass filters 
to their outputs, ii) doing so converts the low pass filters to a complex band pass filter, iii) slide the 
output heterodyne to the downside of the down sampler, iv) doing so aliases the center frequency of 
the oscillator, v) restrict the center frequency of the band pass to be a multiple of the output sample 



rate, vi) doing so assures alias of the selected pass band to base band by the resampling operation, 
and finally, vii) discard the now unnecessary heterodyne. The spectral effect of these operations is 
shown in figure 9. The advantage of this down conversion process is that we no longer require a 
quadrature oscillator nor the pair of input mixers to effect the frequency translation.  
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Figure 9. Spectral Description of Down Conversion Realized by a Complex Band Pass Filter at a 
Multiple of Output Sample Rate, Aliased by Output Resampling 

 
Examining figure 8, we note that the down converter now consists of a band pass filter followed by a 
down sampling to affect the desired spectral alias. Following the theme that led us to down-convert 
only those samples retained by the down sampler, we similarly conclude that there is no need to 
compute the output samples from the pass band filter that will be discarded by the down sampler. 
We now interchange the operations of filter and down sample with the operations of down sample 
and filter. The process that accomplishes this interchange is known as the Noble Identity, which we 
now review. The noble identity is compactly presented in figure 10 which we describe with similar 
conciseness by  “The output from a filter H(ZM) followed by an M-to-1 down sampler is identical to 
an M-to-1 down sampler followed by the filter H(Z)”. We must take care to properly interpret the 
operation of the M-to-1 down sampler. The interpretation is that if a filter is only processing every 
M-th input sample and then down samples by M-to-1, we obtain the same results by down sampling 
the input, discarding the samples not used by the filter, and then operating the filter on the every 
retained input sample. The application of the noble identity to our down conversion task entails an 
initial partition of the filter into M-parallel filter paths. The Z-transform description of this partition 
is presented in eq-3 through eq-6, which we interpret in figures 11 through 13. For ease of notation, 
we first examine the base-band version of the noble identity and then trivially extend it to the pass 
band version 
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Figure 10. Noble Identity: Filter: Interchange Order of Filtering and Resampling.  
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Anticipating the M-to-1 resampling, we partition the sum shown in eq-3 to a sum of sums as shown 
in eq-4. This partition maps a one-dimensional array of weights (and index markers Z-n) to a two 
dimensional array. In this mapping we load an array by columns but process the array by rows. In 
our example, the partition forms columns of length M containing M successive terms in the original 
sum, and continues to form adjacent M-length columns till we account for all the elements of the 
original one-dimensional array.  
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We note that the first row of the two dimensional array is a polynomial in ZM, which we will denote 
H0(ZM) a notation to be interpreted as an addressing scheme to start at index 0 and increment in 
stride of length M. The second row of the same array, while not a polynomial in ZM, is made into 
one by factoring the common Z-1 term and then identify this row as Z-1 H1(ZM). It is easy to see that 
each row of eq-4 can be described as Z-r Hr(ZM) so that eq-4 can be re-written in a compact form as 
shown in eq-5. 
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We rewrite eq-5 in the traditional summation form as shown in eq-6, which describes the original 
polynomial as a sum of delayed polynomials in ZM. 
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The block diagram reflecting this M-path partition of a resampled digital filter is shown in the left 
portion of figure 11. The output of the filter is the resampled sum of the output of the M separate 
filter stages of the M-paths. We pull the resampler through the output summation element and down 
sample the separate outputs, only performing the output sum for the retained output sample points. 
With the resamplers at the output of each filter, operating on every M-th input sample, we can 
invoke the noble identity and pull the resampler to the input side of each filter stage. This is shown 
in the right portion of figure 11. The input resamplers operate synchronously, all closing at the same 
clock cycle. When the switches close, the signal delivered to the filter on the top path is the current 
input sample. The signal delivered to the filter one path down is the content of the one stage delay 
line, which of course is the previous input sample. Similarly, as we traverse the successive paths of 
the M-path partition, we find upon switch closure, that the k-th path receives a data sample delivered 
k-samples ago. We conclude that the interaction of the delay lines in each path with the set of 
synchronous switches can be likened to an input commutator that delivers successive samples to 
successive legs of the M-path filter. This interpretation is shown in left portion of figure 12. 
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Figure 11. M-Path Partition of Prototype Low-Pass Filter with Resampler at Output and at Input  

We now complete the final steps of the transform that changes a standard mixer down converter to a 
resampling M-Path down converter. We note and apply the modulation property of the Z-Transform. 
This property is illustrated and stated in eq-7.  
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Interpreting the relationship presented in eq-7, we note that if h(n), the impulse response of a base 
band filter, has a Z-transform H(Z), then the sequence h(n)e+jθn, the impulse response of a pass band 
filter, has a Z-transform H(Z e-jθn). Simply stated, we can convert a low pass filter to a band pass 
filter by associating the complex heterodyne terms of the modulation process either with the filter 
weights or with the delay elements storing the filter weights. We now apply this relationship to eq-6, 
or equivalently to figure 10 by replacing each Z-1 with Z-1 ejθ, with the phase term θ satisfying the 
congruency constraint of the previous section, that θ=k(2π/M). Thus Z-1 is replaced with Z-1 ejk(2π/M), 
and Z-M is replaced with Z-M ejkM(2π/M). By design, the M-th multiple of 2π/M is a multiple of 2π for 
which the complex phase rotator term defaults to unity, or in our interpretation, aliases to base band 
(DC). The default to unity of the complex phase rotator occurs in each filter arm of the M-path filter 
shown in figure 12. The non-default complex phase angles are attached to the delay elements on 
each of the M paths. For these delays, the terms Z-r are replaced by the terms Z-r ejkr(2π/M). The 
complex scalar ejkr(2π/M) attached to each path of the M-path filter can be placed anywhere along the 
path, and in anticipation of the next step, we place the complex scalar after the down sampled filter 
segments Hr(Z). This is shown in figure 12 where the phase coherent sum extracts the desired alias 
from the multiple aliases that occurred as the input commuator reduced the sample rate prior to 
reducing the input signal bandwidth. The modification to the partitioned Z-Transform in eq-6 to 
reflect the added phase rotators of figure 12 is shown in eq-8. 
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Figure 12.  Resampling M-Path Low Pass Filter and Band Pass Down Converter 
 
The computation of the time series obtained from the output summation in figure 12 is shown in eq-
9. Here the argument nM reflects the down sampling operation which increments through the time 
index in stride of length M, delivering every M-th sample of the series. The variable yr(nM) is the 
nM-th sample from the filter segment in the r-th path, and y(nM,k) is the nM-th time sample of the 
time series from the k-th center frequency. Remember that the down converted center frequencies 
located at integer multiples of the output sample frequency are the frequencies that alias to zero 
frequency under the resampling operation. Note the output y(nM,k) is computed as a phase coherent 
summation of the M output series yr(nM). This phase coherent sum is in fact, a DFT of the M-path 
outputs, which can be likened to beam-forming the output of the path filters.  
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CONCLUSIONS 

In this paper, the first half of a pair of papers, we have significantly altered the digital emulation of 
the analog prototype down converter.  The original entailed a sequence in which the center 
frequency is selected and accessed by an input heterodyne, a digital filter restricts the output 
bandwidth, and the output is resampled to a rate matching the reduced bandwidth. The altered form 
appears to operate in the reverse order in which the input sequence is first resampled (by a 
commutator feeding a polyphase filter partition), then processed by the partitioned filter, and finally 
the desired alias is separated from others by the appropriate phase coherent summation of the 
individual M-path time series. 
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