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DEVELOPMENT OF A SYNTHETIC BEAMFORMING 
ANTENNA – FROM DRAWING BOARD TO REALITY

Anand Kelkar, Norm Lamarra, Thomas Vaughan 
Creative Digital Systems, Westlake Village, CA

ABSTRACT

Following-up on an ITC 2006 paper, “From RF to bits with Synthetic Beamforming”, we follow 
the development and fielding of a Digital Beamforming (DBF) Antenna.  This antenna, built for 
an  airborne  Telemetry  application,  supports  10  individual  polarization-diverse  beams   and 
immediately converts RF to IF at the antenna element through a suite of LNBs.  The IF is then 
digitized and all subsequent processing is performed through an array of 200+ FPGAs, including 
DBF, optimal combining,  demodulation,  and IF upconversion.  We present our Model-Based 
Design approach, which allowed us to develop and test the system incrementally and rapidly, 
particularly  during  the  transition  from  factory  testing  to  flight  operations,  where  several 
unexpected problems were discovered.  Our software tool set enabled us to dissect the System 
behavior via post-mission replay, and our detailed simulations were instrumental in developing 
mitigation quickly.  The System-level impacts and root causes of some of these issues are also 
discussed.  We believe the flexibility of DBF and the modular software architecture were key in 
quickly mitigating many of these unforeseen real-world issues without hardware modification.
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INTRODUCTION

A prior paper entitled “From RF to Bits with Digital Beamforming” was presented at ITC 2006. 
It signified the completion of the design phase of this program and was the point at which the 
“rubber hit the road”.  This paper describes the maturation of a Digital Beamforming (DBF) 
Telemetry System from the late design stage to a field presence, replacing an aging (but reliable 
and  proven)  conventional  phased-array  antenna  system  as  well  as  the  ancillary  Receiver, 
Combiner, Demod. and Bit-sync equipment.   

We describe some of the surprises during this transition phase, none of which were apparent on 
the ground; some fell into classic categories such as group-delay matching, temperature stability 
and  synchronization,  but  manifested  themselves  in  unconventional  ways.   By  progressively 
extending our set of Fault Isolation Test utilities during the Flight-Testing Phase, we were able to 
isolate many of these anomalies and provide mitigation through software alone.  
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The basic architecture of the system is shown in Figure 1 below.  Whereas the ITC 2006 paper 
and presentation described how the System design met the antenna specifications,   this paper 
picks up the story there, showing how the approach also aided transition into flight operations.
  
We discuss how the development methodology (on which the operational framework was built) 
allowed switching between simulation (offline) and live (online) operation, this enabling a small 
crew of specialists at the field site and at the design center to “bring the goods” to operational 
readiness in a relatively short time frame.  Our goal is to describe how our approach evolved to 
address the obstacles that arose.

DEVELOPMENT METHODOLOGY

We always begin System developments with Model-Based Design.  In this case we began with 
separate models of the major components of the System (antenna, engagement scenario, etc.), 
and wove these together to estimate System Performance.  Later, we evolved these models into 
simulations at various levels, useful for developing or testing either a subsystem or an algorithm. 
Quite early in the development, we blended some of these models into an executable Operational 
Model (OM), and used it for a variety of reasons.  

By far the most useful aspect of this testbed emerged later in the Program, when we had actual 
hardware to test and integrate.  By this time, our OM had evolved to provide detailed results that 
could be verified using typical test scenarios or stressing test cases.  Actual vs. virtual hardware 
comparisons provided the needed insight to close many of these gaps quickly.  Sometimes the 
OM provided us with detailed information about a particular component that could not be not 
easily tested outside an Operational  scenario due to the circumstances required to precipitate 
them, thereby helping identify problems that were deeply embedded in firmware or software.
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Figure 1 – Simple Block diagram of our Digital Beamforming Antenna



System Modeling: We modeled all the functional blocks to begin the hardware and software 
development  where  basic  processing  algorithms  were developed  and  tested  within  our  OM 
simulation environment.  This helped us produce working interfaces for the hardware as well as 
between processing elements.  A block diagram of this architecture is shown below.

After  verification  within  the  simulation  environment,  the  specification  for  each  hardware 
component was written, enabling the hardware acquisition process.  As soon as each element 
operated satisfactorily in the simulation environment, it was converted into a module conforming 
to the operational architecture, which was concurrently being developed.  Then, as the hardware 
components  became  available,  these  simulation  modules  were  replaced  with  functionally-
equivalent  versions  by  “wrapping” the  newly-delivered  hardware  with  the  same  software 
interface.  The System could then be run “Actually” instead of “Virtually”.  Even at this stage, a 
mix of simulation and reality was useful, allowing verification of configuration, acquisition, and 
tracking software both with and without the hardware.

Our OM was also used during key design reviews to demonstrate the performance of the System 
as the design matured.  Later, the OM became a testbed for the first User Interface, allowing us 
to “run” the (simulated) System against typical engagement scenarios, providing our customer 
insight into the operational behavior of the eventual System.  

Software  Architecture: Our  approach  to  software  architecture  follows  a  widely-used 
philosophy of building small reusable components that can be stitched together in multiple ways 
to  form numerous  useful  applications.  Consequently,  we developed  an  abstract  Application 
Programming Interface (API) that provided many benefits: 

• Swap lower-level implementations of modules within the API seamlessly
• Develop algorithms long before hardware components became available
• Test small components at the unit level, vastly reducing system-level test time
• Create bindings for languages such Python & Java using simple, well-defined interfaces

Python  was especially beneficial  to our development. It  has a simple, clean syntax that allows 
source code to be written quickly and  be  easily understood by other developers. Unlike Java, 
Python does not require the use of a heavy, complex framework in order to be useful, and it has 
an extensive math library, notably NumPy and SciPy.  SciPy provides statistical operations, a 
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Figure 2 - Block diagram of major simulation blocks



Matlab-like  environment,  and  2D  and  3D  visualization  components.  We  were  thus  able  to 
prototype our software rapidly in Python, and quickly shape it  to a deliverable form.  Free and 
Open Source Software (FOSS) was also used extensively within our implementation, and had a 
very positive impact on our ability to ensure the robustness and add capability as required.

Our development model was built around Agile, not Waterfall principles, because we anticipated 
that  both  software  and requirements  would  evolve  over  the  entire  development  period.  The 
architecture  and  implementation  were  adapted via  lessons  learned  during  development,  or 
because  of  hardware  problems  that  required workarounds,  or  through  customer  interaction, 
which is critical to software success.  We were prepared for some ideas to fail, believing there is 
tremendous value in learning through those failures.

Shown below is a high-level diagram of our software architecture.   A key component  of this 
architecture  is  an  API  that  abstracts  how data  is  passed  from the  antenna  hardware  to  the 

Antenna Control Computer (ACC). This API, 
the  Hardware  Abstraction  Layer,  or  “HAL”, 
allowed backends  to  be  plugged-in  either  to 
provide emulated  data,  or  data  read from the 
hardware.  The  emulated  backend  was  called 
the  Hardware  Emulation Library,  or  “HEL”, 
while  the  hardware  backend  was  called  the 
Hardware Implementation Library, or “HIL”. 

The HAL and its backends  were written in C 
portable to GNU/Linux x86 and PPC. We took 
care that  the  API  could  be  used  with other 
languages  like  Java  and  Python.  Simple 
Wrapper Interface Generator (SWIG) provided 
the automatic glue that binds the HAL to such 
languages. The HIL also had multiple  layers, 
beginning at the “driver” level with hardware 
register-level I/O between the operating system 
and the digital boards via the VME backplane.  

Certain “primitive” operations resided in the HIL, such as “point antenna” and “read signal”. 
Applications then utilized the HAL for features like “azimuth scan”, either real or emulated. 
Features  like  “acquire”  and  “track”  could  then  be  implemented  in  various  languages  (Java, 
Python,  or C),  making use of the same libraries  via  the appropriate  language interfaces  and 
dynamic linking.  At the lowest level, digital hardware appeared as a set of registers in the VME 
address space (which itself was either real or emulated).   Configuration and operation of the 
hardware was performed by appropriate sequences of such register read/writes, either unicast to a 
specific channel and element (e.g., within a specific FPGA on a specific board), or broadcast to 
the entire System.  Since we required four VME chasses (to handle about sixty 6U VME boards), 
we utilized VME bus extenders to reach 3 remote Slave chasses via memory mapping inside the 
Master chassis, which contained the single-board computer running the entire System.

Figure 3: Software Architecture
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Specifications:
Operational band: 2.2 – 2.4 GHz
No. of simultaneous beams: 10
No. of beamforming elements: 224
Polarization: Dual, linear,circular
G/T at boresight: >10.5 dB G/T
Scan volume: ±60 deg. Azimuth, ±15 deg. Elevation
Receiver: User-programmable bandwidth 0.1-40MHz
Combiner: Optimal, Spatial & Polarization
Tracking: Azimuth Monopulse

Performance: All the specifications of the original requirement were met or exceeded except for 
one – the prime power requirement.  The DBF antenna consumed approximately 3x more power 
than was originally allocated.  However, the original specification was written for a conventional 
antenna and did not consider the power that would have been consumed by Receiver, Combiner, 
Bit  Sync  and  Demodulation  equipment,  all  of  which  were  embedded  in  our  DBF solution. 
Accordingly, we estimate that the power consumed was actually less than that of a conventional 
antenna solution with similar capability.

AREAS OF DIFFICULTY

Specification  Development:  DBF  (Digital  Beam  Forming)  provides  a  distributed  system 
solution that consists of individual digital receivers, many “copies” of which can be connected to 
each antenna element  –  this  System contains  2240 such complete  digital  receivers.   So,  the 
requirements on these individual components  were much less stringent than would be on one 
overall system level Receiver component.  Our initial difficulties began with translating the IRIG 
requirements  into  specifications  suitable  for  such  a  multi-point  solution.   Next,  we  had  to 
overcome some understandable resistance from a technical community that was familiar  with 
analyzing requirements in terms of conventional antenna system and component requirements.

We were able to meet the required performance with an 8-bit ADC at each element (~39 dB 
usable range). The distributed data collection and processing approach provides improvement 
factors due to the number of elements (112 elements provides ~20 dB) and the high sampling 
rate associated with ADCs (500 Msps provides ~10 dB “averaging gain” at the highest required 
data bandwidth of 25 MHz). These factors thus provide a minimum of 69 dB dynamic range at 
25MHz bandwidth, linearly increasing as channel data bandwidth reduces.

Hardware – LNB: Low Noise Block-downconverter (LNB) design posed several challenging 
requirements:  survival through high levels of incident RF signal, tight group-delay tracking as 
function of various environmental  conditions,  excellent  spurious and IM performance,  and a 
requirement that all outside equipment be resistant to corrosive chemicals.  In addition, power 
consumption was always a concern.  Several vendors initially claimed to be able to build this 
device, but their prototypes  consistently failed to meet the required specifications.  We finally 
found a responsive vendor that delivered as promised, but as a precaution, measured every LNB 
over temperature and frequency ourselves to verify that the group delays tracked each other well, 

5



since the consequence for errant LNBs would  have been (perhaps undetected) degradation in 
antenna performance during flight.

Synchronization: Hardware  operations  in  a  digital  beamforming  system  must  be  highly 
synchronized.   This  was  achieved  by  splitting  a  single  500MHz  clock  to  drive  the  digital 
hardware,  and  then  utilizing  a  re-synchronized  hardware  triggering  mechanism  to  effect 
individual operations.  Although simple in concept, this particular feature turned out to be the 
most  challenging  to  achieve.   Nevertheless,  it  allowed many individual  beams to  be steered 
independently and simultaneously between one 500MHz clock cycle and the next (i.e., within 
2nS).   Signal  synchronization  for  digital  antennas  is  similar  to  phase  alignment  for  analog 
antennas.  Each of the 4 elements on 56 data acquisition cards  thus  had to be synchronized to 
within 1 clock cycle (2nS).  Though the software could provide static compensation for delay 
differences at this level, we could not tolerate unexpected changes as a function of temperature 
or time, which resulted in misalignment of data from one element with that from another.    Such 
problems could cause the System drop track as well as valuable mission-critical telemetry data.

The sync-distribution was done through a device provided by the vendor of the VME cards. 
However, the original design was not able to support the skew requirements of our system, and 
consequently a makeshift thermal stabilizer (oven) had to be built within the device to keep the 
skew  fixed  over  the  range  of  ambient  temperatures.   An  additional  unanticipated  problem 
involved varying impedance of the (unshielded) sync-distribution cables when in the proximity 
of metallic structures.  Their effective group delay varied by as much as 1 nS as a function of 
how close the cable was to a metal structure, and the exact geometric relationship between the 
cable and the structure.  This thwarted our attempts to pre-trim the cables at the factory before 
installation in the aircraft.  A final round of cable trimming was required on the installed antenna. 

Reliability: The calculated MTBF of the system predicted about a thousand hours of trouble-free 
operation.  However, our operational reliability problems usually fell into the category of cable 
or connection  failure  early  on,  when there was a lot  of  trouble-shooting through component 
swapping. These troubles  sometimes surfaced  when software  changes uncovered  set-up timing 
violations in the firmware in unexpected portions of the  processing chain.

AGC: A Receiver AGC requirement had to be added “after-the-fact” since the original antenna 
specification  was  not  designed  to  include  any  receiver  components.   This  omission  was 
discovered late in the program once the first antenna was delivered.  Fortunately, the firmware 
architecture allowed 10 channels of AGC (1 per beam) to be applied simply by reprogramming 
one FPGA in the Digital Upconverter and Demodulator.  This was achieved without Herculean 
effort, and no additional hardware was required.
 
Software Development/Testing:  As mentioned above,  we developed each test offline in the 
simulation world, and then ran it in real-time (using the same GUI) on the hardware.  This was 
highly  effective  for  the  development  of  the  Application  Layers,  but  turned  out  to  be  more 
difficult for detailed debugging of the firmware.  Hence this became the most problematic area of 
Integration & Test (I&T), and was exacerbated by the fact that the firmware development was 
not performed in-house, but by a  developer on the other coast.   The end result was that the 
“debug cycle” for hardware/firmware problems was “days”, compared to “minutes” for software 
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in the HAL/HEL/HIL.  We estimate that over half our development time was spent in debugging 
the hardware/firmware, despite what we thought were clear digital hardware requirements and a 
relatively straightforward interface.  Indeed, without our Operational Simulation as a testbed, it is 
not clear that we would ever have achieved success in this cycle.  This is probably our biggest 
“Lesson Learned” for future System developments, and also indicates that a Simulation-based 
approach coupled with a pluggable software architecture is highly effective and may indeed be 
essential for efficient development of complex Systems.

Operational Issues – Flight-Testing Phase: For this first-of-a-kind System,  many development 
obstacles were unexpected and arduous, as described above.  It then comes as no surprise that a 
new set of obstacles surfaced during the Flight-Testing Phase.  The daunting task of bringing a 
“bleeding  edge”  technology  into  operational  use  was  not  adequately  considered,  and 
consequently  cost and schedule quickly became areas of grave concern.  Fortunately, by this 
stage in our Program we had developed a sophisticated set of tools, and they certainly proved 
their worth here.  Once again, when the measurements diverged from the simulation results, we 
were  able  to  focus  quickly  on  the  differences  and  extend  the  embedded  instrumentation  to 
identify probable causes. 

In-Flight  Antenna Patterns: The  first  in-flight  obstacle  we confronted  was  in  the  antenna 
patterns observed by flying a straight path past a ground source (a “Beam-Cut” mission).  In the 
(static) lab setup, we were able to obtain almost perfect electronic scan patterns for the antenna 
after automated calibration.  However, the “in-air” measured patterns were significantly different 
than those observed in the far-field range testing during FAT.  We attribute the difference to the 
synchronization delay variations mentioned earlier.   Since these patterns are the basis for the 
reliable operation of the Telemetry link, it was essential that we resolve this issue quickly.  We 
addressed this by creating a new “snapshot”  calibration for use in flight,  through extension of 
various test routines that already existed.  This was very successful as shown in Figure 5 below.

Vendor coordination at System Level: Operationally, our antenna and its controlling computer 
were part of  the Telemetry Relay System (TMRS) on the aircraft.  However, the TMRS was 
operated  via  a Telemetry  Operator's  Console  (TOC)  being  built  simultaneously  by  another 
vendor.  We co-developed an  XML-based protocol to allow the operator to initiate diagnostic 
tests, query system-level health status, and view target tracking during missions.  

Interface clients have been developed web-based implementations as well as in Python, Java, and 
C++.  The protocol allows for clients  to implement  subsets of the protocol,  in line with our 
philosophy  to  allow  small  modules  to  be  stitched  together  to  form  larger,  more  complex 
applications.   Our  Quick  Web  Client,  QWC,  provided  a  web-based  implementation  of  the 
TOC/ACC protocol,  and was useful to provide a standalone test  of the ACC operation (i.e., 
without the TOC).  Insufficient interaction between the vendors during the development phase of 
the  antenna  precluded  the  use  of  various  interface  improvements  and  usage  conventions. 
Additional complications ensued because of different interpretations of the interface protocol. 
We rediscovered  here  that  frequent  communication  between  all  the  vendors  on  the  team is 
essential. 
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MITIGATIONS

Visualization tools: Once the various integration issues had been satisfactorily resolved,  the 
next  challenge was to understand the problems found in live mission operation.   Initially we 
experienced poor  tracking  performance  for  dynamic  airborne  targets,  as  compared  to  static 
sources (e.g.,  during FAT) or even to a ground source during a fly-by.  Thus, live missions 
presented the first opportunities to obtain detailed information about the actual operational signal 
characteristics.  Fortunately, the embedded instrumentation could be extended relatively easily to 
acquire detailed measurements of the instantaneous RF signal levels and polarization dynamics. 
This was achieved by logging  data from each real-time antenna measurement (currently every 
20mSec) and processing the data log offline.  

Our Linux-based host CPU enabled us to operate the System remotely through a secure internet 
connection in the hangar and conduct much of the debugging and software updates remotely 
during the flight-testing phase, thereby reducing the cost and improving the response time as 
issues developed. Though this  approach worked for this situation,  we  might  have  planned a 
different architectural solution given the luxury of forethought, perhaps providing the operators 
with  some in-flight decision and re-configuration capability  to  help  streamline the discovery 
process. 

Our initial software design addressed a simple, embedded server process in the ACC, which was 
explicitly required by the initial spec.  The ACC was expected to acquire and track sources with 
minimal operator interaction, and provide simple status updates via the TOC/ACC protocol.

However, early in our development cycle, we discovered a need to build a software tool that 
visually displayed a considerable amount detail, such as the steps required to acquire and track. 
So,  we had  to  create  a  functionality  to  allow developers  to  manually  run  a  subset  of  these 
components, such as an individual scan in azimuth or frequency, while supporting functionality 
to validate nascent hardware components.  Using Python, GTK+, and SciPy we were easily able 
to construct a GUI on top of the HAL that met all these needs. Given the extensive visualization 
capabilities of this tool, it also proved valuable in demonstrating our incremental improvements 
in the hardware and software capabilities to the customer.  We called this tool the Diagnostic 
Operator's GUI (DOG).

Data Collection and Post-Mission Analysis:  Extensive data capturing capability was designed 
into the hardware.  Commensurate data collection and logging was designed into the software 

8

Figure 4: Antenna Measurements from Live Beam-Cut Mission
1 – instantaneous channel pointing angle 2 – tracking error
3 – slant-left polarization signal level 4 – slant-right polarization signal level
5 – SNR for each polarization computed by the optimal spatial combiner.



and  used  to  produce  plots.  Figure  4  above  shows  an  example  of  post-processed  antenna 
measurements taken during a Beam-Cut mission which consisted of flying past a source on the 
ground.  During this  mission, four passes were made, one of which is shown above.  Panel 1 
shows that the antenna was initially scanning,  and that the antenna  soon  acquired the target. 
Then, during the track, the operator requested three “hi-res scans”, each providing an electronic 
azimuth scan over  ±90o.  After  each  scan, the antenna continued to track until  the target SNR 
dropped below detectable level.  

Figure 5 below shows a “zoomed” view of the second hi-res scan requested by the operator:. 
This level of detail is available for each of the 10 channels while tracking.  One can see that the 
associated post-processing was invaluable for investigating in-flight performance and developing 
mitigations.  Moreover, having provided the ability for the operator to request a “hi-res scan” of 
a source, also provided a means to verify proper antenna operation at any subsequent time.

Calibration: Soon after we used the visualization tools to display live mission results, it became 
apparent that the antenna patterns in the air were not as they should be, for reasons mentioned 
earlier.   Figure 5 shows how a calibrated System is capable of performing in the air.  These 
patterns (recorded in flight) include the effects of the radome and its support structure.  But this 
kind of antenna performance was only possible after some weeks of gathering System data in-
flight and extending the post-processing to discover what was really happening.  We developed 
an in-flight calibration procedure to reach the desired performance.  

Investigation  began in  the  Hangar.  Figure 6 below shows how the  antenna  can be  instantly 
calibrated irrespective of its current state.  The upper row shows patterns that were taken in the 
Hangar (with a source at  1/10th the far  field  distance of the antenna) and shows the “before 
Calibration” data while the lower row shows the result “after Calibration”. Understandably, the 
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Figure 5: Hi-Res scan during Beam-Cut pass
Row 1 – pointing angle Monopulse angle error Expanded around main beam
Row 2 – Slant Left pol. Ampl Slant Right pol. Ampl Spatial combiner, each pol
Row 3 – SNR at tracker 1st stage of spatial combiner Expanded & super-imposed



patterns  in the upper row look abysmal  due to near-field  and hangar-reflection effects.  We 
developed this “snapshot calibration” procedure by recording all RF element data simultaneously 
since during a Beam-Cut pass the geometry is  constantly changing.  Not surprisingly, once in-
flight calibration was developed and applied, tracking improved dramatically.

As part of an ongoing support program, we are currently developing a set of graphically-based 
diagnostic tools  and interfaces to “hand over” to the operators some of the extremely useful 
functionality we created during development, testing, and in-flight analysis.

SUMMARY

Operating a Digital Beamforming Telemetry antenna System in actual flight represented quite a 
departure from the original (ground-testable) System requirements which effectively described a 
Telemetry antenna alone.  The original Factory Acceptance Test (FAT) was designed to verify 
System hardware functionality, but could not address the various (unknown) issues that would 
come up during the first in-air integration of the System.  

Some of  the System ills  were  difficult  to  identify at  first,  since at  times the antenna  would 
perform flawlessly, demonstrating its tracking capability and sensitivity, yet at other times tracks 
would fail even when the source signal level appeared adequate.  To address these unknowns 
observed during flight operations, we developed various virtual graphical instruments “on-the-
fly” to discover the critical nature of antenna calibration, proper signal synchronization and the 
resulting effects on  overall System performance.  Fortunately, we were also able to develop an 
in-flight calibration procedure quickly to compensate for all the observed deleterious effects.

A post-flight evaluation of the downlinked data quality was suggested by our customer as an 
overall  test  for  satisfactory operation  of  the system.   Although it  was  conceived  late  in  the 
program, it is what was necessary to create a definitive Figure of Merit indicating proper mission 
operation  with  the  new  antenna.   Since  the  legacy  system  is  still  available  a  one-for-one 
comparison  we  will  endeavor  to  show  overall  performance  envelope  growth  with  the  new 
Synthetic Beamforming Antenna system.

10

Figure 6: Calibration example (within hangar)




