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ABSTRACT 
 

There is growing concern that the U.S. military can no longer meet its domestic and international 

spectrum needs.  Demand for this resource is growing at an exponential pace, both within the 

Department of Defense (DoD) and in the commercial sector (partly due to rapid growth in 

broadband wireless electronics).  A microcosm of these challenges is evident in flight test 

operations, where there is a growing need for advanced spectrum assignment, frequency 

deconfliction, and scheduling optimization decision support capabilities.   

 

This paper describes research aimed at investigating how to optimize frequency scheduling, 

dynamic assignment, and real-time metrics adjustment to promote assured access to the 

electronic spectrum, including emerging technology developments to support that need.  
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INTRODUCTION 
 

Effective spectrum and frequency management is essential to the success of United States (U.S.) 

military operations, which increasingly rely on the ability to maintain full access and reliable 
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control of the radio frequency (RF) spectrum for communications, radar, electronic warfare, 

remote fires, avionics, global positioning, logistics, medical support, and signals intelligence 

uses.  Information dominance cannot be achieved without it.  Consequently, effective spectrum 

and frequency management is central to present and future warfare plans, including Force 21, the 

Army After Next, the Expeditionary Aerospace Forces, and the Marine Expeditionary Forces.   

 

The frequency scheduling challenges faced by the flight test and evaluation (T&E) community 

are representative of those experienced in the operational environment.  In this domain, 

contention for bandwidth is usually the main challenge in mission scheduling.  With the advent 

of unmanned aerial vehicles (UAVs), powerful radars, and directed energy weapons, these 

challenges become even more pronounced.   

 

Today, frequency assignments are coordinated and scheduled well in advance of each T&E 

mission to reserve the needed spectrum and prevent possible interference.  Often, frequency 

assignments span the entire scheduled duration of the mission, although actual use of certain 

frequencies may only be needed for specific segments of the mission.  This process can have the 

effect of blocking access to spectrum that will go unused or when shared use poses minimal risk 

of interference.   

 

Of course, capitalizing on the potential economies that can be gained through more efficient use 

of the electronic spectrum will require changes in process, culture, and technology.  The sections 

that follow describe research aimed at discovering how to optimize frequency scheduling and 

promote assured access to the electronic spectrum.  First, the problem desription is further 

elaborated by discussing the key scenarios involved in frequency scheduling.  This is followed 

by several sections describing emerging developments supporting real-time frequency 

assignment.   

 

 

KEY SCENARIOS 
 

While there are many variations, there are essentially three primary situation types or scenarios 

involved in frequency scheduling: (i) off-line scheduling, (ii) real-time frequency assignment, 

and (iii) mix of off-line and real-time scheduling. 

 

Today, the predominant scheduling scenario is the off-line scenario.  This scenario is 

characterized by having a clean slate to begin with and up-front knowledge of all scheduling 

requests.  These requests are submitted well in advance of their requested times, thereby 

providing sufficient lead time to experiment with and choose among alternative scheduling 

solutions.  Requests made so far in advance often reflect worst-case needs.  Therefore, once 

scheduled, the assigned frequency is dedicated for the intended user whether or not that 

frequency is actually used. 

 

The real-time frequency assignment scenario involves accomodating new requests amidst those 

that have already been assigned.  In the strictest sense, the real-time scenario admits to no prior 
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knowledge of demand.  Hence, it is purely reactionary in nature.  Last-minute requests and 

requests for dynamic metric adjustment are representative of such situations.     

 

The third scenario, which we’ve called a mix of off-line and real-time scheduling, reflects more 

than the combined presence of the first two scheduling scenario types.  This type of scheduling 

seeks to gain economies in frequency assignment decision-making by using historical demand 

patterns to augment known demand when making initial assignment decisions.  That is, while 

off-line scheduling decisions are being made, the likelihood of expected future real-time 

scheduling requests is considered.  This scheduling approach also uses real-time usage data to 

make more efficient, dynamic use of available frequency.   

 

Each of these scenarios naturally dictate the use of different scheduling approaches.  This is 

particularly true from the perspective of schedule optimization.  For example, in the case of strict 

off-line scheduling, the strategy that is most appropriate might seek to squeeze in as many 

requests as possible while servicing the highest priority requests first.  In environments operated 

under a real-time assignment paradigm, a key objective would be to minimize disruption to 

ongoing tasks, subject to priority doctrine.  The integrated Network Enhanced Telemetry (iNET) 

use case scenario involving real-time metric adjustment [1] is representative of this case.  In 

environments supporting a mix of off-line and real-time scheduling requests, off-line scheduling 

activities would seek to make room for expected future requests as informed by demand history.   

 

The research described below targets its support for the last two scenarios discussed here.  The 

solution concept is described, including its overall architecture, concept of operation, and key 

design elements supporting a vision for enhanced frequency assignment decision-making. 

 

 

SPECTRUM ASSIGNMENT ADVISOR SOLUTION CONCEPT OVERVIEW 
 

The Spectrum Assignment Advisor (SAA) is designed to help frequency managers more rapidly 

and effectively (i) generate feasible frequency scheduling solutions in view of competing 

objectives and constraints; (ii) analyze and resolve scheduling conflicts; (iii) improve the 

optimized use of limited electronic spectrum resources; and (iv) apply meaningful metrics for 

frequency management decision making and reporting.   

 

An architecture diagram of the SAA components is provided in Figure 1.  As currently 

implemented, the SAA is a web services application built in C# using Visual Studio.   

 

Sources of demand (actual or simulated) submit requests for frequency assignments through a 

Request Web Service, which acts like a proxy for the devices.  Each request is registered in the 

State Database and is assigned a unique identifier.  The request includes information like the 

device’s tunable range, requested bandwidth and power level, current location, device type, any 

constraining relationships that might link it to other requests, etc.  The format and content of 

each request follows a prescribed application program interface (API) specification.   
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Figure 1.  Spectrum Assignment Advisor Architecture 
 

Once registered, the request is assigned a priority by the Priority Manager.  The priority ascribed 

to each request is determined by a set of rules that define priority doctrine and which can be 

edited by someone with the appropriate privileges.  Once the priority of the request has been 

established, the Assignment Engine attempts to issue a frequency assignment based on the 

parameters of the request.  More will be discussed later concerning how this is done.   

 

Throughout the life of each request, the State Database keeps track of its history, including when 

the request was made, the requirements specified in the request, its priority, what central 

frequency and bandwidth was assigned, when the assignment was made, whether the assignment 

was preempted or not, when the task completed, and so on.  This information is captured to 

provide a dynamic picture of demand patterns and other data needed by the assignment 

algorithm.   

 

Several user interface applications are provided to assist the frequency manager in maintaining 

situation awareness.  Among these is an interface that displays the status of all active requests 

(Figure 2).  In the graphical view, this interface shows each assigned request as a colored block 

where color indicates a priority level.  The size of each block indicates its assigned bandwidth 

while its placement indicates the assigned frequency range.  The black line upon which the 

blocks sit indicates assignable segments of spectrum.  In this representation, the assignable 

spectrum includes portions of the lower S-band, S-band, and upper S-band.  The text view just 

below the graphical view displays a running assignment history.   
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If desired, the frequency manager can view more detailed information about unassigned requests 

in the request queue as well as currently assigned requests in the actively assigned request list.  

Through this interface, the frequency manager can also make manual changes to items in either 

category, such as changes in requested throughput rate, bandwidth, or priority.  Upon committing 

the desired changes, the assignment engine will determine what changes need to be made to the 

current set of assignments.    

 

Figure 2.  Frequency Assignment User Interface Updated Dynamically  
 

DRAFT SAA MESSAGE SPECIFICATION 
 

As currently envisioned, the SAA communicates with spectrum users or devices through an 

application program interface (API).   Several message types, SAA functions, and requestor 

functions are needed for this purpose.  During the communication process, SAA functions are 

invoked by the spectrum requestors and the spectrum requestor functions are invoked by the 

SAA through call-backs or notifications.   

 

The various message types, SAA functions, and requestor functions included in the API 

specification  are divided under five broad functional categories: (i) startup and configuration, 

(ii) spectrum assignment, (iii) dynamic spectrum adjustment, (iv) priority management, and (v) 

accounting and diagnostics. 
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PRIORITY MANAGEMENT IN THE SAA 
 

The purpose of the Priority Manager is to help define, manage, and apply the rules comprising 

priority doctrine.  The concept of priority is necessary only because there is, or is expected to be, 

contention for limited electronic spectrum.  The goal, of course, is to accommodate as many 

requests as possible subject to the relative priority and other constraints associated with each 

service request.  Priority doctrine determines how such relative priorities are determined.  These 

rules, and the assignments made under these rules, may be changed by the Frequency Manager, 

based on the situation. 

 

There are two ways that the role of a Priority Manager can be realized.  One way is through 

logically distributing the Priority Manager function, allowing each requestor to designate the 

priority of its requests based on a commonly shared priority doctrine.  A second way to support 

this function is by instituting a centralized system by which a single Priority Manager receives 

information about each request that is used to determine its priority.  There may also be cases 

where a combination of the two approaches would be most appropriate, such as when the 

participants in the network differ in their capabilities to directly support the needed functions.      

 

For now, we assume that the Priority Manager function is entirely centralized.  Under this 

concept, the priority of each service request is determined by a Priority Manager.  That is, before 

any spectrum assignments are made, each request is assigned a priority.  These priorities may or 

may not remain static throughout the T&E mission.  Depending on the situation, the Frequency 

Manager has the ability to override priority assignments made by the Priority Manager.  For 

example, the Frequency Manager may detect situation changes that would be difficult or 

impossible for an automated agent to detect which require a shift in priorities (e.g., aircraft 

commander declares in-flight emergency requiring that his radio communications be given 

higher priority).   

 

The priority of a particular mission may depend on its phase.  For example, certain phases of the 

missions can be highly critical (e.g., UAV in landing phase,).  Likewise, some phases of 

operation require continuous real-time data transmission, such as when under remote flight 

control or when communicating with the weapon guidance system.  Certain segments of 

reconnaissance missions may not be severely affected by temporary spectrum denial.  For 

example, a long-term reconnaissance mission may not be adversely affected if a video feed is 

disabled enroute to a target or when maneuvering into position to take pictures.  In the T&E 

environment, a given test article may be able to store information and transmit its data at a later 

time without causing a problem.  This situation offers the possibility to provide periodic, rather 

than continuous, access to the requested spectrum, thus allowing one to accommodate more 

users.  

 

Request priorities can therefore be thought of as being a function of task type (e.g., navigation 

radar, electronic attack, communications), device type (which serves as a surrogate for task 

type), or mission type (combat mission, training mission, test and evaluation mission).  More 
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commonly in the T&E environment today, the funding source of the mission determines its 

priority (e.g., F-22 T&E project vs. Navy training exercise).  In the SAA, a simple, rule-based 

mechanism is used to examine individual frequency requests and determine their priority.    

 

We define three priority classes ranging from Class A to Class C in decreasing order of priority 

as shown in Table 1 below. 

 

Table 1.  Priority Classes 
Priority Class Constraints Constraint Rationale 

Class A – Distress • Must be assigned 

• Must not be preempted 

• Cannot be preempted by tasks in a lower 

class 

• Immediate life and death situation 

• Vital mission 

Class B – Critical • Must be assigned 

• Can be preempted temporarily 

• Must complete 

• Mission critical 

• Loss of material / data / intelligence / 

opportunity 

Class C – Routine • May be assigned 

• Can be preempted  

• May not complete 

• Not mission critical 

• Limited stakes 

 

In general, requests in a lower priority class cannot preempt those in a higher priority class.  

Priority class designations are assumed to be changeable, depending on the situation.  The 

relative priority of requests within a priority class is also defined, including rules to promote 

efficiency and fairness in resource assignment decision-making. 

 

 

FREQUENCY ASSIGNMENT DECISION-MAKING 
 

The role of the Assignment Engine is to make dynamic frequency assignments based on the 

parameters of the requests and their relative priority.  As it does so, the Assignment Engine seeks 

to achieve optimality with respect to mission and frequency management goals.  In classical 

optimization, dynamic frequency assignment decision-making in this domain would be 

characterized as a dynamic bin-packing problem.  These problems are by their very nature NP-

hard, which means that arriving at a solution can be computationally intractable [2].  Yet, 

increasing demands for electronic spectrum make it evident that there is a need for assignment 

methods that make more efficient use of the spectrum.   

 

The assignment algorithm used in the Assignment Engine must simultaneously consider 

multiple, often competing objectives.  For example, one must simultaneously try to maximize the 

number of requests supported, minimize interference and data loss, minimize the time spent 

awaiting frequency assignments, and minimize cost.    

 

In optimization, such problems are referred to as multi-criteria optimization (MCO) problems.  

The most difficult aspect of this class of problems is making tradeoffs among objectives that are 

measured using different units (e.g., on-time performance measured in percentage values, costs 

measured in dollars, throughput measured in test missions generated per month, efficiency 
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measured in percent utilization per month).  The SAA’s Assignment Engine addresses this 

challenge by characterizing how incremental changes in objective values alter overall utility.   

For example, an assignment at the requested time yields 100% utility.  Delays in assignment 

increasingly yield less and less utility, the rate of which can be defined mathematically as a 

utility function.  In addition, the Assignment Engine stores decision maker judgments regarding 

the relative importance of each objective.  These utility functions and their corresponding 

weights are then used to determine the overall merits of competing options.  This kind of utility 

function-based framework simplifies the MCO problem by making it easy to characterize and 

simultaneously consider orthogonal objectives using a single measure of merit. 

 

While trying to achieve balance with respect to objectives like these, devising feasible spectrum 

assignment solutions requires satisfying multiple constraints.  Among the constraints to be 

considered are (i) mission / task priorities, (ii) bandwidth and throughput requirements, (iii) 

assignable frequency constraints (e.g., certain parts of the S-Band can no longer be used for 

flight test telemetry), (iv) distance of projection or power constraints, (v) timing constraints (e.g., 

start time and duration, available slack), (vi) environmental constraints (e.g., weather effects on 

sensor capabilities), (vii) task groupings and relative timings (e.g., coordinated fires), (viii) 

spatial and spectrum separation constraints, (ix) multiple access physics, and (x) equipment 

capability constraints (e.g., transmitter tunability). 

 

The assignment engine currently under development seeks to accommodate as many requests as 

possible with minimal or no delay to their real-time service needs subject to feasibility and 

priority constraints. As designed, the optimization problem is viewed as one in which 

assignments are made to simultaneously optimize utility with respect to the (i) number of 

requests serviced, (ii) waiting time (i.e., difference between the start times requested and the 

assigned start times), and (iii) cost or value of the assigned spectral real estate as reflected by the 

relative demand for that real estate.     

 

With respect to the first objective, the goal is not simply to maximize the raw number of requests 

serviced.  Consider, for example, a set of requests that are members of priority class B.  The 

relative priority of requests in this set may be determined according to some rule, such as first-

come, first-served.  On a one-for-one basis, the utility gained from servicing a low priority 

request will be less than that gained by servicing a higher priority request in the class.  However, 

servicing multiple lower priority requests could potentially generate greater utility than servicing 

a high priority request.  The overall effect achieved by this objective is to give priority to 

requests based first on priority class, then on the relative merits of servicing specific requests 

within the same priority class.     

 

Waiting time, assuming a delay in providing access to the needed frequency can be tolerated, is 

similarly evaluated with respect to the priority of serviced requests.  The degree to which it can 

be tolerated is specified in the request.  In general, the later the assigned start time is from the 

requested start time, the lower the utility will be.   

 

Another, quite intuitive concept is the goal to optimize utility with respect to the value of the 

assigned spectral real estate.  Clearly, some portions of the spectral real estate are in higher 
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demand than others, possibly due to a prevelance of non-tunable devices used to support 

common functions.  Just as in commercial real estate markets where location is everything, 

increased demand for certain segments of the spectral real estate effectively increases their 

relative value.  Hence, the price that can be set to use that real estate will be higher than for 

segments of the spectral real estate that are in lower demand.  Given a choice, one would prefer 

to make assignments in such a way that frequency needs are met at the lowest possible cost.   

 

Maximizing the value of the remaining spectral real estate is accomplished by assessing the 

relative cost of the spectrum assigned based on known and expected demand.  In general, the 

more demand there is for a particular portion of the spectral real estate, the higher its value (or 

cost) and, correspondingly, the lower the utility of assignments made that use that spectral real 

estate.  In this case, the utility function for each request ranges from the minimum cost to the 

maximum cost that would be incurred for an assignment within the device’s tunable range (or, 

perhaps, relative to a specifically requested central frequency).   

 

As stated before, the relative importance applied to each of these objectives further steers the 

optimization results.  Relative importance is established by assigning weights to each objective 

function element which may remain fixed as a matter of policy or be changed to dynamically 

reflect changes in the situation.     

 

As with all optimization problems, there is rarely a “silver bullet”.  Because these situations are 

very different, no one scheduling strategy will work equally well for all of them. The SAA 

architecture, therefore, is intended to serve as a useful experimentation framework enabling 

analysts to assess the relative merits of different assignment algorithms for a diverse range of 

operational contexts.  In support of this role, the Simulated Demand Generator element shown in 

the SAA Architecture diagram (Figure 1) serves as a means to define various loading situations 

against which to test the performance of different assignment algorithms.   

 

 

SUMMARY AND RECOMMENDATIONS 
 

Assured access to electronic spectrum is essential to the success of U.S. military operations 

around the world.  Increasing contention for this limited resource threatens to degrade 

operational capability.  Capitalizing on the potential economies to make more efficient use of the 

electronic spectrum can be achieved through innovative changes in process, culture, and 

technology.  The solution elements presented in this paper can provide a promising foundation 

upon which to begin making those changes.  An effective way to begin this process might be 

through using the SAA to help demonstrate an initial operating capability (IOC) for iNET as a 

prototype resource management facility (RMF), which includes both the telemetry network 

management system (TmNS) and spectrum asset management (SAM) components of the iNET 

architecture.  The demonstration would involve reserving a block of electronic spectrum for 

iNET experimentation using the current frequency scheduling process, then using the SAA to 

dynamically manage frequency assignments while being supervised by a frequency manager.  

The lessons learned from this exercise can then be used to identify additional needs, drive further 

enhancements, and create a common vision for the various stakeholders involved.   
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