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ABSTRACT 

 

 This paper presents a technique for embedding a digital data stream within a digital video 

stream using wavelet and nonlinear subband decompositions.  This technique may enable more 

efficient use of radio frequency (RF) spectrum and a reduction in hardware necessary to transmit 

one or more narrowband data streams on a payload that incorporates a digital video camera.  

Several data embedding examples are presented which show how relatively large payloads can 

be embedded in even a single image with little noticeable degradation in image quality. 

 

 

INTRODUCTION 

 

 The increasing use of real-time digital video systems is stressing modern telemetry 

architectures.  Video systems may broadly be classified as “documentary” or “scientific.”  

Documentary video systems typically have lower resolution, are not radiometrically calibrated, 

and are intended to provide situational awareness information to remote observers.  Scientific 

video systems generally have high spatial and temporal resolution, are radiometrically calibrated, 

and are designed to collect information to answer specific technical questions.  It is generally 

deemed unacceptable to degrade imagery from scientific-grade cameras using lossy compression 

techniques, but there is frequently some willingness to accept subtle degradation of documentary 

video quality in exchange for decreased transmission bandwidth requirements.  This paper 

introduces a method for inserting a low-rate digital stream into a video stream in order to reduce 

bandwidth and reduce payload size, weight, and power by eliminating dedicated narrowband 

transmitters. 

 

Many current telemetry applications include one or more narrowband data links 

containing housekeeping data (i.e. vehicle position/attitude, temperature, voltage, and pressure 

sensor measurements) and often one or more real-time documentary video links.  The number of 

real-time video links and the bandwidth associated with these links has increased as the size of 

video camera focal planes has increased and the cost of these cameras has decreased.  Real-time, 

visible-band video cameras are now available with multi-megapixel imaging arrays, and 

megapixel-class infrared imagers are becoming available.  This improved sensor capability is 
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already taxing the available radio frequency spectrum allotted to aeronautical telemetry 

applications, and the situation is expected to get worse as manufacturing techniques improve. 

 

 Efforts to use RF bandwidth more efficiently have increased as sensor technology has 

developed.  Multiplexed telemetry streams, such as the Consultive Committee for Space Data 

Systems (CCSDS) and second-generation Digital Video Broadcast – Satellite (DVB-S2) 

standards, have incorporated more efficient modulation techniques and modern Forward Error 

Correction (FEC) coding schemes.  Video compression schemes such as MPEG and JPEG-2000 

have added flexibility that is useful for systems that provide both documentary and scientific 

video.  Finally, the telemetry community has been active in preserving and reclaiming existing 

RF spectrum assignments, and continues to work toward obtaining frequency assignments in 

new bands.  This paper seeks to complement these efforts by introducing another tool for 

increasing the efficiency of video telemetry systems using high-capacity data embedding. 

 

 High-capacity data embedding is a form of digital watermarking, where a “watermark” or 

“data payload”, is hidden in an image known as a “cover work”.  Digital watermarking schemes 

are broadly classified depending on whether they introduce either overt or covert watermarks 

into the cover work.  Overt watermarks are typically large symbols which are designed to 

immediately identify the owner or originator of the cover work.  Covert watermarks are usually 

relatively small, visually undetectable data payloads.  The prime motivation for developing 

watermarking schemes to date has been oriented toward protection of intellectual property rights.  

Extensive research has been conducted on developing digital watermarks that are robust to 

various types of deliberate attacks by individuals attempting to avoid proper licensure of the 

protected intellectual property.  In contrast to digital watermarking, high-capacity data 

embedding algorithms are designed to insert many thousands of bits into cover images.  While 

the increased payloads come at the expense of degradation in cover image quality and increased 

vulnerability to deliberate attack, these trades are acceptable in the case of documentary video 

transmission from aeronautical telemetry systems.   

 

 This paper is composed of four major sections.  Section 2 briefly describes wavelet and 

subband image decomposition.  Section 3 examines a particular high-capacity data embedding 

scheme that operates in the decomposition domain.  Section 4 presents distortion results using 

this embedding scheme with a number of decompositions on two example test images.  This 

paper concludes with a brief summary and examination of the relevance of this technique to a 

notional aeronautical telemetry system. 

 

 

IMAGE DECOMPOSITION  

  

 Data compression techniques are either lossless or lossy.  Lossless compression 

algorithms (i.e. Huffman coding) permit perfect reconstruction of the source data, but typically 

have low compression ratios, on the order of 2-3:1 for most real-world data.  Lossy compression 

algorithms generally produce much higher data compression ratios by eliminating detail 

information to produce approximations of the original data.  Modern image and video 

compression schemes typically rely on transforming each image using a subband decomposition 

to decorrelate the information in the image.  In an ideal situation, the subband decomposition 
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used in compression is chosen specifically for its ability to produce a sparse decomposition.  

Lossy compression is achieved by selectively quantizing and transmitting or recording the 

transform coefficients that produce a satisfactory approximation to the original data.  Image 

compression performance is scene-dependant.  Any image transform may work very well on one 

class of imagery, but poorly on other types of imagery. 

 

The Discrete Cosine Transform (DCT) is used in the JPEG still image compression 

algorithm and in the MPEG-2 and H.26x video compression algorithms [1].  An image is 

segmented into 8 x 8 pixel blocks, which are then transformed into the frequency domain using 

the DCT.  The lowest frequency, “DC,” DCT coefficients from each block are transmitted first.  

These DC coefficients contain the average power for each 8 x8 pixel block.  The remaining 63 

higher-frequency “AC” DCT coefficients in each block are quantized using a predefined 

weighting scheme that usually emphasizes lower frequency coefficients.  Thus, high-frequency 

“details” are suppressed in each 8 x 8 pixel block within the image.  DCT-based compression 

schemes are fairly easy to implement in hardware, and can usually produce high-quality imagery 

at compression ratios on the order of 15:1 or higher. 

 

Wavelet transforms are used in the newer JPEG-2000 standard [2], the SPIHT algorithm 

[3] and other advanced video compression schemes.  Many of these image compression 

techniques are variations of the Embedded Zerotree Wavelet (EZW) [4] scheme developed in 

1993.  Classic wavelet image decomposition uses a low-pass, H0, and a high-pass filter, H1, 

along with decimation, to decompose the image into successively-coarse approximation and 

detail subbands as shown in Figure 1.  Perfect reconstruction is achieved by interpolating the 

subbands using properly constructed low and high-pass synthesis filters, F0 and F1.  Many 

different wavelet filters exist, and the filter responses are typically chosen to produce a desired 

time or frequency-domain roll-off and to preserve orthogonality. 

 

 
Figure 1:  Two-Scale Wavelet Decomposition Filterbank 

 

 Researchers discovered the “Lifting Method” [5] for generating wavelet decompositions 

in the mid-1990s.  Examination of this filterbank structure led other researchers [6] to investigate 
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the use of half-band nonlinear filters in subband decompositions constructed using the filterbank 

shown in Figure 2.  The input signal is decimated to produce even and odd-indexed time 

sequences, x1 and x2.  The even and odd subbands are then filtered with linear or nonlinear filters 

H and G.  Filters such as the mean, median, minimum, and maximum could be used to 

decompose imagery.  Nonlinear subband decompositions may produce sparser decompositions 

of some image classes, particularly those with edge features or high-frequency components than 

traditional linear, wavelet decompositions. 

 

 One nice feature about the nonlinear subband decompositions constructed using the 

filterbank in Figure 2 is that they can easily be designed to produce decompositions with integer-

valued transform coefficients.  This paper will focus on nonlinear subband decompositions for 

this reason.  Classical wavelet transforms usually produce floating-point transform coefficients 

that can be rounded to the nearest integer at some loss of reconstructed image fidelity.  A three-

scale median pyramidal decomposition, showing the approximation subband in the upper left 

corner and a total of nine horizontal, vertical, and diagonal detail subbands at three spatial 

resolutions is shown in Figure 3. 

 

Figure 2 – Nonlinear Subband Decomposition Filterbank Structure  

(Note: Decimation and interpolation stages are not shown.) 

Figure 3:  Three-Scale Median Pyramidal Wavelet Decomposition of the Lena Image  

(Note: The log-magnitude of the detail coefficient values is displayed to increase contrast.)  
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HIGH-CAPACITY DATA EMBEDDING 
 

 Digital watermarking and data embedding are very active areas of research.  JSTEG [7] 

was one of the first widely-used image watermarking algorithms.  JSTEG relies on manipulation 

of the least significant bit in JPEG images, and is susceptible to statistical attacks to detect the 

presence of a watermark.  The F3, F4, and F5 algorithms [8] provided a different method for 

embedding data that was less susceptible to attack.  Methods for detecting watermarks embedded 

using these algorithms were eventually developed [9].  More recently, researchers have begun 

looking at watermarking algorithms [10, 11, 12] designed for the wavelet-based JPEG-2000 

algorithm. 

 

Data embedding and digital watermarking algorithms manipulate the least significant, 

nonzero-valued, bits of the digitized cover images or transforms of the cover images to minimize 

data embedding distortions in the cover image.  The process of data embedding necessarily alters 

the cover image, and the message recipient must receive an error-free version of the altered cover 

image for proper message extraction.  In the event that the cover image is compressed, then the 

data embedding is performed after the compression processing is completed, or in regions of 

interest (ROIs) that are transmitted losslessly.  Data embedding algorithms are also divided into 

oblivious and non-oblivious categories.  Oblivious data embedding algorithms can decode the 

hidden data directly from the cover image.  The results shown in the next section of this paper 

were constructed using an oblivious data embedding scheme which assumed that the entire cover 

image was transmitted in a lossless manner. 

 

Another key concept in high-capacity data embedding is transform-domain sparsity [13].  

A transform domain containing a large number of zero-valued transform coefficients is 

considered sparse.  Decompositions that produce sparse transforms are very valuable in image 

compression applications, while decompositions that produce non-sparse transforms are valuable 

in data embedding applications. 

 

This paper uses Westfeld’s F4 high-capacity data embedding algorithm [8] acting on the 

image transform coefficients produced using nonlinear subband decompositions.  The original F4 

algorithm was first applied to the DCT coefficients used by the JPEG image compression 

algorithm, but is easily adapted to any wavelet or subband decomposition used for image 

compression and transmission.  The F4 algorithm is designed to embed digital data in the 

transform coefficients by incrementing or decrementing the value of the transform coefficient 

depending on the sign of the transform and whether it is an even or odd integer.  Decoding of the 

embedded data is simple: positive, odd values represent a binary “1,” positive even values 

represent a binary “0”, and the decoding rules are reversed for negatively-valued decomposition 

coefficients.  The F4 encoding and decoding algorithms are summarized below. 

 

F4 Data Embedding Algorithm 

Definitions: 

 C = cover image with N x M pixels 

 T = decomposed cover image 

 Cw = watermarked cover image with N x M pixels 
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 Tw = decomposition of watermarked cover image 

 b = embedded data bitstream 

 i = index of current bit in bitstream b to be embedded 

 Lb = number of bits in bitstream b (Lb < NM for bufferless  

         embedding) 

 j = index of cover image decomposition coefficient 

 

Step 1.  Define the wavelet or nonlinear subband decompositions to be 

used to transform the cover images, and the path through the subband 

decomposition used to embed the data (e.g. raster scan, tree, random walk). 

 

Step 2.  Compute T, the subband decomposition of the cover image, C. 

 

Step 3.  Select each embedded image transform bit, bi (1 ≤ i ≤ Lb), for 

embedding into cover image detail coefficient, Tj.  The index j is a pointer to a 

subband decomposition coefficient, determined by the method chosen in Step 1, 

to be tested for suitability for embedding bi. 

 

Step 4.  If Tj = 0, then j = j + 1.  Return to step 2.  Shrinkage has occurred, and no 

watermark bit  should be embedded. 

 

Step 5.  If Tj ≠ 0, then modify Tj, according to the logic in Tables 1 and 2.  

 

 bi = 0 bi  = 1 

Tj even Tj = Tj Tj = Tj -1 

Tj odd Tj = Tj - 1 Tj = Tj 

Table 1:  Data embedding logic table (Tj > 0) 

 

 bi = 0 bi  = 1 

Tj even Tj = Tj Tj = Tj +1 

Tj odd Tj = Tj + 1 Tj = Tj 

Table 2:  Data embedding logic table (Tj < 0) 

 

Step 6.  If i = Lb, then the entire bitstream has been embedded.  Compute 

the inverse decomposition of Tw to obtain the modified cover image CW, and 

store or transmit the embedded cover image.  Otherwise, let i = i + 1, j = j + 1, and 

return to step 2. 

 

 

 

F4 Data Extraction Algorithm 

 

Step 1.  Prepare the transmitted cover image, CW, for further processing.  

The recipient will need to know the decomposition and the indexing method 

(raster scan, random walk, etc.) that was used to embed the data.  This 

information must be agreed upon prior to embedding or transmitted as side 
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information.  The recipient must first transform the cover image, Cw, into the 

transform of the transmitted cover image, Tw. 

 

Step 2.  Create an empty Lb-element vector b, and reconstruct the i
th

 

watermark bit, b(i), from the j
th

 transform coefficient, Tw(j), as shown in Table 3.   

 

 

Sign(Tw(j)) Polarity(Tw(j)) b(i) Counter values 

Tw(j) < 0 Tw(j) odd b(i) = 0 i = i + 1 j = j + 1 

Tw(j) < 0 Tw(j) even b(i) = 1 i = i + 1 j = j + 1 

Tw(j) = 0 - - i = i j = j + 1 

Tw(j) > 0 Tw(j) odd b(i) = 1 i = i + 1 j = j + 1 

Tw(j) > 0 Tw(j) even b(i) = 0 i = i + 1 j = j + 1 

Table 3.  Data Extraction Truth Table 

 

EXAMPLE RESULTS 

 

 Results from embedding pseudorandom bitstreams in two images are shown in Figure 4.  

The “Lena” and “Tank” images [14] were both digitized to 512 x 512 pixels with 8-bit grayscale 

resolution.  Lena is a classic image used for image compression studies, and the Tank image may 

be representative of the types of imagery telemetered by some aeronautical sensor systems.  The 

F4 data embedding algorithm was applied using a complete, 9-scale, pyramidal median subband 

decomposition.  Figure 4 shows that there is little discernible difference between the original 

images, and the watermarked cover images; even after 100,000 pseudorandom bits have been 

embedded.  The difference images show that the artifacts in the watermarked cover image are 

distributed throughout the entire image. 

 

 The performance of the F4 data embedding algorithm as a function of the number of bits 

embedded in the Lena and Tank images is shown in Figure 5.  Median, mean, minimum, and 

maximum half-band filters, were used to compute 9-scale pyramidal subband decompositions of 

each test image.  Pseudorandom bit sequences, of lengths ranging from 100 to 100,000 bits, were 

embedded in each cover image.  The Peak Signal-to-Noise Ratio (PSNR) was computed for each 

watermarked cover image, relative to the original test image.  The PSNR values were better than 

40 dB for each test case, which indicates that the watermarked cover images were nearly visually 

indistinguishable from the original test images.  Image quality declines logarithmically with the 

number of embedded bits in these examples.   

 

 

SUMMARY 

 

 Many aeronautical telemetry systems currently transmit housekeeping data on a separate 

radio-frequency channel from documentary video data.  The housekeeping data stream is often 

on the order of 500 kbps or greater, while the documentary video data stream is generally 

compressed with an output data rate of 2-10 Mbps.  Many documentary-grade video cameras 

operate at 30 frames per second with 640 x 480 pixels and 12 or more bits of grayscale or color 

dynamic range.  The S-band transmitters commonly used to transmit these data streams often 
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occupy six or more cubic inches of payload volume and consume 50-100 W of power from 

payload batteries. 

Figure 4:  Data Embedding Examples (Top Row: Original Images; Middle Row: Cover Images 

After Embedding 100,000 Pseudorandom Bits; Bottom Row: Difference Images.  Difference 

images were contrast-enhanced for better visibility) 

Figure 5: Cover Image Quality as a Function of the Number of Embedded Bits 
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 In order to embed a 500 kbps housekeeping data stream in a video stream, one must 

embed 16,667 bits in each video frame.  The previous section indicates that fairly high-quality 

video (PSNR ~> 50 dB) is achievable at these embedding rates in 512 x 512 pixel images that 

are transmitted error-free.  Furthermore, it may be possible to embed wider bandwidth sub-

streams (i.e. heavily-compressed video), with data rates up to several megabits per second, with 

an acceptable amount of degradation in the cover video.  The important item to note is that the 

narrowband transmitter may be eliminated from the payload, and the narrowband data may be 

embedded in the wideband video stream with no increase in the bandwidth required to transmit 

the video. 

 

 Data embedding performance is ultimately dependent on the entropy of the transformed 

imagery, the characteristics of the sensor system, and the subband decomposition applied to the 

imagery.  Proper application of this technique requires simulation of the expected video imagery 

prior to testing to estimate the data embedding capacity of the video stream.  Data payload 

estimation, the application of forward error correction and data compression techniques on the 

embedded stream, and the development of a mechanism to determine which pixels in the cover 

image were modified are active areas for further research. 
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