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ABSTRACT 
 
Disk Recorders now represent a high performance, low cost and reliable alternative to traditional 
tape recorders for a wide range of platform data recording applications.  This paper discusses the 
latest advances in disk-based recording technology in the context of multi-channel Telemetry 
applications, showing the degree of flexibility that is now possible in terms of both channel count 
and the ability to record synchronous and asynchronous digital data streams alongside multiple 
wideband analog channels.  The techniques described are equally applicable to Acoustic, SIGINT 
and Telecommunications data capture and analysis applications aboard static, airborne and maritime 
platforms.  Topics covered include how new disk-based data capture technologies have been able to 
extend bandwidth, storage capacity, signal fidelity and the overall capability of mission recorders.  
Advanced operational issues, including true ‘read-after-write’, data security, portability and 
archiving, enhanced data management and analysis strategies are also covered.  The Paper includes 
detailed test results from COTS Disk Recorders already in service as well as an informative Road 
Map for this exciting new technology. 
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DISK RECORDERS – OVERVIEW 
 

The evolution of recorders based on hard-disk technology has been astounding.  Just a couple of 
years ago, this approach was little more than a ‘promising concept’.  But already, disk recorders have 
pushed the bandwidth/data rate envelope far beyond anything that was considered practical with 
tape-based recorders, and at a fraction of the price.  They are already in use in a wide range of 
platform environments, supporting long-term or even continuous recording of analog data to 75 MHz 
and beyond, as well as a number of telecommunications formats, including E1, E3 and OC-3.  Now 
‘second generation’ versions are appearing, taking advantage of recent advances in hard disk 
technology to provide even greater performance and flexibility. 
 



Disk recorders come in two flavors; RAID (Redundant Array of Independent Disks) and JBOD (Just 
a Bunch of Disks).  While both use high-end computer peripheral hard-drives as their primary 
storage medium, it is important to understand the differences between the two approaches.  RAID-
based recorders generally convert the input data (typically digital, analog, pcm, telecommunications 
or video data) to a conventional computer file that is written directly to several disk drives 
configured as an industry-standard RAID.  Although these files may later be converted back to their 
native format for analysis it is more normal for them to be analyzed directly on a Workstation.  This 
means that the traditional problems of getting instrumentation data into a computer format for 
analysis are largely overcome.  By contrast, JBOD recorders simply commutate a digital bit stream 
across all the available disks in a continuous, unformatted manner in order to gain the maximum 
possible speed advantage.  The JBOD technique is not restrained by the vagaries of an Operating 
System and is therefore generally able to support higher sustained data rates for longer periods of 
time.  JBOD recorders are also more efficient in their use of the available disk space since no 
redundancy is involved.  Although implementations differ, JBOD recorders tend to emulate 
traditional tape recorders so that data can be analysed in its original form (analog, pcm, etc.).  When 
conversion to a computer file or other data format is necessary this will generally involve some form 
of separate ‘export’ process. 
 
Disk-based recorders are an attractive proposition on several counts.  Digital data rates in the 1 
Gbps* range and beyond are already available on the some COTS products now in service.  1 Gbps is 
equivalent to about 50 MHz of signal bandwidth in analog terms (8-bit sampling), and more than 
twice the capability of the fastest tape recorders currently available.  For SIGINT, reconnaissance 
imaging and similar applications where raw bandwidth really matters, this is an important gain.  It is 
predicted that the next generation of disk recorders incorporating 144 GB† disk drives will support a 
sustained recording rate of up to 2 Gbps – or DC to 100 MHz in analog terms.  A typical JBOD 
recorder incorporating eight 36 GB hard drives has a storage capacity of some 275 GB (2 Terabits) – 
nearly three times that of the largest ANSI ID-1 tape cartridge, for example.  Second generation disk 
recorders typically use 144 GB disk drives to extend this figure to over 1 TeraByte (more than 8 
Terabits).  The random access element of disk recording can be used to good effect to achieve a true 
read-after-write capability.  This has the advantage not just of allowing the user to confirm that error-
free data has actually been recorded but, much more importantly, offers the possibility of accessing 
previously acquired signals for examination or analysis without interrupting the recording process in 
any way.  Maintenance costs on disk recorders are minimal. 
 
Professional-grade disk drives are considerably more robust than might at first be supposed.  A well-
engineered disk recorder is capable of operating reliably in all but the most severe of platform 
environments, and in reality shares virtually all of the attributes of a solid-state recorder – high 
recording rates, high storage capacity, excellent Spurious Free Dynamic Range (SFDR) 
performance, random access, a read-after-write capability and (surprisingly) a superior bit error rate 
– but at a significantly lower unit cost.  Hard-drives also have an excellent road map.  When disk 
recorders were first introduced two or three years ago they typically incorporated 9 or 18 GB drives 
– soon to be superseded by 36 GB media.  By late 2002 recorders with 144 GB drives became 
commercially available.  Historically, capacities have doubled annually and industry sources indicate 
that this trend is set to continue. 
 
 



SINGLE CHANNEL APPLICATIONS 
 
The primary motivation for the development of disk-based data recorders was the need for ever-
greater data bandwidths.  While users, particularly in the SIGINT world, were highlighting the need 
to be able to record analog signals accurately at bandwidths of up to 100 MHz, recorder 
manufacturers were coming to the conclusion that this level of performance could not be achieved 
reliably (or economically) with a tape-based solution.  For example, although some recorders 
designed to the ANSI I-D1 19 mm tape standard support data rates up to 500 Mbps (Megabits/sec), 
this equates to only 25 MHz in analog terms (8-bit).  By contrast, the same data rate can be 
supported by a disk recorder fitted with just two 144 GB hard drives – and for a fraction of the price.  
Since disk recorder architecture is easily scaleable, doubling the number of disks working in parallel 
doubles the data rate (and bandwidth); four drives support 1 Gbps (50 MHz), eight drives support 2 
Gbps (100 MHz), and so on.  Not surprisingly, therefore, the first disk-based data recorders to appear 
were aimed at single channel wideband recording applications.  For example, Avalon’s AE7000 Disk 
Recorder (Figure 1a) introduced in 2001 is able to record a 50 MHz analog signal for 37 minutes on 
a single 288 GB hot-swappable disk crate.  For contrast, the company’s second generation AE8000 
Disk Recorder (Figure 1b) offers identical capacity but with two 144 GB disk drives instead of the 
eight 36 GB disk drives of the AE7000.  AE8000 was primarily designed as a replacement for legacy 
S-VHS tape recorders to provide long duration recording of analog signals in the 1, 2.5, 6, 8, 12 and 
25 MHz bandwidth range.  It can also accommodate up to two channels of 155 Mbps OC-3 
telecommunications data. 
 

  
Figure 1a: Avalon AE7000 High Performance Disk 

Recorder fitted with a hot-swappable disk crate  
(right half of front panel) containing eight 36 GB disk 

drives (288 GB total). 

Figure 1b: Avalon AE8000 High Performance Disk 
Recorder. Note that the disk crate (extended) has exactly 

the same 288 GB capacity as the much larger AE7000 disk 
crate (Fig 1a) 

 
Since there is no ‘tape noise’ or bit error rate to worry about with a disk recorder, excellent levels of 
signal fidelity can be achieved.  For example, Figure 2a is a spectrum analysis plot made on a 12 
MHz analog disk recorder showing the spurious signals from a 1 MHz sine wave at –1dBfs.  The 
analyser sweep is 12 MHz (average 100 sweeps of 30 kHz bandwidth).  The plot clearly shows that 
all spurious signals are >63 dB down.  Figure 2b, taken on the same recorder shows the inter-
modulation products of a 1 MHz sinewave and an 11 MHz signal at –50 dB (modulation 20 kHz, 
deviation 200 kHz).  The analyser sweep is 12 MHz (single sweep at 30 kHz bandwidth) showing 
the FM signal 7 dB above spurious. 
 



  
Figure 2a Figure 2b 

 
 

MULTI-CHANNEL APPLICATIONS 
 
When the world moved away from the ubiquitous multi-track IRIG‡ tape recording format and into 
new ‘digital recording’ techniques (tape, disk or solid-state), it lost one feature that was extremely 
important to certain sections of the user community.  This was the ability easily to record multi-
channel asynchronous digital data.  For example, many telemetry receiving sites routinely have to be 
able to capture a wide range of parallel analog, digital and pcm data channels.  To complicate the 
problem still further, there are sometimes occasions when the data rate of the incoming pcm data 
stream may not be known a priori.  Likewise, maritime patrol platforms are accustomed to receiving 
data from both analog and digital sonar buoys.  Until now, these two classes of data have usually 
been recorded on separate recorders, due in part perhaps to the absence of a viable multi-role data 
recorder. 
 
Virtually all digital recorders are essentially single channel device so far as the actual recording 
process is concerned.  For example, data applied to a helical-scan tape recorder is simply converted 
to a serial bit stream that is applied to the writing head (sliced to fit a series of helical footprints on 
tape).  If the data is an analog signal, it is typically digitised by a sampling clock whose frequency is 
dictated by Nyquist’s criteria (Figure 3a).  Multi-channel analog signals can be accommodated 
simply by sampling these at a rate which is an exact sub-multiple of the writing clock rate and then 
multiplexing the resultant sub-streams into a single composite bit stream for recording (Figure 3b).   
 
 
 
 
 
 
 
 
 
 
Figure 3a: Typical digital recorder equipped to record a single analog signal. 
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Figure 3b: Typical digital recorder equipped to record multiple analog signals. 

 
While it is reasonably straightforward to use a digital recorder (tape, disk or solid-state) for 
recording single channel analog or digital data, or indeed multiplexed analog data, it has hitherto 
proved extremely difficult to record multi-channel asynchronous digital data at anything more than 
extremely low bit rates.  The problem is how to relate the data rates of a number of asynchronous 
digital signals to the single master recording clock.  Until now the two standard methods for 
recording multiple asynchronous digital data streams have been either to digitise the digital 
waveforms as though they were actually analog signals, or to ‘packetise’ the various digital channels 
into a composite bit stream. 
 
Although quite easy to implement, the digitisation method is inefficient in terms of the data rate 
needed to preserve the transitions in anything like their original form.  According to Nyquist’s 
Theorem an analog signal can be successfully digitised using a sampling clock that is about 2.5 times 
its nominal band-edge frequency.  For example, an analog signal of DC to 100 kHz bandwidth can 
be sampled at 250 kHz provided that suitable anti-aliasing filters are incorporated at the appropriate 
points within the channel.  Using 8-bit digitisation as an example, the resultant bit stream would be 
2 Mbps.  Unfortunately, to retain a reasonable approximation of the wave shape of a 100 kbps NRZ 
digital waveform a somewhat higher sampling rate is needed.  The rule of thumb is to use a sampling 
rate at least ten times higher than the bit rate (say 1 MHz in this case), giving a digital bit stream of 
8 Mbps (just to record a 100 kbps digital signal).  Clearly, this is extremely wasteful in terms of data 
rate and storage requirements and is really only useful for a small number of relatively low-rate 
digital signals. A typical airborne maritime application, for example, might require the recording of 
up to sixteen digital signals of up to 250 kbps each.  To record these channels as a group of 
asynchronous ‘analog’ signals would require an aggregate data rate budget of 
 

16 channels x 250 kHz x 10 samples x 8 bits = 320 Mbps 
 

Given that there may also be a number of analog channels to be recorded in parallel, the data rates 
quickly become very large indeed, and would certainly have a major impact on the maximum 
recording time for a given mission recorder. 
 
The ‘packetisation’ method might appear to be a more efficient approach on paper since the data bits 
are recorded more or less one-for-one (ignoring packet counts and other housekeeping data).  In this 
case, the data from each incoming digital data channel is accumulated into packets.  These packets of 
data are then multiplexed into a composite data stream together with a count of the actual valid 
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content.  However before this technique can be utilised a clock must be extracted from the data 
stream.  In a multi-channel data recorder the average data rate of each channel can vary widely so 
this clearly offers a significant challenge to the designer of suitable clock recovery circuits.  If the 
phase lock loop such clock recovery devices usually employ is disturbed by noise, extra (or missing) 
clock transitions may result.  This will spoil the phase accuracy of this channel from this point 
onward.  Similarly, in replay an output clock must be reconstructed.  Typically a numerically 
controlled oscillator is adjusted until the pointers representing the difference between the “stuff” and 
“strip” rates of the output FIFO are stabilised.  These techniques cannot be expected to produce 
inter-channel skew figures better than a fraction of a millisecond under all circumstances.  
Instrumentation recorders do not generally need a clock and so do not normally suffer from this 
problem.  If a clock recovery device is only required in the replay process and happens to be 
disturbed, then another attempt at replay can be attempted.  However, if the disruption occurred 
during recording, the data is irreparably damaged.  So, taking these various problems together, the 
‘packetisation’ approach is also somewhat limited in terms of performance for most practical 
applications. 
 
 

A NEW APPROACH TO RECORDING MIXED ANALOG AND DIGITAL SIGNALS 
 
Two important user requirements have now caused the problems of recording mixed analog and 
digital recording to be given more serious and urgent consideration. 
 

 Telemetry users wish to extend the bandwidth of analog channels and the data rates of pcm 
channels beyond anything which can be reasonably accommodated by either of the traditional 
methods described above, while in many cases increasing the overall channel count at the 
same time.  There are also occasions where the clock rate of the digital bit streams may not 
be known or predictable. 

 Acoustic recorder users, faced with the obsolescence of several types of recorder aboard their 
platforms, are now seeking to upgrade to a single mission recorder capable of simultaneously 
handling data from as many classes of sensor as possible (both analog and digital). 

 
Disk-based recording technology is ideally suited to solving this problem, as the following 
paragraphs will demonstrate.  Unfortunately, at this writing (May 2003) the techniques involved are 
currently the subject of a patent application and cannot be described in detail here.  However, the 
results of tests conducted on a practical system amply demonstrate the power and utility of the 
techniques involved. 
 
A practical example of an acoustic recorder may serve as a useful basis for discussion.  Assume that 
the requirement exists to record sixteen channels of analog data with a bandwidth of (say) DC to 
50 kHz in parallel with sixteen channels of asynchronous digital data running at (say) 250 kbps. 
 
Analog Section 
The analog element is perfectly straightforward.  To record a 50 kHz analog signal digitally, a 
sampling clock approximately 2.5 times the band edge frequency is required, say 125 kHz.  
Assuming 16-bit sampling, the resultant data rate per analog channel is 
 



125 kHz (sampling rate) x 2 Bytes per sample = 250 kB/s (2 Mbps) 
 

Sixteen such channels, all sampled under the control of a single clock, would therefore produce a 
total rate of 4 MB/s (32 Mbps), well within the scope of a 2 x 144 GB drive disk recorder. 
 
Digital Section 
As has already been mentioned, to record a 225 kbps digital waveform using the analog/digital 
conversion method, while at the same time preserving a reasonable representation of the transitions, 
would require a sampling rate of at least 1.125 MHz.  Even with 8-bit sampling (rather than 16-bit), 
the data rate per channel would be 1.125 MB/s (9 Mbps), or 18 MB/s (144 Mbps) for sixteen 
channels.  This is clearly a very inefficient way of recording what is effectively quite low rate data. 
To overcome these problems, Avalon has developed what it believes to be a completely new way of 
describing a digital waveform using advanced DSP (digital signal processing) techniques.  In general 
terms, the method involves the creation of a continuous sequence of ‘descriptor words’ that 
accurately ‘describe’ the salient elements of the digital waveform.  The primary advantages of the 
scheme are: 
 

 While it uses no more than the minimum data rate needed to describe an analog 
representation of the digital waveform by conventional means, near perfect 
encoding/decoding of the digital waveform can be achieved. 

 The decoding algorithm can be readily implemented both within the recorder/reproducer and 
within the user’s software package in order to create a near-perfect representation of the 
original multi-channel asynchronous digital waveforms. 

 The use of a common clock source for both analog and digital channels ensures that the inter-
channel and intra-channel timing and phase information for all channels is preserved 
throughout the recording/reproduction process (unlike multi-track instrumentation recorders). 

 The use of a high stability master clock ensures that the placement of transitions within the 
reproduced digital waveform is always within 1% of nominal. 

 Likewise, there is no cumulative error over time.  Each transition is always correctly placed 
within one count of the master clock. 

 Although there is an upper limit to the input bit rate (determined by the chosen master clock 
rate), the coding scheme will work at all lower input bit rates.  This permits the use of 
multiple record streams of totally unrelated data rates. 

 It is even possible to record different coding schemes in different channels (say, bi-phase in 
parallel with NRZ-L). 

 The system has an intrinsically high immunity to electronic noise – an important 
consideration for many applications. 

 The master clock used for recording and reproduction can, if required, be locked to a suitable 
high stability external reference source, guaranteeing that the replay clock rate is exactly the 
same as the original record clock rate. 

 Timebase upshifting and downshifting is also possible. 
 
 



TEST RESULTS 
 
The following measurements were made using four record/reproduce channels of an Avalon AE8000 
disk recorder using the DSP techniques discussed above.  The recorder was set up to record 
independent channels of digital data at any rate between zero and 250 kbps.  The technique itself is, 
however, valid for any data rate up to 2 Mbps given the current state-of-the-art for commercially 
available DSP components. 
 

 
Figure 4: Three streams of NRZ data at 230 kbps plus one of a significantly lower rate. 

 
Figure 4 shows three streams of NRZ data at 230 kbps plus a fourth running at a significantly lower 
rate.  The even numbered channels 0, 2, 4 and 6 are the input waveforms from a PC Test Set.  The 
odd numbered channels are the reproduced waveforms after the inputs have been through the coding, 
multiplexing, demultiplexing and decoding process using Avalon’s proprietary DSP techniques.  The 
replayed waveforms are shifted to the right simply due to the processing delay.  Note how the 
processing delay is constant, preserving phase relationship of all channels, even for the lower rate 
channel. 
 
Figure 5 shows Inter Channel Skew and Jitter.  One of the test set outputs has been applied to the 
inputs of Channels 1 and 2 of the AE8000 recorder and is shown in trace 1.  The outputs from 
Channels 1 and 2 are shown in traces 2 and 3.  This image was captured in infinite persistence mode 
and is a two-minute “exposure”.  Figure 6 shows a magnification of the eye diagram with a 100 ns 
time base, again as a two-minute “exposure”.  The cursors show a pk-pk deviation of 96ns.  With a 
bit cell period of 4.6 microseconds this equates to +/- 1.04%. 
 



  
Figure 5: Interchannel Skew & Jitter Figure 6: Two minute exposure of ‘eye pattern’ 
 
Figure 7 demonstrates the performance of analog channels operating in parallel with digital channels.  
Traces 1 and 3 are Inputs while Traces 2 and 4 are the corresponding Outputs.  The digital channel is 
running at 230 kbps and the analog channel is running at 50 kHz.  
 

 
Figure 7:  Analog and digital channels operating in parallel. 

 
 



EXAMPLE OF MISSION DURATION 
 

 

Figure 8: Proof-of-concept demonstration Avalon AE8000 
Disk Recorder containing two channels of analog plus 
eight channels of digital record/replay electronics.  
Practical implementations offering greater channel 
capacities require an expansion chassis. 

 
Continuing with our previous example, the following calculations can be made: 
 

Data Rate needed to support 16 x 50 kHz Analog Channels @16-bits): 4 MB/s 
Data Rate needed to support 16 x 225 kbps Digital Channels: 4 MB/s 
Total Data Rate to support 16 Analog plus 16 Digital Channels: 8 MB/s 
Capacity of a 2-disk Avalon AE8000 Disk Recorder 288 GB 
Recording Duration 10 hours 

 
The architecture of the system just described is essentially scaleable in several directions (channel 
count, analog bandwidth and digital data rate) so that these parameters can be simply traded for more 
or less mission duration within the context of a given disk storage capacity.  When the storage 
capacity of a 2-disk recorder is insufficient for the desired combination of channels, a larger 
(typically 4 or 8-disk) recorder can be specified. Within the existing architecture, the following 
performance parameters are possible*  
 

 Up to 48 analog channels 
 Up to 48 digital channels 
 Analog bandwidths to 1 MHz 
 Digital data rates to 2 Mbps 
 288 GB Disk Crate 
 Timebase upshifting / downshifting 

 
*Note:  these parameters represent the maximum values currently available in each case and are not 
necessarily all available within a given system.  They are mentioned here simply to illustrate what is 
now possible with current DSP technology. 
 
                                                 
* Throughout this document, lower case b refers to one binary bit.  Hence 1 Gbps = 1 Gigabit per second. 
† Throughout this document, upper case B refers to Bytes (8 binary bits).  Hence 1 GB/s = 1 GigaBytes per second. 
‡ Inter-Range Instrumentation Group (US DOD Range Commanders Council). 




