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Summary   A simple second-order digital phase-locked loop has been designed for the
Viking Orbiter 1975 command system.** Excluding analog-to-digital conversion,
implementation of the loop requires only an adder/subtracter, two registers, and a
correctable counter with control logic. The loop considers only the polarity of phase error
and corrects system clocks according to a filtered sequence of this polarity. The loop is
insensitive to input gain variation, and therefore offers the advantage of stable performance
over long life. Predictable performance is guaranteed by extreme reliability of acquisition,
yet in the steady state the loop produces only a slight degradation with respect to analog
loop performance. Analytical predictions and experimental performance are given in the
following for both acquisition behavior and steady state phase error.

Introduction   In the design of a phase-locked loop for spacecraft applications, prime
requirements are simplicity and reliability. Since it is generally agreed that digital circuits
offer superior long-term reliability compared with analog circuits, the implementation of a
digital phase-locked loop is attractive. A simple implementation may be achieved by
making discrete fixed-size corrections to system clocks according to the sign of the phase
error. A loop is described here which operates under these principles and nearly equals
linear performance within certain limits of rms phase error.

In order to produce predictable performance over long life, the loop is designed to be
insensitive to input gain variation over a very wide range. Its reliability is ensured by
simplicity of implementation and may be enhanced by redundancy of components, if
necessary. The loop is designed to acquire with extremely high probability in order to
guarantee reliable transmission of data even in the event that reception cannot be verified.



In the following we begin by presenting a functional description of the loop and a
suggested implementation. The operation of the loop is analyzed and compared with
experimental performance.

Functional Description   The configuration of the loop to be discussed is shown in block
diagram form in Figure 1. We assume that the input to the loop is a simple square wave
plus noise, although the loop is suited to sine waves or other waveshapes. The lowpass
filter removes out-of-band noise prior to sampling of the signal by the analog-to-digital
converter (ADC). The determination of the best filter bandwidth for tracking is possible,
but as a rule higher priorities, such as sampling for the detection of data, set filter
bandwidth. We will therefore show results for some practical cases of interest.

Tracking of the square wave is accomplished by sampling at the estimated transition points
of the waveform, as shown in Figure 2. Alternate samples must be added and subtracted;
and, in general, to improve signal-to-noise ratio the samples are summed over many cycles
of the input signal before any correction is made. This number of cycles, which we call M,
is variable, and of course largely determines the bandwidth of the loop.

At the end of the M cycles, the sum of the 2M samples is examined to determine only the
polarity of the phase error. Depending on the sign of the estimated phase error, the local
estimate waveform is bumped a fixed amount )1 in either direction. This alone constitutes
a first-order tracking loop. In addition, the sum of the error estimators (sign only) is taken
over all time and the loop is also bumped an amount equal to this sun times )2. This
constitutes a perfect discrete integrator and makes the tracker a perfect second-order loop.

Because )1 and )2 are fixed and because the loop examines only the polarity of phase
error, the loop has the advantage of being insensitive to input gain level. As will be seen
later, all loop performance parameters such as bandwidth, damping ratio, etc, are strictly
functions of )1, )2, M, and the signal-to-noise ratio of the input signal. This remains true
as long as the signal + noise level after filtering is reasonably well scaled to the ADC
maximum input level. The loop will function at any input gain level; but in extreme cases
some SNR loss will result, since the ADC in the limit of very high or very low gain
becomes a hard limiter. With a four-bit ADC at nominal gain level the increase in noise
variance in the loop due to quantization is less than 0.1 db.

Loop Implementation   Because the values of )1 and )2 are fixed, the implementation of
the loop is quite simple. Outside of the input filter and an analog-to-digital converter
(sampler), the only major components required for the loop are an adder/subtracter, two
registers and, a correctable counter. This is shown in the functional logic diagram of
Figure 3. Although in this figure two adders are shown, in practice it has been found
simpler to time-share the one adder/subtracter. The conceptual design is simpler as shown.



The correction mechanism consists of simply adding or deleting a number of pulses equal
to ±)1 + )2 · E, where E is equal to the contents of the second-order register. In the design
shown in Figure 3, )1 and )2 are constrained to be multiples of 1/512 of a cycle. This, of
course, is strictly a function of the primary countdown chain which may be changed at
will. A divide-by-512 counter was employed because it is a convenient binary counter and
appears to give all the flexibility desired.

The loop originally was designed for the proposed Viking Orbiter 1975 all-digital
command system. In this system )1 and )2 are equal respectively to 6/512 and 1/512 of a
cycle, and M = 128. The correctable counter employs an adder/subtracter into which the
)1 correction and the )2 correction are added to give a combined correction number in
512ths. Then the correction is made either by deleting an equivalent number of clock
pulses or by jamsetting the counter ahead by equivalent amount, depending on the
direction of the correction. From this design a breadboard model has been constructed with
commercial series 54 integrated circuits. The entire loop implementation, excluding ADC,
required 25 IC chips.

Steady State Performance   Besides being easily implemented, this loop offers the
advantage of readily analyzable performance during both acquisition and steady state. The
steady state performance has been analyzed by J. Holmes (Ref. 1) for the case in which the
rms phase error is small. In the following we summarize this analysis and its results.
Experimental results also are given.

In the analysis of Ref. 1 it is assumed that the input noise is white Gaussian with single-
sided spectral density No, as is common in a spacecraft environment. It is further assumed
that the input filter is an ideal lowpass. This latter assumption greatly simplifies the
analysis, but it may be shown that the results apply essentially unchanged to most
commonly used realizable filters. We assume that the input signal is a square wave of
frequency fo.

The analysis of Ref. 1 is applied to the specific situation of the Viking Orbiter conditions.
In this case the detection of data requires a sampling rate higher than 2fo, which is the
sampling rate in the loop. A convenient and reasonable choice of sampling rate for data
detection is 16fo, which implies a Nyquist bandwidth of 8fo. We therefore discuss the case
in which W, the single-sided bandwidth of the input filter is equal to 8fo.

The technique employed in Ref. 1 is to find the effective analog characteristics of the loop
by evaluating the slope of the expected value of the signal at point c in Figure 1. As long as
the loop is narrowband and the phase error is small, this approximation is reasonable. The
phase detector slope, or gain, appears in terms of a parameter ", which is essentially a
measure of the slope of the input signal at its zero-crossing. " is defined by:



(1)

Sa(t) is the filtered version of the input square wave signal which has amplitude A and
period To.

With this linear equivalent, then, the digital loop may be treated as a standard analog
phase-locked loop with a loop filter of the perfect integrator form, (1 + J2s)/J1s. The
parameters in the digital loop are related to the linear parameters by the following
expressions:

(2)

(3)
The desired results follow by defining a linear equivalent phase detector gain and an
equivalent noise process, and employing the previously derived linear theory of Ref. 2.
The linear equivalent bandwidth of the loop is given by:

(4)

where D is the signal-to-noise ratio of the phase estimator summation (point b of Figure 1),
given by:

(5)

The linear equivalent phase error variance is given by:

(6)

The linear equivalent damping ratio of the loop is given by:

(7)

In all cases )1 and )2 are expressed in fractions of a cycle.

The expression for FL
2 proves to be an accurate prediction for small phase error; however,

the result may be refined even further by considering the total phase error of the loop. FL

was derived by considering an equivalent linear loop. This does not take into account error
due to drift or quantization. Unlike the analog second-order loop with perfect integrator, a
frequency offset increases phase error variance in the steady state. In addition, the discrete 



correction adds a small amount of error also, since even in the noise-free case some steady
state jitter must be present in the loop.

Let us express the total phase error in the interval 0#t#MTo by:

(8)

where NL(t) is the equivalent linear phase error, Nq(t) is the quantization error, and Nd is
the drift in rad. for each Mto sec: For a relative frequency offset of )f Hz/Hz, Nd is equal to
2B)fM rad. We note that the above form produces a zero mean error due to drift,
consistent with a perfect second-order loop. It has been verified experimentally that the
overall phase error bias in the digital loop is zero. Thus, under the assumption of
independence between Nq(t) and NL(t), the total phase error variance is given by:

(9)

The independence assumption is only approximately true for arbitrary signal-to-noise
ratios, but becomes true for the noise-free case, when the quantization noise predominates.
We therefore approximate the Fq

2 by its value in the noise-free case. For the case in which
)1 = 4)2, it is easily seen that the loop error repeatedly goes through the following
sequence of values:

This sequence has zero mean value and an rms error equal to (41/4)1/2)2 For the case in
which )1 = 6)2, it is found that the rms error is (61/4)1/2)2.

Thus, for the two cases we have:

(10)

(11)

The prediction for Case I is plotted in Figure 4 for the case of )2 = 1/512 and " = 1/16
with )f = 0 and 10-4. Also shown in the figure are some experimental data obtained from a
computer simulation of the loop with )1 = 4)2 = 4/512. To obtain the data a commercial
6-pole linear phase filter and a commercial ADC were employed, and the function of the
loop was performed by computer. Since the loop is all-digital, of course, this involves no 



approximation. It is easily verified experimentally that for a six-pole linear phase filter
whose bandwidth is 8fo, " is approximately equal to 1/16.

As may be seen, the agreement between theory and experiment is excellent. Only when the
rms error becomes large do the two values begin to diverge. This may be explained by
examining the shape of the filtered waveform.

For an ideal lowpass filter of bandwidth 8fo, the filtered signal, Sa(t), may be described by
the first four components of a Fourier series as follows:

(12)

Thus, from Equation 1,

(13)

and " = 1/16 as used above. If the form of Sa(t) is examined, however, it is apparent that
this slope may be reasonably assumed only over a finite transition region, and the
waveform is flat over the remainder of the cycle. The waveshape may be visualized as
shown in Figure 5, therefore, for purposes of analysis. When the phase error becomes so
large that the loop spends a significant fraction of its time outside the transition region, the
linear theory is no longer valid. Since the transition region is 1/16 of a cycle wide, or
22.5E, it is apparent that the theory is invalid unless FN is considerably less than 11.25E.
As a conservative measure, let us require that 2FN < 11.25E, or FN, < 5.6E. This guarantees
that with high probability the loop is in the linear region. Thus, we may state that the
theory is accurate as long as FN, < 5.6E, although from experimental performance, the error
is tolerable if FN < 10E.

We note that the waveshape shown in Figure 5 should be approximately valid for a large
class of realizable filters of bandwidth 8fo. For example, 2-pole Butterworth and 6-pole
linear phase filters have been observed to produce this waveshape. Thus, the results above
should apply to most realizable filters, as well.

Acquisition Performance   The acquisition performance of the loop has been analyzed by
H. Chadwick in Ref. 3 for the specific case of the Viking Orbiter parameters. The analysis
is not conveniently generalized, but the techniques are easily applicable to any set of
conditions. The conditions of the analysis are identical to those of the previous section, 



including the assumption on the waveshape as shown in Figure 5. The worst case is
assumed, in which the relative frequency offset )f = 10-4 Hz/Hz.

With the waveform of Figure 5 it is a simple matter to compute the probability, given a
phase error N, that the loop fails to correct in the proper direction. Because the input noise
is Gaussian, this probability is easily shown to be:

(14)

These probabilities hold except when the error is near B, but such a large error constitutes
an out-of-lock condition.

Now let us define the state variables Xn and X0n at time tn = nMTo to be given by

(15)

where En is the contents of the loop second-order register. If we assume that Nn < 0, then

it is clear that with probability 1-P(Nn), Xnt = Xn+1 = Xn + X0n + )1 + M)f and X0n+1 = X0n +

)2. Also, with probability P(Nn),Xn+1 = Xn + X0n- )1 + M)f and X0n+1 = X0n - )2. If Nn were
greater than zero, the signs of the correction would be reversed.

Apart from the contribution due to frequency offset, the state variables Xn and X0n occupy
only a finite number of states, and the probabilities of transition between these states are
easily computed. This may be expressed in matrix notation as

(16)

where Dn is the vector of state probabilities and P is the matrix of transition probabilities.
By iterating this matrix equation, one may determine the probability density of phase error
after an arbitrary number of intervals of MTo. The steady state density is obtained by
solving the eigenvector equation

(17)

The effects of frequency offsets are easily handled in the cases in which M)f is an integral
multiple of )2. (Since )2 in practical situations is the smaller of )1 and )2, it determines 



the increment between adjacent states.) That is, if M)f = K)2, where K is any integer,
then the effect of drift is simply to shift the density of Xn by K)2 units each increment
time. This effect is easily incorporated into the transition matrix P, and Equation 16
remains valid. For those cases in which M)f is not an integer multiple of )2, one may
simply choose that integer K of the same sign as )f whose magnitude is the smallest value
which satisfies *K* $ *M)f*/)2. This clearly produces an upper bound on performance.

Consider, for example, the Viking Orbiter parameters. We have )1 = 6)2 = 6/512, and
M = 128. Worse-case )f = 10-4, which implies that M)f/)2 = 6.55. Thus, we may let
M)f = 7/512 for the purposes of computation. This value is equivalent to an actual )f of
1.07 x 10-4, which clearly represents only a slight discrepancy.

In order to compute acquisition performance, therefore, one only requires an initial
condition state vector Do, for thereafter Equation 16 may be used to define the

performance. The initial condition density of X0o is trivial, as Eo is always set to zero prior
to activation of the loop. Only the initial condition density of Xo must be obtained. In the
Viking Orbiter command system an initial estimate of signal phase is made by comparing
the incoming signal with 16 phase-shifted square-wave replicas. The largest correlation is
selected as the best estimate, and the local waveform is “jammed” to this phase. The
probability density function of phase error after the estimation procedure is easily
calculated (Ref. 4). For the worst-case drift of )f = -10-4 (a negative drift was assumed for
the computations) the density of Xo appears as in Figure 6. Although the density is
continuous, it may quantize into units of )2 with little loss of accuracy. This provides the
complete initial condition vector Do.

From this initial condition H. Chadwick performed the computation of Equation 16 by
computer up to 75 iterations . In the computations the area used was the region -175)2 #

Xn # 75)2, -50)2 # X0n # 50)2. Outside this region the loop was considered to be out of
lock. The matrix of transition probabilities is, therefore, a 25,000 x 25,000 array. The size
of this array was chosen on the basis of computation time with the stipulation that the
probability of falling outside the array be much smaller than acquisition error rate. In
performing the computations, M)f was not fixed at -7/512, but instead a bias of -6/512
and -7/512 was added to X2 after alternate iterations. This does not produce an upper
bound on M)f = -6.55/512, but should give a close approximation to the exact
performance.

The results of the computations for the Viking loop are shown in Figure 7, where the
probability of failing to acquire after a given number of iterations is plotted. Recall that one
iteration equals one time period of MTo. Also shown in the figure are some experimental 



points obtained through computer simulation, as described above. Again, the agreement is
excellent.

We see that the loop when used in conjunction with the Viking Orbiter commamd detector
fails to acquire after 60 iteration periods with probability 10-5 . This fact was used in the
design of the subcarrier tracking loop for this system, because such low error rates are
essential in spacecraft command applications. This probability could not have been
obtained experimentally in a reasonable amount of time.

Comparison with Analog Loops   The ideal method of comparison between two loops is
either to compare acquisition performance given that the two loops have identical steady
state phase error variance, or to compare phase error given identical acquisition behavior.
Since the acquisition performance of standard analog loops has not yet been analyzed, this
method of comparison is not possible. Instead we choose to compare the phase error
variance of an analog loop with that of a digital loop having the same loop bandwidth.
Although this method leaves the evaluation incomplete, some feeling for relative
performance is possible.

Since most analog phase-locked loops are configured for sine wave operation, we restrict
our attention in this section to a sine wave input:

(18)
For this case, the phase error variance of the analog loop is given by (Ref. 2):

(19)

where WL is the two-sided loop bandwidth. Equations 4 and 6 remain valid for a sine wave
input. Inspection of the two equations reveals that Equation 6 may be rewritten as:

(20)

From Equation 5, this becomes:

(21)

Under the hypothesis of identical loop bandwidth in each case, we have:

(22)



For a sine wave input a reasonable lowpass filter bandwidth, both for data detection and
tracking, is W = 2fo. In this case the sine wave signal passes through the filter unchanged,
and Sa(t) = S(t). From Equations 1 and 18,

(23)

(24)

This gives the result:

(25)

This answer is not unexpected, since the SNR loss associated with a lowpass limiter at law
input SNR is equal to 2/B. In other words, the digital loop performs as well as a standard
analog phase-locked loop except for the limiter loss. This is the penalty which must be
paid for making the loop insensitive to input gain variations. 

Equation 25 deals only with the linear equivalent phase error of the digital loop. As we
saw above, there are slight corrections to be made for the effects of frequency offset and
quantization. The result remains that the digital loop suffers no significant performance
loss over analog loops; however the true comparison should read:

(26)

(See Equation 9.) The theoretical phase error variances are plotted in Figure 8 for the two
loops for the case in which )1 = 6)2 = 6/512, )f = 10-4 , and M = 128. (See Equation 11.)
Also plotted in the figure is the digital loop phase error without compensation for
quantization and offset, or FL

2 . This may be looked upon as the variance of an analog loop
with a hard limiter following the phase detector. It may be seen that the increase in phase
error due solely to digital effects is quite small, being less than 1E over the region of
interest.

Over the entire range the loop is only slightly degraded with respect to analog loops for the
case shown. This will remain true as long as Nd is small. When the M)f product is large,
the N2

d/12 term may begin to dominate Equation 26. This cannot be alleviated by
decreasing M because this degrades the SNR of correction (see Equation 5). In fact when
M)f is large, the system bandwidth probably will have to be increased to provide more
reliable acquisition, which will further degrade rms phase error. Thus, it appears that the 



loop offers advantages over analog loops as long as M)f is small. When this is not true, an
analog loop would be preferred.

Conclusions   A second-order phase-locked loop has been described which may be easily
implemented from standard digital circuits and which offers the advantages of stable,
predictable performance over long life. The loop acquires with high reliability, failing on
the average of once in 105 times for the case described. In addition, the loop performs in
the steady state with little degradation over linear performance. An increase in rms phase
error by (B/2)½ is caused by the presence of the limiter in the loop, but aside from this,
steady state performance equals that of an analog loop with perfect integration except for a
small correction due to quantization and frequency offset. In most cases, this latter effect
produces less than 1E additional rms error.

The performance of the loop has been successfully analyzed for both acquisition and
steady state behavior. These analyses and their results have been summarized above. The
agreement with experimental error is excellent in the cases where the rms error is less than
5E to 6E and the M)f product is small. Each of these restrictions is represented in most
practical situations.

The loop presented here is capable of tracking any periodic waveform with high
performance. The loop is especially suited to situations where predictable, reliable
performance is required and simplicity is essential. The loop would appear to offer
significant advantages over standard analog loops except in the cases where frequency
offset is large.
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Figure 1.  Block Diagram of Digital Phase-Locked Loop

Figure 2.  Signal Sampling Structure

Figure 3.  Loop Implementation, Post ADC Only



Figure 4.  Loop Phase Error in Steady State

Figure 5.  Assumed Signal Waveshape

Figure 6.  Initial Condition State Probabilities



NUMBER OF ITERATIONS

Figure 7.  Acquisition Probability of Loop

Figure 8.  Comparison of Analog and Digital Phase Error for Sine Wave Input




