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ABSTRACT 
 
A particular engineering aspect of distributed sensor networks that has not received 
adequate attention is the system level hardware architecture of the individual nodes of the 
network. A novel hardware architecture based on an idea of task specific modular 
computing is proposed to provide for both the high flexibility and low power 
consumption required for distributed sensing solutions. The power consumption of the 
architecture is mathematically analyzed against a traditional approach, and guidelines are 
developed for application scenarios that would benefit from using this new design.  
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INTRODUCTION 
 
Much of the research focus in the area of distributed sensor networks has been devoted to 
developing power aware or power conservative wireless networking[2], operating 
systems[1],[8], or application software.[8],[9] The hardware aspects of these systems have 
been largely overlooked, yet many potential benefits may be derived by considering the 
node system as a whole including both software and hardware components. Furthermore, 
implementation of distributed sensor networks can be highly application dependent, and 
this realization provides a new systems perspective for engineering generalized solutions.  
 
Only two system level design approaches have previously been made regarding node 
hardware. One approach has been to develop highly optimized, low power, and inflexible 
systems that are specific to a single application. The other approach has been to engineer 
non-optimal, high power, yet extremely flexible systems that can be adapted to many 



 

different applications. These approaches are unsatisfactory to produce programmatically 
efficient, deployable sensor systems. The inflexible systems become one time solutions 
that cannot be adapted and are thus programmatically expensive, yet the flexible systems 
consume large amounts of power and resources and hence require frequent attendance 
once deployed. The remainder of this document will discuss and analyze an architecture 
developed to strike a balance between the flexibility, optimality, and power consumption 
of these two previous approaches. The architecture is specifically designed to satisfy the 
needs of event-driven sensor networks. A brief comparison of metrics of this architecture 
to a more standard architecture will be given in order to point out the tradeoffs associated 
with each design. Finally, a comparative mathematical analysis of the power 
consumption of this new architecture with a more standard architecture will be shown. 

 
 

PROPOSED NODE ARCHITECTURE 
 
There are several key features that an ideal sensor network platform would have. It would 
be low power, robust against failure, extensible and adaptable to many applications, 
upgradeable as components are advanced, and have capabilities for complex 
computational requirements. These features are primary motivations for the idea to 
develop a task separated, modular, decentralized architecture.[4],[5] The modularity will 
immediately allow better extensibility and upgradeability in comparison to more 
traditional centralized approaches, since adding or changing components is as simple as 
adding or swapping modules. As will be shown in the Power Analysis section below, the 
modularity also decreases the total power consumption of the system for certain 
applications.[6], [7] Furthermore, modularity leads to better robustness and survivability 
since it eliminates single point of failure issues, to which centralized approaches are 
inherently susceptible. Finally, since the system is flexible and can adapt to many 
different possible applications, developing via the modular approach could give a lower 
long term programmatic cost. (For more detail on these issues, see the authors’ previous 
paper in Reference [3], “A System Level Hardware Architecture for a Distributed Sensor 
Network Node.”) Several partially modular but inflexible architectures include the Sandia 
HERD nodes, the Berkeley Wireless Research Center picoRadio test beds, the Berkeley 
MICA motes, and the Rockwell WINS and Infocube platforms. The architecture 
proposed in Figure 1 is a series of operationally disjoint modules connected by a central 
bus, and satisfies many more of the desired system attributes than previous systems. 
 

 
Figure 1: Node System Architecture 

 



 

Each of the modules attached to the central bus acts as a stand alone component. The 
sensor modules each have their own data pre-processors (either low power general 
purpose processors, DSPs, micro-controllers, or FPGAs depending on level of 
computational complexity required) and data storage (either internal or external to the 
data pre-processor depending on memory requirements) as shown in Figure 2. This 
allows a higher power general purpose processor module to remain in a low power sleep 
mode for the majority of node operation. A general purpose processor is kept in the 
system in order to allow complex algorithms and node operations to occur when 
necessary thus providing a flexibility improvement over the application specific systems 
previously implemented. In order to reduce the processing requirements of the general 
purpose processing module further, the wireless networking module will handle all 
network routing when wireless messages simply need to be hopped on to other nodes. 
 

 
Figure 2: Module Architecture 

 
The purpose of the sensor module data pre-processor will be two-fold: it will acquire and 
process the raw sensor data into a standard format, and it will act as an event detector. 
The advance event detection service that the pre-processor performs will take a first pass 
look at the data from the sensor to determine if an event has occurred. This first pass will 
likely take the form of threshold monitoring, envelope detection, or something similarly 
undemanding. When an event is registered, the sensor module will send a request to the 
general purpose processor module for verification. The processor module will gather the  
buffered data from the sensor module, fuse it with other relevant sensor data, and analyze 
it using higher-level computationally intensive algorithms to verify the event. If the event 
is verified, the general purpose processor could then pass along this high level situational 
information to other wireless nodes. 
 
In order to make this architecture viable, each module must also have a separate hardware 
or software intra-node (inter-module) networking section, labeled as the Intra-Node 
Network Connector (INNC) in Figure 2. The INNC will be able to power on or off the 
module back-end and act as a gateway to the intra-node network. The INNC also protects 
the module from the heterogeneity of the back-ends of other modules, and allows for the 
extensibility and reconfigurability of the system. The INNCs are the only sections of the 
system which are required to be continuously powered and ready to receive interrupts. 
This requirement necessitates they be very low power and have the capability to enter 
interrupt ready sleep modes to conserve energy. 
 
 

POWER ANALYSIS 
 
In order to derive the power requirements of the decentralized architecture proposed, an 
abstraction of it must be made and a mathematical analysis must be performed. Let each 



 

module have three states: a standard state, a wait state, and a transacting and processing 
state. The standard state is the state in which the module resides when it is not interacting 
with any other modules. In the standard state, a module may be collecting sensor data and 
pre-processing it for event detection, may be in a deep sleep power saving mode, or may 
be carrying out some other action depending on its specific system function. The wait 
state occurs when a module requests service from another module that is already busy 
processing a different request. The requesting module is assumed to immediately 
transition from its standard state into a wait state until the requested module is ready for 
the transaction. Finally, the transacting and processing state occurs either when 
transacting a request for service to or from another module or when processing a request 
from another module. After any transaction and processing state, a module is assumed to 
immediately transition into its standard state. When transitioning from a standard state to 
a transaction and processing state, a module is assumed to require a short start-up time 
before transactions can occur. Aside from this transition, however, all other transitions 
are assumed to be instantaneous. Finally, for purposes of generality, since all modules 
will be on a central communications bus, let each module be able to request service from 
any other module except itself. Based on this abstraction, Table 1 illustrates the ten 
decentralized system parameters. 

 
pi average power consumed by module 

i while transacting or processing a 
request 

wi average power consumed by module 
i while in a wait state 

si average power consumed by module 
i while in a standard state – i.e. not 
transacting and processing requests 
or waiting to make a request 
(pi≥wi≥ si) 

oi average power consumed by module 
i when transitioning from a standard 
state into a transaction and 
processing state 

rij rate at which module i requests 
service from module j 

ui average time it takes for module i to 
transition from a standard state into 
a transacting and processing state 

aij average wait time experienced by 
module i when requesting service 
from module j (aij > wake-up time of 
module j) 

xij average time of a processing request 
transaction from module i to module 
j 

tij average time it takes module j to 



 

process a request from module i 
m number of modules 

Table 1: Decentralized Architecture System Parameters 
 
There are five main operations of each module for which the power must be analyzed: 
transitioning from a standard state to a transacting state, transacting a request to or from 
another module, processing requests, waiting for another module to be available when 
requesting services, and being in a standard state. 
 
First, define an interval of length T. In this time period, requests will be made of module j 
at rates rij. The average number of requests from module i during time period T will thus 
be rijT. For each request, module j will require oj average watts during its transition from 
a standard state to a transacting state. The total power consumed by module j in a time 
period T from requests issued by module i will thus be rijTojuj. The average power is 
derived from taking the total power and dividing by the length of the interval, T, and 
summing over all modules, thus the average power consumed by module j in 
transitioning from a standard state to a transacting state will be: 

 
1,

m

ij j j
i i j

r o u
= ≠
∑  (1) 

Module j will need to transact requests with other modules. This will happen in two 
different ways, either module j will be the requesting module or it will be the requested 
module. If it is the requested module, the total amount of power expended during 
transactions from module i in a time period T will be rijTpjxij. If it is the requesting 
module, the total amount of power expended during transactions to module i in a time 
period T will be rjiTpjxji. Thus the average power consumed by module j during 
transactions will be: 

 ( )
1,

m

j ij ij ji ji
i i j

p r x r x
= ≠

+∑  (2) 

There is also power consumption associated with the actual processing of a request. 
Using the same reasoning as above, the power consumed by module j while processing 
requests made by other modules will be: 

 
1,

m

j ij ij
i i j

p r t
= ≠
∑  (3) 

When module j requests another module that is already busy, it must remain in a wait 
state until the requested module becomes available. Using the same reasoning again, the 
average power module j consumes while waiting will be: 

 
1,

m

j ji ji
i i j

w r a
= ≠
∑  (4) 

Finally, there will be periods during which module j will be operating independently of 
all other modules. This will only be during times when it is not processing requests, 
waiting for requests to be accepted, transacting requests, or transitioning from a standard 
to a transacting state. The cumulative amount of time during a period T during which the 
module will not be occupied will thus be: 



 

 ( ) ( )
1,

m

ij j ij ij ji ji ji
i i j

T r u t x r a x T
= ≠

 − + + + + ∑  (5) 

During this time, the module will be consuming its standard power sj. Thus, the average 
power consumed in a standard state by module j will be: 

 ( ) ( )
1,

1
m

ij j ij ij ji ji ji j
i i j

r u t x r a x s
= ≠

  − + + + +   
∑  (6) 

Term (6) will never be negative since it is not possible for a module to be busy for more 
than time T during a period of length T. Combining (1)-(6), the total average power of the 
modular system, Pm, will be: 

( ) ( ) ( ) ( ) ( )( )
1 1,

m m

m j ij ij j j ij j j j j j ji ji j j ji j j
j i i j

P s r x p s t p s u o s r x p s a w s
= = ≠

    = + − + − + − + − + −     
∑ ∑ (7) 

From equation (7), it can be seen that if the power consumption of the modules never 
fluctuates from its processing power consumption, pj, i.e. if (pj=sj=oj=wj), the total 
average power of the system will simply be: 

 
1

j j j j

m

j
jp s o w

pmP
== = =

=∑  (8) 

If the modules never go into standard or wait modes, the total average power of the 
system is simply the sum of the average power of each of the modules. This is similar to 
the case of a centralized system that never goes into a sleep state. 
 
Another apparent result from Equation (7) is the benefit of reducing processing times, 
transaction times, waiting times, and transition times of the modules. Similarly, reducing 
the rate at which modules request service of each other also seems to reduce overall 
power consumption. This may not be the case, however, and this is precisely where the 
tradeoffs of the modular system start to occur. At this point, it is beneficial to simplify 
Equation (7). Since it is likely that , , ,ji ij ij ji ja t x x u>>  and j jw s≈ , Equation (7) can be 
rewritten as: 

 ( )
1 1,

m m

m j ij ij j j
j i i j

P s r t p s
= = ≠

 
≈ + − 

 
∑ ∑  (9) 

Equation (9) represents the fundamental simplified power equation of the decentralized 
modular system, and minimizing this will lead to a minimum power system. This 
simplified power equation captures two fundamental tradeoffs for this architecture. First, 
for any single module, as tij is reduced, pj will likely increase. It requires more 
computational capability to process the same amount of data in shorter periods of time, 
and more computational capability generally leads to higher power consumption. (This 
observation is violated if moving to a DSP from a micro-processor since a DSP may be 
better suited to perform a calculation. This change would reduce time and power.) 
Second, for the system as a whole, as the request rates, rij, are reduced, the power 
consumptions of each module, pj, will likely increase. If modules are more self-sufficient 
and request the service of other modules less, they must also be more competent to 
handle computational tasks on their own, and this generally requires more power as well. 



 

A precise analytic relationship between rij, tij, and pj may be impossible to determine, thus 
numerical simulation is generally preferred.  
 
In order to compare a standard centralized architecture with the decentralized one 
presented, a similar mathematical development must be made for the centralized system. 
Assume that all components of the centralized system are attached to a single central 
processor that has two modes, a processing mode and a sleep mode. Whenever the 
processor is not servicing a component or analyzing data collected from components, it is 
in sleep mode, otherwise it is in its processing mode. Assume the transitions between the 
two modes are close to instantaneous. Based on this abstraction, Table 2 illustrates the six 
centralized system parameters . 
 

cti time required to service component i 
and analyze resulting data 

cri rate at which component i must be 
serviced 

cpp central processor active power 
consumption 

csp central processor sleep power 
consumption 

cpci component i power consumption 
n number of components 

Table 2: Centralized System Parameters 
 
First, the total processing power, cp, and standby power, cs, of the centralized system 
must be calculated: 

 
1 1

i i

n n
c c c c c c

c c c c
i i

p p p and s s p
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= + = +∑ ∑  (10) 

Following a similar derivation to those above, the average power that the centralized 
architecture will spend in its processing mode will be: 

 
1

n
c
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i
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and the average power spent in its standby mode will be: 
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1
n

c
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Combining these two equations, the total power for a centralized system will be: 

 ( )
1

n
c c c c c

c i i
i

P s r t p s
=

= + −∑  (13) 

 
Using Equations (9) and (13), Figure 3 was generated for power comparisons. The 
parameter ranges simulated were based either on what was determined to be reasonable 
given likely sensor network applications or on what current commercially available 
components provide. 
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Figure 3: Centralized Versus Decentralized Power Comparisons 



 

 
In order to generate meaningful comparisons, the parameter values used for all of the 
plots in Figure 3 were kept constant unless the parameter was used as the independent 
variable. The parameter values used are shown in Table 3. 
 

Centralized  (All components are identical) 
Central Processor Standby Power, 
csp 

100uW 

Central Processor Processing Power, 
cpp  

250mW 

Number of External Components, n 4 
Component Sampling Rate, cr 5Hz 
Sample Servicing Time, ct 10ms 
Component Power, cpci 5mW 
Decentralized  (All non-GPPM modules are 

identical) 
General Purpose Processor Module 
(GPPM) Standby Power, s1 

100uW + 1mW = 1.1mW 

GPPM Processing Power, p1 250mW + 15mW = 265mW 
Number of Modules (Including 
GPPM), m 

4 + 1 = 5 

Rate Each Module Requests GPPM 
Validation (i.e. Event Rate), ri1 

.4Hz 

Validation Request Service Time, t1j 100ms 
Non-GPPM Module Standby Power, 
si 

5mW + 1mW = 6mW 

Non-GPPM Module Processing 
Power, pi 

5mW + 15mW = 20mW 

Table 3: Simulation Parameters 
 
There is a wealth of information captured in Figure 3, but space permits only a few key 
features to be noted. First, given different parameter values, either the centralized 
architecture or the decentralized architecture is lower power. For example, as shown in 
Figure 5E, for module event rates below about .5Hz, the decentralized system is lower 
power, but above .5Hz, the centralized system is lower power. There is no single best 
architecture; instead, different application spaces are targeted by each. Second, as single 
parameters are varied, the centralized and decentralized plots cross-over only once within 
the regions of interest. This implies that there are certain parameter thresholds above 
which one system will always be lower power. Finally, and most importantly, Figure 3 
can be used to give general characteristics of systems for which either architecture would 
be better suited. For example, for systems with many low power components, or systems 
that require a very high power general purpose processor but expect low event rates, 
Figure 3 shows that the decentralized system would be favored.  
 
Although useful general guidelines can be derived from Figure 3, the determination of 
which architecture would be preferred must be made on an application specific basis. 



 

Also, since the simulations performed do not take into account heterogeneous 
components or multiple parameter variations, future research is needed using more 
realistic system models. Furthermore, it is possible that hybrid centralized/decentralized 
systems would be beneficial under certain conditions, but this possibility remains to be 
researched as well. 

 
 

CONCLUSION 
 
A novel decentralized modular architecture for event-driven, distributed sensor network 
nodes was presented. A motivation and analysis of this architecture was given, and 
several general application areas were identified for which the new architecture would be 
better suited than a standard centralized architecture. Furthermore, the decentralized 
architecture was argued to be more robust, extensible, and upgradeable than a standard 
centralized architecture, and developing systems via the decentralized approach was also 
argued to give a lower long term programmatic cost.  
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