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ABSTRACT 
 
Packetizing data for transport over a networked system corrupts embedded information such as absolute 
and relative timing from the data.  Without this information, it is difficult to reproduce the data with its 
original timing restored.  Absolute timing is the time between data points within a given channel of data.  
Relative timing is the time relationship between data points from two or more channels of data.  Having 
this restored timing allows the use of existing equipment for analysis and eliminates the need for 
expensive custom designed equipment to analyze the recovered data.  Using a packetizing solution that 
transports information about the data stream and transport packets that are broken up by system wide 
timing allows us to accomplish this. 

 
 

KEY WORDS 
 
Packetized Data, Syncronizing to Serial Data, Recreating Timing for Packetized Data 
 
 

INTRODUCTION 
 
What is Packetizing? 
 
Transporting data from one point to another can be done in different ways.  The first methods may have 
been smoke signals and ram’s horns.  Fortunately, we have made some progress since then. 
 
When working with digital data, the most obvious way to transport the data is through a wire.  This may 
work very well for some applications, though as speeds and distances increase, transporting data though 
a wire becomes much less effective. 
 
To improve the transmission rates and distances, many transmission standards have been developed.  
These include mediums such as copper, optical fiber, and RF and use protocols that range widely.  These 
standards allow data to be transmitted over long distances and at high data rates.  While many options 
are now available as a result of these standards, challenges still exist. 



 
The data transport standards do not provide a solution for all needs.  A simple example is illustrated by 
the need to transport a 300,000 bps PCM signal where only a T1 interface is available.  Using the T1 as 
an interface medium provides plenty of bandwidth, but forces the user to either channelize the data, 
which in this example doesn’t add up correctly (64,000 * 5 =320,000), or use the T1 link channelized or 
unchannelized and buy or develop equipment that allows the data to be transported through the link and 
then recovered. 
 
Realizing that using existing standards don’t always offer efficient means for transporting data, the 
concept of multiplexing or packetizing starts to become useful.  The bandwidth of T1 is 1,536,000 bps 
for user data.  If the user wants to transport a 300,000 bps PCM signal and an 800,000 bps video signal, 
it appears there is adequate bandwidth.  To transport the two data streams over the T1 link, equipment is 
needed that can accept and transmit both data sources over the link so both are available on the other end 
of the link. 
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Figure 1 
 
Packetizing is one way to accomplish this.  Packetizing data, as the name suggests, is grouping the data 
into packets and transmitting these packets over the available transmission medium.  The transmission 
medium is shared between data sources. 
 
 
Disadvantages of Packetizing Data 
 
When packetizing data, extra data called overhead must be added to the data stream to allow decoding 
circuitry to properly recognize and reconstruct incoming data.  To make the system as efficient as 
possible the goal should be to minimize the ratio of overhead to information.  This requires that some 
thought be put into the design of the packet structure.  The fixed number of bytes needed for the 
overhead must be a small percentage of the number of bytes in the packet.  For example if one byte of 
information about the channel is added to identify it, the packet should contain at least 10 bytes of data, 
thus keeping the overhead to less than 10 percent.  Using a packet size of 100 or even 1000 bytes 
improves the ratio of data to overhead even more.  There is a trade off between packet size and 
throughput efficiency. 
 
Since packetizing inherently removes information about the time between each data point, recreating 
data with accurate timing can be a challenge.  If a byte or more of time information is needed for every 
byte of transported data, the overhead becomes so large that one data source uses all of the available link 
bandwidth.   
 



Another timing issue is the delay experienced by a signal in the packetizer, depacketizer and the 
reproduction device.  The delay is illustrated by a hypothetical telephone call placed onto a network.  A 
voice signal is sampled and compressed to a 4-bit sample at an 8 Ksps rate and the resultant information 
is packetized efficiently into a 1 Mbit-per-second data link. Prior to placing the data onto the link, the 
packetizer collects 1 million bits of data. At the 8 Ksps rate the packetizer waits 31.25 seconds before it 
can send the data. 
 
The effective data rate is: 
 

4bits/sample x 8,000 samples/second = 32,000 bits/second 
 

The time to collect a full packet is calculated as: 
 

sec25.31
sec/000,32

000,000,1 =
bits

bits
 

 
The same timing issue is also present on the return path.  Voice communication with long delay length is 
very difficult, unwieldy and, in the end, unacceptable.   
 
Another concern that needs to be addressed for packetizing data is the amount of time it takes the 
receiver to synchronize to the incoming data stream.  Using the calculation above, if it takes the receiver 
two packets of information before it can synchronize, the receiver has lost over one minute of the data.   
 
 
Advantages of Packetizing Data 
 
A packetizing system that is designed well provides the ability to transport multiple data streams over a 
single data path allowing the data channels to be asynchronous to each while keeping overhead to a 
minimum.  Again using the example of voice transmissions, it is less expensive in terms of setup time 
and maintenance to maintain a single 1 Mbps data path and multiplex 25 conversations on that path, than 
it is to maintain 25 separate 32-Kbps data paths. 
 
If the design of the data link and the packetizing method is performed with care, the cost savings 
advantage can be exploited with little impact on data integrity.  By packetizing the data correctly, timing 
between channels is maintained with very little overhead.  A well-designed packetizing system handles 
dynamic data rates from each of the channels being packetized.  If done correctly, the user has the ability 
to combine many different types of data on the same data path.  For example analog signals along with 
Video and PCM data can all share the same data path. 
 
 



Concerns With Packetizing 
 
When developing a packetizing system, the designer begins by considering the data usage.  With that in 
mind, the following are addressed: 
 

• How is the system initialized? 
• What happens if the data path is interrupted--does the system need to be restarted to 

resynchronize? 
• What type of timing information needs to be embedded in the overhead? 
• Is absolute timing or relative timing important? 

 
The answers to these questions are mostly determined by the intended use of the data.  Recreating a 
discontinuous data bus so that a protocol analyzer can monitor it has very different timing constraints 
compared to reconstructing voice for use in a teleconference system or video. 
 
 
How accurate does timing of the data need to be?   
 
If the intent is to determine the maximum altitude achieved by an aircraft, a one- or two-second error in 
when the maximum altitude was reached may not represent a problem unless the altitude is related to 
another critical event.  
 
Since packetizing provides the facility to multiplex several signals onto one bus, it is also important to 
establish channel correlation.  Is the data to be interleaved one byte from channel 1, then channel 2, then 
3, etc. or does each channel take a turn and send all of its data in one group?  Which method is chosen 
will affect the amount of overhead required. 
 
Lastly, the designer must consider if the data path is to be a point-to-point system or a fabric system.  In 
a point-to-point system, it is almost impossible to get the packets out of order.  In a fabric system such as 
the Internet, each data packet is able to take a different path and therefore the time needed to get from 
one point to another could be different for each packet.  Although the internet provides a vast flexibility, 
packet B could arrive at its destination before its predecessor, packet A.  In order to reconstruct the 
original data path, embedded sequence numbering is included in the overhead.  The receiving device 
must buffer and align the data in the correct order before reconstructing the original signal. 
 
 
Solving Packetizing Concerns  
 
To overcome concerns associated with packetizing, the designer should take a system-level approach.  
The following approach is one that Apogee Labs uses and it presents an acceptable trade off between 
throughput, flexibility and cost.  This system is intended for data monitoring and post processing of 
collected data.   
 
The first issue to address is how to synchronize to the composite data stream that hosts the source 
packets.  Since all the data is separated into packets, the user needs to be able to pick out the desired 
packets of data.  To synchronize to the stream of data requires that a synchronization pattern be inserted 



at a predictable interval, and that information be added along with the synchronization pattern to point to 
the start of the next packet.  Each packet also contains information that defines the start location of the 
next packet.  Although this does add some overhead, the benefit outweighs the cost. 
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Figure 2 

 
One compromise between overhead size and losing time information about the data is to assume the data 
was sampled at even intervals.  By making this assumption and inserting one special packet, we can 
recreate a signal equivalent to the original data.  This special packet is transmitted based on a set time 
interval.  In our system, it is referred to as the sample interval (SI).  Unlike the synchronization pattern 
that is used to set physical boundaries synchronized to the transport stream, the SI packet establishes 
time boundaries.  Embedded in the SI packet is information that helps to define its ideal position in time.  
An example of this is shown in Figure 3. 
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Figure 3 

 
Since the SI packet adds to the overhead of the data transport, the more frequently the SI packet occurs, 
the more overhead it contributes.  It is desirable to make the SI rate selectable.  A more frequent SI 
allows for smaller packets and less system delay at the cost of greater overhead. 
 
Each channel in the system operates independently of other channels, but dependant on the system 
timing (SI). 
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Figure 5 

Therefore, data from channel 1 is packetized separately from data in channel 2.  The data is collected 
from each channel on regular time intervals, which also means that data needs to be recreated on that 
same time interval.  The accuracy of the recreation depends on the amount of data in each packet.  
Knowing how much of the packet was output during a sample interval allows the control loop on the 
transmitter to adjust the output rate so as to maintain the proper reconstruction of the timing between 
data points.  The more data there is in a packet the better the system is able to maintain accuracy.   
 



OUTPUT Channel

FIFI

DDS Controller

Data

Clk

# Bytes Left

Si Pulse

The controller trys to empty The FIFO just as the SI pulse is recieved
By adjusting the frequency of the DDS

 
Figure 6 

 
The next piece of timing information that is extracted from this packetizing system is the relative timing 
between two channels.  Since all channel cards in the system use the same system timing, all of the 
packets are synchronized.  Therefore if channel 2 is a digital readout of a tone frequency and channel 1 
is an audio reproduction of the tone, a user at the receiver   sees the frequency value and hears the tone 
change at the same time. 
 
As mentioned previously, by providing each channel card with an SI pulse and having the card parse the 
data by SI pulses, the output is essentially in a packetized form.  By leaving the data in this package, 
each channel card maintains its independence from the other channel cards.  Therefore, if one channel 
begins to malfunction, the other channels in the system continue unaffected.  With each channel card 
operating at its own clock rate, the package size for each channel created in one SI period is different.  
Adding information about the packet size in the packet header helps keep the data organized at a 
minimal cost of overhead. 
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Figure 7 

 



Types of Data 
 
There are many types of analog signals.  With analog signals the more that is known about the signal 
being digitized, the more accurately it can be reconstructed.  Attributes such as the maximum and 
minimum extent of amplitude and frequency are important.  Since most analog signals are digitized 
using a continuous clock at a set sample rate, the receiver is able to reproduce the waveform knowing 
only the SI and the sample rate.   
 
 
Audio 
 
When an audio signal is packetized, a compression algorithm is applied to the signal to compress the 
data to reduce needed bandwidth.  The sample rate is typically twice the maximum frequency. Using this 
assumption eliminates the need to pass information about the data’s maximum bandwidth. The receiving 
circuitry knows where to set the low-pass filter without adding to the packets overhead. 
 
 
Video 
 
Another common signal type is video.  There are multiple types of information that must be transferred. 
The compressed video data must be transferred to the decoding module. The reference oscillator for 
reproducing the output frames of data needs to be reproduced as well as the frame rate. Any relevant 
status must also be passed on. If timing information is lost and the packets are not put back together 
properly, the resulting video becomes incoherent.   
 
 
PCM Data 
 
Reproducing PCM data is straight forward.  PCM data is collected as a stream of ones and zeroes.  Rate 
information is included in the acquisition process and passed to the output.  The data is shifted out at the 
same rate that it is received by the acquisition interface.  The output clock is dynamically adjusted to 
maintain the correct frequency at the output  
 
 
Discontinuous Data 
The most overhead is required when reproducing a discontinuous data stream such as MIL-STD-1553.  
The goal is to monitor and reproduce this type of data stream accurately.  MIL-STD-1553 data consists 
of 32 bit packets started by a reserved sync pattern.   The protocol is a command response system; data 
on the bus is intermittent.  When a command is sent, a device may respond with a 4 µsec delay, but the 
data associated with the response is continuous.  To achieve this, the data that occurs in an SI period 
must be packetized.  Each 32-bit data packet has 24 bits of data.  These 24 bits of data are converted to a 
48-bit data packet.  The extra bits are used to encode how much time has occurred between the SI, and 
the start of the packet.  Concurrent data is given a reserved value.  The extra bits are also used to encode 
what type of 1553 word is received.  Using 48 bits to send 24 bits of data is 50 percent overhead.  This is 
needed to maintain proper channel-to-channel skew. 
 



 
CONCLUSION 

 
Packetizing has been shown to be a very flexible and cost-effective way of transmitting data.  Almost 
any type of data can be fit into a packetizing scheme that allows data and time information to be useful 
for data transport and monitoring.  For most applications the amount of overhead is relatively small, less 
than 5 percent, allowing for the use of only one data link path, making the cost savings attractive. 




