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ABSTRACT 
 
The HDF5 (Hierarchical Data Format) data storage family is an industry standard format that allows 
data to be stored in a common format and retrieved by a wide range of common tools.  HDF5 is a 
widely accepted industry standard container for data storage developed by the National Center for 
Supercomputing Applications (NCSA) at the University of Illinois at Urbana-Champaign.  The 
HDF5 data storage family includes HDF-Time History, intended for data processing, and HDF-
Packet, intended for real-time data collection; each of these is an extension to the basic HDF5 
format, which defines data structures and associated interrelationships, optimized for that particular 
purpose.   HDF-Time History, developed jointly by Boeing and NCSA, is in the process of being 
adopted throughout the Boeing test community and by its external partners. The Boeing/NCSA team 
is currently developing HDF-Packet to support real-time streaming applications, such as airborne 
data collection and recording of received telemetry.  The advantages are significant cost reduction 
resulting from storing the data in its final format, thus avoiding conversion between a myriad of 
recording and intermediate formats.  In addition, by eliminating intermediate file translations and 
conversions, data integrity is maintained from recording through processing and archival storage.  
As well, HDF5 is a general-purpose wrapper, into which can be stored processed data and other data 
documentation information (such as calibrations), thus making the final data file self-documenting. 
 
This paper describes the basics of the HDF-Time History, the extensions required to support real-
time acquisition with HDF-Packet, and implementation issues unique to real-time acquisition.  It 
also describes potential future implementations for data acquisition systems in different segments of 
the test data industry. 
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INTRODUCTION 
 
Data users throughout the industry do two things: 1) acquire and store data and 2) create answer sets 
from that data.  This raw and processed data have historically been stored in a variety of physical 
and logical containers and formats, most of which are proprietary, and it has been necessary to 
translate the data from format to format.  These format conversions are expensive (in terms of time, 
money, and storage space) and are prone to error.  Furthermore, the modern testing environment 
frequently involves a number of independent data sources that cannot be easily merged into a single 
cohesive entity for evaluating the performance of the test article.  As well, many of these formats 
have shortcomings, such as a size limitation, or the inability to store varied kinds of data.  Finally, 
after the data has been analyzed it is necessary to archive it in some fashion, and the storage 
container often separates the data from setup information that for interpretation. 
 
The ideal solution to this problem is a flexible storage container without a size limit, used to store 
and merge many types of data, including raw data, from a variety of sources.  This container is able 
to collect the raw data, add in processed time history for selected events, and hold setup information 
for eventual archival.  The solution is a single container for the data throughout its lifetime, from 
start to finish, that contains everything needed to understand and interpret the data. 
 
 

A PARADIGM SHIFT IN DATA COLLECTION 
 
As shown in Figure 1, traditional data collection within the test community has proceeded as 
follows: 1) set up the data system to collect data, 2) collect the raw data, 3) process the raw data into 
answer sets and analyze it, and 4) archive the data and (maybe) the data system setup.  However, in 
the last few years this scenario has started to break down for a variety of reasons: 
 

• No longer is the only source of data the IRIG Chapter 4 PCM stream.  On modern aircraft, it 
has been joined by Chapter 8 Mux-all and digital video, and more recently by various Fibre 
Channel and Ethernet data sources.  On military programs, ten or more independent streams 
have been required, and recent commercial programs have seen nearly 30 independent 
streams. 

• Data collection is no longer the purview of stand-alone hardware sequencers: PC-like 
processors, such as the PowerPCTM, and digital signal processors are now becoming available 
in military data collection equipment1,2.  Furthermore, data collection systems that combine 
data collector, data combiner, and recorder (either as a single entity or coordinated separate 
packages) are becoming available in the military arena3.  In commercial flight test, high 
horsepower PC’s with high-bit rate connectivity have been the norm for a while. 

• Lastly, data collection has become and is becoming more network centric.  In addition to the 
sources of data being Ethernet and Fibre Channel based, the iNET program4 promises to 
make data collection and transmission network centric as well. 

 
Thus, the test community is currently poised to begin collecting and handling data in a new and more 
effective way.  The infrastructure will soon be in place to: 
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• Take in raw data from multiple sources, along with setup information and related 
documentation 

• Store the raw data in a single container 
• Re-transmit, view or process the data while the test is taking place 
• Store the raw data, processed data, and all related setup documentation in a single, self-

describing container without format conversions and a plethora of different media 
 
HDF-Time History and HDF-Packet have the potential to play a significant role in providing this 
infrastructure. 
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Figure 1. Traditional Data Flow 
 

THE HDF-TIME HISTORY DATA FORMAT 
 
Approximately three years ago, an initiative was started from Boeing’ Enterprise Laboratory 
Organization to create a common data format which could be used by the test community throughout 
Boeing, and eventually throughout the industry.  The team included representatives from a variety of 
test community users at various Boeing sites including Saint Louis, Puget Sound, Canoga Park, 
Huntington Beach, Philadelphia, and Wichita.  At that time the team chose to tackle the “answer set” 
part of the problem, since it was not so implementation-specific as the data collection part of the 
problem.  The team chose the HDF5 data format, created and maintained by NCSA, based at the 
University of Illinois at Urbana-Champaign.  This was a widely-supported industry standard that did 
not suffer from the 2 Gigabyte limit common to the majority of competing formats.   
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Working with NCSA, the team extended the format structure to support time history data common to 
the test community.  This extension included not only specific data structures to support test data, 
but also interrelationships between the data structures and data elements.  This format is known as 
HDF-Time History (previously “HDF-Boeing”).    The team has created a simple, straightforward 
Application Program Interface (API) in C++ to read and write the data format, and has incorporated 
this capability into tools such as translators and viewers, including QuickView a Windows-based 
analysis tool widely used throughout the Boeing enterprise.  
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Figure 2. HDF-Time History file example 

 
Figure 2 shows an example HDF-Time History file, opened in a simplified viewer application 
program.  This illustrates how the format has been tailored to store test data.  The file appears much 
like a file system structure.  Following the root file name are attributes that specify things like format 
version number.  After that is a definition section that identifies global information such as the 
format in which time is stored.  The main part of the file starts with the event (which could be, for 
example, a wind-up turn by the vehicle); a typical file has many events.  Within each event, there 
can be multiple sources of data, but in this example there is only one source.  The source has an 
independent parameter array or arrays (usually, but not necessarily, time) that identify the specific 
time and date at which each data point occurred.  Finally, the data itself is stored by name under a 
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“Parameters” folder; a real data file has many parameters, but this example has only one.  The right-
hand pane shows a portion of the data stored in “Altitude” in a tabular form. 
 
This specific example is tailored to meet the needs of Boeing IDS Flight Test, but the format allows 
additional attributes and data structures to be defined as needed by the end user.   The format 
supports multi-dimension arrays, data grouping and compound data types,  data storage options 
(including compression).  HDF-Time History also supports data tagging (such as identifying “bad” 
data points), data abstractions such as categories and aliases, and event markers. 
 
A primary feature is the ability to store any type of data, such as audio, video or documents.  This 
provides for the capability to store data system setup information such as instrumentation system 
setup (i.e. the gain and filter cutoff, and specific serial numbers of data collection instruments for 
each parameter), calibration constants and calibration curve-fit information for each transducer, and 
the format from the data collection system. 
 
HDF-Time History and HDF-Packet are non-proprietary, open-source formats. 
 
 

ADVANTAGES OF A SINGLE-CONTAINER SOLUTION 
 
The advantages of the HDF5 data storage family solution are illustrated in Figure 3.  These include: 
 

• A single container is used from the setup of the data collection system, through the data 
collection, through processing and data analysis, to final archival of the data.  The data can 
be self-documenting. 

• The approach handles multiple streams, both for input and output.  Users can view and 
process the data while the test takes place.  Data can be re-transmitted in the case of 
telemetry dropouts.  There are, however, certain limitations and bottlenecks (for example, 
TM bandwidth). 

• What was once post-test processing can now be done during the test. 
• Handling and converting of data post-test can be reduced or eliminated.  Reduction in the 

number of conversions results in greater data integrity from start to finish. 
• Engineers can focus on analyzing the performance of the vehicle under test rather than 

storing and accessing data.   
• Eliminating unnecessary conversions and data storage, and improving data access and 

integrity results in significant cost and schedule savings. 
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Figure 3.  Single Container Solution 
 
Some of these advantages may be subject to limitations; for example, telemetry bandwidth 
significantly impacts the ability to process data during the test for airborne military applications, but 
this is not nearly such a limitation for flight tests of large commercial aircraft where test analysis 
personnel may be onboard. 
 

THE HDF-PACKET REAL-TIME FORMAT 
 
Figure 3 also shows an implementation of HDF-Packet real-time data collection.  Here, the HDF5 
container collects data from multiple sources onboard a test aircraft.  A subset of the onboard data is 
telemetered to the ground, and can be re-transmitted in the case of TM dropouts.  On the ground, TM 
from the test aircraft and test missile are recorded directly into an HDF5 container, along with time 
space position information (TSPI) data.  During the flight, analysis engineers can access and process 
telemetered data.  Post flight, the airborne media is downloaded directly into the HDF5 container.  
Setup information, such as calibration information, is merged into the final data container, either pre-
flight or post-flight, depending on the implementation. 
 
This picture is obviously an idealized case. There are many implementation-specific issues that 
hinder this ideal data flow, and in some cases there are enabling technologies required to take full 
advantage of the single container solution. 
 
Aware of these implementation issues, the Boeing/NCSA team set out in early 2004 to take a 
measured, step-by-step approach to implementing the HDF-Packet real-time data collection 
approach.  They set out to do several things during the year: 
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• Implement an API to allow real-time storage and retrieval of multiple streams on an 
appropriate platform 

• Demonstrate performance using real hardware 
• Investigate implementation of the format for future applications such as military fighter 

aircraft, for which the HDF5 platform support did not exist (i.e. the systems do not run 
Windows, Linux etc.) 

• Begin work to make HDF-Time History and HDF-Packet Boeing enterprise-wide standards 
 
The first major issue in implementing a real-time data container is that incoming data may be well-
defined and highly structured, such as a traditional IRIG 106 Chapter 4 data stream, shown in  
Figure 4.  However, it may also be random and irregular, and the content of the data may either be 
well-defined or not defined.  In some cases, the data may be proprietary such that those collecting 
the data may not have any direct knowledge of the data structure.  The approach taken by the team 
was that the content of the data is not of concern to the data collection algorithm.  The algorithm’s 
responsibility is simply to collect it. 
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Figure 4. Types of Data to be Recorded 
 
Variable length data comes from network-based sources, such as Fibre Channel or Ethernet.  
Although the structure of these streams may be well-defined (to someone), the data collector does 
not know the length of the data packets, or when they will occur.  In addition, the algorithm is not 
dealing directly with the occurrence of the packets on the bus, but with the format imposed by the 
network interface (NIC) that is collecting the data.  The NIC may buffer or structure the data in some 
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way, or may even combine messages that originated on different busses into a single output block.  
The algorithm must therefore be tolerant of a wide range of data lengths and data rates, without 
significantly compromising throughput to the storage media.   
 
Other issues not common to ground-based systems come into play for data collection algorithms in 
airborne or other hostile environments as well: 
 

• Power may drop out during collection. 
• For recording telemetry data, the link may dropout or there may be bit errors in the stream. 
• For systems that telemeter some portion of the data to the ground, latency may be an issue. 
• The data needs to be accessible while it is written, either for TM transmission or re-

transmission, or for data processing and analysis by onboard personnel. 
 
These issues constrain the implementation of the algorithm to take care in buffering and in handling 
abnormal operating conditions.  Data written before an interruption (e.g. a power dropout) must not 
become “orphaned” and thus unreadable. 
 
The team plans to implement and test the fixed-length API, then proceed to the variable-length API.  
The API is simple, and consists of only a handful of functions, with the intention of keeping the 
overhead as low as possible and improving overall speed. 
 
Once the fixed-length and variable-length APIs are working and optimized, the team will 
demonstrate the operation of the software on a PC-based platform, writing and reading data to 
airborne hardware.  This benchmark will be compared to writing and reading  the data to high-speed 
storage (such as a very large RAM-disk) to determine whether the limitation is in the algorithm or in 
the hardware. 
 
 
 

FUTURE IMPLEMENTATION OF THE HDF-PACKET FORMAT 
 
Clearly, the infrastructure in some parts of the test community readily supports the HDF-Packet 
format than that in other parts of the community: 
 

• Ground test and large airborne platforms that accommodate PCs and network connections 
and mass hard drive storage are most immediately applicable to the format. 

• Military and commercial applications on smaller vehicles are less amenable. 
 
However, this does not mean that HDF-Packet is not suited to military airborne applications; it 
simply means that some enabling technologies (many of which are becoming available now) need to 
be put in place.  As shown in Figure 5 the increasing availability of high-power processors in data 
collection systems and recorders promises to provide appropriate platforms in the near future5.  In 
addition, the iNET initiative promises to improve overall test performance, in part by allowing 
ground personnel to dynamically select parameters to telemeter for different test points during a 
flight.  This dynamic telemetry capability complements very well the ability of HDF-Packet to allow 
data monitoring and processing while a test is taking place. 
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Figure 5.  Implementation for Airborne Military Applications 
 
There are several points associated with the HDF-Packet implementation as shown: 
 

• The underlying HDF5 code that runs under HDF-Time History and HDF-Packet supports a 
number of platforms, such as Windows and Linux.  However, because it is intricately linked 
to these platforms, it cannot be ported to another operating system simply by compiling the 
application and running it under the new operating system.  However, this porting task 
primarily involves converting to and from the numeric formats native to the operating 
system, and associated verification testing.  It is not a major cost. 

• A preliminary “stream” implementation for the basic HDF code exists.  It is possible that this 
implementation could be ported to run on a stand-alone processor, such as Boeing’s Second 
Generation Onboard Processor6. 

• HDF-Packet is designed to be compatible with IRIG Chapter 10 data recording, as shown in 
Figure 5 .  HDF-Packet code running on an onboard processor or “smart” data system creates 
an output stream in one of the Chapter 10 formats (e.g. Chapter 4 or Chapter 8 PCM) for 
recording on a Chapter 10 recording device.  Alternately, the chapter 10 media can be 
downloaded directly into an HDF-Packet/HDF-Tie History container post flight.  

 
These points are currently being investigated by the Boeing/NCSA team, not for immediate 
implementation, but to guide the growth of the format into 2005 and beyond. 
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CONCLUSION 
 
HDF-Time History has already demonstrated a capability to store processed data in a common 
format, with common tools.  HDF-Packet promises to extend this capability to its logical next step, 
allowing real-time acquisition of data from multiple sources into a single container.  
 
Placing setup data, raw data, and processed data into a single container results in substantial cost and 
time savings, and allows engineers to focus on the performance of the test article rather than on 
accessing the data and converting it between formats.  The non-proprietary nature of the HDF5 data 
storage family supports a Boeing-wide and industry-wide standard. 
 
The Boeing/NCSA team is developing C++ APIs to acquire both fixed length and variable length 
data into the HDF-Packet container.  The team will also demonstrate algorithm performance with 
real hardware. 
 
HDF-Packet is readily adaptable to test platforms that use networked PCs and high-speed, high-
capacity hard drive data storage.  The infrastructure to support alternate implementations for the 
airborne military environment is also attainable in the near future.  Some test infrastructure 
improvements, such as iNET, promise enhanced capability in an HDF-Packet data collection 
scenario. 
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