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ABSTRACT 

This paper discusses how IRIG 106 Chapter 10 recording techniques could be employed in a 

network-centric environment, while maintaining as many of the strengths of the traditional 

approach. In the course of that discussion, aspects of the published standard which would have to 

be disregarded or reinterpreted for a network-centric approach to be adopted are illustrated. 
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INTRODUCTION 

Even a casual observer of the Instrumentation community would notice that two apparently 

contradictory trends have born significant fruit over the past couple of years.  On the one hand, 

IRIG 106 Chapter 10 has gained momentum as real products and solutions have achieved some 

kind of critical mass; on the other, network-centric technologies exemplified by the work of the 

iNet initiative are looming on the short-term horizon. While the Chapter 10 standard is the 

obvious exemplar of “traditional” multiplexers / recorders, there is not yet an equivalent standard 

for network based systems, but one can make broad generalizations about such systems. 

Note that in this context, “network” is virtually synonymous with “TCP/IP Ethernet network”.  

Other network technologies could be used, but except for wide-area links, TCP/IP Ethernet is 

sufficiently ubiquitous that there seems no compelling reason to spend much time considering 

the alternatives. 

While there are some relatively minor aspects of Chapter 10 that do deal with TCP/IP Ethernet 

networks, fundamentally the approach taken by this standard is incompatible with network-based 

acquisition: one simple example is that a fully compliant Chapter 10 system timestamps data at 

the point of aggregation, that is, at the multiplexer input, while a pure Ethernet-based acquisition 

system must timestamp at the point of injection into the network, to account for the 

indeterminate latency of such networks. 
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However, by backing off from the full and complete Chapter 10 specification, a significant 

amount of the effort that has gone into that standard can be applied to network-based solutions. 

Equally, the lessons learned over the development of Chapter 10 should not be forgotten when 

considering TCP/IP-based approaches. 

At first glance, it may seem rather unwise to disregard awkward chunks of a published standard.  

However, while the published Chapter 10 documentation describes itself as a “Digital On-Board 

Recorder Standard”, it actually goes significantly beyond that and defines a complete data 

acquisition including requirements and methods for off-loading and reproducing data, and a 

mixed bag of implementation details.  Indeed, some might reasonably argue that it is the very 

breadth of the standard that makes it valuable.  But it is also undeniable that the specificity of the 

thing also creates a range of application profiles for which it is particularly well suited – systems 

needing a data rate of a few tens of megabits per second and a capacity of a few tens of gigabytes 

seem to be the “sweet spot”, with other rates and sizes perhaps fitting a little less well. 

 

BODY 

Clearly, when comparing network-based 

recording methods with traditional systems, it’s 

important to recognize the distinguishing 

aspects between the two approaches.  A 

traditional, Chapter 10 style, multiplexer / 

recorder logically implements a “tree” topology: 

each data source (sensor or bus) is connected 

directly and exclusively to an input to the 

multiplexer, the output of which is connected to 

the recorder (if there is a distinction between the 

multiplexer and the recorder).  By contrast, in a 

networked system, every data source is directly 

connected with every other data source, as well 

as to every other device, including the recorder.  

 

While this may initially seem like a minor 

distinction, it has profound implications.  For 

one, additional recorders may be added in 

parallel to the first, with no impact on the data 

sources.  For another, the physical connections 

can be tailored to the installation without 

impacting the logical connections.  And perhaps 

most significantly, other forms of data 

consumers, such as telemetry links and 

processing elements can access “live” and 

“recorded” data with equal facility. 
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One of the inevitable consequences of introducing networks into the data acquisition systems is 

the temptation to apply the approaches used for conventional data processing networks.  The idea 

is that if one is using the same technologies for the physical and lower-level protocols, then using 

the higher protocol levels would leverage the efforts of the technology developers.  So the 

temptation would be to use network protocols such as CIFS or NFS as the mechanism to 

transport the data from the sources to the recorder. And if one is using those sorts of 

mechanisms, why not simply use a trivially modified file server using ruggedized disk or sold-

state device? 

The first objection to such an approach is that data processing protocols are typically based the 

access patterns associated with disks, such as on coarse-grained file and fine-grained record 

sharing (e.g. operations designed for the support of databases), while instrumentation 

applications are typified by tape-like patterns, such as append-only operations to a small number 

of files.  The performance characteristics are different, too: the data processing model is designed 

to maximize the overall throughput and transactional integrity at the expense of the latency of 

individual operations, while the instrumentation community tends towards minimizing latency in 

order to increase the coherency of multiple sources, and places a lower premium on transactional 

integrity methods such as two-phase commit operations. 

Of course, one could opt for a system where the incoming data is stored in a database, indexed 

(presumably) by time and source.  But that adds significant complexity and processing 

requirements, and makes the acquisition process non-deterministic in both time and space 

(adding a record to a database may, or may not, require additional index blocks and/or 

rebalancing the index tree).  But in any event it seems rather unlikely that the additional 

complexity would be very attractive for most instrumentation applications. 

The second major objection lies in the nature of typical storage used by such systems.  There are 

basically two options: rotating disks, or solid state devices emulating rotating disks.  The 

drawback with rotating disks is that, although they can offer great performance under ideal 

conditions, as soon as the environmental conditions (especially vibration) exceeds the design 

specification, the performance falls off dramatically.  And the failure modes of rotating disk are 

sub-optimal: the most common failure results in the loss of all the data on the device.  So the 

environments for which disk solutions are well suited are limited.  The alternative, solid state 

devices emulating disks, have their own issues:  almost all such products address their capacity 

in terms of 512 byte sectors – to match the standard disk interfaces – but have to operate on the 

flash devices in much larger units known as erasure blocks, which are typically four or so orders 

of magnitude larger than the sector (i.e. in excess of a megabyte).  This can cause problems in 

certain error-recovery situations:  to modify one sector, the device has to also modify the other 

sectors in the erasure block; if the modification fails, data that the application believed to have 

been safely written gets lost, and there’s no convenient interface through which the device can 

communicate exactly what’s been lost. 

Obviously, there are some environments where none of the above is problematic.  But there will 

always be applications where the most straightforward, reliable, and deterministic acquisition 

system will be required, and for those situations, some kind of multiplexer/recorder will be 

desired, which leads us back into considering how one can employ elements of both networked 

and traditional approaches to achieve a hybrid, transitional recording system. 
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Probably the simplest hybrid approach is to separate the multiplexer element from the recorder 

piece, and use a network to connect the two.  While this may seem of only limited use, note that 

the network infrastructure (cables, etc.) to connect the parts can also be used for other purposes, 

most notably control and monitoring.  Plus the wide variety of performance and technology 

options (e.g. 10/100/1000 megabits/sec transmission speeds, and a range of optical or copper 

cable types) makes this a versatile method of connecting an inaccessible multiplexer to a readily 

service-accessible recorder.  And thus far no bending of the standards rules is required: the 

multiplexer puts out packets properly formatted in accordance with IRIG 106 Chapter 10, and 

the recorder properly writes them on them on the media. 

This sort of scheme can be extended dramatically if the recorder can handle more than one 

network stream, with each stream being written to its own partition.  In that situation, multiple 

multiplexers can send data to what are, logically, separate recorders that happen to be physically 

located in a single enclosure and use a single removable memory module (RMM).  The 

advantages of this idea are obvious: several multiplexers, possibly from different vendors, can be 

situated in a location convenient to the original data sources, while a single recorder and a single 

piece of media collects the combined mux outputs. 

A significant drawback is that such an architecture results in an RMM that fails to meet the 

requirements of the standard that the RMM should present itself in a particular way – that is, as a 

single disk-like device employing a DOS/FAT style filesystem.  And this fairly illustrates one of 

the limitations of the standard: a test engineer may, reasonably, determine that the convenience 

of having all the data streamed to a single RMM outweighs the inconvenience of having to use 

recorder-specific off-load procedures and/or equipment, while still using exactly the same 

analysis software for mission analysis. 

This point encapsulates one of the problems with the Chapter 10 standard: it lumps a lot of 

distinct design issues into a single entity with just one “pass/fail” grade; it really could have 

benefited from the strategy employed by the ANSI SCSI committee, which defines a family of 

standards under a single umbrella.  Had the IRIG 106 committee chosen this approach, it would 

have simplified the task of identifying products that conform to the requirements that a particular 

lead test engineer might consider essential, while not worrying about those points that are 

irrelevant to a given program.  In this case, a device that could do the job of several standalone 

multiplexer/recorder systems would be penalized simply because the standard lacks a means of 

identifying multiple partitions on a single RMM. 

Still, moving on to another area where networks and traditional systems can interact, it should be 

apparent that there exists a use for injecting data that originates on a network into a multiplexer 

and thus into the recorded data stream.  In other words, there’s value in a model in which the 

network is seen as just another bus-type data source, like MIL-STD-1553A and ARINC-429, or 

indeed ARINC-664 (which is itself heavily based on TCP/IP Ethernet). 

Under the Chapter 10 standard, there are two ways to do this: if the network is a 10Mbps 

standard Ethernet, the (current draft) standard offers a data type encoding raw captured Ethernet 

frames, effectively bridging the network frames into the multiplexer data stream.  The other 

choice is to encapsulate data delivered by the network as “Message Data” packets in the Chapter 

10 stream. 

While practical in some cases, neither of these approaches are particularly elegant for the test 

engineer.   Sniffing Ethernet frames is all-encompassing, but frames acquired by such low-level 
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schemes require significant effort to reassemble the captured frames into a usable data stream, 

and capturing frames defeats the advantages of higher-level protocols in terms of filtering by 

address, flow control and transmission retries.  And using the “Message Data” approach can 

work well for source data sent using UDP/IP protocols (particularly given the relative size of the 

two), but figuring out where to split the continuous stream of a TCP/IP connection into Chapter 

10 Message Data “messages” is non-trivial. 

A hybrid option would be for the initial sources of the data to package it up in Chapter 10 

packets with appropriate headers for the type of data source, and send those over the network in 

whatever format and using whichever protocol best suits the application.  The multiplexer then 

merely updates the fields in the header that are mandated as having data that must originate in 

the mux, such as the timestamps. 

Once you start along this route, it soon becomes clear that it’s possible to combine the concept of 

using several discrete Chapter 10 multiplexers to send data to one recorder and the idea of 

receiving and patching up a pre-formatted data stream.  This approach offers the topology 

advantages of a fully distributed network-based acquisition system, while still preserving the 

legacy acquisition model.  As the instrumented systems evolve, the legacy, multiplexer-style 

systems can be replaced with pure network acquisition units. 

Eventually, such an approach tends towards a topology where each data source has its own 

interface device that does nothing more than format the data in the Chapter 10 packet structure, 

and send them on to the recorder.  Obviously, with more than a few such sources, using 

individual TCP streams to convey the formatted packets to the recorder becomes cumbersome, 

driving the use of UDP datagrams as the obvious transport between the data source and the 

recorder.  Since a UDP datagram can carry no more than 64Kbytes of payload, and a Chapter 10 

packet can be up to 512Kbytes, that implies a need for a lightweight protocol to “wrap” 

fragments of a single Chapter 10 packet in multiple UDP datagrams  (the first packet may be up 

to 128Mbytes, but that would have to be generated by the central aggregator – the recorder – 

rather than by the individual sources). 

It should be noted that while the usual objection to using UDP is that the protocol is defined as 

“unreliable”, careful network design and building sequence numbers, etc. into the lightweight 

wrapper protocol allows the test designer to “over-engineer” (actually, “precisely engineer”) the 

network infrastructure so that the networking hardware doesn’t drop the very UDP datagrams 

that it exists to carry, and that if, for whatever reason, it does, that fact can be detected easily. 

The beneficial consequence of using UDP is that it makes multicasting very straightforward.  

With a few additional requirements imposed on the network infrastructure, a single data source 

can transmit encapsulated Chapter 10 packets that can be selectively picked up by more than one 

receiver, which could include multiple recorders, a telemetry downlink processor, and on-board 

processors.  The challenges inherent in this step are largely concerned with configuration and 

setup, in that once the data starts flowing, it makes no difference to the data sources or the 

receivers (recorders, processors, and downlinks) whether the data is flowing in a many-to-one 

topology or a many-to-many setup.  And each potential receiver can subscribe to as many or as 

few of the data sources as is appropriate. 

But that leaves the significant problem of the non-determinacy of the network: the latency of the 

network is variable, so while a Chapter 10 mux could apply a timestamp with a very fine 

resolution, that timestamp means little with the random delay imposed by the network. So clearly 
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the only satisfactory solution is to timestamp the packets as they are generated, not as they are 

received. 

This presents an issue and a challenge: the issue is that the Chapter 10 standard mandates several 

timing restrictions.  The first is the 100ms “staleness” limit, which requires that the data cannot 

be held for more than 100ms before being sent on to the recorder.  Then there’s the maximum 1 

second data stream commitment requirement, which places an upper limit on the time between a 

data item arriving in the data acquisition system and it being permanently recorded on the RMM.  

And finally, there’s the challenge of the demand that the packets should be timed using a 48 bit 

10MHz free running clock driven by a crystal. 

Fortunately, neither the 100ms nor the 1 second requirement is particularly onerous.  And basing 

the Relative Timer on a free running, crystal based clock is entirely arbitrary, and the Chapter 

standard has provision for defining alternate timebases.  And that just leaves one with the 

problem of distributing time around the network. 

And in this regard, the iNet Initiative has already identified the IEEE1588 Precision Time 

Protocol as a network-based time distribution system, which can satisfactorily distribute time 

with a precision of better than 100ns, which is certainly capable of conditioning a 10MHz signal. 

So in this final architecture, one would have a fully distributed network-based acquisition, with 

each source sending more-or-less self-contained Chapter 10 packets wrapped up in UDP packets, 

possibly using multicast addressing, and thus being simultaneously received by the one or more 

on-board recorders and the telemetry downlink.  That is, in a nutshell, the core of the concept of 

the system that the iNet initiative is working towards.  And yet the files extracted from the RMM 

(or from the telemetry stream) are, to the mission analysis systems, perfectly normal Chapter 10 

files. 

 

CONCLUSION 

While a casual observer may conclude that the efforts that have gone into the existing IRIG 106 

Chapter 10 standard and the work being done by the iNet Initiative are distinct, this paper 

illustrates that the two approaches, although different in a number of significant design 

philosophies, need not be considered conflicting. 

However, since any kind of deviation from a standard should not be taken lightly, care should be 

taken to understand the consequences of such actions.  While, in the abstract, it is reasonable to 

assume that the requirements discussed here can be ignored or modified, it is possible that doing 

so would have unforeseen consequences in the future, as the standard(s) evolve. 

Also, it’s worth noting that there are significant parts of the Chapter 10 recording structure that 

have been glossed over or simply ignored in this discussion.  One such example is the TMATS 

record.  These issues are not insoluble, but require effort over and above the issues covered 

above. 

That all said, if one concentrates on what many consider the greatest strength of Chapter 10, 

which is it’s standardization of recording formats to allow common mission debrief and analysis 

systems, the technology exists to transplant the existing, traditional “multiplexer-centric” data 
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acquisition model into a more versatile and flexible “network-centric” model without losing the 

investment in software for helping test engineers make sense of their data. 




