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ABSTRACT

A single-tone frequency estimator for a non-uniformly sampled sinusoid is proposed. A non-
uniformly sampled sinusoid may be generated from the received training sequences of a telemetry
link. The frequency of the sinusoid matches the carrier-frequency-offset (CFO) of the received sig-
nal, and estimation of this quantity allows a receiver to compensate for the CFO. The performance
bounds of this type of estimator have been investigated in the literature, though little work has
been published on practical algorithms. The estimator proposed in this paper is a generalization of
phase-increment estimators previously described in the literature. It exhibits a low computational
complexity yet converges to theoretical bounds at high SNR. The paper argues that a periodic
training sequence structure, combined with the new estimator, allows for a high-accuracy and low-
complexity CFO compensator.
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INTRODUCTION

The problem of carrier-frequency-offset (CFO) compensation is commonly encountered in mobile
wireless systems. The offset is a result of mismatches in transmitter and receiver RF mixers and
Doppler frequency shifts. An excessive CFO can reduce the performance of the receiver. The
process of CFO compensation is known as carrier-frequency synchronization.

If a known training sequence is embedded in the received signal, data-aided techniques may be
used for carrier-frequency synchronization. When the modulation is some version of PSK (QPSK,
OQPSK, SOQPSK, 8-PSK, etc.) the CFO compensation problem can be posed as the problem of
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Figure 1: Signal structure of periodic pilots. The P pilots, {Xi}, are of length L symbols. They
are spaced by P − 1 frames of data, each of length M symbols.

estimating the frequency of a complex-valued sinusoid in noise.

Single-tone frequency estimation of a complex sinusoid in noise is a classical and well under-
stood estimation problem. Besides receiver synchronization, some specific applications include
RADAR, and SONAR. The estimate is obtained from

z(k) = Aej(ωk+θ) + w(k) k = 0, 1, ..., N − 1 (1)

where ω,−π < ω ≤ π, is the signal frequency, A is the amplitude, θ is the phase, and w(k)

is a complex AWGN process with variance N0/2. The seminal paper by Rife and Boorstyn on
single-tone frequency estimation [1] defines the maximum likelihood (ML) estimator of ω to be

ω̂ = argmax
ω0

∣∣∣∣∣
N−1∑

k=0

z(k)e−jω0k

∣∣∣∣∣

2

(2)

which may be recognized as simply finding the ω0, π < ω0 ≤ π, that maximizes the periodogram
of z(k). However, no closed form solution to (2) exists. Approximate-ML methods, based on
the FFT, exist but are computationally complex. In light of this, a variety of other methods have
emerged which rely on approximations that are valid at high SNR. A sampling of these methods
can be found in [2-4]. These include the approximate ML estimators just described and estimators
based on a sample autocorrelation. The estimator proposed in this paper is similar to another called
phase-increment estimators.

Most single-tone frequency estimators encountered in the literature assume the noisy sinusoid is
sampled uniformly. An interesting alternative is to estimate the frequency of a sinusoid that has
been non-uniformly sampled. This scenario may be encountered when periodic training sequences
are used for estimation. Assume that the communication is streaming, as is typical in a telemetry
link, and the received signal is structured as indicated in Figure 1. The training sequences, which
we shall call pilots, are length L symbols and are separated by M random data symbols. If the
received signal is observed over a window which includes P pilots, then a frequency estimate may
be obtained by processing the P pilots jointly and coherently. One extreme of this method is pilot
symbol aided modulation (PSAM), where L = 1. This paper treats the case where L > 1 and
M is a constant. We call this periodic-pilot-sequence-aided (PPSA) CFO estimation. PPSA CFO
estimators generally exhibits enhanced performance.



SIGNAL MODEL FOR A UNIFORMLY SAMPLED PILOT

We will assume that a PSK modulated signal is received. The sequence is composed of L complex-
valued pilot symbols, and these are known a priori. The signal is transmitted over a Nyquist
channel with Gaussian white noise having a power spectral density (PSD) of N0/2. Timing is
ideal, and we will assume the sample period is Ts = 1 second. However, the signal carrier, which
includes the signal’s amplitude, phase, and a CFO, is unknown. If the CFO is small, i.e. less than
ten percent the symbol rate, then the discrete-time matched filter output is well approximated as

x(k) = Aake
j(ωk+θ) + n(k) k = 0, ..., L− 1 (3)

where {ai} is a set of PSK complex pilot symbols with unit amplitude; A is the received amplitude;
θ is the carrier phase; and n(k) is an AWGN random process with a variance of σ2

n = 1
2
A2/SNR,

with SNR = A2

N0
.

The pilot sequence is known, and we may use the identity aka
∗
k = 1 to remove the dependence of

x(k) on the symbols. Multiplying (3) by a∗k yields

z(k) = Aejωn + n(k)a∗k k = 0, ..., L− 1 (4)

where n(k)a∗k has the same statistics as n(k). Performing the substitution w(k) = n(k)a∗k gives
Equation (1).

An estimate ω̂ of ω is a random variable (rv). Estimation theory provides the Cramer-Rao bound
(CRB) as a lower-bound on the variance of an estimator. For the signal defined by (4), it is well
known that the CRB of ω̂ is [5]

σ2
ω̂ ≥

6N0

A2L(L2 − 1)
. (5)

SIGNAL MODEL FOR PERIODIC SPACED PILOTS

We now consider a signal model for the case of coherently received, but periodic pilots. We will
pose such a signal as a non-uniformly sampled pilot of length LP . The estimation problem then
becomes one of estimating the frequency of a non-uniformly sampled sinusoid in noise.

We consider the case of P pilot sequences, denoted by {xi}, of length L symbols. The pilots are
each spaced by M data symbols, denoted by {di}, and M is constant. Figure 1 diagrams the signal.



0 5 10 15 20 25 30 35 40
−1.5

−1

−0.5

0

0.5

1

1.5

Sample time (seconds)

Signal
Sampled Signal

Figure 2: A sinusoidal signal that has been non-uniformly sampled.

1000
2000

3000

20 40 60 80100120

−14

−12

−10

−8

−6

M
L

lo
g 10

 o
f C

R
B

(a) P = 4

5
10

15

50 100 150 200 250

−15

−10

−5

0

P
L

lo
g 10

 o
f C

R
B

(b) M = 1600

2 4 6 8 10 12 14 16
−14

−12

−10

−8

−6

P

lo
g 10

 o
f C

R
B

(c) M = 1600, L = 64

Figure 3: Plots of Equation (6) with the SNR A2/N0 fixed at 15 dB. (a) plots the CRB function
for P held at four pilots, (b) for M held at 1,600 symbols, and (c) holds L at 64 symbols and M at
1,600 symbols.

If the data symbols are discarded, the result is a signal with non-uniform sampling periods, where
the second through the final symbol of each pilot are sampled every T -th second, and the first
sample is sampled at the (M + 1)T -th second. Figure 2 illustrates. The first and last symbols of
each pilot are called the inter-pilot symbols, and the symbols between the inter-pilot symbols are
called intra-pilot symbols.

In order to generate a non-uniformly sampled sinusoid, we will use the same technique used earlier
and take the product xp(k)a∗p,k for each of the P pilots, where ap,k is the k-th symbol of the p-th
pilot. This gives us the signal zNU(l) which is identical to (4) except that it is of length PL and it
non-uniformly samples the noisy sinusoid. zNU(l) would appear similar to the sampled sinusoid
in Figure 2.

It can be shown that for the signal zNU(j) the CRB for a CFO estimate ω̂ of ω is

σ2
P,ω̂ ≥

6N0

A2PL [(P 2 − 1) M2 + 2(P 2 − 1)LM + P 2L2 − 1]
(6)

Figure 3 plots the CRB function from (6) for a number of different cases, with the symbol SNR



fixed at A2/N0 = 18 dB. Figure (a) plots the CRB function for P held at four pilots, (b) for M
held at 1,600 symbols, and (c) holds L at 64 symbols and M at 1,600 symbols. Note the interesting
trend in (c) where the CRB drops a large amount for just two periodic pilots, and then drops more
gradually after the addition of each new pilot.

Another interesting observation is seen in Figure 3(a). The plot slice corresponding to M = 0 is
equivalent to an estimator using a single uniformly sampled pilot of length LP . As we interleave
data symbols between the symbols of the pilot then M grows, and we see that the CRB drops.
This suggests that by merely separating the pilot sequences in time, we are able to achieve a lower
theoretical bound on the estimation variance. Hence, in the case where improved CFO estimation
performance is required, the improvement can be obtained in a spectrally efficient manner by using
periodically spaced pilots.

A LOW-COMPLEXITY ALGORITHM

We have shown how CFO estimation bounds may be improved by using non-uniformly sampled
pilot sequences. The implications of this are the ability to improve estimator performance in a
spectrally efficient manner. We now derive a computationally efficient estimator that converges
to the bound of (6) for high SNR. The derivation is similar to phase-increment estimators such as
Kay’s method [5], though with a number of important differences, as will be seen.

The non-uniformly sampled noisy sinusoid obtained by taking the product of the pilots and the
complex conjugate of the pilot symbols, {ap,k}, can be represented as

zNU(l) = Aej[ω(l+bl/LcM)+θ] + w(l) l = 1, ..., PL− 1 (7)

where b·c is the floor function. The quantity ω(l+bl/LcM) allows the complex phase to increment
a larger amount for the inter-pilot intervals. Using a procedure inspired by [6], (7) can also be
expressed as

zNU(l) = [1 + v(l)]Aej[ω(l+bl/LcM)+θ] (8)

where
v(l) =

1

A
w(l)e−j[ω(l+bl/LcM)+θ] (9)

is complex AWGN with a PSD of N0/A
2 = 1/SNR. Defining v(l) = vI(l) + jvQ(l) allows us to

express

1 + v(l) =
√

[1 + vI(l)]2 + vQ(l)2 · exp

{
j tan−1 vQ(l)

1 + vI(l)

}
(10)



For SNR À 1 we get the approximation

1 + v(l) ≈ e[j tan−1(vQ(n))] ≈ e[jvQ(l)] (11)

which yields
zNU(l) ≈ Aej[ω(l+bl/LcM)+θ+vQ(l)] (12)

Hence, for high SNR, the complex AWGN can be expressed as phase noise.

A TWO-SAMPLE ESTIMATOR

A coarse estimate of ω may be generated by comparing a sample in zNU(l) with the adjacent
sample at index l ± 1. Observe that

6 [zNU(l)z∗NU(l − 1)] = 6 zNU(l)− 6 zNU(l−1) = ω+ωM
(⌊

l
L

⌋− ⌊
l−1
L

⌋)
+vQ(l)−vQ(l−1) (13)

where 6 · is the complex argument operator.

zNU(l) is sampled at two different periods, Ts and TΣ. Therefore, for the cases when the sample
period is TΣ we must normalize the estimate so that it is unbiased. Hence, a (PL − 1)-length
estimation vector of random variables may be generated

Ω̂ =

{
ω + 1

M+1
[vQ(l)− vQ(l − 1)] l

L
mod L ≡ 0

ω + vQ(l)− vQ(l − 1) otherwise
(14)

The expectation of the estimator is E(Ω̂) = ω, meaning that the estimate is unbiased. The estimator
variance is

σ2
Ω̂

=

{
2/[(M + 1)SNR] l

L
mod L ≡ 0

2/SNR otherwise
(15)

We make the important observation that for cases when the sample period is TΣ the variance of the
two-sample estimator is reduced by a factor of (M + 1).

AN LP -SAMPLE ESTIMATOR

In (14) we define the (LP − 1)-element vector Ω̂ of estimates of ω, formed from the LP samples
of zNU(l). An un-weighted average of Ω̂ would give us an unbiased estimate of ω with the variance
reduced by a factor of (LP−1) of the average variance among the two-sample estimates. However,
by using a weighted average we may obtain an improved estimator with a variance that approaches
the CRB of (6), for high SNR. In other words, for the estimator

ω̂ =
LP−1∑

l=1

blω̂l (16)
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Figure 4: Example weights produced from Equation (17). The pilot sequences are of length L = 8

symbols, and the cases M = 2L and M = 0 symbols are considered. Figure (a) is for P = 2 pilots
and (b) is for P = 4 pilots.

where ω̂l ∈ Ω̂, and {bi} are the weights, we will derive the optimum weights which minimize the
variance.

Since (16) is a linear equation, it is well known that the weights which minimize the variance of ω̂

are given by

b =
C−11

1TC−11
(17)

where C is the (LP − 1) × (LP − 1) covariance matrix of Ω̂, and 1 is a length (LP − 1) vector
of ones.

The covariance matrix C is a tridiagonal matrix. For the case of P = 2 it is

C2 =
N0

2A2
×




2 −1 0 ··· 0

−1 2 −1

0 −1
. . . . . . . . .
. . . 2 −B

−B 2B2 −B
...

... −B 2
. . .

. . . . . . . . . −1 0

−1 2 −1

0 ··· 0 −1 2




(18)

where B = 1
M+1

. The diagonals of the matrix are very regular, except at the center. The irregularity
is from the ω̂l corresponding to the inter-pilot two-sample estimate. Covariance matrices for other



0 10 20 30 40 50 60 70 80
−1.5

−1

−0.5

0

0.5

1

1.5

Sample time (seconds)

Figure 5: An illustration of the frequency ambiguity problem. The plot shows the pilot samples of
a sinusoid, with L = 8, P = 2 and M = 64.

values of P are similar in structure, except that the number of diagonal irregularities is equal to
(P − 1).

We know of no closed form solution for (17). However, it is a simple task to evaluate on a com-
puter. Figure 4 shows a number of example weight vectors. The pilot sequences are of length
L = 8 symbols, and the cases M = 2L and M = 0 symbols are considered. Figure (a) is for
P = 2 pilots and (b) is for P = 4 pilots. In observing Figure 4 we note that for the case of
M = 2L that some elements of Ω̂ are given much larger weights. These weights correspond to
the inter-pilot two-sample estimates, which were shown to have lower variance than the other es-
timates. Hence, this derivation results in the intuitively pleasing result that those elements receive
more weight, since those estimates deviate less from the mean. A reader who is familiar with the
weights in Kay’s method may notice that the weights for the case of M = 0 are the same. Hence,
we conclude that our method is a generalization of Kay’s method.

RESOLVING FREQUENCY AMBIGUITIES

At high CFOs and large values of M , it is not possible to resolve the two-sample frequency esti-
mate of inter-pilot symbol pairs. This is illustrated in Figure 5. The phases of all sinusoids in the
plot are equal for the last sample of the first pilot, and the first sample of the last pilot. Hence, the
inability to identify the frequency based on the inter-pilot phase increment.

Observe in Figure 5 that though many sinusoids match the inter-pilot phase increment, only one
sinusoid is a good fit for the intra-pilot symbols. Therefore, using the intra-pilot symbols, a coarse
frequency estimate may be generated. The coarse estimate may then be used to resolve the fre-
quency ambiguity, i.e. compute the correct inter-pilot phase increment.
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Figure 6: Simulation results for the new estimator. Four cases are considered, in addition to the
single pilot estimators from [3] and [5]. L = 32 for all cases, and P = 4 for all cases except the
Kay and M&M methods, which are fixed at P = 1. (a) plots the mean-square-estimation error vs.
SNR, and (b) plots the outlier rate.

SIMULATIONS AND ANALYSIS

We now present and analyze the results from computer simulations of the new estimator. The sim-
ulation setup consists of a random vector of QPSK symbols transmitted through an AWGN, but
otherwise ideal, channel. The symbols are raised-cosine pulses with a 50% roll-off. Before trans-
mission a known sequence of pilot symbols is inserted at regular periods. The system is considered
completely synchronized, with the exception of a CFO.

Figure 6(a) plots the mean-square estimation error (MSEE) of the new estimator versus the SNR,
where the CFO is fixed at 0.1 the symbol rate. Additionally, Figure 6(a) plots the MSEE for the
Kay [5] and the Mengali & Morelli [3] estimators, which process only a single pilot.

The estimators converges to their respective CRBs in all cases. However, at low SNR the estimate
diverges quickly. This is the well-known SNR threshold. Observe that the “knee” of the threshold
(the SNR level at which it converges to the CRB) varies for the different pilot structures. There is a
general trend towards a higher SNR threshold as the pilots are further separated. This phenomenon
is linked to the frequency ambiguity resolution. As the pilots are further separated, it becomes
more difficult to estimate the phase increment between the inter-pilot samples. When this estimate
is incorrect an estimation outlier is produced. Figure 6(b) plots the outlier rate for the PPSA CFO
estimators.



CONCLUSION

We have shown how the estimation problem can be posed as the estimation of the frequency of
a non-uniformly sampled noisy sinusoid, and how such an approach has distinct advantages, in
terms of both estimation performance as well as spectral efficiency.

Using this model, we have also derived a new phase-increment estimator. The estimator exhibits
low computational complexity of O(LP ). This is in contrast to approximate ML methods which
have a complexity of O(N log N), where N = PL+(P−1)M . The estimator provides a means to
generate highly accurate training-sequence aided CFO estimates, yet with low spectral overhead.
This has important application to the telemetry community as they adapt to an increasingly claus-
trophobic RF environment.
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