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ABSTRACT 

Network-centric data acquisition and telemetry systems continue to gain momentum and 
adoption.  However, inherent non-deterministic network delays hinder these systems’ suitability 
for use where high-accuracy timing information is required.  The emerging IEEE 1588 standard 
for time distribution offers the potential for real-time data acquisition system development using 
cost-effective, standards-based network technologies such as Ethernet and IP multicast.  This 
paper discusses the challenges, realities, lessons, and triumphs experienced using IEEE 1588 in 
the development and implementation of such a large-scale network-centric data acquisition and 
telemetry system.  IEEE 1588 clears a major hurdle in moving the network-centric buzz from 
theory to realization. 
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INTRODUCTION 

For several years now, the "Next Big Thing" in telemetry systems and related fields has been a 
shift in focus towards “network-centric” systems.  But what does this mean?  Network-centric 
systems leverage the recent explosion and advances in Information Technologies (IT) to provide 
expanded communications capabilities at a reduced financial cost.  Indeed, employing pervasive 
networking equipment such as IEEE 802.3 (Ethernet) switches allows telemetry systems to reap 
the significant benefits that spring from the use of such widely adopted, standards-based 
technologies.  Important among these benefits are the option for multi-vendor procurement that 
is enabled by interoperability between devices and the lower equipment costs driven by market 
competition. 
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However, as can be expected, the use of generic communications technologies does not come 
without some noteworthy drawbacks.  Popular networking technologies such as Ethernet were 
not designed for application in networks as demanding as a typical telemetry system.  Strict 
requirements on system capabilities, such as the accurate and reliable timestamping of acquired 
data, are challenging to achieve on these types of networks. 

Southwest Research Institute (SwRI®) has devoted a significant amount of effort to tackling this 
issue and has extensively tested an emerging IEEE standard designed specifically to address this 
problem:  IEEE 1588 (IEEE Standard for a Precision Clock Synchronization Protocol for 
Networked Measurement and Control Systems).  While conquering the challenges inherent in 
ensuring reliable timing information in a network-centric telemetry system is difficult, it is far 
from impossible.  Read on for details of the challenges, realities, lessons, and triumphs 
experienced by SwRI as development progressed on the design of a data acquisition and 
telemetry system built upon IEEE 1588 for providing reliable timing information throughout the 
system. 

PTP BACKGROUND 

IEEE 1588, or Precision Time Protocol (PTP) as it is coming to be known, allows for high-
accuracy synchronization of distributed clocks via a common communication path.  PTP clocks 
operate as either a “master” or “slave” clock, which is a designation denoting whether the clock 
provides or receives the synchronized time†.  Each clock operates independently from all other 
clocks, autonomously determining whether to operate as a master or slave by evaluating the PTP 
messages it has received and employing a “best master clock” (BMC) algorithm specified in the 
IEEE 1588 standard.  The BMC algorithm uses a variety of factors that include information 
about time source traceability, user-configurable preferences, and tie-breaking unique identifiers 
to determine the best source for timing information in a system with multiple PTP clocks. 

Synchronization is achieved by messages transmitted between master and slave clocks that serve 
to measure both the offset between the clocks as well as any communication path induced delay.  
Accurately measuring these two factors is crucial to high-accuracy distributed synchronization 
and is the focus of the PTP algorithm.  How this information is applied to the clocks is not 
specified, but instead is left up to the specific implementation.  There are two pairs of messages 
used to gather these measurements, one pair each for clock offset and communication path delay.  
The SYNC/FOLLOW_UP message pair is used to measure the clock offset and is discussed 
below. 

• SYNC:  The fundamental message type in PTP, SYNC messages, are sent out regularly 
at a defined SYNC message interval (default of 2 seconds) by a clock operating as a 

                                                      
† An exception to this is a so-called “boundary clock” that has multiple ports, only one of which operates as a slave 
clock while all other ports operate as master clocks.  As the name implies, boundary clocks are useful for providing 
timing beyond logical system boundaries or for hierarchical system segmentation purposes.  Boundary clocks are 
beyond the scope of this paper and are not discussed. 
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master clock.  A SYNC message contains a complete copy of the relevant dataset 
defining the properties of the transmitting clock (used for BMC evaluation) as well as a 
“best guess” timestamp representing the time of the master clock at the moment the 
SYNC message was transmitted. 

• FOLLOW_UP:  Transmission of FOLLOW_UP messages by the master clock is 
optional, but is typically critical for achieving high-accuracy measurement of 
master/slave clock offset.  As mentioned above, SYNC messages usually contain a 
“best guess” for the value of the master clock at the time of SYNC transmission.  This 
is because a SYNC message normally must be assembled before it can be sent, and 
therefore, a precise measurement of this timestamp cannot be included.  However, after 
the SYNC message has been sent, a precise value can be measured.  FOLLOW_UP 
messages contain this precise timestamp, and slave clocks use unique message 
sequence numbers to pair this data point up with the original SYNC message. 

The slave clock takes a local timestamp of the incoming SYNC message and can use this 
timestamp (TSS) along with the precise transmission timestamp from the master clock (TSM) to 
measure the master/slave clock offset by using simple subtraction (TSS – TSM).  However, it is 
important to note that this measurement will also include any delay introduced by the 
communication path.  To more accurately adjust the slave clocks, this value must be measured.  
In order for this to occur, the slave takes a more active role by initiating the delay measurement 
with the DELAY_REQUEST/DELAY_RESPONSE message pair discussed below. 

• DELAY_REQUEST:  Approximately every 30 seconds, or more specifically, at a 
randomized interval as specified by the IEEE 1588 standard, a slave will transmit a 
DELAY_REQUEST message to the master clock in order to measure the current 
communication path delay.  When a slave transmits a DELAY_REQUEST message, it 
records a local timestamp of the event.  It will then wait for a response from the master. 

• DELAY_RESPONSE:  Upon receipt of a DELAY_REQUEST message, a master clock 
will record the timestamp of the receipt and return this timestamp in a 
DELAY_RESPONSE message that can be paired up with the original 
DELAY_REQUEST by use of a unique message sequence number. 

The slave can then use its locally recorded DELAY_REQUEST transmission timestamp (TDRs) 
along with the master’s DELAY_REQUEST receipt timestamp (TDRM) to calculate the current 
communication path delay by simple subtraction and division by 2.  The division by two is due 
to the fact that the slave-side timestamps used to calculate the delay have been subjected to two 
traversals of the communication path (the master-to-slave offset adjustment measurement and the 
newly arrived slave-to-master delay adjustment measurement both contribute one 
communication path delay).   

These two message pairs allow for the precise calculation of the adjustment that a slave 
implementation must perform in order for it to synchronize its locally maintained clock.  Figure 
1 shows a hypothetical example where a slave implementation uses PTP to calculate and then 
perform the necessary adjustment.  Each clock maintains a local count of the number of time 
units that it believes have passed since some arbitrary moment in time.  For the purposes of this 
example the time units will be referred to as “ticks,” The master clock, represented by the 
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continuum of time on the left, starts with a tick count of 100.  The slave clock, which is to be 
synchronized, is represented by the continuum of time on the right and starts with a tick count of 
260.  Scanning downward through both continuums represents the passage of time and allows for 
the comparison of the local values each clock has at any moment in the measurement and 
adjustment process.  The clocks begin this example with an absolute offset of 150 ticks, and 
there is a communication path delay of 10 ticks. 
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Figure 1 - PTP Synchronization Measurement Example 

The SYNC/FOLLOW_UP message pair occurs most frequently (typically every two seconds) 
and allows for measurement of the clock offset.  In this example, the master transmits a SYNC 
message at its master-local time of 100.  This SYNC message contains an approximation of its 
transmission timestamp and is sent to the slave clock, which records a precise slave-local 
timestamp of 260 (TSS) upon its arrival.  As soon as it is practical, the master clock sends a 
FOLLOW_UP message containing a more precise value of the SYNC transmission timestamp 
(TSM).  Once the slave receives this precise timestamp, it can then make its first calculation of 
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the master-to-slave offset by subtraction.  In this case, the offset is calculated to be 160 ticks.  
The slave can then use this information to adjust its local clock appropriately. 

However, this alone would not provide enough information for the slave to calculate a highly 
accurate value for the necessary adjustment.  Using only this information, any adjustment would 
result in a calculation that is off by the delay inherent in the communication path used to pass the 
PTP message.  Indeed, the offset adjustment seen in this example, performed at master-local time 
of 140 ticks, is consequently off by the communication path delay of 10 ticks.  To account for 
this, a DELAY_REQUEST/DELAY_RESPONSE message pair is necessary to measure the 
communication path delay. 

A delay measurement is initiated by the slave clock when it transmits a DELAY_REQUEST 
message.  This message contains no timestamp; however, the slave does record a precise slave-
local timestamp of the time at which the DELAY_REQUEST message was sent, which in this 
example is 140 ticks (TDRS).  Note that this slave-local timestamp is taken after the offset 
adjustment discussed above has occurred, and because of this it will include the 10 tick 
inaccuracy.  The DELAY_REQUEST passes back through the communication path, allowing 
another 10 ticks to pass before it is received by the master which records a precise master-local 
receipt timestamp of 160 ticks (TDRM).  The master then sends a DELAY_RESPONSE message 
containing this timestamp back to the slave clock.  By subtracting these two timestamps, the 
slave has now successfully measured the value of two communication path traversals to be 20 
ticks.  Taking half of this calculated value, the slave can use this information to perform another 
adjustment to its local clock, which is shown in the figure as occurring at master-local time of 
190 ticks.  At this point, the clocks are now successfully synchronized, and the calculated 
communication path delay can also be used to appropriately adjust future calculations of the 
master-to-slave offset. 

One last important point of discussion remains regarding the communications used by PTP to 
synchronize clocks.  Studying the required messages used in PTP, note that PTP was designed in 
such a way that it lends itself extremely well to IP multicast as a method of distribution.  One 
node, the PTP master clock, generates the majority of traffic necessary for timing information 
distribution, and it does so by the transmission of identical messages to many subscribers.  This 
is precisely the type of delivery model for which multicast was built.  Using multicast 
transmissions on a multicast-capable communication path, timing information is available 
throughout the system to any node that wishes to receive it, and the delivery of this timing 
information scales well due to the efficient use of communication resources that multicast 
enables.  Indeed, realizing the potentially beneficial pairing of technologies, the PTP working 
group included specifications for how timing information should be encapsulated into IP 
multicast packets as part of the standard’s definition. 

IMPLEMENTATION REALITIES 

As with most emerging technologies, the benefits of PTP don’t come without some caveats or 
snags as they move off of the standard page and into system implementations.  Several relevant 
issues exist with the implementation of a PTP-based timing distribution system.  However, such 
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issues can be mitigated if approached with an understanding of the fundamental source of the 
problems.  What follows is a discussion of some of the more immediate concerns and challenges 
that are likely to be encountered by a newcomer to deploying PTP systems, as well as 
suggestions on how to successfully navigate these issues. 

The success of PTP in achieving high-accuracy clock synchronization is primarily dependent 
upon two factors:  the precision of the timestamps taken and the accuracy of the communication 
path delay measurement.  Each is addressed in turn here.  First, it is absolutely crucial that the 
timestamps taken during the measurement of required adjustments are as precise as possible.  
The success of synchronization truly lives and dies by the accuracy of these measurement 
timestamps.  PTP’s main purpose is to provide for the calculation of a required clock adjustment, 
and a PTP implementation does not need to act upon the measured adjustment within any 
specified timeframe.  Because of this, and contrary to intuition, factors such as available 
processing horsepower or communications bandwidth have relatively negligible impact on a PTP 
implementation’s success.  All the PTP implementation requires is the best possible timestamps 
with which to make the required simple calculations (discussion above in the previous section).  
With these it can subsequently tune the progression of the clock. 

The acquisition of these timestamps is an important factor to take under consideration when 
developing or evaluating clocks that will be used in a PTP system, because efforts should 
primarily be focused on making these timestamps as precise as possible.  Software-only 
implementations are often hampered by operating system scheduling algorithms that set a limit 
on the accuracy possible from the timestamps.  Driver level or low-level Operating System (OS) 
modifications that allow for better timestamps can significantly improve the precision, but are 
still limited by inherent servicing issues.  In general, systems that require the best accuracy 
possible necessitate that the PTP clocks have special hardware capable of providing the protocol 
with higher precision timestamps than would be possible with a purely software implementation. 

While the accuracy of timestamps is the most challenging and likely source of uncertainty in 
synchronization, once issues here have been properly addressed and the subsequent clock 
adjustments properly tuned, another source of error can quickly become prevalent:  
communication path delays.  Some readers may have already identified two assumptions that are 
made in PTP’s assessment of communication path delays.  The measurements taken assume that: 

• the delay is symmetrical (i.e. there isn’t a different delay transmitting from master-to-
slave than from slave-to-master), and 

• the delay is fairly constant. 

The first of these assumptions springs from the fact that the delay is calculated using data from 
two traversals, one in each direction, of the communication path: master-to-slave in SYNC 
messages and slave-to-master in DELAY_REQUEST messages.  The second assumption 
becomes significant because the delay adjustment is calculated relatively infrequently and is then 
presumably used as the basis for a single numerical calculation applied to several subsequent 
adjustments.  Again, it should be reiterated that the IEEE 1588 standard does not specify how the 
information calculated from the PTP transactions should be applied to the clock, so a clock 
implementation can use the instantaneous delay measurements to fashion a best effort guess at 
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the typical communication path delay.  However, if the delay is frequently and/or significantly 
changing, this can cause considerable inaccuracy in clock synchronization. 

Unfortunately, both of these assumptions are not always valid in PTP’s (and networking-in-
general) most prevalent technology: switched Ethernet.  Ethernet networks utilizing switches can 
often experience asymmetric communication delays as well as significantly time-varying 
network transit times due to packet queuing on heavily loaded switch ports.  Figure 2 vividly 
illustrates the impact that these non-deterministic variances can introduce into a PTP system.  
The figure shows a comparison of master and slave clock pulse-per-second (PPS) outputs on a 
switched Ethernet network under no appreciable network load (left) and heavy network load 
(right).  The PPS signal leading edge transition represents the local clock transitions between 
whole seconds (for example – the internal clock transition from 1.999999 seconds to 2.000000 
seconds).  In this figure, an oscilloscope's display has been configured with "infinite persistence" 
so that a single display capture can record the offset between PPS outputs over a long test 
interval. 

To address the challenges that non-deterministic communication path delays pose to a PTP 
timing system, a concept known as IEEE 1588 Transparency has been developed.  The idea 
behind IEEE 1588 Transparency is to make the non-deterministic delays introduced by Ethernet 
switches literally transparent to the PTP algorithm.  This is accomplished by using the switch’s 
own measurement of the delays that will be introduced by the switch to modify PTP packets’ 
timestamps as they pass through the switch fabric.  This modification is done in such a way as to 
make the switch-induced delays largely disappear in PTP adjustment calculations. 

   

Figure 2 - Switched Ethernet Impact on Synchronization (No-Load, Left; Loaded, Right) 

As a PTP message passes through an IEEE 1588 transparent switch, the switch can determine 
exactly how much delay is introduced as a result of its own switching mechanism.  With this 
information, the switch can then modify the PTP message’s timestamp by an amount equal to the 
introduced delay, effectively eliminating the need for the PTP algorithm to account for 
communication path delays.  An example will likely make this concept clearer, and to this end, 
discussion returns to the timing chart displayed in Figure 1.  For the purposes of this 
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demonstration, assume that the communication path consists of one IEEE 1588 transparency 
enabled switch between the master and the slave.  In this case the switch, knowing that it has 
introduced 10 ticks of delay to the transit time as the packet passed through the switch, modifies 
TSM by adding an additional 10 ticks.  The offset adjustment calculation would now result in a 
value of 150 ticks, representing a result pre-corrected for the communication path delay. 

The benefit of this approach over the built-in DELAY_REQUEST/DELAY_RESPONSE 
mechanism is that this value is dynamically adjusted for communication delays that vary as a 
result of non-constant network load.  More importantly, this adjustment occurs appropriately and 
uniquely for each PTP packet that traverses the transparent system, so varying delay factors such 
as message queuing on the switch are accounted for in the modification of each PTP message.  
Furthermore, the transparency capability is designed in such a way that it does not disrupt the 
built-in delay measurement mechanism, so PTP can still adjust for delays introduced by non-
transparent networking equipment or inherent signal propagation delays. 

Provisions for IEEE 1588 transparency are currently under consideration for inclusion in future 
revisions of the IEEE 1588 standard and are likely to be specified in the next release planned for 
late 2007.  In the meantime, transparency capabilities are already available on some Ethernet 
switches up to 100 Mbps (Fast Ethernet) speeds, such as the transparency technology pioneered 
by Ethernet switch company Westermo OnTime Networks.  However, as of the publishing 
deadline for this paper, SwRI is aware of no gigabit Ethernet switches available on the market 
that offer transparency capability.  To overcome this network speed limitation, SwRI has worked 
with Ethernet switch developers to implement a stop-gap solution that employs redundant 
“timing only links” that allow for timing distribution on a fully transparent path while still 
providing the high-throughput and data aggregation of gigabit Ethernet. 

PRACTICAL APPLICATION 

Until now discussion has focused only on the theory behind IEEE 1588.  However, this theory 
becomes relevant, and its usefulness important, only when it can find practical application.  Over 
the past two years, SwRI has enjoyed great success in applying the principles discussed above to 
a system under development in our laboratories.  SwRI has spent this time developing and 
integrating a large-scale Ethernet-based telemetry and data acquisition system that is built upon 
the foundational capabilities made possible through the use of IEEE 1588.  Because the intended 
application is for an aviation test system, the requirements of the system under development call 
for the ability to evaluate acquired data with a high degree of confidence in the time that the data 
was acquired.  Such an application is a great proving ground for PTP technology. 

In a tribute to the power of standards-driven system development, SwRI has successfully 
synchronized PTP enabled slaves from a wide variety of vendors using a GPS-based IEEE 1588 
master clock from Symmetricom Incorporated.  As already stated, the required high-accuracy 
synchronization is provided by an infrastructure built from environmentally hardened IEEE 1588 
transparent Ethernet switches developed by Westermo OnTime.  Through these switches, the 
IEEE 1588 master clock provides high-resolution timing information for devices such as IEEE 
1588 hardware-equipped data acquisition units (DAUs) from Teletronics Technology 
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Corporation (TTC).  These end nodes allow for data sources capable of high-precision 
timestamping to exist at the physical extremities of the network using a single Ethernet cable for 
both data acquisition and timing distribution.  This same system also supports IEEE 1588-
capable recording devices from Ampex Corporation and several custom IEEE 1588-aware data 
processing and telemetry systems developed by SwRI.  Building a system such as this proved 
that a diverse group of end nodes can maintain a system-wide synchronized clock through the 
distribution of high-precision timing information made possible by the IEEE 1588 standard. 

During the design, development, and integration of this system, SwRI acquired invaluable hands-
on experience in working with and fine-tuning PTP systems.  The end result of this process is 
still being refined, but SwRI has already achieved remarkable clock synchronization between our 
PTP master clock and the many PTP slaves distributed throughout the gigabit Ethernet network.  
Figure 3 shows a sample of data collected on an instantiation of such a network.  The two traces 
show a comparison of master-to-slave PPS signals on an IEEE 1588 transparent network.  Again, 
the scope has been configured with “infinite persistence” so that each successive pulse can be 
recorded on a single scope display capture.  The PTP slave node (lower trace) comes from a TTC 
DAU receiving timing information from a PTP master (upper trace) that must pass timing 
messages through three switches.  Furthermore, the network is placed under a significant load 
(500 Mbps) in order to more closely match the intended application.  As you can see, even in this 
loaded case, the IEEE transparent infrastructure is able to provide synchronization where the 
bulk of the pulses represent a master-to-slave offset of less than 100 nanoseconds.  Furthermore, 
even the outlying data-points fall within a 500 nanosecond window of deviation from the master 
clock’s reference point. 

 

Figure 3 - Master/Slave PPS Through Loaded IEEE 1588 Transparent Network 
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CONCLUSION 

The allure and advantages of so-called network-centric telemetry systems have been attracting 
attention for some time now.  Understandably, many in the industry are reticent to embrace a 
design philosophy that has the potential to introduce new and critical deficiencies to their 
systems.  Because of this, issues of timing in telemetry systems have posed a formidable barrier 
to wide-spread adoption of these network-centric technologies.  If available, a method capable of 
providing highly reliable timing information would clear a significant hurdle that is preventing 
access to the prospective benefits of network-centric telemetry systems.   

Precision Time Protocol offers up the potential that highly accurate timing is possible even over 
popular networking technologies such as Ethernet.  Indeed, while implementing a system that 
relies upon PTP clock synchronization is not without some challenges, SwRI has found that PTP 
is a viable option for providing this service.  Already this emerging standard has proven that it is 
capable of providing sub-microsecond accuracy when carefully implemented, and this can only 
be expected to improve as the standard is refined and matures. 

ACKNOWLEDGEMENTS 

Thanks to my many colleagues at SwRI, whose encouragement, patience, wit, and wisdom 
provide a culture so conducive to engineering excellence, academic satisfaction, and commercial 
success.  I specifically wish to thank Todd Newton, whose dedication and persistence is 
awesome.  His efforts refined and enabled the work discussed in this paper, and it is his ability to 
make me laugh in the face of stress that has made the journey enjoyable. 

REFERENCES 

Please see the following resources for further information on IEEE 1588 and IEEE 1588 
Transparency: 

IEEE Instrumentation and Measurement Society, IEEE Std 1588-2002: IEEE Standard for a 
Precision Clock Synchronization Protocol for Networked Measurement and Control Systems, 
November 8, 2002. 

Southwest Research Institute, Communications Engineering Website, 
http://communications.swri.org 

National Institute of Standards and Technology, IEEE 1588 Website, http://ieee1588.nist.gov/ 

Westermo OnTime Networks Website, https://www.ontimenet.com 




