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ABSTRACT 
 
As telemetry systems migrate toward network-centric distribution architectures, more efficient 
mechanisms are needed to distribute the telemetry data from the source to various users of the 
data. The most widely used network protocol for reliable delivery of telemetry data over IP 
networks is TCP/IP. With TCP/IP, the bandwidth required to distribute telemetry data increases 
linearly according to the number of point-to-point connections. An alternate approach to reliably 
deliver telemetry data to multiple end users in a network efficient manner is the Pragmatic 
General Multicast (PGM) protocol. 
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INTRODUCTION 
 
Single telemetry data sources can have many telemetry data consumers. The need for a one-to-
many data distribution scheme is usually to provide a failover mechanism for telemetry data 
processing. Multiple ground sites can process telemetry data in parallel. When a site has a 
problem with hardware, software, or connectivity, the failover occurs by virtue of the same data 
being processed by multiple sites. Another reason for multiple consumers of the same data can 
be that multiple sites use the data in different ways. Both scenarios show that a need exists for an 
efficient, scalable, reliable way to transmit data from a single source to multiple users over a 
potentially limited bandwidth network connection. 
 
A popular choice for reliable network transmission is Transmission Control Protocol (RFC 793) 
over Internet Protocol (RFC 791), also known as TCP/IP. TCP/IP is a connection-oriented 
protocol where consumers of data provide acknowledgment for every packet received from the 
data source. The data source maintains a data window for every consumer connection, and the 
window only advances when each packet is acknowledged as received by the consumer. Since 
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TCP/IP is connection-based, multiple consumers of a single data source yield multiple 
transmissions of the same data (see Figure 1). As the number of consumers for a single telemetry 
source increases, the bandwidth requirements increase. Further, as the network bandwidth 
becomes exhausted, the frequency of TCP/IP retransmits increases, and a great burden is placed 
on the source system. All consumer connections can begin to suffer due to a few badly behaved 
consumers or too many consumers. A slow consumer machine can have negative impact on a 
source machine by not allowing the TCP/IP window to advance fast enough for the source 
machine to keep up with real-time telemetry data. Systems that provide one-to-many data 
distribution with TCP/IP cannot easily add data consumers after they are operational without 
carefully considering overall network bandwidth ramifications and system resource availability 
on the source machine.  
 

 
 

Figure 1. TCP/IP Sends Same Data Multiple Times to Handle Additional Consumers 

 
Using a multicast protocol for one-to-many telemetry data distribution solves the scalability 
problems associated with TCP/IP. As more data consumers are added, bandwidth utilization does 
not increase for original data transmission (see Figure 2). Protocols like User Datagram Protocol 
(RFC 768), or UDP, are most typically used for multicast transmission. Since UDP does not 
provide any mechanism for data recovery, and does not guarantee order, terms like “fire and 
forget” and “unreliable” are synonymous with its usage. The ideal solution would couple the 
reliability of TCP/IP and the scalability of UDP. Pragmatic General Multicast (PGM), as 
described in RFC 3208, provides reliable, ordered data transmission over a connectionless 
multicast protocol.  
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Figure 2. Multicast Sends the Data a Single Time Regardless of Number of Consumers 

 
 

RELIABLE MULTICAST 
 
Pragmatic General Multicast (PGM) is a protocol that can operate on top of the Internet Protocol 
(IP). PGM data sources rely on negative acknowledgement (NAK) messages from data 
consumers to indicate when they are missing data. The data window is maintained by the data 
source and is advanced based on a local strategy, which can be based on time or data size. The 
window advancement is not coupled in any way to a client action or inaction. If a data consumer 
has not successfully received repair data by the time the source window has advanced beyond the 
missing packet, the data is lost. The application layer can detect unrecoverable data loss and 
appropriately handle it. 
 
Although not required to use PGM, there are PGM-capable network elements available that can 
provide more efficient handling of PGM traffic. A PGM capable switch or router can prevent 
multiple NAK messages for the same data packet from propagating to the source. There are also 
Designator Local Repairers (DLRs) that maintain the source window for repairs outside the 
actual source machine, effectively offloading repair responsibilities from the source.  
 
Nominal data recovery for missing packets is accomplished using the following sequence of 
events: 
 

• Data consumer sends unicast NAK message to last PGM aware network element 
or source. 

• Data source or last PGM aware network element sends multicast NAK 
confirmation message. 

• Data source or last PGM aware network element sends multicast repair data. 
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As the amount of data consumers increase, the significance of choosing a NAK-only protocol 
becomes apparent. With a method of data recovery/window advancement based on acknowledge 
(ACK) messages, there is increased network traffic regardless of network quality. PGM’s use of 
NAK messages prevents this mandatory increase in traffic when the number of data consumers 
increases. PGM also takes some additional steps to prevent unnecessary NAK messages from 
traversing the network. All data consumers must wait a random period of time bounded by a 
configurable maximum value before sending a NAK. In addition to sending a unicast NAK to the 
data source, data consumers can also send a multicast NAK intended for other consumers. 
Network problems normally occur on distinct segments of the network. When consumers on a 
segment of the network experience a loss, there is likely to be a similar loss and NAK pattern on 
that entire network segment. If multiple consumers are missing the same data, they will all wait a 
random period of time before sending a NAK. While they are waiting, they are also listening for 
a multicast NAK with the same sequence number. If they realize that another consumer has 
already sent a NAK for the data in question, they will not bother to send one. Ultimately the 
repair data is sent multicast, and all consumers will reap the benefit of the NAK from the first 
consumer.  
 
For any one-to-many data distribution mechanism to be successful, a network problem should 
not cause a catastrophic failure for a data consumer on a good segment of the network. Pragmatic 
means useful, not idealistically guaranteed delivery. If one segment of the network is very bad, it 
could very well result in detectable data loss for a consumer on that segment depending on the 
window advancement strategy of the data source. Application layer recovery methods, such as 
archival and playback of data on the source, could be used to fill in the gaps at a later time. A 
method of reducing the chances for data loss on all consumers is to maintain a large window size 
on the source. PGM allows for a maximum window size of (232 / 2) – 1 = 2147483647 sequence 
numbers. The overhead for every PGM original data transmission is 24 bytes for the IP Header 
(with Router Alert option) + 24 bytes for the PGM Header. For a 1500 byte maximum 
transmission unit, which is the default for most network elements and network interface cards, 
we arrive at (1500 bytes – 48 bytes) (2147483647) ≈ 3.12 terabytes of window on the source. 
Note that 3.12 terabytes is more data than a typical session would transmit at one time. Adjusting 
the window to be large enough to contain the entire session has the effect of guaranteeing 
delivery of data for the entire session. The flexibility in the PGM protocol to define the window 
advancement strategy within the constraints of the maximum window size, allows the user to 
prioritize the handling of repair data and original data. It is possible to tune the system to be as 
reliable as TCP/IP or as unreliable as UDP, depending on the desired system characteristics. 
 
PGM sources have configurable traffic management functionality to limit their bandwidth usage. 
This prevents a network from being overwhelmed by repair data if any consumers are flooding 
sources with NAK messages. It allows applications that use PGM to be good network neighbors. 
If a system is dedicated to distribution of telemetry, and uses only PGM to do so, it can 
effectively guarantee a portion of its available bandwidth for each telemetry source. 
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The most important functionality of PGM is its scalability. In a perfect network, as PGM data 
consumers are added, there is no increase in traffic from the source’s perspective. As data 
consumers are added with TCP/IP, there is a mandatory traffic increase in a perfect network (see 
Figure 3), since the original data is transmitted and acknowledged once per consumer. 
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Figure 3. Bandwidth Usage Comparison Assuming a Perfect Network 

 
 

CONCLUSION 
 
PGM provides the reliability of TCP/IP and the scalability of UDP. Source window management 
flexibility allows telemetry distribution points to decide whether to prioritize repair data or 
original data. It also allows the window size to be so large that data delivery is guaranteed like 
TCP/IP, or so small that it is as unreliable as UDP. The ability to detect unrecoverable data loss 
allows the application layer to take additional measures to fill data gaps, if desired. Operational 
systems can more easily add clients at a later date when PGM is chosen as a telemetry data 
transport over TCP/IP, since the network bandwidth usage increase caused by adding a single 
PGM data consumer is significantly less than that of adding a single TCP/IP data consumer. 
PGM makes it easy to have mirrored telemetry-processing sites for failover without levying 
requirements for more bandwidth. Migrating existing systems to use PGM could result in more 
consumers of telemetry data with little or no additional network bandwidth. 
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