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MINING IRIG-106 CHAPTER 10 AND HDF-5 DATA

Michael T. Lockard, R. Rajagopalan, James A. Garling

EMC Corporation, Solutions Engineering Group
Irvine, CA

ABSTRACT

Rapid access to ever-increasing amounts of test data is becoming a problem.  The authors
have developed a data-mining methodology solution approach to provide a solution to
catalog test files, search metadata attributes to derive test data files of interest, and query
test data measurements using a web-based engine to produce results in seconds.
Generated graphs allow the user to visualize an overview of the entire test for a selected
set of measurements, with areas highlighted where the query conditions were satisfied.
The user can then zoom into areas of interest and export selected information.
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INTRODUCTION

The term Data Mining has several definitions depending on context.  One deals with
discovering trends and patterns by searching through large amounts of data, such as in
predicting consumer behavior.  In the context of this discussion, it is defined as extracting
relevant information about the behavior of test data by searching available tests of
interest for conditions measurement values exhibit.  In a typical scenario, users may
discover an aberrant condition in the behavior of their test data, and may want to search
previous tests to see if the condition existed previously.  In some environments this can
be a lengthy process, since test data files may not be readily available, and metadata
describing measurements and calibrations for past tests may be missing.  A Data Mining
environment is needed that allows users to catalog IRIG 106 Chapter 10 test data with
attributes, associate metadata with these test data files, and provide a methodology to
search for measurement conditions of interest.

Chapter 10 of the United States Range Commanders Council (RCC) Inter-Range
Instrumentation Group (IRIG) 106-05 Telemetry Standards [1] defines a Digital On-
Board Recorder Standard.  This standard includes a definition for several characteristics
of a recorder, including data format.  The data format defines packets for a variety of data
types that have been interleaved or multiplexed together to form a data stream.  These
packets hold recorder setup information, time information, plus measurement and other
data.  This measurement data is in raw format, which usually requires conversion to
engineering units to provide value.  This engineering unit conversion process requires the
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associated metadata containing the calibrations, PCM format definitions, bus catalog
information, etc.  Although it is possible for this information to be included as part of the
Chapter 10 file setup record, it is not required and for the most part has not been done.
The result of this is that the metadata information often needs to be provided by some
other source, such as a database.

Additionally, attribute metadata for the Chapter 10 files is also needed to provide
information that can be searched.  This would be data such as project, flight, aircraft,
mission, test type, etc.  This allows a search to restrict itself to only those files of interest.
Also, the user needs to define the measurements they are interested in viewing the results
for, as well as the data conditions they want the files searched for.  The authors provide in
this paper an overview of a web-based method used to attain these capabilities, which has
been named Odyssey.

CHAPTER 10 FILE CHARACTERISTICS

In addition to specifications about the recorder hardware itself, Chapter 10 describes a
data format for the files.  The recorder fibre channel or 1394B interface to the media
presents a STANAG [2] file structure that contains a directory and a number of files
which have been recorded.  A program that understands this structure then transfers the
Chapter 10 files from the STANAG file system on the recorder to the normal file system
of the host computer, such as Windows NTFS.  Once the files have been read into the
host file system, the Chapter 10 files appear as normal system files with a file extension
of .ch10 or .c10.  A single Chapter 10 file contains a series of packets in sequence.  Each
packet has a header that describes the type of data contained in the packet.  The first
packet must be a setup record that contains an IRIG-106, Chapter 9 Telemetry Attributes
Transfer Standard (TMATS) description of the file.  This TMATS packet contains some
general descriptive information, as well as channel mapping to numbered channels and
channel data types, such as PCM, 1553, video, and time.  The packet following the setup
packet must be a time packet.  This provides an association of absolute time of day with
the 10 MHz relative time counter that is present in all dynamic data packets.  The time
packet generally appears once per second.  After this first time packet, packets of any
data type may follow.

PROVIDING CHAPTER 10 METADATA USING ILIAD

The initial packet, a TMATS setup record, describes the channel setups, packet data
types, and other information relevant to setting up a recorder and subsequent processing
of the recorded file.  However, this does not mean that a complete definition of all stream
contents will be included.  The Data Mining process requires measurement metadata,
such as PCM format descriptions and calibration information, but in many cases this is
absent from the Chapter 10 TMATS, so a separate method of providing the processing
metadata is typically required.  The Instrumentation Loading, Integration, Analysis and
Decommutation (ILIAD) toolset provides a methodology to maintain this metadata with
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configuration control and for providing it to the data mining environment in the TMATS
standard format.  This makes a program like ILIAD useful to provide the missing
metadata definitions.  Also, using TMATS provides a standard form that can be
generated by users that is not proprietary.  The authors’ Data Mining tool uses this
standard form, so TMATS provides a standard way for users not currently using ILIAD
to provide this metadata to the Data Mining tool.

The TMATS setup generated with ILIAD for Chapter 10 data mining consists of several
sections.  The first is the “G” or General Information section that contains some
identification information about the test, as well as the version of the IRIG standard used
for the TMATS file.  The next section is the “R” or Tape/Storage Source Attributes
section that is used to define the recorder setup, such as the information for each channel
of data in the Chapter 10 file.  Among others, this includes the Channel Number, Channel
Enable, and Channel Data Type.  The Channel Data Types supported as of the -05 release
are PCM, Analog, Discrete, Time, Video, UART or Serial, 1553, ARINC429, Message,
and Image.  Additional sections such as “P”, “D”, “B”, and “C” are included to define
PCM stream physical characteristics, PCM measurement locations in the stream, 1553
Bus characteristics and measurements, and Measurement Data Conversion metadata for
these sources.

ILIAD is a product originally developed for the U.S. Air Force at Edwards Air Force
Base, California.  It supports the testing environment by providing a toolset for
instrumentation and measurement configuration management, diagnostic troubleshooting,
data display, and post-test data processing and analysis.  ILIAD maintains its information
in either an Access or a SQL Server relational database.  The database is a central
repository for information about the test environment.  This includes project definitions,
instrumentation networks, decommutation and display setups, PCM format definitions,
program set information, and measurand definitions.

ILIAD manages multiple test instrumentation systems from a variety of manufacturers.
One database supports one or more projects with catalogs for both bus and non-bus
measurements.  A bus catalog supports multiple revision levels, so each test can reference
the corresponding revision that was used for the test.  For the non-bus catalog, the user
can update measurement calibrations at any time, and the system tracks which
calibrations are effective for a given test based on the effective date and time of the
calibration.  ILIAD also provides import and export utilities so that users can import
measurement metadata sourced from other systems, and export metadata to be used with
other programs and systems.

ODYSSEY DATA MINING

Odyssey is a web-based application designed in support of several US Air Force
programs for the purpose of allowing engineers to quickly execute queries against one or
more Chapter 10 test data files with criteria that limits the queries to those files of interest
while searching for measurement conditions of interest.  The tool was designed to allow
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multiple users to track test event information, catalog test data files, provide attribute
information regarding each test instance, such as a flight, organize the files into groups
according to attributes of interest, run queries against the measurement data to extract a
subset of interest, generate plots of selected parameters, and export files of processed
measurement data.  The tool was designed to maintain its information in a SQL Server
relational database.  See Figure 1 for an overview diagram of the process flow.

Figure 1.  Odyssey Data Mining – Process Flow Diagram

DATA MINING PROCESS FLOW

One of the first steps in the Data Mining process is for the testing organization to define
the attributes of interest that are to be used to categorize and describe the test data files.
These attributes can be any descriptors the user community wants to use to depict the
characteristics of the test data files.  The authors approach to data mining allows the
system administrator to define these metadata attributes.  As test data files are transferred
to the server, the system keeps track of the new arrivals.  These test data files are the ones
that need to be catalogued, which means that the user must enter the values for the
required metadata attributes, along with any others that the user wishes.  These attributes
are referenced by the metadata queries, which allow the user to filter the selected files to
the ones of interest.
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The folder view of the toolset shows the test data files that are filtered by the metadata
query associated with a particular folder.  This allows the user to organize the files using
the familiar Windows folder abstraction.  For example, at any folder the user may specify
the metadata query to be associated with the folder.  An example metadata query would
be: “Project = F15 and Test = Flutter”.  If the user selected the folder associated with this
query, the resultant list of files would be filtered accordingly.  The folders can be
arranged hierarchically, so the queries at the sub-folder level are a logical “and” condition
with the folders above it.  Figure 2 shows an example of the folder arrangement and the
metadata query.

Figure 2.  Folder Contents – Attribute Query

Once a test data file has been cataloged, it needs to be indexed.  This process is actually a
distillation of the measurement data values in the file that produces an aggregated array
of the maximum, minimum, and average values over one minute periods.  This index
provides the basis for being able to perform a rapid measurement value search over a
large number of files.

At this time, processed data files are also generated.  These processed data files are used
to generate the detailed graphs that represent a zoom into a specific time slice of the data,
as well as the exported data files that the user can produce from the detailed graphs, the
query results, and the events.  While the initial version of the processed data files uses a
custom format, the final data mining version is targeted for using the HDF-5 format.

PROCESSED DATA FILES

The Index file associated with each Chapter 10 data file contains the time of each one-
second interval, along with the equivalent location in the raw data file.  In order to
produce a detailed graph or an exported data product, the Chapter 10 raw data must be
processed into a set of measurement values covering the requested time frame.  This
processed data file contains time and Engineering Unit converted measurements in a
custom format.  The HDF-5 format is being incorporated as an alternative for the
processed data as it provides a standard data format which can be used as another way to
provide measurement data into the Odyssey Data Mining environment.  HDF-5 is a
general purpose file format for storing engineering and scientific data such as that
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generated from processing test data.  HDF-5 was designed with speed and storage
efficiency in mind.  Open source software for HDF-5 is readily available through the
National Center for Supercomputing Applications (NCSA) [3], and the user community
also contributes software.  There are two HDF-5 formats that are candidates for use with
the author’s Data Mining toolset.  One is the HDF-5 Time History, and the other is the
HDF-5 Packet Table [4].  These are extensions to the format structure by an
NCSA/Boeing team to support time history data common to the test community.  Both
are being designed with the characteristics necessary to support the high data rates
associated with flight test and similar environments, and both are non-proprietary, open-
source formats.

PARAMETER SETS

Each folder has a set of additional objects associated with it.  One of these is Parameter
Sets.  A parameter set is a collection of measurement names of interest to the user for a
series of files.  These measurements may be raw data or engineering unit converted data.
A parameter set is also a member of a category, which is a method of organizing a large
number of parameter sets.  The authors’ data mining tool currently supports importing a
parameter set from an XML or text file, or the user may create one using the Parameter
Set page within the Odyssey environment.  This web application page allows the user to
select measurements from an available list.  Figure 3 shows the measurement selection
page for creating a parameter set.

Figure 3.  Parameter List – Parameter Set Measurement Selection
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DATA QUERIES

Every folder also has a Data Queries object associated with it.  The data query is a way
for the user to execute a search through the test data files for specified conditions of
measurements contained in the file.  An example data query would be: “MACHNO >
0.75 and ALT < 1000”.  This query would be processed, not against the original test data
file, but rather against an index that contains the behavior of the measurements over time.
The index file is actually an aggregate of the measurements over the duration of the test,
containing the minimum, maximum, and average values over a one minute time periods.
This allows for a very rapid search that covers the duration of the test.

Results are shown in a series of graphs, one for each measurement specified in the
parameter set or individually.  Each graph shows a series of one minute intervals showing
the minimum, maximum, and average for the measurement.  For each minute the
condition for the query is true, the interval is color-coded.  The user can then review the
measurement graphs to see anomalies that have occurred and evaluate events of interest.
Figure 4 shows the results from a typical query.

Figure 4.  Data Query – Results of Typical Data Query

If the user finds time intervals in the test where measurements show interesting behavior,
a detail graph can be initiated that displays all of the measurement data for the period of
interest.  This detail graph allows the user to zoom into a smaller window of time, and
move forward or backward in time.  This detail graph display functionality uses
measurement data that has been produced from the original test data file.  If the processed
data has not get been generated, the raw data file will be accessed instead.  Figure 5
shows an example of zooming into a time slice on a selected measurement.
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Figure 5.  Detailed Measurement Graph – With Zoom

EVENTS

The third element displayed in the folder is the Events object.  Each Event represents a
set of measurement values over a specified time period.  The user can save events that are
produced by the data query, or one can be created and saved on the Events page.  Each
event has an Event Name, an Event Description, a Start and End time, a Parameter Set or
a list of parameters, and a Chapter 10 test data file.  Once an event has been defined, it
can be executed.  This will result in one graph being generated for each parameter,
covering the time period specified for the event.

RESULTS

The Results object is the fourth item displayed in the folder.  This is the repository for
measurements that have been exported into an external file.  For example, on the Query
or the Events page the user may select the Export option.  This will produce a file that
contains time in the first column and measurement values in the subsequent columns.
This is a csv file that can be viewed in a text editor or Excel.

SUMMARY

Chapter 10 data streams are becoming more prevalent in the testing environment.  With
ever-increasing amounts of data being generated during the test, users need a way to
organize, classify, and rapidly search this mass of data.  In conjunction with ILIAD to
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provide necessary metadata for processing, the Odyssey Data Mining toolset provided the
authors with a web-based capability to process Chapter 10 data and obtain rapid results.
Utilizing HDF-5 files as intermediate processed data will further provide another
interface point to introduce data into the Odyssey Data Mining environment.
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