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ABSTRACT 
 
This paper is intended to provide background into networking and IP protocols for non-IT 
personnel.  It is not a study of networking and related protocols, as each of these topics would 
require a much longer period of time to explain.  Addressed are considerations that should be 
required prior to locking a network design into a specific architecture. 
 
The systems available today, for the same cost as a good home PC, are becoming capable of 
performing critical tasks.  It is highly recommended that the personnel who know the most about 
the data and how it will be used communicate with the personnel that know the network.  Failing 
to explain or understand the networking nomenclature causes considerable wasted time and 
money. 
 
This paper is intended to encourage communications between the data creators and the data 
movers.  We also want  to demonstrate how new systems, hardware and software, designed to 
work with existing network devices used in non–telemetry applications, can make implementing 
IP in telemetry networks easier.  
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DEVELOPING A NETWORKING SCENARIO 
 
Before meeting with network staff to discuss building a network, know the answers to the 
following questions: 
 
How much data will be generated? 
How often will this data be generated? 
Who needs this data?   
How quickly do they need it? 
How can it be delivered to them?  
What should happen to the data when the network fails? 
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What other network traffic will be on the network during data collection? 
Can the data be separated into near real-time and non real-time data streams? 
If the answer to the above question is yes, then how far down stream can this be done?   
Is there a critical upstream control connection required? 
 
While these questions are not directly related to IP, the answers to these questions will allow 
network staff to better understand the objective. The answers further enable the network staff to 
determine the actual required bandwidth and hardware requirements and determine: 
 
What operating system(s) will be running on the systems involved in moving the data? 
Will the network use dynamic or static IP addressing? 
What protocols will be used? 
What socket port numbers can be used for each stream? 
What your planned operational scenario is?  
Will your network be sharing any resources they will not allow you to control? 
What level of data security needs to be in place? 
 
The first five questions above have a direct bearing on how the network system is to be 
configured.  The next two determine the constraints that yield the most flexibility and best 
configuration for testing and maximizing throughput.  Once the answers to these questions are 
determined, it’s time to start working with the IT staff to “tweak” the configurations of the 
systems to match data structures to the planned network and select the hardware to be used on 
the local network and the operating system settings.  If you are lucky enough to be doing your 
work on a segmented local area network with low data rates, (< 4Mbits/second), then most out-
of-the-box settings will work.  
 
If high data rates are a necessity, a concentrated joint effort is needed to be placed with the 
network designers to determine the optimum settings of the system.  Most of us think of network 
communications based on our experiences with the Internet.  Unfortunately a lot of tricks are 
played on the internet making us think that moving Giga-bytes of data is as easy as clicking on a 
web page.  Some of these tricks are caching of web pages and compression.  In both cases large 
volumes of data are preprocessed to make it appear high rate, long distance, transfers have taken 
place.  With caching an ISP takes popular web pages and copies images at their location so you 
don’t have to deal with the rest of the world when you ask for your copy.  With data 
compression, the data is compressed well before your request for it so that you only have to wait 
for the decompression in order to view the data.  Service providers also spend a lot of money 
convincing you that bandwidth is the end all in data transfer but, as we will see later, this is not 
totally true.       
 
It is now time to address the above questions to give additional insight into why a network needs 
to be tweaked to meet specific needs.  Keep in mind that there is no one universal answer to 
these questions and that the effects of any change need to be tested on a real network.  
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SELECTING THE OS 
 
Each OS has its supporters (Linux, Solaris, Windows…) and works well, given the proper 
configuration.  Select the OS that all parties are comfortable using and configuring.  Remove all 
unnecessary software and features before attempting to configure a network.  IP protocols allow 
all operating systems to interface with each other.  But, the most success is achieved using the 
same OS at each end of the longest transfer.  This allows common configuration changes to be 
made at both ends of the system.  
 
 

STATIC VS DYNAMIC 
 
Is IP addressing and protocol flexibility an absolute requirement?  Depending on the size and 
expected rate of change of the network environment, the time it takes to setup a static core 
network may be well worth the effort of keeping track of IP and Mac addresses.  The time it 
takes to resolve Host names to IP and Mac addresses, can be just the right amount of time it takes 
to make your network not work.  So if you think your network is small enough and not very 
dynamic then spend the time up front and workout a static mapping of the network.  I takes effort 
to convince the network administrator to help put this in place.  It might not be easy to do this 
because configuration files such as routing tables, Host files, ARP tables, etc will/may need to be 
created, installed, and pending any unplanned changes, maintained on the system(s) in order to 
reap any rewards from having a static network. 
 
 

DEFINING THE PROTOCOLS TO BE USED. 
 
For each data stream a connection is needed between every system handling the data.  The two 
most common protocols are TCP/IP and UDP/IP.  Each has variants that may be worthwhile 
investigating.  As this is a highly complex and rapidly changing topic, these details are left to be 
studied later.  TCP/IP is the most reliable protocol and requires the most configuration 
information.  UDP/IP is relatively less reliable but it is the most efficient due to the lack of 
overhead.  Every connection should be evaluated on an individual basis and the protocol used 
must be selected based in the time criticality of the data.  For real-time state of health 
connections, UDP can ensure that slow-downs related to packet-loss do not cascade resulting in 
delayed measurement.  For transferring critical data without loss, TCP/IP is the method of 
choice.  Regardless of the selected protocol, it is highly recommended that all data is recorded at 
the point of collection to ensure that no data is lost should there be a network failure.  
 
 

TRANSMISSION CONTROL PROTOCOL (TCP) 
 
TCP provides the mechanism for reliable data stream delivery.  Through the use of sequenced 
acknowledgment of received packets and the retransmission of packets that have not been 
properly acknowledged, a high level of quality-of-service is maintained.  TCP provides a 
reliable, efficient flow control that supports full-duplex operation and multiplexing.   
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The technological foundation of the Internet is based on the combination of TCP and IP 
(TCP/IP) and is the most common protocol used on the internet.  TCP uses a "congestion 
window" to determine how many packets it can send at one time.  The larger the window size, 
the higher the throughput.  "Slow start" and "congestion avoidance" algorithms are used to 
determine the size of the congestion window.  To avoid having problems related with too small 
of a default congestion window, work with network staff to have buffers sized to meet 
throughput needs.  A simple equation defines how much data can be sent across a network with a 
given bandwidth, window size and latency.  Buffer size = RTT* bandwidth.  You can use the 
“ping” command (discussed later in this document) to determine the time it takes to send a 
message across the network (round trip time or RTT).  Make sure that all changes are made to 
both the sending and receiving system.  Some operating systems have a global maximum size 
and a default window size (make sure they are both set if required).  For Windows systems, 
setting the window size above 64K requires setting the TCP1323 registry-setting to option 1 or 3.  
Option 1 is preferred for networks with minimal packet loss as it does not increase the packet 
overhead with time stamps.  
 
 

USER DATAGRAM PROTOCOL (UDP) 
 
UDP, like TCP, is a transport layer protocol.  Unlike TCP, it provides a simple yet less reliable 
message service for transaction-oriented services.  UDP is an interface between IP and upper-
layer processes which does not provide a guaranteed high quality-of-service.  There is no 
reliability, flow-control, or error-recovery process in UDP.  However, due to its simplicity, UDP 
transactions consume less network bandwidth as a result of lower overhead. 
 
 

SOCKET PORT NUMBERS AND CONNECTION ESTABLISHMENT 
 
Any port number can be used.  But it must be excluded from the empirical port range to avoid 
conflict with other applications.  Do not assign port numbers commonly used by web browsers, 
Telnet, etc.  The network staff also needs to ensure that the selected port is not blocked by a 
firewall. 
 
While on the subject of ports and sockets a quick review of socket establishment and why 
determining who is the client and who is the server should be defined early.  “Client” and 
“Server” are often confused with the direction of data flow.  This is not the case.  The client is 
the system making the connection request and the server is the one accepting the request.  The 
client can make the request for the connection and be the system sending the data.  The client 
server relationship only refers to socket establishment. 
 
A plan is needed regarding dropped socket connections and multiple requests.  Uncontrolled 
socket dropouts and reconnects under “laggy” conditions can lead to lost data and socket level 
lockups.  
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PLANNED OPERATIONAL SCENARIO 
 
A planned operational scenario is important to configuring the network.  Firewall and socket 
timeout settings need to accommodate inactivity and not shut down prematurely.  Conversely, 
both sides of the connection need to be able to determine if a connection has dropped without 
proper shutdown procedures being executed.  If extended periods of inactivity on a socket 
connection are expected, enable “keep alive” messages.  These messages are sent at a 
predetermine interval if traffic is not seen on a connection.  If a response to the keep-alive 
message is not received, then the sending system shuts down the socket.  Usually, the client 
attempts to reestablish the connection.  The server usually attempts to make the connection ready 
for reestablishment pending a request from the client.  
 
 

DATA SECURITY 
 
The level of security required by the data, determines the type of network required and possibly 
the cost of the network.  Is it possible to send data in the clear, over private lines, or can it be 
encrypted and sent over cheaper Inter/Intranet connections.  Is the data on a closed or open 
network?  If security is not an issue and data is to be shared with other groups then, putting all 
the systems in a “closed” network might cost more than building a new “open” network that is 
easily accessed. 
 
 

ADMINISTRATIVE CONTROL 
 
Administration and control of the equipment used in the network can be almost as important as 
the protocols and the settings used within the network.  Without the ability to control changes 
within the network, reliability can become an issue.  Few if any network administrators are going 
to allow administrative rights, and the default user settings (In Windows) were not developed 
with real-time operations in mind.  They are either too restrictive or allow too much access.  Use 
your operational scenario and work with the administrators to develop user groups based upon 
the duties of the personnel who will be using the system and your need for configuration 
management.  This effort will be well worth it.  By accepting the normal administrative rights 
and assigning them to others in addition to the normal administrator, many issues can be avoided 
and when the unexpected occurs, the operator can take corrective action in a timely manner.  
 
 

CONCLUSION 
 
Configure the systems with as real-time an operating system as allowable.  Set up Host and ARP 
tables on the boundary systems so that the DNS and ARP protocols do not take up bandwidth 
and delay data flow during startup and socket establishment.  Baseline the MTU of the data path 
and configure the systems to use them most efficiently.  Minimize per-packet overhead and 
fragmentation.  Data requiring minimal delay should use UDP on good data lines along with a 
solid method of recording the data at the point of collection.  Set QOS on High priority sockets.  
Test the system with the previously mentioned registry setting (Nagle, Slow start, window size 
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and window scaling) and tables (Host and ARP) set to different values to tune the system as 
needed.  When testing the system in a LAN environment, the speed of the connection tends to 
mask many issues, so only use LAN connections to test raw functionality of settings and 
applications.  When put into a WAN with bandwidth constrictions, the time that the protocols 
take to automatically determine the best settings, can cause large delays and lost data.  Test as 
close to real-life operational environments as possible and do destructive testing. 
 
With all the issues related to tuning PC based telemetry systems for IP networks, a new class of 
Telemetry Network Appliances is being developed.  These devices are intended to integrate 
Telemetry data into existing network infrastructures in much the same way as routers and 
firewalls have moved from large complex units to small home office devices that can easy be 
setup via OS independent web based GUIs.  These devices allow telemetry engineers to 
configure, test and operate real-time IP based networks without the need to learn the minute 
details of OSs, network topographies and IP protocol implementations.  The user can therefore, 
remain focused on the data, and the science behind it.  
 
Development of new projects become more cost effective through the use of common network 
protocols allowing the telemetry market to leverage the use of other network devices already in 
use, such as SAN (Storage Area Network) devices.  Other reductions in overall cost related to 
new telemetry network appliances may be realized by using highly accurate network time 
protocols such as IEEE 1588 to time stamp data without the need for GPS/IRIG time code 
receivers and distribution systems at every node on the network while at the same time providing 
more accurate time correlation.  
 
 

APPENDIX 
 
OS TOOLS  
 
Some of the tools listed below are ICMP (Internet Control Message Protocol) and tend to get 
blocked, when possible work with the network administrators to leave these enabled or have non 
ICMP replacements installed if possible. 
 
 
Ping-  Ping <ipaddress or name> is used to determine if connectivity to a system exists. The 
round trip time of the message is returned in its response.  It also returns the IP address or name 
of the “pinged” system if the –d switch is not used. 
 
Example: C:\>ping www.apogeelabs.com 
 
 
Traceroute – Tracert <IP address or name>  does sequential pings to all intermediate hops on 
the path to the specified system and returns the RTT for each hop.  If “ping” does not show 
connectivity, traceroute can be used to discover the location prior to the loss of connectivity.  It 
can be helpful to save the results of “traceroute” for reference.  
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Example: C:\>tracert www.apogeelabs.com 
 
 
Netstat – shows socket states depending on switch settings.  It can be used to discover socket 
level problems with an application. 
 
Example: C:\>netstat –an (returns the state of all active ports on the system) 
 
 
Route – Is used to display and modify the routing table for a system depending on switch 
settings.  Normally this command is only used for initial setup depending on the type of routing 
scheme in use.  If a static route is required to remain until intentionally removed, the –p switch 
makes the route persistent.  A persistent route remains in the routing table even after system 
reboot and full shutdown.   
 
Example: C:\ >route print 
 
 
Pathping – Pathping is much like traceroute but provides more detailed reporting.  
 
Example: C:\>Pathping <IP Address or Name> 
 
 
Hosts/LMhosts – Host and LMHost files are used to associcate host names with ip addresses.  If 
the network is static, then using Host files reduce the amount of time the DNS (Domain Name 
System) service spends trying to resolve a name to an IP address. 
 
 
ARP  - ARP (Address Resolution Protocol) tables or cache are used to map an IP address to a 
MAC (Media Access Control) address.  ARP tables are normally built on-the-fly and can take 
some time to build after a device is rebooted on the network.  Static ARP tables can reduce the 
time to resolve IP to Mac addresses.  For purely one-way connectivity, such as UDP over RF 
links, ARP tables are almost a necessity (Broadcast UDP is an exception.) 
 
 
Ipconfig – Ipconfig is used to discover IP and MAC configurations for all interfaces on a 
windows systems. 
 
 
Telnet/HyperTerminal – Windows based tool that can be used to verify the ability to connect to 
a remote server.  
 
 
Ethereal – A good freeware packet capture and analysis tool available at 
http://www.ethereal.com .  It is supported by most operating systems and is easy to use.  Capture 
packets during initial network setup and from times of good data flow for use as comparisons.   
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Iperf – Freeware tool that determines and tests the maximum throughput of a network 
connection.  This tool can be used to test registry settings like window size and scaling, slow 
start, nagle and MTU settings to baseline the effect the changes have on overall throughput.  It 
provides TCP and UDP protocol support, and provides easy to read test results.  It is down-
loadable from http://dast.nlanr.net/Projects/Iperf/.  
 
 
TERMS AND DEFINITIONS 
 
The LAN and WAN and MAN  A Wide Area Network uses such devices as telephone lines, 
satellite data links, or microwave radio data links to span a larger geographic area than can be 
covered by a LAN, such as state or country.  A LAN (Local Area Network) is contained within a 
building or complex, and a MAN (Metropolitan Area Network) generally covers a city or suburb.  
The differences between these network entities are essentially in the implementation.  They are 
strikingly similar in most aspects. 
 
 
Internet Protocol (IP)  So that computers can communicate with each other, each machine is 
assigned an address.  This is a massive undertaking, since every network device in the world 
must have a unique address, lest chaos occurs.  By means of cooperating international 
organizations, coordination of address assignment is maintained.  The unique address is known 
as the IP address.  The IPv4 standard assigns a four byte value that by convention is expressed by 
converting each byte to a decimal number (0 to 255) and separating the bytes with a period.   
 
 
Open Systems Interconnection (OSI) Model  In order to establish a set of standards that can be 
used to define the methods for communication on networks using different equipment and 
software, the International Organization for Standardization (ISO), in 1984, defined a conceptual 
layered framework.  Now considered to be the primary architectural model for intercomputing 
and internetworking communications, the OSI 7-layer model divides the tasks involved in 
moving information between networked devices into manageable task groups. 
Layer 7: Application Layer  The Application Layer provides the interface to the user.  All 
standardized services reside in this layer. 
 
Layer 6: Presentation Layer:  This layer makes it possible for systems to interchange dissimilar 
data formats, provides encoding and decoding of data and compresses and decompresses files. 
 
Layer 5: Session Layer:  It is through this layer that connections are made between logical units.  
The status of upper layer activities is reported through this layer. 
 
Layer 4: Transport Layer:  The Transport layer manages end-to-end message delivery.  The 
reliability and sequence of packet delivery are controlled here by the use of error recovery 
processes and flow control mechanisms. 
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Layer 3: Network Layer:  Layer 3 is responsible for determining how data are transferred 
between network devices.  Flow and congestion controls are imposed to prevent network 
resources from becoming overloaded.  It is at this level where the Internet Protocol (IP) resides.  
Addressing and control information is provided that enable packets to be routed in the network.   
 
Layer 2: Data Link Layer:  It is here that the operating procedure for the data link is maintained, 
packets are encapsulated in a frame structure and transmit errors are detected and corrected. 
 
Layer 1: Physical Layer:  The Physical Layer is the interface between the network medium and 
the connecting device.  This is where the hardware connects.  The full characterization of the 
physical interface is maintained at this level. 
 
Not all layers are implemented in a given system nor is the OSI 7-layer model the only 
networking architecture in use today.  Most networks are composed of some hardware and lots of 
software.  However, there are some instances of network implementations and systems that act 
like networks, which are entirely composed of hardware functionality.  The Apogee Labs 
multiplexer system is one such system.  The network-like architecture of this system is shown in 
Figure 1 below. 
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Figure 1: Apogee Labs Layered Architecture 

 
 
Repeaters, Hubs, Switches, Routers, Bridges 
 
The original concept for connecting multiple computers into a network is simple.  Connect all 
transmitters together on one path, all receivers together on a second path and use a signaling 
technique called Carrier Sense Multiple Access with Collision Detection (CSMA/CD).  When a 
computer wants to place some information on the network it first listens to determine if another 
computer is transmitting.  If no other signal or carrier is sensed, access is begun.  If more than 
one computer makes the same determination and begins transmitting at the same time, a collision 
occurs.  Both machines detect this, disconnect, wait for a random period, and try again.  
Eventually, the process is completed.   
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Repeater  The CSMA/CD mechanism works just fine on a small network with only a few 
computers.  However, inevitably the size of networks increases.  When segment cable lengths 
beyond 500 meters are needed to service larger installations, Repeaters are installed.  These 
devices simply reflect the content of each segment to the other, which compounds the 
shortcomings of CSMA/CD in that the probability of collisions increases dramatically.   
 
 
Hub  A second approach to extending the size of a network and simplifying connections is the 
Hub.  The Hub does not reduce the probability of collisions.  This device can be thought of as a 
collection of repeaters that simply make the cabling of a network easier to handle.   
 
 
Bridge  Collision reduction naturally comes with a reduction of traffic on a LAN segment.  
Segment isolation is accomplished with a device called a Bridge.  A Bridge can be thought of as 
an intelligent Repeater.  It monitors the traffic on each of the two segments to which it is 
connected and stores the addresses of the computers located on each.  If traffic is detected on one 
segment that is intended for a destination on the other segment, the traffic is forwarded.  
Otherwise, the connection is blocked.  This process takes place on a packet or frame basis.   
 
 
Switch  Network segments that are connected using a Repeater, a Hub or a Bridge all suffer from 
the fact that each segment contends with Collision Detection and the associated resolution 
process.  The result is that each computer on a given segment operates in half-duplex mode and 
data throughput is kept to one-half that which could be achieved in full-duplex mode. 
 
The Ethernet Switch is the solution to all of the above limitations.  This device can be thought of 
as a series of bridges that connect pairs of computers on a packet-by-packet basis.  The network 
is automatically and dynamically divided into multiple independent segments with only two 
computers on each segment.  These PCs do not share the transmission media with other 
machines, do not experience collisions, and operate in full-duplex mode.  The data throughput is 
therefore at its maximum. 
 




