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ABSTRACT 
 
This paper describes the design and successful development of an acoustic modem for potential 
use in underwater ecological sensor networks.  The presentation includes theoretical study, 
design and development of both software and hardware, laboratory experiments, full-scale field 
tests, and the documentation and analysis of field-test results. 
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INTRODUCTION 
 
The acoustic modem has previously been designed at the algorithmic level, and employs Gold 
code signaling with Matching Pursuits (MP) channel estimation.  Here, a software-defined 
implementation of the modem in the TI C6713 DSP device is presented.  An optimized version 
of the MP channel estimation algorithm is developed for real-time operations.  The modem will 
operate with a bandwidth of 6 kHz at the center frequency 24 kHz, with a data rate of 161 bps.  
The performance of channel order estimation based on MP residuals is verified.  A custom 
modem hardware solution is also developed based on the C6713 and laboratory prototype 
hardware for deployment in littoral environments. 
  
The presentation of this paper includes a full span of technical progress, ranging from theoretical 
study and design of the modem, laboratory experiments, full-scale field tests, to the 
documentation and analysis of field-test results. 
 
 
 
 

 1



DESIGN OBJECTIVES 
  
The modem is designed to have a minimum operating range of 100 meters, deployable at up to 
20 meters depth.  In terms of energy efficiency, it is designed to function with a minimum 90-
day deployed lifetime.  The design objectives reflect the core requirements of the ecological and 
oceanographic sensing research in littorals and bays [1].  The environments for which the 
modems are designed are noted for multi-path spreads of several milliseconds [2].  In addition, 
the communication channel often varies in time with high Doppler spread.   
 
Since the channel exhibits deep, narrow fades, the signal energy must be spread over a wide 
bandwidth.  For this, direct sequence spread spectrum (DSSS) techniques are applied [3].  Direct 
sequence is preferred over frequency hopping, because accurate channel estimates are not 
required to achieve optimal performance in a rapidly varying channel [4]. 
 
 

IMPLEMENTATION: HARDWARE 
 
A commercial DSP development system is used in the prototype modems.  The signal processing 
core is a TI C6713 DSP.  On-board digital support components include 8 MiB SDRAM, 512 kiB 
Flash, and an embedded JTAG debug controller.  On-board A/D and D/A converters provide 16 
bit resolution at sampling rates up to 96 kHz. 
 
A custom-built transducer forms the opposite end of the electronic signal chain, providing 
horizontal omnidirectional coverage in the 20 – 30 kHz range.  For transmission, a commercial 
single-chip class D power amplifier drives a transducer-specific matching network and automatic 
transmit/receive switch.  When the power amp is not operating, the transducer is connected to a 
low noise variable gain amplifier for reception. 
 
System power is supplied in the field by alkaline primary cells; secondary batteries were judged 
to have an excessively long payback time for their higher initial cost, and alkaline manganese 
dioxide is the most common and cost-effective primary chemistry.  Power conversion by highly 
efficient switching power supplies helps maximize battery life.  Exact figures are difficult to 
calculate in advance since they will depend on data rate and network topology [5]. 
 
 

IMPLEMENTATION: SOFTWARE 
 
The Matching Pursuits (MP) algorithm [6] provides an estimator for sparse channels [7, 8] – the 
basis for both symbol decision (MPDetect) and symbol synchronization (MPSync) algorithms 
[9].  MP takes the output of a conventional matched filter and iteratively cancels the strongest 
detected signal components.  A naïve approach would require that the signal be re-filtered after 
each cancellation step.  However, since the filter is linear, a second cancellation at the filter 
output may be performed instead.  This greatly reduces the computational cost.  To make a 
symbol decision, MP is run for each possible received symbol.  The decision is in favor of the 
symbol with the least energy in the uncanceled residue, i.e., the symbol which was easiest to 
match to the received signal.  
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Figure 1.  Auto-Cross correlation of Truncated Gold Codes, Symbols 8 and 1. 
 
The synchronization algorithm, MPSync, has a very similar structure to MPDetect.  It differs in 
that it operates over a double-length received signal and requires a known training symbol.  
Initially, the symbol matched filter output must exceed a threshold, indicating that a signal is 
present.  If this threshold is met, then MPSync continues with the same cancellations as in 
MPDetect.  Since the received signal spans two transmitted symbols, they must be the same 
(known) symbol.  Once a set number of paths have been detected, a channel estimate vector is 
produced.  This estimate is used to determine the most likely starting time of the received symbol, 
and the receiver symbol clock is adjusted to match. 
 
The signaling employs an 8-ary code orthogonal modulation using 56-chip Gold sequences [10] 
at a rate of 6000 chips per second.  Figure 1 shows the correlation of the Gold codes.  These chip 
sequences are applied to a root-raised-cosine filter with 30% excess bandwidth [10].  The 
resulting signal is digitally upconverted to 24 kHz center frequency and subsequently sent to the 
D/A converter.  A guard interval of quiet time is inserted between symbols to prevent inter-
symbol interference.  The length of the guard interval is set according to the maximum multi-
path spread to be tolerated.  The resultant symbol rate is approximately 54 Hz, representing 
about 161 bps.  
 
 

SIGNAL PROCESSING 
 
The development of the prototype is based on Texas Instruments' TMS320C6713 floating-point 
digital signal processor with the software implemented in the C programming language.  TI's 
Code Composer Studio development environment is utilized for integration.  The actual 
computations are almost exclusively fixed-point, so a compatible fixed-point DSP will be 
substituted in the future for reduced power consumption at a negligible speed penalty. 
 
For data transmission, because the preprocessed symbols are stored in channel-ready format, 
real-time signal processing is not required for the transmitter.  Therefore, data transmission is 
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designed to maintain a good level of simplicity.  Given a bit string for transmission, the 
transmitter only needs to determine the appropriate symbol indices and write samples to the D/A 
converter.  Since ample processor time is available for this operation, the processor busy-waits 
between samples.  For testing purposes, a fixed message is employed. 
 
The receiver is comprised of three main sections: (a) I/O, (b) receiver state machine, and (c) MP 
demodulation.  Incoming digital data from the onboard ADC is first buffered, digitally down-
converted to baseband, filtered, and subsequently passed on to the MP-based functions. 
 
Samples from the ADC are received by the DSP's serial port (McBSP), and then transferred by 
direct memory access (EDMA) to a circulating buffer pair.  Whenever one of these buffers fills, 
a hardware interrupt (HWI) is triggered.  The interrupt handler down-shifts the samples to the 
baseband, applies a root-raised-cosine low-pass filter [10], and outputs one sample into the 
baseband sample FIFO buffer. 
 
The receiver state machine is triggered every 10 ms.  However, if no samples are available from 
the FIFO buffer or one of the MP- functions is running, the state machine immediately returns.  
If a packet is not currently being received, samples are forwarded to MPSync until the result 
indicates that a signal is present.  At that point, the state machine corrects the symbol 
synchronization and begins forwarding samples to MPDetect.  When the expected number of 
symbols for a packet has been demodulated, the state machine returns to the initial state. 
 
Demodulation by MPSync and MPDetect proceeds substantially as previously discussed, 
although some practical issues remain.  The number of significant multipaths and threshold 
energy for detection must be estimated; efforts to automate this process have yielded mixed 
results. 
 
 

EXPERIMENTAL RESULTS 
 

Extensive simulations have been conducted for the testing of the prototype.  Verification of the 
modem implementation involves three sets of experiments, distinguished by the medium used for 
the channel: wire test, air test, and water test.  These divisions aid us in isolating and identifying 
problems in software and hardware. 
 
I. Wire Test: 
 
Two C6713 boards are set up as transmitter and receiver, with transmission taking place over an 
audio cable.  Table 1 shows the run times (in ms) and CPU Load (percentage) for the timing 
acquisition function (MPSync) and the symbol decision function (MPDetect).  These results 
show how NF influences run times of the two functions, and that MPDetect's execution time is 
the bottleneck.  MPDetect must finish executing within the duration of the symbol plus guard 
band, so available run time limits the number of multipart the code can cancel.  With our current 
signaling scheme, the limit is around 50 paths since the symbol interval is 18.7 ms at 96=sF  
kHz. 
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NF CPU Load (%) MPSync (ms) MPDetect (ms) 
3 27.44 4.35 3.93 
6 31.77 4.35 4.82 
9 35.96 4.36 5.71 

12 40.05 4.35 6.59 
15 43.91 5.45 7.47 
18 47.20 5.67 8.36 
21 50.67 5.95 9.24 
24 52.45 6.23 10.02 

Table 1.  Run Times and CPU Load at = 96 kHz with varying number of hypothesized multi-paths (NF) sF
 

 
Wire tests were run at the maximum 96 kHz sampling rate, as this rate will be employed in the 
final system.  Each test ran 400 packets long, with 43 packets per symbol and 5 training symbols 
between packets.  On the receiver side, the number of hypothesized multipaths (NF) was varied, 
even though there was only one actual path.  Figure 2 shows two typical multipath intensity 
profile plots from this test series.  Error rate in this high-SNR, single-path environment was zero, 
as expected, with NF having negligible effect on the results. 
 
II. Air Test 
 
Since all the signaling frequencies are derived from the A/D / D/A converter sample rate, 
reducing this rate moves the operating band into the audible range, allowing common audio 
components and readily available environments to be substituted for transducers and water tanks.  
Air tests progressed from distances of a few meters in the lab to tens of meters in the adjacent 
hallway.  Tests at multiple distances and varying number of hypothesized paths were executed.  
The most recent in-lab air test setup involved a 3.6 m distance between transmitter speaker and  
 
 

Figure 2.  Wire test multipath intensity profiles.  Left: NF = 1.  Right: NF = 6. 
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Figure 3.  In lab air test multipath intensity profiles at 3.6 m distance.  Left: NF = 3.  Right: NF = 5. 

receiver microphone.  With test duration 40 packets and 43 packets per symbol, there were no 
symbol errors.  Typical multipath intensity profiles are shown in Figure 3. 
 
The test setup in the hallway is shown in Figure 4.  From the receiver at the midpoint of the hall, 
the transmitter speaker is 21 m and the end of the hall 38 m distant.  With a sample rate 8=sF  
kHz and hypothesized multipath number NF = {7, 9, 11, 13}, in four test runs of 40 packets each 
(1720 symbols each) there was only one symbol error.  It is noteworthy that a door was opened 
into the path from transmitter to receiver as this error occurred, and that no further errors 
occurred even though the door remained open for several symbols.  Figure 5 illustrates a typical 
multi-path intensity profile from this test series. 
 
 

 
 

 
 
 
 
 
 
 
 
 
 

 

Figure 4.  Hallway air test setup.  Left foreground: receiver station, background: transmitter speaker.
Right: transmitter power amp, battery, and speaker. 
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Figure 5.  Multipath intensity profile for hallway air test with NF = 7. 

 
 
III. Water Tests 
 
The underwater test uses the maximum sampling rate of 96 kHz for lowest distortion.  Two 
Sonatech transducers are employed as shown in Figure 6 (right), in which the transmit power 
amplifier is also visible.  The test was conducted at UCSB’s Marine Biotechnology Laboratory, 
seawater processing room.  The available tank was a relatively noisy environment due to nearby 
machinery.  Two sets of tests were performed, with the transducers separated by 0.6 and 12.7 
meters respectively.  Tank access through hatches precluded the use of intermediate distances. 
 
 

 
 

Figure 6.  Setup for the water tank tests.  Left: area surrounding north tank access hatch. 
Right: Transducers at 0.6 m distance hanging below hatchway. 
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Figure 7.  Step Chirp Test, transducer distance 0.6 m.  Top: transmit off.  Bottom: transmit on. 

 
The first test performed checked the system response for gross defects (previously untested 
hardware was in use).  With the transducers 0.6 m apart, the transmitter was configured to 
generate a step chirp waveform ranging from 20 to 28 kHz in 0.5 kHz increments with a dwell of 
2 ms per frequency.  The receiver was configured to capture 34 ms of unprocessed data (3264 
A/D samples), which was later dumped to a hex file and visualized using Matlab to create Figure 
7.  For the most part this went smoothly, although the power amplifier would not operate above 
≈ 10% of its nominal rating. 
 
Note in Figure 7 that the envelope of the received signal during the chirp remains relatively flat, 
so combined system response in the 20 kHz to 28 kHz range seems acceptable.  From this we felt 
confident in proceeding with a test of our MP-based modem.  We noted that background noise 
was neither stationary nor white and exhibited a series of well-defined amplitude peaks versus 
frequency, some of which fell into our operating band. 
 
 

Figure 8.  Water tank test results: multipath intensity profiles.  Left: 0.6 m.  Right: 12.7 m. 
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Distance NF SER 

60 cm 6 0 
 3 0.025 
 2 0 
 1 0 

12.7 m 8 0.2959 
 10 0.1192 

 
Table 2.  Symbol error rates for water tank test for varying distances and NF. 

 
Error rates (see Table 2) at the 0.6 m range were low, due to the high signal level available.  At 
the 12.7 m distance the error rates were far higher.  Incorrect synchronization is thought to have 
been a significant contributor to the high error rate – in the right half of Figure 8, gaps in the 
initial path intensity trace (near 1200, 1400, and 1550 total symbols) likely resulted from this.  
Sync errors generally cause very high error rates for affected packets, so they have a 
disproportionate effect.  In addition, errors in preamble detection can cause spurious symbol 
insertions also resulting in high error rates for affected packets.  We are investigating methods to 
reduce the incidence of these more serious errors. 
 
 

CONCLUSION 
 

This paper reported the design and development of an acoustic modem as the critical component 
of underwater sensor networks for ecological research.  The successful execution of this project 
has been considered a major step of technical advancement.  This paper documented the full 
range of tasks, including design, implementation, and experiments, in detail.  The 
implementation of this prototype was based on the elements of typical ecological experiments at 
various test sites.  Yet, with minor modifications, the advances derived from this effort can be 
extended to other applications. 
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