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ABSTRACT 

The network switch is a critical element in the flight test network. All devices in 
the network are configured, synchronised and managed via the switch. In addition to 
this all acquired data is routed through the switch. For these reasons, the flight test 
network switch has always needed to be rugged and reliable with high throughput 
and simple intuitive setup. Ethernet technology and the move towards open 
standards within FTI systems have enabled flight test networks to become 
increasingly flexible and heterogeneous. Modern FTI networks may have different 
synchronisation and data transmission protocols running simultaneously. It is also 
important to quickly switch network configurations for different flight profiles and 
to enable new features to be easily added to existing installations. This paper 
examines the increasing network interoperability and flexibility challenges and 
discusses how the network switch is best placed to provide solutions. 
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1 INTRODUCTION 

 
In Flight Test Instrumentation (FTI) as the acquired volume of data increases, the industry is 
migrating from IRIG 106 chapter 4 PCM to Ethernet networks.  
 
Ethernet has a long history in the commercial and industrial markets. Since the initial definition in 
the 1970s to the first agreed IEEE 802.3 standard in 1983, Ethernet has grown both in commercial 
market size to a multiple billion dollar market and the technology has developed to be capable of 
transferring data rates in excess of 100Gbps. 
 
Using Ethernet in FTI networks brings a number of significant advantages: 
• Wide range of off-the-shelf commercial Ethernet products, from switches, network 

interface cards, recorders amongst other equipment. 
• Mature standards build around Ethernet for the transmission of data, the configuration of 

networking equipment, synchronization of network elements. 
• Wide range of software, both commercial and open sourced, for interfacing and 

manipulating Ethernet data and equipment. 
• Scalable network infrastructure and data rates from 10Mbps to 100Gbps with a future path 

to higher rates. 
 



  

FTI networks have a number of requirements that necessitate specific consideration and place 
constraints on Ethernet networks.  
 
Traffic on FTI networks tend to be heavily asynchronous, that is to say that the data rates and 
volume of traffic on an FTI network in one direction are far higher than in the opposite direction.  
 
Determinism and loss-less transmission are two highly desirable features in an FTI network. To 
ensure the transmission and recording of all the acquired parameters, packet loss on the network is 
not acceptable, regardless of the network layer or application layer protocol being used. In many 
commercial implementations, the reliability of the data transfer is handled by the transport layer, 
requiring retransmission for lost packets. 

 
 
 

2 THE NETWORK SWITCH 
 

The core of an Ethernet network is the switch. An Ethernet switch may operate at one of more 
layers of the OSI network model [1]: 

 
• Layer 1. The lowest layer switch is known as a repeater or a hub. It is simple device which 

does not manage the traffic through the device. 
• Layer 2. A network bridge which switches Ethernet packets based on MAC addresses. 
• Layer 3 / 4. Commonly known as routers. Switches network traffic based on IP, TCP, UDP 

and application layer data. 
 

FTI network switching typically requires layer 3 and 4 switching, at a minimum where traffic is 
routed and switched based on UDP ports, IENA [2] and iNET [3] stream identifiers. 
 

 
3 SWITCH DESIGN 

 
COTS Ethernet switches and switch cores support a wide range of features and requirements 
driven by commercial Ethernet networks. Dynamic switching and self-learning of network 

Figure 1 FTI Network Elements 



  

topologies are required to support dynamic and changing networks in benign environmental 
conditions. 
 
FTI networks on the other hand may not require all of these features but instead need to be rugged 
and very reliable. Ruggedness is dictated by a number of environmental standards, specifically 
DO-160 [4] and MIL-STD-704 [5]. These two standards define a minimal set of environment test 
conditions, covering: temperature, humidity, shock, vibration, power interface to the aircraft, 
among others. 
 
Network switches can be implemented primarily using two approaches. Application Specific 
Integrated Circuits (ASIC) can be implemented to perform switching and configuration of the 
network switch, usually with on chip microprocessors (MCU). These MCUs run management and 
configuration firmware on an RTOS or even embedded OS such as Linux. 
 
ASIC development is very expensive undertaking and as a result, a very limited number of large 
companies such as Marvell [6] and Intel design very flexible switching products which are then 
sold off the shelf. OEM manufactures integrate these products, customising the firmware to 
implement the feature set of interest for their product. Customisation to the lower level hardware 
is not possible without commercial justifications in the hundreds of millions of dollars range. 
 
A second approach is implementing the switching and management functionality in Field 
Programmable Gate Arrays (FPGA). FPGAs have the advantage of much shorter and cheaper 
development cycles, with some trade off in the volume of supported features. The switch 
manufacturer can design the feature set of interest for their product line and exclude the unwanted 
functionality that the more general purpose ASIC switch cores support. 
 
For an ideal FTI switch the latter approach has significant advantages. Within the FPGA, a store 
and forward switch fabric can be implemented using state machine based code. Dynamic learning 
algorithms for routing and on board OS are not required due to the more limited set of 
requirements reducing the time from power up to operation, simplifying the design and 
consequently, increasing the reliability of the switch. 
 
The static forwarding and filtering configuration, stored in on-board non-volatile memory, allows 
the switch to start routing based on a pre-defined set of rules as soon as power is applied. As an 
example, the NET/SWI/101 from Curtiss-Wright powers-on, achieves link up and is transmitting 
within 2 seconds [7]. 

 
In certain FTI networks, the ability to tap an Ethernet link for monitoring purposes can be a very 
useful feature. Most switches can be configured to perform such functionality, however 
minimising the latency through the switch can be challenging. The FPGA based designs can be 
configured to bypass the core keeping latency to the minimum for “tap”-like performance. 

   
 
4 TIME SYNCHRONIZATION 

 
Ethernet networks support a number of well-defined and supported time synchronisation 
protocols. The two most widely known and used are Network Time Protocol (NTP) [8] and 
Precision Time Protocol (PTP) 



  

 

NTP	  
NTP is a time synchronisation protocol widely used to synchronise desktop computers on packet 
switched networks, most famously the Internet. Sub second accuracy is possible, with simplified 
implementations known as SNTP also available. The accuracy is good enough for consumer 
applications. 

PTP	  
PTP is an IEEE standard used to synchronise clocks in a network, using similar principles to NTP. 
Unlike NTP, it was designed to achieve sub-microsecond accuracy. This accuracy makes it more 
suitable to FTI networks than NTP. The original standard was agreed in IEEE 1588-2002 [9] and 
is known as PTPv1. The second revision of the standard was agreed in IEEE 1588-2008 [10], 
improving accuracy precision and robustness. However PTPv2 is not backward compatible with 
PTPv1. 

PTP	  in	  FTI	  Networks	  
Synchronisation of all data acquisition units in an FTI network is a key requirement. The time 
correlation of the data on the network is a function of the synchronisation accuracy. Clearly the 
time synchronisation protocol of choice is PTP. This raises the requirement for the support of a 
number of PTP related features in the ideal FTI switch. 
 
In a PTP-synchronised network, one element in the network acts as the master to all the time 
slaves, this is the Grandmaster (GM). The GM acquires time from an external time source such as 
GPS, IRIG Analog and Digital or a battery backed Real Time Clock (RTC) and synchronises the 
slaves to this time source. With non-backward compatible standards in PTPv1 and PTPv2, support 
for both grandmasters is required 
 
In a larger network where the switch is not a PTP grandmaster, to improve on the synchronisation 
accuracy, the switch should appear invisible to the PTP conversation. This is known as PTP 
transparency. The propagation time of the PTP packets through the switch is measured and the 
timestamps are adjusted accordingly, removing the propagation delay. Support for PTP 
transparency is required in both PTPv1 and PTPv2 modes of operation. 
 

With non-backward compatible protocols, it is 
not uncommon for network devices supporting 
either PTPv1 or PTPv2 to co-exist on the same 
network. Ensuring that these PTP clients are 
synchronised to the one time source requires the 
FTI switch to support the translation or bridging 
between the two protocols. This is a very 
powerful and useful feature allowing the 
network designer to mix clients comfortably on 
the one network. 
 
 
While PTP is the time synchronisation 
mechanism on the network, the absolute time 
needs to be acquired by the Grandmaster to 

Figure 2 Mixed PTP clients 



  

allow for accurate absolute time synchronisation.  
 

Historically IRIG-B was a standard created by the US military defined in 1960, the latest revision 
of the standard published in 2004. This standard is widely supported in FTI networks both in 
analog and digital formats. 
 
The Global Positioning System (GPS) is another very popular space-based location and time 
synchronisation system. If the FTI switch supports GPS, it allows the time to be synchronized to 
the satellite based atomic clocks. This is a very accurate and cost effective mechanism for 
acquiring absolute time. 

Time	  Synchronization	  in	  the	  ideal	  FTI	  Switch	  
As described, there is a long list of time synchronisation features that the ideal FTI switch should 
support, to a high level of accuracy. Acting as a PTP v1 or v2 GM, taking time sources from GPS, 
IRIG or free running from an on-board RTC. The bridging of PTP protocols allows the FTI 
engineer to define a per port PTP protocol selecting between v1 and v2. 
 
 

5 TRAFFIC FILTERING 
 
 
 
 

As previously mentioned, switches typically route data based on a certain level of the OSI model. 
In a level 2 switch, the Ethernet MAC address are used to automatically route traffic to ports on 
which that particular networking interface is connected. A level 3 or 4 Ethernet switches can route 
traffic based on IP address or UDP ports as an example. 
 
FTI networks are heavily asymmetric with a large number of sources but a limited number of 
sinks. These sinks may have very different requirements. 
 
Network recorders typically have a very large bandwidth and storage space so will generally 
record all the traffic on the network for later analysis and archiving. As a result the network 
switch will generally route all traffic to ports on which the record is connected, filtering none of 
the traffic.  
 
In certain applications it may also be desirable to separate certain high volume traffic to a 
dedicated recorder. One example of this may require all video traffic to be recorded on a 
dedicated recorder. Such selective switching could be implemented using a dedicated multicast IP 
address for video traffic. The FTI switch is then required to switch this traffic to the dedicated 
video recorder. 
 
Transmitters on the other hand have a very limited bandwidth but give engineers on the ground 
very valuable insight into key information on the FTI network. In this scenario the switch is 
required to filter based on very specific parameters from the Ethernet traffic. In IENA traffic, a 
specific stream identifier in combination with a UDP port may contain parameters of interest. The 
FTI switch therefore requires the ability to switch based on multiple header fields at all layers of 
the OSI model. 



  

 

 
 
An on-board data processing unit connected to the network would have similar requirements to 
the transmitter, in that it could only process a subset of the traffic during the flight. However in 
addition to filtering the traffic, the required switching configuration could change during the flight 
to allow the engineer to perform analysis at different phase of the flight. For example on take-off, 
the switch could be configured to pass stream identifiers in the range 0x1 to 0xF to the data 
processing unit, then at altitude, filter this traffic, allowing all traffic on UDP port 4444. 
 
The FTI switch therefore, should have a rich set of filtering and switching functionality built into 
the switch core. A standard set of switching based on layer 2 and 3 header fields should be 
supported. In addition to this, it is desirable that custom switching rules can be implemented at the 
application layer. Even more powerfully, the engineer could define fields within the payload of 
the packet and filter based on these values. This level of flexibility results in a very powerful 
switch. All these filters should be stored on the switch in non-volatile memory, in an efficient 
lookup table to allow the traffic to be filtered at line speed through the switch, avoiding any 
bottlenecks in the data path. 

 
 
 

 
6 CONFIGURATION OF NETWORK SWITCHES 

 
With the expanding features and configuration options available on FTI switches, ease of 
configuration is more important than ever. The configuration of such devices can be implemented 
either proprietary configuration software or open standards which have been adopted for such 
purposes.  
 
TFTP [11] is a file transfer protocol that has been developed specifically for light weight file 
transfer. The server can be implemented with a minimum of CPU and RAM requirements making 
it suitable for embedded devices. For the transfer of large configuration binary files, it is a widely 
adopted protocol used on switches. 
 
Simple Network Management Protocol (SNMP) [12] is an open internet standard for managing 
devices on an IP network. It is typically used to monitor and configure switches and recorders. It 
is a self-documenting protocol that is used to configure smaller volumes of configuration data. Off 

Figure 3 Dynamic routing in a configurable crossbar 



  

the shelf SNMP managers are widely available for Windows, Linux and OSX operating systems 
which can then be used to manage the networked devices. 
 
This configuration phase itself can be split into two distinct phases, dynamic, on the fly 
configuration and static configuration prior to acquisition. FTI network topologies are generally 
relatively static and as a result prior to flight, these networks can be defined and the switches 
configured with the routing and filtering tables. With a broad range of options available, the 
configuration at this point can be significant with settings for different filtering options to be setup 
for a number of phases of the flight. The configuration would ideally be stored in a local setup file 
on the engineers PC, to make iterative changes to the network configuration simple. An example 
of such a file format is XidML (eXtensible Instrumentation Definition Markup Language). [13] 

 

 
 
 
Once this configuration has been completed, programmed and stored locally the switch is 
configured and ready for flight. Once in flight, this static configuration will not be modified, 
however now the dynamic configuration aspect takes place. The FTI engineer may want to 
monitor network traffic, link status and the health of the network as well as switch, between the 
various phases of the flight. SNMP managers running on PCs connected to the network can select 
between the various configurations that were pre-configured, in a seamless manner, with little or 
no packet loss.  
 
Monitoring, using an SNMP manager allows the FTI engineer to query the health of the network 
switch, however it can be useful to have automatic or passive health reporting. Such a facility 
would allow the switch to periodically report on various metrics in a status packet. This status 
packet could easily be telemetered to the ground as well as recorded. The advantage of such 
approach is that a query/response mechanism is not required, which in many telemetry links is not 
possible, and the information density of a status packet makes it a very efficient use of the limited 
telemetry bandwidth. 
 

 
7 Future-Proofing Network Switches 

Figure 4  Simple crossbar configuration 



  

 
Over time, as the size and complexity of airborne networks continues to increase, the demand for 
additional features and performance upgrades continues. 
 
Some of these upgrades will require replacing existing hardware in the instrumented airplane, 
however there is significant scope for FPGA-based designs to incrementally upgrade the 
programmed “firmware” of the FPGA. This mechanism allows the user to remotely upgrade the 
feature set of the switch without physically removing or even accessing the switch. The upgrade 
process can be implemented in a similar mechanism to the static programming of the device over 
the Ethernet interfaces using TFTP. 

 
Such an upgrade could feasibly be executed in minutes between flight tests, if the demand arose. 
Naturally, such a process has potential to be interrupted so significant effort and measures need to 
be taken to ensure that the process cannot result in a non-working or unusable switch. “Fall-back” 
firmware images are untouched on the switch to ensure any interruptions in the programming 
cycle do not result in a non-working switch. 
 

8 Conclusion 
 

FTI network switches, which sharing some commonality with COTS Ethernet switches have 
specific demands of their own. The relatively static nature of FTI networks in combination with 
stringent reliability and rugged requirements places specific demands that many switches cannot 
meet. 
 
Flexible switching and filtering requirements, advanced time synchronisation mechanism and 
rugged, deterministic and scalable performance are key to modern flight test network switches. 
 

9 Glossary 
 

NTP Network Time Protocol 
PTP Precision Time Protocol 
FTI Flight Test Instrumentation 
ASIC Application Specific Integrated Circuit 
FPGA Field Programmable Gate Array 
TFTP Trivial File Transfer Protocol 
COTS Commercial Off The Shelf 
CPU Central Processing Unit 
RAM Random Access Memory 
GM Grand-Master 
RTC Real Time Clock 
SNMP Simple Network Management Protocol 
iNET Integrated Network Enhanced Telemetry 
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