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ABSTRACT 

Commercial off-the-shelf (COTS) graphics processing units (GPU) perform the signal 
processing operations needed for video games and similar consumer applications.  The high 
volume and competitive nature of that industry have produced inexpensive GPUs with 
impressive amounts of signal processing power.  These devices use parallel processing 
architectures to execute DSP algorithms far faster than single, or even multi-core central 
processing units typically found in workstations.  This paper describes a project which improves 
the performance of a radar telemetry application using the NVidia™ brand GPU and CUDA™ 
software, although the results could be extended to other devices. 
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INTRODUCTION 

 
Conventional processors used in personal computers (PC) and workstations are not well suited 
for digital signal processing (DSP) applications.  Typical PC and workstation applications make 
heavy use of logical and other ad-hoc operations, while seldom performing mathematical 
calculations.  In contrast, DSP programs make heavy use of fixed and floating point 
multiplication and accumulation/summation operations.  The rate at which a processor can 
multiply/accumulate is often the limiting factor in algorithm performance. The input/output (I/O) 
structure of a typical PC is designed to quickly load large amounts of executable code, and 
handle data file operations.  However DSP programs are often quite compact, but have an I/O 
bottleneck caused by the large amounts of data they must move through the processor. 
 
These limitations have been long recognized by the DSP community, and motivated the 
development of customized processors, or DSP chips.  By allocating large amounts of the chip to 
multiply and accumulate operations, and by using customized I/O structures, the DSP chips can 
significantly out-perform conventional processors in DSP applications.  These chips are used in a 
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wide range of products, and are available on boards that can be added to PCs and workstations.  
However the limited market for PC/workstation DSP boards has limited the amount of effort that 
can be contributed to their development and marketing. 
 
There is a very large market for video games, and other forms of video processing for PCs and 
workstations.  This demand has driven the development of powerful, flexible and inexpensive 
graphics processing units (GPU).  While a GPU is not specifically optimized for DSP 
applications, it is a far better fit than a general purpose CPU.  The wide availability, substantial 
software and hardware support, low cost, and continuing development of GPU make them an 
interesting, and perhaps attractive, alternative to general purpose DSP add-on boards.  The GPU 
structure is significantly different than conventional CPU and DSP chips.  A GPU may contain 
hundreds of processing cores, and the accompanying software tools allow each processor 
multiple threads.  And like a DSP chip, the GPU cores are optimized for floating point 
mathematical calculations. 
 
This paper investigates how GPU can be used for a signal processing operation which is 
typically performed in telemetry post-processing applications.  In particular, the authors 
investigated using a common NVidia™ brand GPU with the compute unified device architecture 
(CUDA) to perform DSP filtering operations.  As a baseline, we used the Spectro PDW™ 
software package produced by X-Com Systems LLC.  This software was designed to analyze 
radar returns on workstations which have one, or a small number, or core processors.  The goal is 
to retain the flexibility of the benchmark software package, and produce identical results, while 
performing the calculations far more quickly – using this inexpensive COTS GPU. 
 
 
The baseline software package was designed to identify radar returns which have been corrupted 
by noise and attenuation.  It performs this operation by calculating the instantaneous power of 
the signal in various frequency bands, and can provide certain parameters describing each of 
these pulses it locates. This requires an analysis of each data point of a sampled data signal, 
which is a processing-intensive operation that consumes system resources for a significant time. 
Some of the signals being analyzed have bandwidths in the GHz range, producing prodigious 
amounts of sample data for even relatively short recording times. 

 
 

METHODOLOGY 
 

Graphics Processing Units use parallel processing to speed the execution of the programs they 
execute.  Both the hardware, and accompanying software tools, are constructed with this 
massively parallel computing structure in mind.  The particular GPU used in this paper organizes 
the hardware and software around a structure known as a CUDA kernel.  This kernel is a 
fundamentally different structure from functions typically used in general purpose CPUs. 
 
In CPUs, a function is typically executes once each time it is called.  All other processes in the 
CPU may need to wait while this single function call runs.  However a CUDA kernel is intended 
to be run many times each time it is called, with each run being executed in parallel [1].  The 
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number of times a kernel is executed, and the amount of parallelism used is under control of the 
programmer. 
 
The CUDA kernels are organized using constructs known as “threads” and “blocks”.  As shown 
in Figure 1, each block can contain one or more thread.  All threads execute in parallel in the  
 

 
Figure 1:  CUDA Architecture 

©NVIDIA Corp., used by permission [2] 
 
GPU.  The programmer can control the number of blocks, and the number of threads per block, 
allocated to each kernel.  In this way, one can control the amount of parallelism allocated to each 
task, and optimize the performance of the system.  Computationally expensive operations can be 
allocated far more threads, than operations one knows can be executed quickly, with a minimal 
number of calculations.  This is in contrast to a general purpose CPU, where the entire processor 
power is devoted to an operation, regardless of simple or complex it may be. 
 
Allocating computational power is only one aspect of speeding up DSP calculations.  There can 
easily become I/O bottlenecks, as substantial amounts of data must be processed.  The CUDA 
structure provides a programmer with a considerable amount of flexibility in how they handle 
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I/O, and sharing of data between kernels.  The memory of the GPU is divided into a number of 
“tiers”.  For DSP applications, the most important tiers are the local, global, and shared memory.  
As its name implies, the local memory is unique to each thread.  It can be used to store data, 
parameters, and other temporary calculations that are of interest to only that particular thread. 
 
Global memory is at the other extreme.  It is allocated by a CPU function call, and is assessable 
to all threads.  It can be used to pass data between blocks and threads, but to speed execution 
time should be kept as small as possible, and accessed only when absolutely necessary. 
 
The final type of memory used in DSP application is called shared memory.  This is allocated by 
the kernel, and accessible to all threads in a block.  This memory is useful for storing filter 
coefficients, common I/O samples, or other information which multiple threads will all need to 
access.  It has a significantly lower latency than the global memory space.  Judicious use of the 
shared memory area can speed application execution – by preventing multiple copies of data 
from being stored in each local memory block, while minimizing calls to the slow-to-respond 
global memory space. 
 
To track the development and execution of a program, it is often necessary to obtain a unique 
identifying index for each thread.  There are several CUDA functions which will do this.  For 
example the “threadIdx” function returns a value that is unique to each thread within a block.  
The “blockIdx” function returns a unique number for each block.  Others, such as “blockDim” 
and “gridDim” return the total number of threads being used in a block, and the number of 
blocks being used in total, respectively.  Thus, an expression such as  
 

index = threadIdx.x + blockDim.x * blockIdx.x 
 

will generate a unique value to each thread [3]. From here, the code can be written for the kernel 
to assign a data point to each thread and perform calculations on it. Multiplying blockDim.x by 
gridDim.x gives the total number of threads. This can be useful if there are more data points than 
threads, which can occur for several different reasons. This allows large data files to be analyzed 
one block at a time, using the parallel processing the GPU provides. 
 
 

SOFTWARE DESIGN 
 
Post processing and DSP software typically contains functions devoted to processing of data, 
while others provide the user, or application programming interface (API).  The work performed 
for this paper focused exclusively on the data processing aspects of the program.  In the case of 
the Spectro PDW software package, there are a sequence of functions which need to be executed 
to process the radar data.  The program first filters the received data, then locates potential pulses 
before analyzing each of the pulses against a set of specified criteria.  There are a few other 
functions which perform the necessary memory allocation and transferring of data arrays to and 
from the system and GPU memory space. 
 
One of the computationally expensive operations is the passing of the data through a moving 
average FIR low pass filter, as illustrated in Figure 2.  The first focus of this project, was to 
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implement this filter on the GPU.  We elected to make each filter tap a thread.  So each thread 
multiplies its assigned filter tap value by the current data point.  After completing this operation, 
an accumulation operation is performed, to add all the results from the multiplication operations.  
To speed execution, the filter taps were duplicated across several blocks.  Each block processes a 
different time segment of the digitized data – all being done in parallel. 
 

 
Figure 2:  Moving Average Filter 

 
After filtering, the potential pulses are located.  The program allocates the required memory, then 
compares the instantaneous power (I2 + Q2) of each data point to a power level specified by the 
user through the API.  The time index of the voltages that had power in excess of the threshold 
level are saved.  The program must then search for the time index where the signal power drops 
below another user-defined power level, to mark the end of the potential pulse.  Once a pulse is 
identified, the program moves on to search for additional pulses. 
 
After finding the indices of these pulses, the function to process the pulses is called. It passes 
pointers to the index arrays and begins by finding the peak power of each pulse. It then checks to 
see if each pulse is longer than a user-defined pulse width, at which point it saves the values for 
instantaneous power. It then finds the duration of the pulse in time by multiplying the pulse 
length in data points by the sampling frequency of the signal. It also calculates and saves each 
pulse’s duration in tenths of nanoseconds, a value that is used in other parts of the program. 
 
In the last step, the program performs a FFT (Fast Fourier Transform) on the data to determine 
the fundamental frequency of each pulse found. There are several steps to this process, which 
include interleaving the data, multiplying each pulse by a Gaussian weighting window, and 
finally by performing the FFT and analyzing it. 
 
This data is saved by the program in another output file which can then be used for further steps 
in the analysis process, such as the construction of radar images, indentifying the number of 
targets located, and other parameters the user specifies through the API. 
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BENCHMARKING 
 

Benchmarking the improvement in performance is on-going.  Initial results are promising.  A 
sample data file which contained approximately 70 MB of data, and 5,500 radar pulses was 
tested using both the existing software, and the GPU based tools.  The conventional software was 
executed on a dual-core, 3.2 GHz processor running a widely available PC operating system.  
The conventional software and processor required approximately 14 seconds to analyze the data.  
The same file was then analyzed using the GPU based solution.  For convenience, the GPU used 
was the same one that was operating the display in the workstation.  The GPU software executed 
in less than half the time of the conventional approach, requiring around 6 seconds to complete 
the analysis. 
 
It was not immediately obvious how much of the GPU processing power was being used to 
maintain the display, and how much was used to process the radar data.  One would expect that a 
GPU dedicated to signal analysis would show an even greater improvement in performance.  The 
GPU solution is also scalable, allowing one to install multiple GPU into a workstation.  We 
expect the performance would ramp linearly with the number of GPU used. 
 
As a test of raw processing power, we tested a subset of the full radar signal analysis package.  A 
single 49 point moving average FIR filter was able to process 46 million complex (I/Q) data 
points through the GPU in approximately 8 seconds.  As the test described above, the GPU was 
being used to both maintain the workstation user interface display, and process the DSP data.  
This would slow down the processor to some degree.  However since no video graphics intensive 
software was being executed at the time of the test, we anticipate the degradation in performance 
was minor.  
 
 

CONCLUSION 
 

While still in its early stages of development, the GPU based DSP programs have shown 
promise.  The software can process the same complex (I/Q) data files as the conventional 
software, and produce the same results.  Yet by using the workstation’s built-in GPU, it was 
possible to reduce execution time by over 50%.  There are a number of options we plan to 
explore to further increase this performance improvement, such as using better memory 
management, GPU dedicated to DSP processing, and multiple GPU.  It appears these 
inexpensive GPU devices are flexiable, and inexpensive ways to increase the processing power 
of conventional workstations and personal computer platforms. 
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