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ABSTRACT 

The Spectrum Efficient Technology Science and Technology (SET S&T) Program is 
sponsoring the development of the Dynamic Commutation and Decommutation System 
(DCDS), which optimizes telemetry data transmission in real time. The goal of DCDS is 
to improve spectrum efficiency – not through improving RF techniques but rather 
through changing and optimizing contents of the telemetry stream during system test.   
By allowing the addition of new parameters to the telemetered stream at any point during 
system test, DCDS removes the need to transmit measured data unless it is actually 
needed on the ground. 

When compared to serial streaming telemetry, real time re-formatting of the telemetry 
stream does require additional processing onboard the test article. DCDS leverages 
advances in microprocessor technology to perform this processing while meeting size, 
weight, and power constraints of the test environment.  Performance gains of the system 
have been achieved by significant multi-threading of the application, allowing it to run on 
modern multi-core processors.  Two other enhancing technologies incorporated into 
DCDS are the Java programming language and lossless compression.  
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INTRODUCTION 

The telemetry community is faced with a number of challenges that are best addressed 
through the insertion of new technologies into the state-of-the-art of telemetering 
systems. One of the greatest hurdles faced by the test community over the last two 
decades has been the need to support test activities with growing requirements for data 
collection in an environment of shrinking available spectrum. During this period, 
telemetry use and data transmission rates have increased significantly, due in large part to 
increased use of telemetry to shorten test program schedules by maximizing data 
extraction from each test. Concurrently, computing and network technologies have grown 
in capability at an exponential rate. Rapid advances in microprocessor technologies have 
made multi-core processors commonplace, and when these computing technologies are 
combined with modern programming languages, developers can produce more flexible 
and powerful systems, with less risk and cost than ever before. 

Blending of new network and computing technologies with the art of telemetry will 
produce solutions that best meet the future needs of the test community. Insertion of these 
technologies into telemetry applications has been ongoing for several years. Network 
telemetry and related programs are frequently topics of discussions in test related 
conferences and gatherings. In addition, over the last two years the Test Resource 
Management Center’s (TRMC) Spectrum Efficient Technology Science and Technology 
(SET S&T) Program has sponsored the development of the Dynamic Commutation and 
Decommutation System (DCDS), which optimizes telemetry data transmission in real 
time. Various aspects of the DCDS project were presented at the International Test and 
Evaluation (ITEA) Instrumentation Workshops in 2010 and 2011 and at International 
Telemetering Conference (ITC) in 2010. As discussed in the 2010 ITC paper entitled, 
Dynamic Formatting of the Test Article Data Stream, the DCDS technology addresses 
the need to support test activities in an environment of shrinking available spectrum.  The 
goal of DCDS is to improve spectrum efficiency – not through improving RF techniques 
but rather through changing and optimizing contents of the telemetry stream during 
system test. By allowing the addition of new parameters to the telemetered stream at any 
point during system test, DCDS removes the need to transmit measured data unless it is 
actually needed on the ground. A detailed description of the DCDS architecture and 
concept of operations can be found in the 2010 ITC paper referenced above. The purpose 
of this paper is to discuss technology advances that were integrated into DCDS in more 
recent phases of the project to enhance processing performance and efficiency, 
specifically multi-threaded software design, the Java programming language, and lossless 
compression. These technologies, and lessons learned from their use in the DCDS 
project, can be incorporated into myriad telemetry systems and solutions. This paper will 
present the lessons learned while using these three technologies in the telemetry 
environment. 
 
 

APPLICATION MULTITHREADING 

When compared to serial streaming telemetry, real time re-formatting of the telemetry 
stream does require additional processing onboard the test article. The technical trade-off 
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is between spectrum savings and CPU cycles. However, the constraints of this trades-
space are continually expanding. While spectrum is finite and the efficiency of 
transmitting information in terms of bits/sec/Hz over a channel has limits, microprocessor 
technology continues to advance rapidly. Modern multi-core processors are readily 
available in configurations and form factors suitable for the aeronautical test 
environment.  

Modern processors have multiple cores, which substantially improve their total 
processing power, but in order to take advantage of this enhanced capability, an 
application such as DCDS must have been designed with a sufficient level of threads. 
This initial version of DCDS was implemented with a number of inter-connected 
processing modules, which are discussed in more detail below.  Each module executed in 
its own thread, offering a degree of multiprocessing; however, that was not sufficient to 
take full advantage of the many threads supported by a number of multiple modern 
processors. Moreover, processing greater quantities of data within DCDS would 
eventually require the use of additional processors, perhaps on multiple boards. 
Ultimately, additional multi-threading would be required to enhance the processing 
capabilities of the DCDS.  

To further improve the multithreading capabilities of the DCDS we introduced Helper 
Threads in a number of modules in later phases of the project. The Helper Threads work 
inside a module, allowing it to work more efficiently on a multi-cores system. The Helper 
Threads are invisible from outside the module so that they do not increase the complexity 
of the CRTS. The combination of modular design and helper threads resulted in an 
application comprising a series of multi-threaded modules that could be executed on a 
single board or on multiple processor boards, each containing multiple processor cores. 

Parallelism through modularity 

Significant parallelization of the application could be achieved because processing 
telemetry data onboard a test article is well suited to a cluster computing architecture 
consisting of a group of loosely coupled CPUs tied together via a TCP/IP network. The 
test article data bus distributes data from 1 to n data sources generating data 
independently of one another. This allows for a natural scalability in telemetry processing 
applications. In the case of DCDS working within the iNET architecture, the first level of 
data processing consists of receiving TmNS data packets over Ethernet.  In DCDS, we 
call this module the “Groups Builder”. At the software level, independent instances of a 
Groups Builder can run for each independent data source. On a test article with more data 
sources and measurement data, additional instances of the Groups Builder can be used to 
produce a scalable solution. These instances can execute independently on 1 to n 
processor boards, depending on the amount of processing capability required. Further 
downstream processing of the data from each data source can also be conducted in 
parallel streams.  Eventually, data from the independent processing streams must be 
merged into a single stream in a module we call the “Packet Builder,” but through the use 
of Helper Threads, even this module is multi-threaded. In summary, processing telemetry 
data onboard a test article is well suited for a modular solution implemented with a 
cluster of CPUs with inter-module communications occurring over TCP/IP.  Through the 
use of Helper Threads, each module becomes multi-threaded, resulting in a scalable 
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architecture that can be executed on multi-core processors and if necessary multiple 
processor boards. 
 
 

USE OF JAVA PROGRAMMING LANGUAGE 

The Java programming language is a modern technology that is widely used in the 
computer industry, but for a number of reasons it has not been widely adopted in the real-
time telemetry world. It is generally accepted that the primary benefits of the Java 
programming language are ease of development, a rich library of available utilities, and 
portability.  However, Java’s performance is considered by some to be inadequate for 
high performance applications. 

Since DCDS had aggressive performance goals, we investigated in some detail whether 
the reputation of Java regarding performance was justified and what could be done to 
mitigate any performance risks. 

Java Performance Issues 

Our overall conclusion was that Java had earned its reputation for poor performance in its 
early days of development. At that time, there were two major performance issues 
associated with Java. First, it was truly an interpreted language and thus substantially 
slower than compiled languages such as C++. Second, Java employed a memory 
management mechanism known as Garbage Collection that could literally stop the 
execution of the application for multiple seconds. Today the introduction of Just-in-time 
(JIT) compilation has mostly erased the interpretive handicap of Java, so that is no longer 
a valid performance issue. In addition, Garbage Collection is much less intrusive than it 
was originally, but it is still an “expensive” operation.  More discussion of these two 
issues can be found below. 

Just-in-time Compilation 

The JIT Java compilers available today can perform just as much optimization as 
traditional compilers like C++ and are for all practical purposes just as useful for 
developing performance applications. There are some basic rules one must follow when 
writing high performance Java code. For instance, the developer should avoid making 
string manipulations on the String class instances and use the StringBuffer class instead.  
If these rules are followed, the performance differences between code written in Java and 
equivalent C++ are usually only a few percentage points in favor of C++. 

C++ advocates might argue that in Java one cannot disable array bounds checking and 
that accessing array elements with the check is more expensive than the unchecked 
accesses in C++, but one could reasonably counter that point by remembering that array 
bounds checking is a quite useful and desirable functionality. These features substantially 
improve the reliability of the developed code and are therefore definitely worth the 
usually small overhead they generate. 

Our conclusion was that thanks to the JIT compiler, the basic speed of Java code is 
definitely sufficient for real-time telemetry applications.  
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Garbage Collection 

From a developer’s point of view, the advantages of Java’s Garbage Collection are very 
substantial.  Specifically, Garbage Collection eliminates problems related to memory 
management, one of the worst classes of errors plaguing C++ development.  However, 
while Java’s Garbage Collection’s implementation has made great progress compared to 
its original implementation, there is no denying that for systems with a large number of 
object instances, garbage collection is still quite expensive in terms of added latency.  
Specifically, Garbage Collection can cause significant spikes in the latency in processing 
data, a behavior that is quite unacceptable in real-time telemetry applications. 

The DCDS development team developed a number of approaches to reduce the amount 
of Garbage Collection done by Java, minimizing the added latency in the application.  
One approach to minimizing the impact of Garbage Collection would have been to use a 
real-time version of Java, which would offer more control how the Garbage Collection 
mechanism operates.   However, it was the team’s desire to implement DCDS using a 
standard version of Java to enhance portability and ultimately reduce licensing costs.  
Since using a standard rather than real-time version of Java reduces the amount of control 
over how Garbage Collection operates, the remaining strategy was to make the DCDS 
application more “ecological”, i.e., one that avoids generating garbage. The following 
sections describe the techniques we adopted to achieve this goal: creation of an Object 
Pool, development of array wrappers, modification of Java class libraries, and 
minimizing the use of iterators. 

Creation of an Object Pool 

In itself, creating a new object is relatively inexpensive computationally; however 
creating new objects instead of old ones does introduce garbage, memory available for 
recovery. To limit the amount of garbage generated by the DCDS, we used object pools. 
Instead of creating new objects, objects stored in the pool were retrieved and processed.  
Once the objects were no longer needed, they were re-added into the pool for reuse. This 
had a significant impact in the amount of garbage we generated in the DCDS because 
some of the objects were created quite frequently and contained large a large set of data.  

Development of Array Wrappers 

In DCDS we maintained numerous Collections of wrapped primitive objects, such as 
Integers, Longs, and Doubles. This was necessary because in Java one cannot create a 
collection of primitive types. This lead to the creation of a substantial amount of garbage, 
especially when getting a value from a Map using wrapped primitive objects as the key, 
as each invocation of the Map.get() method would create a new wrapped primitive object. 
To resolve this we decided to implement our own data structures that wrapped 
primitive/object arrays.  

Modification of Java Library Classes 

Most Java classes that are included in the Java Development Kit (JDK) care very little 
about how much garbage they generate and simply leave it up to the Garbage Collector to 
free memory.  Since we were trying to reduce garbage and the amount of time spent 



 6 

doing Garbage Collection, we reviewed the source code of the Java library classes that 
were being used in the DCDS. Of the classes we looked at, the TreeSet and TreeMap 
classes generated a large percent of garbage.  Every time an item was added or removed 
from the collection a number of new objects were created. To resolve this issue, we 
modified the TreeSet, TreeMap, and other required library classes to utilize object pools. 

Minimizing Use of Iterators 

Java has an Iterator class that can be used to iterate over the objects in a Collection.  
However, this should be avoided since each invocation of the Collection.iterator() 
method returns a new Iterator object. Whenever possible, the Collection should be 
iterated over using a counter based approach. 

Results of Java Performance Tuning 

By using a COTS Java Profiling Tools we were able to identify portions of the code that 
allocated large number of objects, and then apply the optimizations described above. 

This tool also generated a time dependent graph of the behavior of the garbage, which 
provided a good view of the improvements we achieved. 

Figure 1 below show the DCDS memory evolution before performing our optimizations.  
The blue saw-tooth area indicates the amount of memory available for recovery. This 
area is the memory that has become garbage. The vertical drops indicate when the 
Garbage Collection mechanism is automatically invoked by the Java Virtual machine. 
The time line is in minutes.  

 
Figure 1 Memory Evolution Prior to Java Tuning 

One can clearly see the creation of and collection of garbage several times a minute. Each 
of these invocations of the Garbage Collection mechanism introduces a spike in latency 
in data processing. Figure 2 shows the DCDS memory evolution after we performed our 
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optimizations. In this graph, the rate at which garbage is collected over a 9-minute 
window is barely noticeable. No invocations of Garbage Collection are made. 

 

 
Figure 2 Memory Evolution After Java Tuning 

 
 

USE OF LOSSLESS COMPRESSION 

A third technology that was inserted into the DCDS was lossless compression. 
Bandwidth is definitely a very critical resource in any real-time telemetry application. 
The primary goal of the DCDS project was to demonstrate two approaches that can 
substantially improve the effectiveness with which available bandwidth is utilized: 

• Dynamically select the most relevant data for transmission to the ground 
• Compress the data packets transmitted to the ground 

DCDS can adjust the set of measurands transmitted either automatically or following an 
operator’s request. An example of an automatic adjustment would be if the values of 
some parameters start falling outside of the pre-defined operating range, those and related 
parameters could be transmitted to ground at a higher frequency. The dynamic features of 
DCDS were described in the 2010 ITC paper previously referenced in this paper. Here 
we are going to concentrate on the aspects of lossless data compression. 

Advantages of Data Compression 

Lossless data compression is basically transparent to the end-user, since the reconstituted 
packets are identical to those before compression. The benefit is that compressed packets 
are smaller, so they need less bandwidth to be transmitted. The cost is the extra 
processing and program complexity involved in compressing and decompressing the 
packets. 
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Notice that we are not talking about small gains, on the order of a few percentages. As we 
will show in the results section, compression of real life telemetry data can often be 
greater than 50%, i.e., better than halving the size of the transmitted packets! 

Disadvantages of Data Compression 

As mentioned earlier, compression requires some extra processing, but DCDS tests have 
demonstrated that well established, industry standard lossless compression (like ZIP 
compression) requires only a very small CPU overhead. 

An additional downside of compression is that compressed packets are very sensitive to 
transmission errors.  The transmission of telemetry packets is usually not error free, and 
can be affected by two types of errors: blackouts and bit errors. Blackouts or dropouts, 
which are usually caused by the presence of obstacles between the transmitting and the 
receiving antennas, the obstacle being occasionally the test article itself, do not affect 
compressed packets any differently than normal, uncompressed packets. Bit errors, on the 
other hand, are different: unless they happen in critical control information, bit errors in 
uncompressed packets only affect individual measurands, causing incorrect values which 
are often filtered by software or simply ignored by the person inspecting the telemetry 
data. On the other hand, a single bit error may make it impossible to reconstitute the 
original, uncompressed packet, causing the loss of the entire packet.  

For this reason we decided that in DCDS we would also use Error Correction Codes 
(ECC), and we selected the Reed-Solomon algorithm, which again is widely used in the 
industry. While ECC adds some overhead to the compressed packets, this is much less 
than the gains offered by compression, so that we still have a substantial net gain in the 
size of the transmitted packets. 

Details of the DCDS Data Compression Algorithm 

DCDS uses the ZIP compression algorithm, which is easily available as a Java library. 
This library offers multiple settings for the level of effort it must perform when 
compressing the data, from BEST_SPEED (which minimizes CPU consumption) to 
BEST_COMPRESSION. Our tests indicate that while BEST_COMPRESSION almost 
always obtains a better compression than BEST_SPEED, the difference in cost may be 
quite substantial, so we do not recommend using it. 

But the ZIP compression algorithm is by its nature completely data independent: it knows 
nothing of the intrinsic structure of the data. It turns out that some understanding of the 
structure of the data that must be compressed may be used to substantially improve the 
resulting compression for a very small additional processing. 

We developed two approaches to restructuring the data to enhance its compressibility 
prior to transmission. These are called “Bitsplit” and “Delta” algorithms.  While these 
approaches are not discussed in detail in this paper, we do present test results of using 
them along with standard ZIP compression within DCDS.  
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Compression Tests and Results 

In this section we will discuss some tests we conducted to quantify the effectiveness of 
the DCDS compression algorithms. We used two sets of data. The first was from launch 
of a target missile at Navy test range, and the second was from an aircraft test at an Air 
Force rest range. 

Target Missile Launch Telemetry Data 

We had access to the full set of telemetry data transmitted during two unclassified target 
missile launches. Each launch contained two data streams, so we had a total of 4 
telemetry streams, for a total of 926 measurands, with more than 100,000 values each.  
The mix of measurand types in the Target Missile stream is as follows: unsigned byte 
(8bits): 22.7%, unsigned short (16 bits): 58.5%, unsigned int (32 bits): 2.6%, float (32 
bits): 12.3%, Double (64 bits): 3.9%. 

For this test we defined a stream with 3200 measurands, whose types were adjusted to 
follow the Target Missile distribution given in the above table. Since we had only 926 
recorded measurands, we had to reuse each one multiple times: in order to avoid an 
unrealistic repetition of the measurand values in the Telemetry Packets, which would 
have artificially improved the compression rate, we started each instance of the same 
measurand at a different point in time in its sequence of values. We refer to this test as 
Target Missile Original (see below). 

We made some spot checks of the recorded Target Missile measurand values and we 
found some unexpected things.  Notably, some measurands where constant through the 
whole test, while others looked really like being random.  We did not know if the random 
ones were caused by incorrect post processing of the raw recorded stream or by a failure 
in the sensors. For this reason we decided to create a second set of data in which all the 
measurands behaved in a more “continuous” way, always moving up and down, but with 
no constant or no random values. We kept the same distribution of measurand types we 
had in the Target Missile original and labeled this test as Target Missile Simulated (see 
below). 

Aircraft Telemetry Data 

We also had access to a different set of telemetry data acquired from an unclassified 
aircraft test. The data in this stream are all unsigned integer, but the measurands have a 
variety of sizes, from 16 to 37 bits. This makes the aircraft telemetry stream interesting 
for our tests since it indicates that the engineers designing it tried to reduce each 
measurand definition to the minimum number of bits required to represent its values. 
Similarly to what we did with the Target Missile data, we replicated these measurands 
multiple times for the 2500 measurands in the stream, and to avoid duplications of values 
we started each instance of the same measurand at a different point in time in its sequence 
of values. 

Test Results 

We define the compression (in percent) as: 
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compression =  (original_packet_size – compressed_packet_size) / original_packet_size * 100 

The following are the compression rates we observed for the various combinations of ZIP 
Mode, Delta and BitSplit settings.  

Target Missile Original 

BitSplit No No Yes 
Delta No Yes Yes 

Best Speed 14% 54% 54% 
Best Compression 15% 59% 58% 

Target Missile Simulated  

BitSplit No No Yes 
Delta No Yes Yes 

Best Speed 7% 54% 79% 
Best Compression 8% 60% 80% 

Aircraft 

BitSplit No No Yes 
Delta No Yes Yes 

Best Speed 19% 38% 53% 

Best Compression 21% 47% 53% 
 
 

CONCLUSION 

Processing telemetry data onboard a test article is well suited for a modular solution 
implemented with a cluster of CPUs with inter-module communications occurring over 
TCP/IP. Through the use of inter-connected modules and Helper Threads, a telemetry 
application can be significantly multi-threaded, resulting in a scalable architecture that 
can be executed on multi-core processors and if necessary multiple processor boards. 

As expected, Java’s Garbage Collection algorithm is the primary obstacle to using the 
Java programming language in a real-time telemetry system, but we have demonstrated 
that some relatively simple coding techniques can be used to practically eliminate the 
generation of garbage. This makes it possible to take advantage of the benefits of the Java 
programming language also in a real-time telemetry environment. 

The introduction of lossless compression algorithms in conjunction with the Reed-
Solomon error correction code brings a substantial gain factor, typically at least of the 
order of 1.7 (i.e., 70%), in the amount of measurand data that can be transmitted over an 
assigned radio bandwidth.  At the same time, the benefits of the flexibility provided by 
the DCDS architecture are maintained, and the integrity of the delivered measurand 
values from corruption due to transmission errors is protected. 




