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ABSTRACT

This paper describes a service-based Intelligent Agent (IA) approach for machine
learning and data mining of distributed heterogeneous data streams. We focus on
an open architecture framework that enables the programmer/analyst to build an IA
suite for mining, examining and evaluating heterogeneous data for semantic repre-
sentations, while iteratively building the probabilistic model in real-time to improve
predictability. The Framework facilitates model development and evaluation while
delivering the capability to tune machine learning algorithms and models to deliver
increasingly favorable scores prior to production deployment. The IA Framework
focuses on open standard interoperability, simplifying integration into existing envi-
ronments.

Keywords: Bayesian priors, probabilistic grammar, intelligent agent, service-based
framework, PMML

1. INTRODUCTION

Pearl [1], best known for his probabilistic approach to artificial intelligence and devel-
opment of Bayesian networks, states, “Reasoning about any realistic domain always
requires that some simplifications be made. The very act of preparing knowledge
to support reasoning requires that we leave many facts unknown, unsaid, or crudely
summarized.” Unfortunately, one’s predictions are dependent on the complexity of
the model one creates. A probabilistic model represents an encoding of information
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that permits us to compute the probability of an event given it’s prior distribution to
determine the probability of one event occurring after observing a number of events.
The event distribution expresses our beliefs derived from observations made collec-
tively on those events before having thoroughly examined the data. Thus, this is
often the purely subjective assessment of one or more domain experts. A probability
distribution for those observed events, represented as θ, is formulated as π(θ), which
is the prior distribution, usually just called the prior. Given the observed data y, we
choose a statistical model p(y | θ) to describe the distribution of y given θ. To further
complicate the model, we update our beliefs about θ by combining information from
the prior distribution (prior) and the observed data, p(θ | y). These probabilities
are called the posterior probabilities/distributions. The combining of our prior and
the observed data allows us to create a conditional distribution based on the current
set of observed data. The modification of our prior is a fundamental principle of
Bayes’ theorem. Simply stated, Bayes’ theorem provides a means of updating exist-
ing knowledge with new information. That is, we begin with a prior belief, π, and
after learning information from data y, we change or update our belief about θ and
obtain p(θ | y). These are the essential elements of the Bayesian approach to data
analysis, and is given by Bayes’ theorem SAS/STAT [2].

p(θ | y) =
p(θ, y)

p(y)
=
p(y | θ)π(θ)

p(y)
=

p(y | θ)π(θ)∫
p(y | θ)π(θ)d(θ)

(1)

Our service-based framework enables a programmer/analyst to build a suite of Intel-
ligent Agents (IA)s that will acquire and process thousands of heterogeneous sensor
inputs and other streaming data and enriching the streaming data with static data
collections, to quickly aggregate, integrate, intelligently fuse, and ultimately dissem-
inate relevant intelligence. The design, insofar as possible, separates the description
of the model from the code executing it through the use of a common XML format
called the Predictive Model Markup Language (PMML). PMML defines common pre-
dictive models, such as logistic regression, tree based classifiers, neural networks, and
naive Bayes. PMML allows us to deploy simple models independently of the software
that uses them. When our domain requires a more complex model, we rely on the
programmer/analyst to build specific agents to supply those services. However, the
application of these complex models can create difficulties. For example, the inference
time can be unpredictable. Similarly, convergence may be difficult to recognize, may
not occur at all, or if convergence occurs, incorrect values may be output Lowd and
Domingos [3]. As a result, a statistical analysis method should be used that can be
modeled with PMML when the domain permits.

We begin by briefly reviewing our solution objective (Solution Objective, Section 2).
This is followed by a high level discussion of our framework component architecture
(Intelligent Agent Base Component Architecture, Section 3). We then discuss addi-
tional research required to advance the development of complex models through IA
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development; thus allowing the Framework to implement Bayesian networks described
in theorem 1 and other complex models (Additional Research, Section 4). Finally, we
report our experiments and discuss their results (Conclusion, Section 5).

2. SOLUTION OBJECTIVE

Our design outlines how a potentially unlimited number of independent agents, each
collaborating through a defined workflow, will facilitate probabilistic model and learn-
ing algorithm development to derive and extract meaning and relevance from struc-
tured, semi-structured, and unstructured data. Model development and execution
will identify patterns, trends, anomalies, or other relevant data from existing static
repositories or from streaming data in real-time to enhance workable fusion across
heterogeneous data sources. Our goal is to introduce a design that will accelerate the
development of effective probabilistic models apart from the mathematics associated
with learning algorithm development. This separation enables analysts to focus on
model development while providing the mathematician a mechanism to develop, ver-
ify, and inject new and game-changing capabilities into machine learning algorithms.

3. INTELLIGENT AGENT BASE COMPONENT ARCHITECTURE

Figure 1 represents the main components of our IA architecture. The core Framework
and Base Class contains the functionality for service-based communications, task
management, and a set of extensible Classes for workflow, model management, data
mining, and probabilistic algorithm parsing.

Basic core functionality is integral within the Framework, which provides an ana-
lyst/developer the capability to build a specific IA out-of-the-box by defining an IA’s
workflow, model, and data mining capabilities. The current design maintains the
algorithm compiler component as a core capability within an IA that is currently ex-
tensible only through IA development efforts. Future research on a more configurable
compiler component is outlined in Additional Research, Section 4.

The IA will be defined by its task, the workflow for that task, the decisions to be
made based on the task, and the collective IA community knowledge base. IAs either
poll for tasks or are messaged to complete a task. The collective IA community
determines relevance and fuses data based on the probabilistic model and machine
learning algorithm loaded on startup. Based on the type of model and machine
learning algorithm defined, an IA is extensible to allow the combining of our priors
(i.e., Bayesian) with our observed data to adjust our model in real-time.

Another IA core capability is the ability to distribute work through its load replicator
by initially defining an IA’s task as functionality that should be split off to other IAs.
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Figure 1: Intelligent Agent Base Components

This is accomplished by posting the work to other IAs. This serves two purposes:
first is to free up the existing IA and the second allocates multiple IAs to complete the
work. Thus, in a threat situation when a high volume of data must be analyzed very
quickly, the IA facility would be able to spawn new IA-specific worker clones assuming
the attributes and workload of the originating IA. This allows the originating IA’s
attributes and knowledge base to be replicated in multiple IAs. Iterative insertion of
these IA clones continues until the low latency stream data processing load associated
with the current threat can be met with no loss of data.

3.1 BASE COMPONENTS

The IAs Base Class is an IntelligentAgent with built in task initiator and manager.
The Class core functionality is to complete units of work, initiated through polling or
Simple Object Access Protocol (SOAP) messages, and process the task until complete.
Tasks are defined prior to running the IA, but an IA is initiated with a discrete unit
of attached work. At initiation, tasks may also have attached static or dynamic
workflow definitions. If a task requires multiple steps to complete, it is said to have
a pipeline/workflow of work associated with it. Pipelines are steps each agent must
perform and are either statically defined or defined dynamically by an IA. A pipeline
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is a definition in XML that an IA must perform to complete a task. A pipeline can
be dynamically diverted or extended during a tasks execution based on a changing
situation.

Basically, the task defines the work the IA will do and the IntelligentAgent base
class will supply all the functionality for task initiation, task execution, task com-
pletion, task retry, task failure, logging, and exception handling. It gives the ana-
lyst/developer an extensible set of objects that enable IAs specific to a situation to
be created quickly and efficiently. IAs can either run as basic Java objects or as an
Application Server process.

3.2 WORKFLOW ENGINE

Because a workflow is a set of steps that must be executed in order, the Work-
flowProcessor parses the workflow into the individual steps, dynamically builds the
processes which execute the separate steps, and ensures the steps are executed in
the correct order. These are programmatic steps in the pipeline of events required
to complete a task. Tasks with associated Pipelines require an associated static or
dynamic Pipeline definition. These workflows can be simple or complex, including
defining steps required across multiple IAs to handle discrete data fusion or higher
level statistical analysis based on tolerances being met in a probabilistic model. Fig-
ure 2, is an example of a simple pipeline XML definition. Future research associated
to the Pipeline definition formats and capabilities continues as we discover the need
for more complicated scenarios and step definitions.

Figure 2: Pipeline/Workflow XML Definition Example
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3.3 DATA MINER

Our data miner provides an extensible set of Classes that focus on existing hooks to
mine target domain-specific data. The overall goal is to standardize how we mine
and map the incoming streams and static repositories into our probabilistic model.
One standard that is emerging for vendor-independent method of defining models
is Predictive Model Markup Language (PMML) – an XML-based markup language
developed by the Data Mining Group (DMG) to provide a way for applications to
define models related to predictive analytics and data mining and to provide sharing
of those models between PMML-compliant applications PMML [4]. PMML version
4.0 is capable of defining certain models (e.g., Cluster, General Regression, Naive
Bayes), a standard we will be introducing into our design. The PMML version 4.0
can be found on the DMG site, PMML [5]

When the problem domain requires more complex data mining or model not supported
in PMML, we can create a specific IA to manage that data mining or modeling. That
specific IA is a subclass of the IntelligentAgent class containing code developed to
support and implement the necessary model algorithms.

3.4 ALGORITHM COMPILER

Our design emphasizes the need to support “Probabilistic Grammars,” with the goal
of hiding, to the maximum possible extent, the mathematical algorithms from the
analysts building the probabilistic model and to allow real-time algorithm changes.
Cohen and Smith [6] states, “Probabilistic grammars offer great flexibility in modeling
discrete sequential data like natural language text. Their symbolic component is
amenable to inspection by humans, while their probabilistic component helps resolve
ambiguity. They also permit the use of well-understood, general-purpose learning
algorithms.” For our application, this simply means the Framework will compile
learning algorithms and load the functionality of the required mathematics in real-
time.

To understand this concept, the reader should think of a simple compiler that takes
“C” or “FORTRAN” and generates object code that executes on a specific machine.
What we are designing is a Probabilistic Grammar that will be used to compile
theorems into an IA for use within our defined model to determine relevance of the
data we are mining.

This area of research, and successfully implementing the capability into our Frame-
work enables an order-of-magnitude potential in the development of both probabilistic
models and machine learning algorithms. The difficulty is the ability to represent the
intricacies of more complicated theorems for as Cohn, Blunsom and Goldwater [7]
states, “Inducing a grammar from text has proven to be a notoriously challenging
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learning task despite decades of research. The primary reason for its difficulty is
that in order to induce plausible grammars, the underlying model must be capable
of representing the intricacies of language while also ensuring that it can be readily
learned from data.”

3.5 MODEL MANAGEMENT

Our IA Framework is designed to be PMML compliant, thus providing this method
to define model content. In the cases where we cannot use PMML, we will combine
specific IA development to support our problem domain.

Regardless how we define our model, the Framework is a tool that will not only
implement the model, but will also enable an analyst to tune the models coefficient
and predictability. More complex IAs can be developed that select and tune the
model in real-time as observed data are processed. This tuning capability delivers
game-changing levels of improved predictability across multiple domains. Our goal,
is to enable the IA Framework to select or switch models in real-time based on the
metrics received during a run against both streaming and static observed data.

This learning capability is often decomposed into multiple tasks, which fit parameters
to some training data, and then select the best model using heuristic or principled
methods, collectively referred to as model selection methods. Model selection methods
range from simple, yet powerful cross-validation based methods, to the optimization
of cost functions, which may be penalized for model complexity, derived from perfor-
mance bounds or Bayesian priors Guyon, Saffari, Dror and Cawley [8]. To automate
the learning process and enable model selection and tuning in real-time, our intent
is expose our IA Framework to the learning and research institutions specializing
in this type of research. We only know what we know. Thus, we are building an
IA Framework that could unite what we know with expertise across the industry
in model selection and development needed to continually improve our probabilistic
predictions.

4. ADDITIONAL RESEARCH

Both Probabilistic Grammars and Model Selection and Tuning are areas of our IA
Framework requiring continuous monitoring of emerging trends and methods. It is the
authors’ intent to create an open architecture to attract expertise from and stimulate
the imagination of those who are fully involved in learning and research institutions
around the world. This would be to our collective advantage and benefit. Our goal
is to push forward in areas that will both deliver these game-changing results, while
building a Framework that will enable this collaborative research team to feed off
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one another and to see their ideas executed in many different problem domains, all
feeding off one another.

While our service-based application is very specific, we are continuing our research to
determine the extent to which this problem solution is applicable to other problem
domains. For example, we are continuing research in the medical field where there
seems to be a need to determine prognosis of all diseases based on an almost endless
volume of historical data, whereby a patient’s explicit medical history on disease
diagnosis, treatment, progression and health factors, including diet, weight, activities,
and other criteria. As we research other applications we continue to encounter areas
where we can improve on our prototype, as a foundation for the follow-on development
of an operational system, which is the whole point of this exercise.

5. CONCLUSIONS

In this paper, we have outlined a high-level design for a service-based intelligent agent
Framework that allows us to execute machine learning and data mining of distributed
heterogeneous data streams. This Framework includes core base functionality with an
open-architecture upon which an analyst/developer can build and add specific func-
tionality for workflow, model management, data mining, and probabilistic algorithm
parsing.

These areas of machine learning development are constantly delivering new meth-
ods/techniques to improve performance. Within this Framework, it is our intention
to leverage our expertise and enable this broad based collaborative team to implement
game-changing ideas. As a secondary capability to our Framework, we have created a
research and development tool for academia and other machine learning institutions
that will enable the users to execute, validate, and tune their implementations; with
their experience feeding back into our system refinement process.

And we are not proud. We use good ideas of others and of other domains, whenever
we see an advantage to be gained. As the telemetry community will recognize, we
have stolen the idea of pre-processed data compression from that solution domain by
providing parameters that define change according to the specific data, since typically
changes in the least significant bit positions may not constitute change in any practical
sense. As an example, if a tank moves back and forth 10 or 15 feet, we may sense
that change, but choose to ignore any movement that doesn’t take the threat out of
a defined area or in a specific speed and direction that would constitute a threat.

So, as in telemetry processing, we want to discard data which are not relevant, or
which have not changed since the last reported value before they are fused and an-
alyzed, bogging down the system with pointless time consuming processing. As one
very interesting example of what we learn from others, we learned from the Jupiter
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probe, Galileo, in the extreme. Galileo lost its 128 Megabit down-link and had to
make do with the 10 bps low gain antenna transmission. Through uploading pro-
grams to the Galileo vehicle for data compression, NASA/JPL scientists were able to
increase the effective data rate to 300 bps, saving the mission.
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