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ABSTRACT 

Merging telemetry data from multiple data sources into a single file, provides the ability to fill in 

gaps in the data and reduce noise by taking advantage of the multiple sources.  This is desirable 

when analyzing the data as there is only one file to work from.  Also, the analysts will spend less 

time trying to explain away gaps and spikes in data that are attributable to dropped and noisy 

telemetry frames, leading to more accurate reports.  This paper discusses the issues and solutions 

for doing the merge. 

 

INTRODUCTION 

During long range testing, telemetry (TM) may be collected from a number of widely separated 

receiving stations.  Even though the stations will be separated, a good test plan will include 

overlap between the stations.  Each file will most likely contain noise and frame dropouts.  After 

the test, these stations will transmit data back to a central location.  Because of data dropouts and 

noise within a TM frame from each source, it is desirable to merge the data from all sources into 

one master TM file containing the best data from the source files.  Data dropouts may come from 

such sources as atmospherics, distance from the receiving station to the test vehicle, multipath, 

and antenna angles between the test vehicle and the receiving station.  These conditions are 

usually not present at all sites simultaneously.  Merging data from multiple sources gives the 

ability to insert missing frames and replace noisy frames using data from the other files to create 

a single master TM merged file. 
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A DEMONSTRATION TEST CASE 

For the purposes of this paper a test case will be used.  It is assumed the bit rate is 20 MB/s, and 

a major frame will consist of 20 minor frames.  A minor frame will be 0.0004 seconds wide.  We 

will assume there are five TM source files that will be merged into one master merged file. 

 

 

SYNCHRONIZING 

There are several challenges to recovering dropped frames and reducing noise when merging 

data from multiple sources.  The first challenge is to synchronize files at the minor frame level.  

When TM is first received at a ground station, a time stamp (usually IRIG-B) is added to each 

TM frame by the ground station.  There are two problems with trying to synchronize the files 

using IRIG.  First, even though the IRIG time generators may all be synchronized to begin with, 

the internal clocks within each receiving stations can drift, causing each time marker to be 

slightly different over time with all the other stations within the network.  Testing over longer 

ranges, speed of light delays between the different stations and the unit under test will have an 

even bigger impact.  Figure 1 illustrates the impact speed of light delays will have on the 

received data. 

 

Figure 1. 

In figure 1, the distance from the unit under test to the receiving station is divided by the speed of 

light to arrive at the delay from when the data was sent to when it was received.  The data 

received at a site 10 miles from the target will be received within a minor frame time.  That same 

data received by a site 500 miles from the unit under test will be delayed almost 7 minor frame 

times later, thus causing an offset in IRIG timing. 
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This means that the files cannot be synchronized using time base alone.  Using a frame counter 

embedded in the data stream is useful in syncing up data files, but as the need for more data in 

the TM stream grows, there is not always room for a full 16 bit minor frame counter. 

In synchronizing the files, the goal is to create a table of frame starting points.  The table will be 

used to maintain synchronization between all the source files being merged.  Before starting 

synchronization, the files are first ordered in increasing IRIG start times.  The table contains four 

fields.  The first field contains the file numbers in increasing IRIG times. The second field is the 

file number the file has been synced to.  The next field contains the minor frame number of the 

synching file.  The final field contains the minor frame within the current file that is in sync with 

the synching file frame.  An example is shown in Table 1. 

 

 

 

 

 

 

Table 1. 

Two different methods, one by removing the bias in IRIG times and one based on an internal 

clock from the test article will be demonstrated.  These methods can be used to do initial 

synchronizing of the files and re-synchronizing the files if they become out of sync.   

The first method uses IRIG times to get two files close in time, and then a bitwise frame compare 

is made to verify the frames are identical.  The process is as follows.  Starting with the two files 

that are the earliest in IRIG times, set up a counter to count the total number of minor frames in 

file one as it increments in time until the IRIG time for file one is one frame past the IRIG time 

of file two.  In the example outlined above, there are 20 minor frames in a major frame, and a 

Minor Frame ID (MFID) one byte counter is included in the TM stream.  If the two MFID’s are 

identical, the frames are compared.  If they are equal, the files are in sync and the sync table is 

updated. If the MFID’s are not equal, one or the other file is incremented until they are equal and 

the frames compared.  In practice, it is rarely the case the files will be in sync at the first try.  As 

the transmitted signal comes into range, there are usually noise and frame dropouts at the 

beginning of a file.  When a match does not occur, both files are incremented number of frames 

and the process repeated.  The number of frames to advance file one by, is determined by 

estimating the number of frames the files could be potentially out of IRIG sync based on receiver 

drift and speed of light delays.  This is determined by the unique setup of the test environment.  

In practice, a number between 5 and 10 frames works.  If the two files do not sync up, another 

File Number Synching File Synching File 

Frame 

Synching Frame 

1 - - - 

2 1 2361 6 

3 1 3578 23 

4 2 1695 12 

5 3 2294 65 
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file is chosen and the process repeated.  The process repeats until all files are in sync.  Figure 2 

shows a flow chart of the above process. 

 

Figure 2. 

An internal clock can also be used to sync the files.  Under normal testing, there is usually an 

elapsed timer in the CPU data that can be used.  This may be a total on time counter, or a mission 

timer.  Because this time is generated on the unit under test, and not on the ground, this time will 

be the same at all locations, and is independent of speed of light and oscillator drift delays.  This 

process is started by finding the first occurrence of this clock in both files.  By comparing the 

two clocks, it is straight forward to calculate the numbers of frames to advance one of the two 

files until the clocks are identical.  At this point, the files are in sync, and the sync table is 

updated. 

Of the two methods, the first – synchronizing based on IRIG is the preferred method.  Because 

there are usually many minor frames between internal clock pulses, it is possible the two files are 

in sync many minor frames prior to the clocks being identical.  However, in the real world of 

testing, IRIG times are not always set properly, and the only way two files can be synchronized 

is by using an internal clock. 
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STARTING THE PROCESS 

Once the sync table has been created, processing the files is straightforward.  A merge file is 

created, and file one is copied up until the counter reaches the synching file frame number.  At 

that time, file two is opened and advanced to the synching frame.  The two files are now in sync 

and are processed for noise and dropped frames up until the synching frame for file three is 

reached.  File three is opened and advanced to the synching frame.  The process repeats until all 

files are in use.  As the test continues, files end and the number of files available are reduced 

until two and finally one file remains.  The last file is copied until its end, and the process is 

complete.  

 

 

REPLACING DROPUOTS 

When only one file is available, a straight file copy is done and any noise or file dropouts are 

included.  Once a second file is available, dropouts can now be addressed.  Dropout detection in 

a file is accomplished by subtracting the previous IRIG minor frame time from the current IRIG 

minor frame time.  If the difference is more than 1.5 times a minor frame width, a dropout has 

occurred.  The number of frames dropped is found by dividing the time difference by the frame 

time.  This is done for both files.  If one file has dropouts, and the other file has none, frames 

from the other file are used to fill in the gap.  If both files have a dropout, a dropout will remain 

in the final merged file.  As more and more files come on line, there are fewer and fewer chances 

that all files will have a dropout at the same time resulting in a more complete merged file.  

Figure 3 demonstrates how dropouts are handled. 

 

Figure 3. 

In Figure 3 Case 1, File 1 has a dropout that will be replaced by a frame from File 2.  Later, File 

2 has a dropout that will be replaced by a frame from File 1.  In Case 2, dropouts overlap.  In this 
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case, File 1 will have two frames replaced from File 2.  The overlapped dropout will remain in 

the merged file. 

 

 

MAINTAINING SYNCHRONIZATION 

The primary way to maintain synchronization between files is by keeping track of minor frame 

counts for each file.  As an example, two files are currently being merged, when one experiences 

a dropout of three minor frames.  A counter is set at three, and is decremented by one each time a 

frame from the other file is used to fill in the gap.  When the counter reaches zero, both files 

continue reading a frame at a time.  This works well for dropouts lasting for up to one second, 

but for longer dropouts, a counter cannot be used.  This is due to IRIG errors caused primarily by 

speed of light delays.  When a dropout lasting one second or longer is encountered, the file with 

the large dropout will need to be resynchronized using one of the synchronizing methods above. 

 

 

NOISE REDUCTION 

When merging files from different sources, noise reduction can take place.  The goal is to 

provide techniques that have the greatest probability of choosing data having the least amount of 

noise.  Since data corruption usually does not affect all files at the same time, data from the 

different files can be used to replace the corrupted data.  The challenge is to identify frames with 

partial data corruption due to transmission noise.  This is particularly difficult when data from 

only two files are available.  Several different approaches to noise reduction are presented.  

Frame dropouts are generally preceded and followed by frames with increasing noise. 

The first method is obvious.  When considering which frame to include in the merged file while 

three or more files are available and in sync, if two or more frames are identical using a bitwise 

compare, any of the identical frames can be used.  This method can be extended when none of 

the frames are identical by comparing bytes within a frame.  If two or more bytes are identical, 

that byte can be used to construct a composite frame that can be used.  If none of the bytes 

match, this technique can be used at the bit level, but with fewer assurances that the result will be 

correct. 

Noise reduction becomes more difficult when only two files are available.  If a bitwise compare 

between two frames fails, a method must be employed to increase the chances that the frame 

with the least noise will be chosen to include in the merged file.  In some systems, when data, 

such as video or CPU, are not available, a fill pattern is inserted into the TM stream.  If this is the 
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case, the numbers of bytes of fill data are counted for each frame.  The frame with the highest 

count can be assumed to contain the least amount of noise.  If this is not possible, a technique 

that depends on the location of the frames with respect to each other can be used.  This technique 

is called frame age.  It can be observed that prior to a frame dropout noise increases from frame 

to frame until a dropout occurs.  Frame to frame noise decreases after a dropout.  This 

information can be used when assisting in selecting the frame that has the best chances of having 

the least amount of noise.  The examples shown in Figure 4 will be used to best demonstrate this 

technique. 

 

Figure 4. 

In Figure 4 Case 1, two files are being successfully merged when a bitwise compare fails.  As 

shown, noise increases in File 2 until a frame is dropped.  After the dropout, noise decreases until 

the frame compares start succeeding.  In this example, there will be a total of six frames that will 

fail the compare.  The current frame numbers for the start of the failure for both files are saved.  

Since File 1 did not experience a dropout, File 1 is advanced until a dropout occurs.  If the next 

dropout is further away than the total number of frames that failed the compare, in this case six, 

it can be assumed that File one has the best chance of having the least amount of noise.  The 

frame counters are restored, and frames from File 1 are used.  One can see that following this 

method, a program will correctly choose the good frames for the rest of Case 1. 

Figure 4 Case 2 demonstrates that it is not always possible to identify the best source.  While File 

1 still has one good frame prior to noise starting, it is not guaranteed the program will make the 

right choice.  Also, there is some noise in File 2 that is not associated with a dropout.  Again, 

there is only a 50% chance the program will make the right choice.  These two examples show 

that while the program can reduce noise in a two file merge, it cannot eliminate it. 
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CONCLUSIONS 

Merging multiple TM files gives the user the opportunity to reduce dropped frames and noise. 

This is a winning strategy for all involved.  For the analyst, reduced dropouts and noise means 

less time spent justifying out of bounds data points.  From a management point of view, 

productivity is enhanced by having only one file for analysts to review.  From the customer point 

of view having only one file with fewer frame dropouts and less noise helps to guarantee the 

accuracy of reports based on all the data collected and analyzed from the test. 




