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ABSTRACT 
 
The paper describes the development of a robotic platform which can autonomously map terrain 
using a COTS infrared imaging and ranging system.  The robotic system is based on an omni-
directional platform, and can navigate typical commercial indoor environments.  An on-board 
processor performs surface reconstruction, and condenses the point clouds generated by the 
ranging system to mesh models which can be more easily stored and transmitted.  The processor 
then correlates new frames with the existing world model by using sensor odomerty.  The robot 
will autonomously determine the best areas of the environment to map, and gather complete 
three dimensional color models of arbitrary environments. 
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INTRODUCTION 
 

There are a number of commercial off the shelf (COTS) imaging and ranging systems which 
have been developed for the video gaming industry.  These devices are typically used to monitor 
the motion of individuals who are within a few meters of the sensor array.  In these applications, 
the sensor is assumed to be stationary, relative to the background, and the individuals interacting 
with the system are moving.  This paper describes a project which uses this ranging technology 
in a slightly different manner.  The ranging system is mounted on a movable platform, or robot.  
Rather than tracking the movement of individuals, the ranging system is used to map the 
environment as the robot/sensor platform moves. 
 
The goal is to allow the robotic device to autonomously navigate and map a typical industrial, 
office or residential environment which has a reasonably smooth surface, such as a typical floor.  
The robotic system will move at speeds under 1 meter/second.  The project includes the 
mechanical design of the robotic platform, drive electronics, integration of the COTS ranging 
and imaging system to a central controller, and image processing algorithms to manipulate, 
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interpret, compress, and store the information gathered from the ranging sensor.  Status on both 
the state of the robot, along with information on path traveled and current map will be 
telemetered off of the robot to a remote location.  The detailed design of the robot is freely 
available [1]. 
 
The prototype robotic platform is shown in Figure 1.  The base consists of three omnidirectional 
wheels driven by stepper motors.  Each motor has a dedicated controller printed circuit board, 
and the three of these are commanded from a central power distribution and accessory board.  
The top level of the robot houses a Microsoft® Kinect infrared ranging and vision sensor.  The 
ranging sensor, along with the motor controllers, is connected to a laptop personal computer, 
which performs image processing and control operations.  The mechanical design, drive 
electronics, and image processing operations are described in the following sections. 
 

 
Figure 1  Prototype Robot 

 
 

MECHANICAL DESIGN 
 

To build an accurate map of the surrounding environment, it will often be necessary to view the 
same object from a variety of angles.  It may also be helpful to be able to keep the ranging sensor 
pointed at an object, even as the robot is moving.  This applies even when the object of interest is 
not in the path of motion.  For these reasons, we elected to use a holonomic drive train [2].  
These drive trains allow the orientation, yaw, or rotation of the platform to be controlled 
independently of the direction of motion.  We elected to use a Kiwi holonomic drive.  The 
system uses three omni-directional wheels, mounted 120º apart in a triangular arrangement as 
shown in Figure 2. 
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The omni-wheels used in this project consist of two sets of rollers mounted perpendicularly to 
the perimeter of a standard wheel.  When the shaft rotates, the wheel will provide traction in a 
direction perpendicular to the shaft, just as a conventional wheel does.  However when a force is 
applied parallel to the shaft, the rollers will put up minimal resistance.  By varying the speed and 
direction of rotation of the three omni-wheels, the robot can move in any direction, while 
simultaneously rotating at any angle. 
 

 
Figure 2. Kiwi Drive Train 

(only 1 of three motors installed) 
 
To control and track the motion of the robot, it is necessary to carefully control, or measure, the 
movement of each of the omni-wheels.  There are a variety of methods for performing this 
operation, in this project we elected to use stepper motor drives for each of the wheels.  As long 
as the wheels do not slip, this should allow open-loop control of the robot motion.  In other 
words it will not be necessary to actively track the motion of the robot using feedback from 
motion sensors.  The robot can command each wheel to rotate a particular number of degrees, 
and rely on the stepper motor to insure that the commanded rotation takes place.  Some error is 
introduced by build errors and wheel slipping, however it has been found to be negligible.  
 
We plan to calibrate the system to accommodate the non-ideal features of the base geometry.  
Then assuming the robot is operating in an environment where the majority of the background is 
stationary, it should be possible to measure any wheel slip using the ranging system.  The 
prototype uses National Instruments® NEMA 23 stepper motors, which provide 1.8 degrees of 
shaft resolution and 2.68 newton-meters of holding torque.  Each phase of the motor requires 
approximately 3 amps of drive current.  
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ELECTRIC DRIVE 
 

The electrical system which drives the stepper motors is powered by a 12 volt sealed lead acid 
(SLA) battery.  Other battery chemistries were investigated, but since neither size nor weight was 
a significant concern in this prototype, SLA batteries were chosen for their low cost and ease of 
charging.  A power distribution printed circuit board uses a linear regulator to provide a 5 volt, 
low current, source for the digital logic used on the controller boards, and for electronics which 
interfaces the controller to the personal computer (PC). 
 
The schematic of the stepper motor control board is shown in Figure 3.  The control board is 
based on an Atmel® ATTiny2313 microcontroller.  For ease of assembly, a 20 pin DIP package 
was used.  This microcontroller was chosen for its low cost, serial interfaces, and because of the 
design team’s familiarity with the AVR series of microcontrollers. 

Figure 3.  Stepper Motor Control Schematic 
 

The controller switches four MOSFETs to control the current in each of the four phases of the 
stepper motor.  Flyback diodes are included to protect the drive electronics from the overvoltage 
which occurs when the current to the highly inductive load is quickly switched off.  The 
remainder of the stepper motor controller board is interface electronics and connectors.  The 
primary connectors used in this application include the power bus (12v, 5v, and redundant 
ground connectors), motor interface, inter-integrated circuit (I2C) bus, and serial interface bus.  
The interconnection of the motor controllers is shown in Figure 4. 
 
Each stepper motor has a dedicated motor controller.  All the controller boards are identical 
when fabricated, and programmed.  During operation, the only difference between the boards is 
their I2C address.  This address must be programmed into each board by connecting its serial 
interface port, through power distribution and accessory board, to the PC.  By issuing the 
appropriate set of commands (see below) the PC will program each board with a unique I2C 
address.  This address is stored in the microcontroller’s non-volatile EEPROM memory, so it 
will be retained even after the power has been cycled. 
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Figure 4.  Motor Controller Board Interconnect 

 
During normal operation of the robot, commands are received from the PC through an RS-232 
serial interface.  The voltages on an RS-232 bus are incompatible with the microcontroller, 
which uses TTL level signals of 0 and 5 volts.  A Maxim® MAX232 IC is used to convert the 
signals to the appropriate levels.  The TTL level serial signal is then connected to the USART 
interface of one of the ATTiny2313 microcontrollers.  The programming and communication 
protocol developed allows the PC to be connected to any of the microcontrollers, without 
changing the operation of the system. 
 
A custom framing protocol was developed for communication between the PC and controller 
boards, and for inter-processor communication over the I2C bus.  When power is first applied to 
the microcontrollers, all of them initialize as an I2C slave device [3].  All microcontrollers also 
monitor their USART interface for instructions from the PC.  The controller actually connected 
to the PC needs to receive a command from the PC, commanding it to become the I2C master 
controller.  As with all the commands shown in Tables 1 and 2, the master command will consist 
of three bytes.   
 
Command Byte  Data 1  Data 2  Description 

0x21  Mode  N/A  Set I2C Mode – Mode 1 is master, mode 0 is slave 

0x22  Address  N/A  Set I2C Address – Address is a 7‐bit address value 

0x23  N/A  N/A  Read I2C Address – Board transmits its address byte 

0x24  Length  Address  Send I2C Message – Sends a message of <Length> bytes to I2C 
device <Address>, this command requires <Length> additional 
bytes to be sent from the PC containing the I2C data to send. 

0x25  Length  Address  Send I2C Read Request – Sends a read request to device 
<Address> and reads <Length> bytes, then transmits them back 
to the PC. 

Table 1.  Framing for PC to Controller Communication 
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The first byte received indicates the type of command, while the second two bytes contain data 
(when necessary).  Once a controller has been declared the master, it will receive all future 
commands from the PC, and relay status data back to the PC, from the I2C bus.  Data which the 
PC addresses to the master controller will be processed immediately.  Data which is to be sent, or 
received, from other controllers will be passed to/from the I2C bus. 
 
Command Byte  Data 1  Data 2  Description 

0x01  High  Low  Set motor speed – This sets the delay between motor steps.  It 
is a 16‐bit unsigned value. 

0x02  High  Low  Set motor step count – This sets the number of steps in the 
step counter.  The step counter decrements each time the 
motor steps.  This value may be overwritten at any time, even 
during motor operation.  This is a 16‐bit unsigned value. 

0x03  Direction  N/A  Set Step Direction – Direction = 0 or 1, sets the direction in 
which the motor steps.  The motor connector may be reversed 
to reverse the directions. 

0x04  Enable  N/A  Set Motor Enable – Setting enable to 1 enables the motor and 
starts motion, setting to 0 stops motion.  If the step counter 
reaches zero then the motor will automatically disable itself. 

0x05  Mode  N/A  Set Stepping Mode – Setting mode to 0 sets normal (one phase 
at a time) stepping operation.  Setting mode to 1 sets ‘power 
stepping’ (two phase at a time) stepping operation for 
increased torque. 

Table 2.  Communication Protocol for Motor Control 
 
 

SOFTWARE 
 
The robot’s software was written in C++, and designed around the Robot Operating System 
(ROS) [4].  This operating system provides a dynamic transport layer for the robot, and allows 
code modules to be linked at run time.  These features make it easy to edit or replace a single 
module without the user being required to comprehend the program as a whole.  Figure 5 shows 
an overview of the software architecture.  The software is similar to that developed in the 
TurtleBot™ project.  The software is configured to allow for platform control either with a user 
Wiimote™, or through the guidance software. 
 
The software stack starts with the openni_kinect node obtained from the ROS repository [5].  
This node is a wrapper for the OpenNI driver [6] with interfaces with the Prime Sense™ chip on 
the Kinect.  The node publishes a color image, depth image, and point cloud obtained from the 
Kinect.  The pointcloud is composed of an ordered list of depth points along with the coordinates 
in real space for objects in the camera’s field of view. 
 
A custom robot descriptor was written to describe the dimensions of the robot.  Using the robot 
and joint state publishers, the positions of the various frames are published.  The Kinect’s sensor 
data is published on its own frame, allowing the pointcloud data to be transformed into the robots 
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reference frame.  Figure 6 shows a sample pointcloud output of the Kinect in relation to the 
robot. 
 
The pointcloud_to_laserscan node was obtained from the ROS repository [4].  The node converts 
the three dimensional pointcloud data into a two dimensional lasercan message.  The laserscan 
gives the distance to the nearest object for every angle within the robot’s field of view.  This data 
simulates the data given by a laser ranging unit and can be used by several existing pieces of 
software.  A sample output given by the node may be seen in Figure 7. 
 

 
Figure 5.  Software Architecture 

 
 

  
 Figure 6.  Pointcloud Display Figure 7.  Laserscan Output 
 
The red stripe in the model represents the distance to the closest obstacle in a given direction.  
The blue markings on the ground give a two dimensional representation of the obstacles around 
the robot. 
 
The gmapping node is the ROS implementation of the GMapping library [7].  Gmapping is a two 
dimensional simulations location and mapping (SLAM) algorithm [8,9].  The mapping algorithm 
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uses the data from the laserscan message, and the robot’s odomerty, to compose a two 
dimensional map of the environment.  The maps created by the node are sent to the map server, 
where they can be queried by navigation software, or viewed by the user.  Figure 8 shows a 
sample of the mapping.  Light grey represents areas that are known to be clear, black represents 
known obstacles, and dark grey represents unknown areas.  
 

 
Figure 8.  Sample Map 

 
The mesh_mapper node is a newly developed piece of software that performs three dimensional 
mapping from depth image and pointcloud data.  The algorithm starts by looking for planes 
within the image.  The goal is to segment all of  the flat surfaces in the field of view, then use 
that information to find their edges and vertices. 
 
To find the flat surfaces, the Sobel operator [10] is applied to the depth image.  This gives two 
images, one with the slope in the X direction, and one with the slope in the Y direction, for every 
pixel in the depth image.  These images are used to find runs of constant slope.  Four conditions 
can mark the start or end of a run: 
 

1. Continuous Point – The change in slope is large, but the depth value of adjacent pixels 
are similar 

2. Discontinuous Foreground – The change in slope is large and the point is much closer in 
depth than its neighbor. 

3. Discontinuous Background – The change in slope is large, and the point is much farther 
in depth than its neighbor 

4. Structure Point – The change in slope is small but the accumulated change in slope across 
the image has grown larger than a threshold.  This condition is used to define faceted 
surfaces that represent curved surfaces.  

 
Once all of the runs have been located in both the X and Y directions, the software attempts to 
weave them together into continuous surfaces.  The weaving is performed by a recursive 
function that will link together runs into planes.  The function is fed a seed horizontal run that 
has not already been linked into a plane.  The function then runs along the horizontal run looking 
for vertical runs that it crosses and that have not been linked. The function traces down unlinked 
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vertical runs and calls itself again for all unlinked horizontal runs that are crossed. Once all the 
runs crossed have been linked the function returns a plane with a list of all the runs it contains. 
While the function executes, statistics are gathered about the size, location, members, and 
perimeters of each plane. 
 
After the depth image has been segmented into planes, the planes must be defined as a list of 
vertices. To find the vertices of the image, the software moves along the perimeter that is output 
from plane segmentation. The software tracks the slope of the points around the perimeter 
looking for large sudden or accumulated changes in slope. When changes occur, new vertices are 
defined.  The vertices are checked to see if they lie on a continuous or structure point. If the point 
is continuous or a structure point, the same vertices are defined on its neighbor plane to maintain 
continuity of the mesh. 
 
Once all of the vertices for planes have been found, they must be segmented into triangles. After 
all of the vertices have been linked into their polygons, the software parses the information into 
COLLADA format with supplementary data [11]. The supplementary data stores the type of 
point that each vertex is and the positions on the original image for use in global model creation. 
The RGB image is added as a texture using the original image locations of the vertices to place it 
on the mesh.  
 
The explore node uses the current world map to determine the best path for the robot.  The node 
publishes 2D navigational goals that will move the robot into unexplo9red areas.  The software 
will continue to publish new waypoints until the entire environment has been explored. 
 
The move_base node is in charge of local and global obstacle navigation.  The node uses the 
local obstacle map to determine what needs to be avoided, then examines the global map to find 
a path to the next waypoint.  The node publishes a message containing the desired forward, strafe 
and rotational velocities.  Figure 9 shows the user defined waypoints as a red arrow, and the 
robot’s planned path as a green line.  The blue markings on the ground represent obstacles. 
 

 
Figure 9. Robot Navigation 

 
The robot control node has final control over the velocity commands sent to the motor 
controllers, using either the autonomous control or the user Wiimote™ interface.  The 
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hardware_interface node computes the velocities that each of the three kiwi drive train 
controllers will use.  The front wheel is numbered zero, the left is number 1 and the right number 
2.  The linear velocity for the ith wheel,	 , is found by knowing the robot’s radius, , rotational 
velocity , and desired x and y velocities.  The equation for each wheel’s velocity is given below 
 

 
√3
2

1
2

 

√3
2

1
2

 
 
If the maximum wheel velocity exceeds the maximum speed the motor controller can produce, 
all velocities are rescaled. 
 

 
CONCLUSION 

 
A autonomous robot with holonomic drive was constructed, and it was able to navigate 
autonomously in a few simple environments.  There are some remaining challenges to overcome 
in both the hardware and software design.  However the device should be useful as a test bed for 
future projects, and the details of the hardware, electronic, and software design are openly 
available. 
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