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Abstract 
 
For many years, telemetry data has been captured and exchanged in IRIG 106 Chapter 10 format. Traditionally, 
the emphasis has been on the analysis and display of chapter 10 formatted PCM data. In recent years, avionics 
bus and network data has become much more widely used. Due to the lack of specialized tools to allow 
engineers to quickly and efficiently view bus parameters, the manipulation and analysis of this data after it is 
acquired has been a time consuming process. This paper will present a solution to this problem by the use of 
commercially available software tools used in conjunction with a common parameter database and a Chapter 10 
“translator”. 

 

 
Introduction 
 
For decades, telemetry systems suffered from a lack of standardization in terms of data storage formats.  This 
caused a number of interoperability issues, most notably of which was the impossibility of using a single set of 
software tools to analyze data from disparate hardware vendors' equipment.  This was addressed by the 
introduction of the IRIG Chapter 10 data format.  The standard itself is defined by document 106-09 as 
published by the Range Commanders Council of the White Sands Missile Range; the “Chapter 10” designation 
simply referring to the part of that document that covers on-board data recorders.  It is also worth noting that this 
standard has undergone some revision over the last decade or so, and will likely be expanded upon in the future. 
 
Historically, all flight data was collected in a binary format that was designed to uniquely suit each and every 
application.  Flight data recorders have been in continuous use for the last fifty or so years and, for most of this 
time, their capacity has been sufficiently small that this binary formatting has been necessary in order to make 
the most efficient use of their data capacity.  This led to a number of issues, including: 
 

 Data loss due to poorly thought-out formatting 
 Archived data loss due to hardware or software obsolescence 
 Lost time and money due to the need to create new analysis tools for each project 

 
In the late 1980's, solid state technology became attractive as compared to magnetic tape, the formerly preferred 
storage medium.  As that technology matured, it became practical to build small and rugged data recorders with, 
first megabytes, then gigabytes (and now of course, terabytes) of storage.  This served to exacerbate the data 
formatting issues, as the amount of data that was stored, transmitted, and analyzed, increased geometrically. 
 
In addition to data sets becoming exponentially larger, the nature of the data was growing in complexity as well.  
It was becoming common for air- and spacecraft to be equipped with multiple data busses of different types, as 
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well as requiring a number of discrete sensors.  As an example of this, a modern business jet (the Gulfstream IV, 
for example) has data on many hundreds of ARINC-429 labels, audio over RS-422 lines, dozens of discrete 
sensors and actuators that are not assigned labels, and (in some configurations) AFDX for Ethernet and video.  
Though, obviously, an entire Gulfstream IV is not a normal telemetry platform, this does illustrate an extreme 
example of the need for intelligent standardization of captured data.  
 
The solution that was devised by the chapter 10 working group was to categorize data by type and then institute 
some open and extensible standards for working with the various varieties of data.  This system was organized 
somewhat hierarchically, taking its cues from the “layer-cake” model of the TCP/IP standard.  This hierarchy 
can be roughly organized as follows1: 
 

 Data download and electrical interface 
 Interface file structure 
 Data format definition 
 Recorder control and status 
 Removable media interface 
 Ground-to-recorder interface 
 Recorded data annotation and exchange 

 
Obviously, many of these are outside of the scope of this discussion as we will concern ourselves only with the 
format of the actual, acquired data. 
 
 
Formatting of Captured Data 
 
The Chapter 10 specification allows for the flexible capture and storage of data by breaking it down into a series 
of independent data blocks.  Note that it does not matter how the data is actually stored in the media, only how it 
is presented to the user of that data.  In practice, recorders often use their own proprietary, binary formats, 
internally; while presenting a “friendlier” format to the rest of the world.  This is done as a matter of efficiency: 
it's easier to stream un-formatted binary, but easier to manipulate formatted data. 
 
So regardless of internal storage, the end-user of the data must see the following structures: 
 

 A directory containing the data 
 A directory block – metadata describing the data contained therein 
 Directory file blocks 
 Individual data files 

 
At this time it is worthwhile to describe some of these structures, as they are not necessarily what their names 
would imply.  At the uppermost level is the directory itself.  This is a “folder” or “drive” containing the data.  In 
practice, the directory can be a single file, with the rest of the elements being data blocks within that file.  To the 
standard, this makes no difference at all, so long as the end user can manipulate the data contained therein as 
though they were independent “files”. 
 
The directory block contains metadata regarding the directory itself.  This does not contain file data – that is a 
function of the file map.  Again, the standard provides for some leeway as to the nature and contents of the 
directory block.  It is required to contain the number of files and a pointer to the file blocks.  These elements 
serves a map to the individual files in the directory.  The directory block often contains other metadata: the 
volume name, capture date, and revision number being common examples. 

                                                
1 RCC Document 106-09, Telemetry Standard, Chapter 10, April 2009, section 10.1.1 
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The file block contains metadata regarding a specific block of data within the directory.  Like the directory 
block, the file block must contain the number of elements as well as a pointer to each element in the file.  Again, 
it often contains a time stamp, type information and versioning information as well. 
 
Finally, the data files contain the acquired data itself.  This is organized based on the data type (as described by 
the file block) and in simple, sequential order.  As the file block provides a pointer and a count of the number of 
elements, any particular piece of data can be randomly accessed. 
 
A map of the data structure is shown below: 
 

RCC Document 106-09, Telemetry Standard, Chapter 10, April 2009, Figure 10-6: Directory Structure 
 

It is also worth noting that it is no coincidence that this structure looks a lot like a standard OS file structure.  It 
was patterned after the FAT32 format and in many ways parallels both the formatting of a DOS disk and the 
addressing scheme of uC/OS.  As an interesting point of history, I suspect that the design was taken from that of 
the HDF format created for scientific data in the late 1980's by the NCSA.  No matter the origin; because this 
design has a pedigree behind it, it allows for a high degree of code reuse when designing flight data recorders. 
 
Though the directory structures are quite interesting, they only deserve cursory introduction at this point.  Once 
the directory and file structures are set-up, we can concern ourselves with more interesting tasks: namely the 
storage of the data itself. 
 
As mentioned, each file has a metadata block that contains some important information regarding the contents of 
that file.  Obvious entries are date- and time-stamps, pointers and block sizes, and a size of the file as a whole. 
The salient point is that this metadata block contains all of the information needed to refer to any unique data 
element within the file itself. 
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Each data element is divided into sections: a data packet header (sometimes two of these), the data packet body, 
and a data packet trailer.  The data packet header contains (as you can probably guess by now) metadata 
concerning the contents of the packet itself.  This header always includes a channel identifier, the packet and 
data lengths, timing information, and data type codes.  There sometimes exists an optional, secondary header that 
includes a timestamp as well. 
 
The data packet body is where the actual data is held.  By the Chapter 10 standard, it can consist of one or more 
8-, 16- or 32-bit words (depending on the data type).  Also by the standard, these are ordered with the least 
significant word first, each word being in little-endian.  Following the data packet body is the trailer, which 
contains any padding as required by byte-alignment, and a checksum for the purposes of error detection.   
 
 
MSB (31 … 16) (15 … 0) LSB  

Channel ID Packet Synch Pattern 

Packet Header 

Packet Length 

Data Length 

Data Type Packet Flags Sequence Number Data Type Version 

Relative Time Counter 

Header Checksum Relative Time Counter 

Time (least significant long word) 
Secondary Header 

(optional) Time (most significant long word) 

Secondary Header Checksum (reserved) 

Channel-specific Metadata 

Data Packet 

Inter-packet Time-stamp 1 (LSLW) 

Inter-packet Time-stamp 1 (MSLW) 

Inter-packet Data Header 

Data 1 Word 1 Data 1 Word 2 

… Data 1 Word n 

… 

Inter-packet Time-stamp N (LSLW) 

Inter-packet Time-stamp N (MSLW) 

Inter-packet Data Header 

Data N Word 1 Data N Word 2 

… Data N Word n 

Padding (as needed) 
Packet Trailer 

 Data Checksum 
 

RCC Document 106-09, Telemetry Standard, Chapter 10, April 2009, Figure 10-10: 32b Packet Format 
 
And now comes the interesting part: taking one of these files and making sense of them in a practical matter. The 
flexibility offered by this file structure comes at quite a cost and that is that it can be quite difficult to “walk the 
tree” and access any particular piece of data contained therein. 
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As can be seen in the packet format diagram, if one were to want to access a particular 32b word at a particular 
time, one would have to perform the following operations: 
 

 Open the directory 
 Read the directory block 
 Obtain the number of entries 
 Fetch the location of the ith file entry from the directory block 
 Read the file entry for the ith file 
 Verify the checksum for the file 
 Fetch the starting location of the data 
 Fetch the starting time for the data block 
 Walk through each entry in the table until finding the one whose time-stamp matches 
 Return the desired data word 

 
And now you can see the downside to all of this flexibility – finding a particular piece of data is tedious.  But 
this is where some automation can help. 
 
 
Building a Better Data File 
 
File format dis-assembly is one of those things that is pretty much impossible for a human to do, but quite simple 
for a computer.  And so for our next trick, we will take the machine-readable and turn it in to something a bit 
easier to work with.  In a perfect world, we would like to have the following: 
 

 Human-readable 
 Ease of integration with existing systems 
 Ease of conversion to other data formats 
 Able to merge with other (existing) data files 

 
Of these, the first is something of a “nice-to-have”.  The problem with conversion to human-readable format is 
that the size of the data file increases drastically.  This is simply because humans can't read binary data and 
converting to text means at least 8bits per digit of precision.  Of course, with computer storage being what it is, 
this is no longer as large an issue as it once was. 
 
The second and third requirements are intimately linked.  The ability of a data file to be used along side existing 
systems also implies that it can be converted to other formats as needed.  Anything less compromises the 
flexibility of the system as a whole. 
 
The final requirement is also something of a “nice to have”, but it does allow for a much higher degree of 
versatility in the completed system.  Note that this is not so much a function of the data file in and of itself – 
rather it is a function of the ancillary tool set surrounding it. 
 
 
PBA.pro Analyzer Software 
 
Now for a bit of a detour.  PBA.pro is our standard software for the control of our bus analyzer cards as well as 
for the post-acquisition processing of data.  In the past, we had made use of separate applications for each of the 
different busses: PBA-2000 for 1553, PAA-429 for ARINC-429, fdXplorer for AFDX, etc.  We found that by 
using this approach, we were constantly doing the same sorts of operations in each of our separate systems.  We 
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had also become aware that mixed-bus environments were becoming increasingly common.  In order to 
streamline integration and better reuse our code base, we developed the PBA.pro environment. 
 
PBA.pro is based on a modular architecture, making it incredibly scalable and customizable.  By integration of 
our disparate tools into a single system, we were able to come up with a number of improvements, including: 
 

 A common set of file formats 
 A standard system for display customization 
 A set of built-in scripting environments 

 
The modular construction of PBA.pro can be illustrated as a number of linked puzzle-pieces. 
 

PBA.pro component architecture 
 
At its core, PBA.pro is a framework to link together the other components.  The core functionality provides for 
the basic user interface as well as for some basic display design capabilities.  All other services are provided by 
the additional components of the system. 
 
The AIM resource components provide the means to control the bus analyzer cards.  Additionally, they provide 
custom data displays that are, by necessity, unique to each flavor of bus.  As a case in point, the 1553 resource 
component provides an overview display that shows the status of the bus controller and every remote terminal on 
the system.  As there is no corresponding elements to an ARINC-429 system, that type of display is not needed 
in the 429 component. 
 
The database manager component provides an interface to an external parameters database as well as for the 
import of third-party parameter information in the form of interface control documents (ICD's).  Through the use 
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of parameters, the end-user can look at the data on the bus as actual data, rather than as raw packets or hex-
values. 
 
The test and script manager includes two script interpreters: one for Python and one for TCL.  PBA.pro is fully 
scriptable in that every aspect of its operation has a corresponding object in the scripting language.  Through the 
use of the script manager, complex operations and even complete tests can be completely automated to the point 
where the end-user would only see a “run” button and a “pass-fail” indicator, if so desired. 
 
The remote control component allows for the remote operation of PBA.pro via an existing TCP/IP network. This 
enables PBA.pro to be a single component of a larger system.  The utility and third-party resource components 
work similarly to the standard resource components, but allow for access to hardware resources, either resident 
on the machine (such as the RS-232 or Ethernet port) or as developed by another company (an example would 
be a National Instruments data acquisition card).  And finally of course, the PBA.pro system allows for custom 
plug-ins to the native architecture. 
 
 
Chapter 10 Integration 
 
The salient point of this exploration of our software is that it has been architected to allow for an extreme level 
of extensibility.  It was therefore logical that we design a Chapter 10 import tool around its capabilities.  This 
integration with PBA.pro was designed to take into account our tool's existing strengths and further complement 
them.  The tool was developed to assure maximum streamlining and integration with existing end-user 
databases, files and workflow. 
 
Virtually all of the work of conversion of Chapter 10 data has been automated.  This includes the definition of 
parameters as well as parameterizing and the existing data.  The system has been designed to work in a 
networked environment and to work with multiple users having access to all of the data or to any subset at any 
time.  This allows end-users to work independently, analyzing and visualizing any combination of data and 
parameters that they require. 
 
The process begins with the definition of the configuration.  This includes the number of data busses and the 
parameters on each bus.  This is most easily accomplished by importing an existing parameter database.  The 
PBA.pro tool accepts a simple CSV file for this purpose, though other file formats (including XML files and 
ICD's) are possible as well.  This data is then converted and stored as a PBA.pro project. 
 
The second critical input is the Chapter 10 recording file.  This conversion is done using a separate utility that 
creates PBA.pro compatible files for each of the recorded data streams (e.g.: 1553, 429, Ethernet,...).  Once the 
data is converted, it is available on the network to all users. 
 
For many applications, it is desireable to export parameter data to other applications, such as Matlab.  To easily 
accomplish this task, there is an automatic export function built into PBA.pro.  This function allows an end-user 
to select parameters to export, and automatically creates individual files in their choice of format, these files 
including both the data (either all of the data or a filtered subset) and parameter information. 
 
Finally, it is also possible to physically replay any or all of the data captured in the recording file by connecting 
PBA.pro to the appropriate AIM bus simulator product.  This operation maintains all of the original bus timing 
and correlates the data across multiple bus types, making this and invaluable troubleshooting tool. 
 
All of these features, used in conjunction with the native capabilities of PBA.pro, can together provide a highly 
integrated environment to perform detailed analysis of all flight test bus data. 
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