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Abstract: 

Often, when IADS is new to a particular group of flight test professionals, the subject of 

credibility comes up. Companies that produce, test and certify aircraft usually possess 

established tools and methods for monitoring and analyzing flight test data. It can be difficult to 

justify augmenting or replacing a proven set of tools with a new, more efficient set without 

rigorous scrutiny of the new toolset’s capability, ease of use and accuracy of output. This 

natural, repeated challenge to the credibility of IADS’ analysis algorithms can lead to improved 

algorithms and also enhance the understanding of their purpose. 

Users have made a large contribution to these algorithms by questioning the analytical results of 

IADS. IADS Developers have also challenged their own algorithms to improve the product. This 

paper documents some of these challenges to the accuracy of IADS mathematics and the 

background research and user input that went into correcting and refining them. 

Acronyms 

CZT - Chirp-Zoom Transform 
DAQ - Data Acquisition 
EU - Engineering Units 
FFT - Fast Fourier Transform 
FP - Frequency Plot 
FTE - Flight Test Engineer 
HPD - Half-Power Damping 
LD - Logarithmic Decrement 
LDA - Logarithmic Decrement Averaging 
LAmP - Logarithmic Amplitude Picking 
PSD - Power Spectral Density 
RMS - Root Mean Square 
SC - Stripchart 
SDOF - Single Degree of Freedom 
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Introduction 

The refinement process for a typical IADS analysis is iterative due to the realtime nature of 

IADS (we have to fly with what we have that day). In most cases, the first release of an 

algorithm, though it has been through a rigorous debugging and testing session and may be 

perfectly clean from a programming perspective, usually has some need for refinement because 

it has never actually been used by a test engineer in a real test situation. Figure 1 shows a 

simplified flow diagram to illustrate the normal process that is used to develop and enhance 

IADS analyses. 

 
Figure 1 – IADS Algorithm Refinement Flowchart 

Because they have access to a plethora of test equipment and technical expertise, users can 

share results comparisons between IADS and their own tools and equipment and request new 

capabilities to match equipment they already use. This paper describes the evolution and 

proposed future refinement of two analysis types in IADS to provide some understanding of how 

IADS methods attain credibility. 

 

Discussion 

Frequency Plot (PSD and Autospectrum): 

At very early stages of the development of IADS, both of these options (PSD and Autospectrum) 

were little more than a magnitude calculation of results from an FFT calculation. Processing 

power was hard to come by at the time, so adding in a scaling factor for each array element of 

the FFT may have been considered unnecessary. FTEs were only using them to estimate 

frequency and damping using a half-power method, so amplitude did not really matter as long 

as the results were proportional to a properly scaled result. Before we received any feedback on 

FP amplitudes, we researched possible scalings internally hoping to make it useful for other 
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engineering disciplines. In fact, a lot of the feedback that drove evolution of the Frequency Plot 

came from IADS developers, but there were some very important user inputs as well. 

Several types of spectral plots came up during our research. Periodograms, histograms, 

autospectra, power spectra, power spectral density, etc. were presented in rigorous 

mathematical detail with various different scalings based on blocksize, sample rate and window 

(hanning and others) equivalent power. When we found text and online sources that inferred 

that a PSD “is” an Autospectrum, we were puzzled over how to proceed; our two options were 

called PSD and Autospectrum and they were already established as plot names. The following 

excerpt from Section 12.7 of Reference 1 caused a great deal of confusion: “The first detail is 

power spectrum (also called a Power Spectral Density or PSD) normalization.” This seemed to 

imply that a power spectrum normalization and a PSD normalization were the same thing, and 

many other sections in that same text seemed to use the two terms interchangeably. Reference 

2 gave us a clue that we should have picked up on but did not: “If X(t) is a voltage, say, then 

Sx(ῳ) has the units of volts2 per hertz, and its integral….leads to the mean-square value”. Even 

now, putting “Power Spectrum” in Wikipedia redirects to “Spectral Density. 

Since we could not find a definitive guide for an industry-standard scaling, we decided to at least 

provide a more useful scaling for the PSD (the default plot type) that could be used to directly 

determine the amplitude of a known sine wave. Parseval’s Theorem seemed to back up this 

reasoning, because the sum of all frequency bins in the PSD did in fact equal the sum of the 

squared amplitudes of the time domain data slice used for the FFT. We were wrong, but it was 

an improvement. The Autospectrum was normalized to some reasonable value so the scales of 

the plot would not be the large numbers that typically occur when FFT real and imaginary parts 

are squared and summed. 

A few months later, a consultant provided some feedback on the scalings in the Frequency Plot. 

He had seen many different approaches in his experience, so he was hesitant to trust frequency 

domain plots for amplitude accuracy. He suggested that we inject a known waveform into the 

accelerometers on an instrumented airplane and read the result from an IADS display to test the 

accuracy of the whole system. His feedback confirmed our original problem and got us some 

high level visibility; at the time, there was very little in the way of a standard that we could lean 

on. We offered him an informal proof based on summing PSD (really Autospectrum as 

explained later) frequency bins in the vicinity of the peak produced by the waveform after FFT 

processing. He went about his business of testing using the Frequency Plot the way it was, but 

we really did not have a standard, properly labeled Spectral Analysis yet. At this point, we had 

strayed from the flowchart in Figure 1 because we were operating with a spectral plot that was 

not technically providing industry standard answers, but we had workarounds for prescaling time 

domain data on a per-user basis to get them to their own internal standard. 

A new test group started using IADS, and one very astute flight test engineer in that group 

challenged the amplitude of the PSD because it was not agreeing with his other tools. Our 

reaction was at first defensive given all the energy we had put in to get the “PSD” where it was, 

so as such we showed him most of the books and online resources we used to justify our 

seemingly arbitrarily chosen scaling method. The “PSD” he described did not seem to have a 
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meaningful use as a quick, single point amplitude measurement (which was and is the main 

reason for the existence of IADS), so we began to frustrate him a bit with our hesitance. He 

insisted that what we had was useful, but we could not correctly call it a “PSD”. That feedback 

gave us a hard guide we could use to refine the Frequency Plot. 

We went through our research again with him and he helped us find that most sources equate 

the area under a PSD curve (not the amplitude) with signal power. This means that each 

frequency bin we display must be divided by the frequency resolution in order to be a real PSD. 

Our PSD at that time was really what we call an Autospectrum now. We quickly adjusted the 

PSD scaling and also changed the Autospectrum scaling to be what the PSD was before the 

correction. This user’s assistance and persistence lead to the development of our first solid 

Frequency Plot scaling (PSD), and it has not changed since. Our available units at this point 

were EU^2 vs. Hz and EU^2/Hz vs. Hz. 

Some internal research uncovered an alternate transform called the Chirp-Zoom. We had 

received feedback from users regarding the lack of resolution on the frequency axis making 

damping estimates (and even frequency estimates in some cases) difficult to obtain with the half 

power method. Our only answer for them was to use a larger block size. For short time slices, 

that method did not work. The Chirp-Zoom Transform solved the resolution problem as long as 

the user was only interested in a narrow band of frequencies, so we put it in and released it 

(after thorough testing of course). Figure 2 shows why we do not see sidelobes if an FFT of a 

sine wave at a bin frequency is processed. The CZT in the mix led to quite a few revelations 

about spectral analysis. The CZT result is the orange trace (with the sidelobes). 

 
Figure 2 – PSD Comparison of FFT and CZT  

We added in the ability to display scalings of EUrms vs. Hz and EUrms/Hz vs. Hz directly after 

the CZT was tested and considered stable. These additions seemed like a logical extension to 
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what we already offered, and in the Autospectrum’s case, it allowed users to assess an RMS 

amplitude directly. 

While tinkering with a Labview™ license that came with a National Instruments™ DAQ unit, we 

found that they had some Virtual Instruments we could use as a standard. In their Spectral 

Measurements object, they had options called “Magnitude (RMS)”, “Magnitude (Peak)”, “Power 

Spectrum” and “Power Spectral Density” with units that agreed with ours, so we immediately 

compared our output with theirs. The PSD matched up perfectly to our great relief, but the 

Autospectrum and their “Power Spectrum” only matched up if we used rectangular windows. 

This mismatch initiated a lot of online research. We found that constants were published in the 

NI site and other places (called Window Equivalent Noise Bandwidth) that were the exact 

difference between our answers and theirs. Since we were comfortable with our Autospectrum’s 

amplitude results (we had learned how to determine amplitude by summing bins) and there was 

no real feedback pertaining to the Autospectrum coming from users, it was difficult to justify the 

correction. We decided to go ahead and put in the WENBW corrections as the default and allow 

users to select the old scaling for backwards compatibility. At this point, we no longer had to 

sum bins to estimate an amplitude, but scalloping losses became a real problem (especially 

before we understood what they were). Sometimes, it was better to go back to the old method of 

bin summing if the frequency in the data was too far away from a bin center frequency. 

 

 
Figure 3 – Amplitude Comparison Showing Rectangular Window Scalloping Loss  

Figure 3 shows how far off the amplitude can get if the frequency of the data is right at the 

midpoint between two frequency bins. The parameters used as input to the two plots have a 

peak amplitude of 2.828. If a sinusoidal signal’s frequency is right on the center frequency of an 

FFT bin, there will be no visible leakage (assuming a linear amplitude axis, which is the default 

in IADS) and the amplitude of the one visible spectral line is the true amplitude. If the frequency 
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of that sinusoid is exactly halfway between two FFT bins, the amplitude is at its lowest. Please 

refer to http://flylib.com/books/en/2.729.1.37/1/ or Section 3-10 of Reference 3 for background 

information.  

A user with a need for amplitude accuracy stepped in right around this time and requested that 

we add a Flat Top window to our selection of windows for amplitude accuracy. He also 

requested a “EUpeak” scaling to compliment the “EUrms” scaling for a particular needed 

capability. 

We put in his new window and peak scaling, and then we organized a formal Labview and 

Matlab® amplitude comparison for all of our scalings. The following Figures show the Labview VI 

amplitudes for IADS windows and then a Matlab amplitude and IADS amplitude that match for 

one window.  

 
Figure 4 – Labview VI showing Power Spectrum Amplitudes for IADS Windows  

http://flylib.com/books/en/2.729.1.37/1/
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Figure 5 – Autospectrum Comparison for IADS without WENBW, with WENBW and Matlab 

Input parameters for the power spectra shown in Figures 4 and 5 were sine waves with a peak 

amplitude of 2.828 (RMS of 2.0) so that we could tell when a result was a mean square value. 

The Matlab calculation used a Flat Top window. 

 
Figure 6 – Labview VI showing Power Spectral Density Levels for IADS Windows 
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Figure 7 – PSD Comparison for IADS and Matlab using a Blackman Window 

Input parameters for the PSDs shown in Figures 6 and 7 were also sine waves with a 2.828 

peak amplitude. The Matlab Calculation used a Blackman window. Sample rate was 789.141 

and blocksize was 256 samples. 

Identifying modal parameters in the Frequency Plot is limited; the HPD Method can only identify 

one mode at a time with data frozen, and that mode must be well-separated from others for the 

method to work. Many users have asked for more capability in this area. Future work on the FP 

is focused on developing realtime HPD and a numerical method for identifying multiple modal 

parameters at once in realtime. 

 

Logarithmic Decrement: 

IADS has logarithmic decrement, logarithmic decrement averaging and logarithmic amplitude 

picking (LD, LDA and LAmP) analysis routines built into the Stripchart Plot. Since this set of 

calculations is used frequently, many questions have come from users: 

a) When this calculates damping, which “damping” is it? Can you also calculate 

the damping that we use directly? 

b) When this calculates frequency, is it the damped natural frequency or the 

undamped natural frequency? 

c) Why does the data’s oscillation not look like it is at the frequency the algorithm 

produces? 

Due to the wide array of damping mechanisms and terminology across the disciplines involved 

in flight test, the best we could do to answer the first question was show the actual formula (see 

Figure 8) we use. 



9 
 

 
Figure 8 – IADS Damping Calculation 

Once they had the formula, if they could easily convert our result into whatever they needed, 

there was no need to modify the algorithm. The second question was simple because there 

were only two choices, and we had a formula to relate the two. The third question lead to an 

improvement in our algorithm. 

For a LD analysis, the frequency calculation needed to be verified visually by a user before 

logging the analysis results to a summary table as a matter of routine. This required a two point 

time calculation to be manually processed by the user, and if the results frequency checked out, 

it was logged. By the time a user got done with this check, he could have just as easily manually 

determined the frequency.  

We tested the LD routine with ideal decays and found that it was very easy to fool the frequency 

calculation with decays that possess more than one frequency in them. A user one day 

informally suggested that we add an ideal data overlay for a visual indication (see purple overlay 

in Figure 9) of how accurate the frequency and damping estimates were to assist them in 

identifying when LD analysis results were inaccurate. 

 
Figure 9 – Inaccurate LD Result Made Obvious by the Overlay 

We went to work and came up with an equation for the overlay. After it was incorporated in 

IADS, the ability to drag one of the LD selections for a recalculation really began to show its 

value. Users were now able to drag points around until the overlay curve matched the data 

curve. 

Much further along in the development of IADS, another user came over to ask questions about 

our damping calculation. He was doing flying qualities work, and he needed a “damping ratio” 

number instead of what we calculate. It had been years since we had been through the 

equations, so we got out the old notes and tried to relate damping ratio to our structural 

damping to give him a fudge factor. Our answer of “divide it by 2” was not really good enough, 

so we hit the college textbooks and found formulae (Figure 10) for damping ratio (viscous) along 

with an equation relating damped natural frequency and undamped natural frequency. These 

calculations now are available right next to the original three and can be used by a variety of 

engineering disciplines. 
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Figure 10 – IADS Damping Ratio(ζ) and Undamped Natural Frequency(ωn) Calculations 

The Logarithmic Decrement algorithms presently require that the decay being analyzed oscillate 

about 0.0. Because of this, users are sometimes forced to use a highpass or bandpass filter to 

center the decay, and this can lead to erroneous results due to the filter’s impulse response. 

Future work on this algorithm in the immediate future is focused on developing an algorithm that 

can handle a DC offset. 

 

Summary 

The Frequency Plot and Logarithmic Decrement sections above are representative of the 

development of a typical IADS analysis routine. Credibility in the core routines is incrementally 

built while the routines are in service as refinements to the algorithms are incorporated. 

Refinements come from user feedback, developer research and challenges from both. Most 

analysis routines in IADS were refined to work in the same manner as the Frequency Plot and 

the Logarithmic Decrement. With the constant increase in computing power that we enjoy, it 

makes sense to continue to encourage trying new algorithms and refining existing ones. 

 

Conclusion 

Hopefully the large IADS user community will continue to offer suggestions for improvement of 

existing algorithms and requests for new algorithms. The IADS developers are in a constant 

search for ways to make flight test data easier to interpret in realtime so that a FTE can focus as 

much of his or her energy on the flight test as possible. As can be seen from the two examples 

above, user input is a very important part of building trustworthy algorithms. The IADS 

Development Team would like to thank all of the users that have helped hone the algorithm set 

in IADS. 
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