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ABSTRACT 
 
The Boeing Test and Evaluation flight test organization tests many airplanes each year. Most of 
these tests involve 50 to 100 parameters and one or two flights. Airplane certifications may 
require up to 250,000 parameters and last for months.  
 
For the last 20 years we have wanted a modular system that would allow us to use the minimum 
acquisition hardware required to do the job. At the same time we wanted to train the 
Instrumentation engineers for a single system. We have achieved both goals with a network-
based data acquisition system.  
 
We solved the lack of determinism with Ethernet by time-tagging all data in the Data Acquisition 
Units (DAU) using IEEE Std 1588 Precision Time Protocol. The DAUs themselves are small 
modules which allow us to install just the DAUs that we need for a given program. This has 
allowed us to implement the full range of systems yet have all of them operate with the same 
hardware and software. This paper discusses the architecture that we implemented and our 
successes with this system. 
 
 

DATA ACQUISITION & RECORDING SYSTEM GOALS 
 
In the world of commercial transport flight testing we don’t use a platform that is devoted 
exclusively for testing; rather we take an airplane off of the production line, use it for your tests, 
remove the test hardware, refurbish the airplane and deliver it to an airline.  
 
The other aspect of our testing is the range of the size of the tests. We test as many as 50 
different airplanes a year. Most tests involve a few tens or hundreds of measurements and from 
one to a few flights. However, the certification of a new airframe or major modification of an 
existing model may require measuring a few thousand analog parameters and a few hundred 
thousand parameters from digital avionics buses. This testing may go on for months.  
 



These considerations led us to develop a highly modular system so that we could use as little 
instrumentation as possible for a small test and as much as is required for a large test program. 
The goal was to have one system that could be configured differently for different tests while 
maintaining the same look and feel for the user regardless of the complexity of the system. We 
also wanted to be able to add new hardware to the system without changing major portions of the 
system. 

 
Figure 1 Data Acquisition & Recording System Elements



 
 

THE SYSTEM FROM A HIGH LEVEL 
 
The system consists of a number of DAUs, a Time Code Generator, a Management Server, a 
Telemetry Processor, one or two recorders and a real-time data processing system. All of these 
elements are interconnected using an Ethernet network. All of the DAUs in the system transmit 
their data using 100 Mbit Ethernet. The switches pass the data up to a central switch with both 
100 Mbit and one Gbit ports. The receiving devices on the network, i.e., the recorders, the 
telemetry processor and the real time data processing system, are all connected to the Gbit ports. 
The user interfaces are either Microsoft Windows-based PCs or laptop computers running as X 
Terminals. 
 
 

DATA ACQUISITION UNITS 
 
For the initial system we purchased eight different data acquisition units (DAUs). Each was 
designed to accept data from a different source. Two of them accept data directly from analog 
sources and the other six are used to acquire data from digital avionics buses. The list of DAUs 
available in the system is given in Table 1. 
 
Table 1 List of DAU Available in the System 

Data Acquisition Unit Description 
Analog DAU Acquires data from analog transducers & signals in production systems 
Video DAU Acquires data from video cameras & provides MPEG 2 compression 
ARINC-429 DAU Acquires data from up to 32 production ARINC-429 avionics buses 
ARINC-629 DAU Acquires data from a single production ARINC-629 avionics bus 
ARINC-664 DAU Acquires data from a single production ARINC-664 avionics bus 
HFCI DAU Acquires data from a proprietary Honeywell Flight Controls Interface 

(HFCI)bus 
GPSI DAU Acquires data from legacy devices using a proprietary General Purpose 

Serial Interface (GPSI) 
Ethernet DAU Acquires data from an Ethernet interface that transports data using the 

UDP/IP protocol. 
 
The most common DAU in most systems is the analog DAU. This is used to acquire analog data 
from flight test-installed transducers or from analog signals within the production systems. It 
packs the data into frames very similar to IRIG 106 Chapter 4 Pulse Code Modulation (PCM) 
and transmits them over Ethernet. The other unit that accepts analog data is the Video DAU. It 
accepts signals from a video camera, digitizes the signal, performs MPEG II compression and 
outputs the data over Ethernet. The other six units are Ethernet DAUs that are used to acquire 
data from within the Flight Controls Computers that does not appear on one of the avionics buses 
but is needed for test purposes. This data is packed into Ethernet Frames and output over the 
Data Acquisition & Recording (DAR) Ethernet. Three of the DAUs are designed to acquire data 
from standard avionics buses. These are the ARINC-429 DAU, the ARINC-629 DAU and the 



ARINC-664 DAU. Another DAU was designed to accept data from the Honeywell Flight 
Controls Interface, which is a proprietary bus that is used in some Flight Controls systems. The 
last DAU is what we call the General Purpose Serial Interface (GPSI) and it is used to acquire 
data from legacy systems and from specialized instrumentation like the pressure belts that are 
used to measure wing loading. 
 
 

DAR PROTOCOLS 
 
The data format within the Ethernet packets is unique to the DAR system. Beyond that point, 
however, all of the protocols used in the system are industry standard protocols.  
• The system is managed using the Simple Network Management Protocol (SNMP).  
• The controls are designed for the system but the protocol used is standard SNMP.  
• The File Transfer Protocol (FTP) and the Transport Control Protocol (TCP) over the Internet 

Protocol (IP) are used to transport setup files around the system.  
• The data output of the DAUs uses multicast User Datagram Protocol (UDP) over IP.  
• The TCP is used where it is critical that the data be transported without any bit errors.  
• The UDP, which is known as “unreliable” because it does not retransmit bad packets, is used 

for the data transmission because it requires less network overhead. (As far as it being 
unreliable, because we are on a dedicated network we typically acquire hundreds of 
gigabytes of data without seeing any errors. By multicasting the UDP data we do not require 
data to be transmitted more than once for it to be acquired by multiple receiving devices.)  

• Each receiving device uses Internet Group Management Protocol (IGMP) to tell the switches 
which messages should be routed to them.  

• The final protocol that we need to consider is the IEEE Std 1588 Precision Time Protocol 
(PTP). This is used to give all elements of the system a common sense of the time of day. 
The DAUs maintain the Time of Day, which is synchronized with the Time Code Generator 
within a microsecond. This time is used to time-stamp the data as they are received. This 
allows the time that any data were received to be known despite the fact that they were 
passed over the Ethernet which puts variable delays between the source and the receiver of 
the data. 

 
 

NETWORK SWITCHES 
 
The Ethernet switches used in this system are basically standard managed Ethernet switches with 
two major differences.  
 
The first difference is that they support the Precision Time Protocol (PTP) in hardware. Any 
switch will pass the PTP messages, but the delays incurred are not managed, so the precision of 
PTP is degraded. The switches used in this system maintain the timing using a hardware 
technique known as Transparency so that the precision of the PTP is not lost as it passes through 
the switches.  
 
The other difference with the switches used in this system is in their ability to handle hundreds of 
multicast addresses. Most standard switches will handle a dozen or so multicast addresses and 



that is totally inadequate for this system. The switches that we purchased for this system had to 
be modified after we purchased them to keep them from dropping packets. The modification 
involved rearranging the buffers to be more like a carrier Ethernet switch and less like an 
enterprise switch. Once this change was made the problem of dropped packets disappeared. 
 
 

MANAGEMENT SERVER 
 
The Management Server is the controlling element in the system. It provides a number of 
Graphical User Interfaces (GUIs) that allow the user to configure all of the other elements of the 
system. It can define the topography of the system and report which devices are connected to 
which ports on each switch.  
 
It also has a GUI that reports on the status of each DAU in the system. To accomplish this it 
periodically uses SNMP to poll each DAU and to read back status variables. For critical errors 
the DAUs can send an SNMP Notification which acts like an interrupt to tell the Management 
Server that something is going wrong. The Management Server uses the status that it acquires to 
create log files that are copied to the data recorder at the end of a test and saved along with the 
data. These are very useful when trying to troubleshoot problems with the system.  
 
Once the system is set up and started it can run without the Management Server, but the GUIs 
and the log files would not be available.  
 
The Management Server is basically a set of software that can run on any of several computing 
platforms. We have run it in a standalone chassis using Compact PCI cards, on a PC running 
some of our real-time processing and on a laptop. 
 
 

RECORDER 
 
The system software is designed to allow up to four data recorders in one system. However the 
typical system uses two, a primary and a backup. The recorders subscribe to all of the multicast 
addresses that are being used to transmit data. They remove the parts of the message headers that 
are just there to transport the data and then record the message payload.  
 
We have two different types of recording media. One type used rotating disks in a RAID 
configuration. The other media uses solid state memory. One lesson that we have learned is that 
though rotating disks cost less initially they are not a durable as solid state and do not stand up 
well in an airplane environment.  
 
In addition to acquiring and recording the data, the recorder also checks the sequence number 
associated with each multicast address for missing messages. It reports any missing messages to 
the Management Server for display and logging. 
 
 

TELEMETRY  



 
Telemetry is generally not used in most of our testing. However, for Initial Flight Worthiness 
testing and for flutter testing telemetry is required.  
 
The difference with our systems is that they are not based on IRIG-106 Chapter 4 PCM, so using 
a conventional system to transmit the data would require giving up many of the advantages of the 
system. If we were only telemetering synchronous analog data, using Chapter 4 PCM would 
make sense; but we are also telemetering avionics bus data and we would lose the timing 
information if we forced it into a PCM frame.  
 
What we actually transmit is technically PCM, but it is not in compliance with IRIG 106. We 
still had to solve many of the same problems that IRIG 106 addresses. We need a continuous bit 
stream and we need a way to obtain word and message synchronization on the received data. We 
also need a way to detect when the synchronization is lost.  
 
We faced a similar problem with our previous system and we solved it in much the same way. In 
that case we were also dealing with data that were in packets. If one word from a packet was 
requested then the entire packet was transmitted. That system completely filled all available 
bandwidth. Since we were moving to a system with five times as much data we developed the 
format described in Figure 3.  
 
With this system we transmit only requested data, not the entire packet. Each packet is preceded 
by a synchronization (sync) pattern. The sync pattern is followed by either another sync pattern 
or a label. The receive system searches for the sync pattern to obtain word synchronization. Once 
it is in word synchronization, it starts looking for a label. From the label, it looks up the expected 
length of the message. It checks that after the expected number of words it finds another sync 
pattern. After repeating this process a programmable number of times it declares that it has 
message sync.  
 
It then goes looking for time messages and, after finding two in a row that have the correct time 
interval between them, it declares that the system is in lock. This system is not as fool-proof as 
the system in IRIG 106 Chapter 4, but it has proven quite adequate for our needs.  
 
 
 

TELEMETRY PROCESSOR 
 
We use one set of hardware for either the Telemetry Transmit Processor or for the Telemetry 
Receive Processor. A bit in the configuration file is used to cause the unit to boot up running the 
appropriate software and with the FPGA loaded to perform the desired function. The hardware 
for the Telemetry Processor consists of one Compact PCI processor board and an I/O board that 
converts the Gbit Ethernet from fiber optics to electrical and an FPGA that handles the 
transmission and reception of the data. 
 
When configured as a Telemetry Transmit Processor, the unit subscribes to the requested 
multicast addresses from the Gbit Ethernet port. It then examines the incoming messages to see if 



they contain data that have been request to be telemetered. If one or more words in the message 
have been requested for transmission, a Telemetry data frame is constructed and transmitted. If 
there are no data available to transmit, sync patterns are transmitted to maintain a continuous bit 
stream. Periodically the processor transmits a Major Time Message. The Major Time 
transmission interval is programmable but is typically about ten times per second. 
 
When configured as a Receive Processor, the unit first synchronizes to the incoming data stream. 
Once in sync it examines each incoming message. From the message label it can look up in its 
setup information the number of words in the original message and which words were requested 
to be transmitted. With that information it attempts to reconstruct the original message.  
 
Each transmitted message contains 24 bits with the four least significant bits of the seconds’ time 
word and the nano-seconds time word divided by 1000 to produce microseconds. From this time 
information and the most recent Major Time word, it reconstructs the time that was on the 
original message. The only difference is that the original time word had nano-second resolution 
and the reconstructed time word has only microsecond resolution.  
 
For words that were not transmitted, it substitutes all zeros for the missing data. It places the 
words that were transmitted into the same position within the message that they were in in the 
original message. In addition it creates a Mask packet that contains all zeros in words that were 
not transmitted and one’s in the words that were transmitted. The message is then transmitted on 
the Gbit Ethernet port. 
 
 



 
Figure 2 System Used to Certify a New Airplane

 

Figure 3 Telemetry Data Transmission Format 



 
 

INET SIMILARITY 
 
Because the iNET standard has not been released and this system has been in use since 2009, it is 
not fully compatible with the proposed iNET standard. However, it is very similar to the iNET 
system. Both systems use much the same general architecture.  
 
There are two major differences between iNET and the Boeing system. One is in the data 
messages. Both acquire one or more packets of data from the source and place those packets into 
a data message for transmission. Besides calling them two different names, the message and 
segment (iNET Package) headers are different. The other major difference is in the handling of 
telemetry. Boeing built their telemetry system to a different set of requirements and met those 
requirements using a different technique. The iNET approach is to use conventional IRIG 106 
Chapter 4 PCM to telemeter the bulk of their data. This produces a lower data latency than what 
can be achieved using a network based system.  
 
We are achieving around 50 ms latency if we transmit directly from the airplane to the ground 
receiving station. If we get to a location where we do not have line of site from the ground 
station to the airplane then we receive the data at a remote station and then relay it either using 
Telemetry over Internet Protocol (TMoIP) or a satellite link, and those relay links add 
significantly to the data latency. 
 
 

CONCLUSIONS 
 
This system has been used on two major airplane certifications and numerous smaller tests. It has 
proven to work very well. We expect to use it for several years to come. We would have 
preferred to use a system that was built in accordance with the iNET standard or something like 
iNET, but the timing of the need was wrong.  
 
One point that anyone trying to use this type of a system should keep in mind is with regard to 
the PTP time. You can mess up the system very quickly if you are not careful what you are 
doing. If the time on the Time Code Generator changes after the system has started recording, a 
recording that will be extremely difficult or impossible to process will be produced. 
 




