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ABSTRACT 

 

There is a need for a capability that enables setup and execution of tests, including integration of 

new instrumentation into the T&E range environment more rapidly and reliably than with 

existing methods, and with reduced cost and effort. Moreover, because individual ranges have 

developed approaches to range control and data distribution which are often range-specific and 

which call for significant interface development when integrating new instrumentation and 

systems to the range environment, there is a need to develop a range control and data distribution 

mechanism that can be reused throughout the T&E community.  

 

The purpose of the Next Generation Range Control and Data Distribution (NGRC&DD) project, 

which is funded by the Test Resource Management Center’s (TRMC) Central Test and 

Evaluation Investment Program (CTEIP), is to develop a capability that modernizes and 

enhances system control and data distribution in DoD ranges.  The Test and Training Enabling 

Architecture (TENA) is an underlying technology used by NGRC&DD. 

 

Migrating to the TENA middleware requires a fundamental reexamination of what data is 

produced and how it is distributed.  TENA offers some tools and mechanisms for ranges that are 

advantageous relative to traditional methods of data dissemination as well as other versions of 

middleware available to the community.   
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INTRODUCTION 

 

There is a need for a capability that enables setup and execution of tests, including integration of 

new instrumentation into the T&E range environment more rapidly and reliably than with 

existing methods, and with reduced cost and effort. Moreover, because individual ranges have 

developed approaches to range control and data distribution which are often range-specific and 

which call for significant interface development when integrating new instrumentation and 

systems to the range environment, there is a need to develop a range control and data distribution 

mechanism that can be reused throughout the T&E community.  

 

The purpose of the Next Generation Range Control and Data Distribution (NGRC&DD) project, 

which is funded by the Test Resource Management Center’s (TRMC) Central Test and 

Evaluation Investment Program (CTEIP), is to develop a capability that modernizes and 

enhances system control and data distribution in DoD ranges. The project will focus on 

developing this capability at PMRF and seeks to develop a range control and data distribution 

system that: 

• Reduces turnaround time between tests, 

• Increases reliability in data exchange across the range, 

• Reduces duplication of data on network, improving efficiency of network 

utilization, 

• Increases management and monitoring of data exchange during test events, 

• Increases segregation of data delivery based on end-user requirements and need-

to-know, 

• Reduces time to integrate new instrumentation to range environment, and 

• Enables more rapid and effective connection of multiple ranges during tests 

covering extended ranges. 

 

The Next Generation Range Configuration and Data Distribution capability is being developed 

and prototyped at the Pacific Missile Range Facility (PMRF).   The Test and Training Enabling 

Architecture (TENA) is an underlying technology used by NGRC&DD.  

 

This paper explores several aspects of NGRC&DD that are currently being developed at PMRF 

which use TENA to modernize range control and data distribution and which provide more 

situational awareness to operators during a mission, with minimal adjustments to operators’ 

workflow or the overall concept of operations for a mission. 
 

 

INSTRUMENTATION PLAN 

 

The Instrumentation Plan (IP) at PMRF is a document that defines much of the data for a mission 

– things such as vehicle and sensor identification numbers for data tracks of interest as well as an 

annotated description for each track for the purposes of identification and communication.  The 

IP is a spread sheet developed prior to and refined throughout a mission using Microsoft Excel; 



 
3 

when a revision is made, it is sent out via email to scores of individuals who distribute it further, 

many of whom print out a copy and then in turn manually type in the data and any updates to 

their applications, resulting in the very real possibility of configuration errors.  Often revisions 

occur several times a day and during an operation there may be so many emails transmitted 

regarding the mission that a particular IP revision may not get noticed in the flood of 

information, or confusion exists as to whether one has the latest revision. 

 

We identified the distribution of the Instrumentation Plan as a key weakness in data distribution 

and range configuration and proposed under the NGRC contract to distribute the IP as a stateful 

distributed object (SDO) via the TENA middleware.  Applications that rely on information from 

the IP as part of their configuration can now be re-engineered to receive the IP and any updates 

and automatically adjust their configuration, eliminating the overhead and error prone nature of 

the previous dissemination method.  A key example of an application/process that benefits from 

this approach is the Instantaneous Impact Prediction (IIP) application.   

 

For unpiloted aerial vehicles such as missiles the Range Safety department at PMRF requires the 

estimation of where the vehicle is projected to land given current state and this calculation is 

called an Instantaneous Impact Prediction (IIP).  For such vehicles requiring an IIP, an additional 

entry in the Instrumentation Plan specifies the identification numbers of the IIP for that 

vehicle/sensor data source.  Only the drag number needed to be added to the existing 

Instrumentation Plan format in order to provide all the information needed to calculate an IIP 

from a track state and consequently the IIP could then be implemented as a service, to be 

deployed as needed where needed.  Self-identification for each service instance is done via 

entries in a master hosts file distributed across all computers throughout the PMRF 

instrumentation Network (iNet).  Previously the drag coefficient would be conveyed verbally to 

operators who then would enter that number into their configuration scripts.  At times the 

number was not conveyed and an incorrect default was utilized or there was confusion as to the 

valid drag for the missile under test.  We wanted to eliminate the error prone methods of 

transmitting both the Instrumentation Plan and the drag coefficient needed for IIP calculation. 

 

 

INSTRUMENTATION PLAN TASKER 

 

The mechanism for tasking of the IIP services at PMRF is an application called the IP Tasker 

(Figure 1).  This application can ingest an Instrumentation Plan and any entry in the IP that calls 

for an IIP calculation can be turned into a TENA task object that can be deployed to the desired 

server.  Each IIP service subscribes to task objects and pulls those tasks that are assigned to it.   

Track data gets scrutinized in order to see if an associated task exists and if a match is found the 

calculation is done.  This paradigm allows for an operator to load balance across servers as well 

as quickly recover from hardware failure during a mission via redeployment.  
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Figure 1: Instrumentation Plan Tasker displaying entries from a plan that can be assigned as 

Instantaneous Impact Point calculation tasks to capable servers. 

  

 

NEW METHOD OF DATA DISSEMINATION 

 

The PMRF instrumentation Network (iNet) not only defines the physical network infrastructure 

over which data is distributed at PMRF, but also defines the format of the different messages and 

the distribution of those messages.  The distribution paradigm is that of a decentralized set of 

applications with no broker and consequently little control over what data gets put on the iNet 

and who has access to that data – all applications are considered trusted, but no connections are.  

Malformed data messages are easy to construct and propagate and can cause potentially 

disastrous complications for consumers. 

 

Because of the assumption that any connections are to be unreliable, all messages are transmitted 

UDP/best effort, and as such any single message is repeated until the state that message reflects 

is updated.  This repetition is used as a means of detecting health of applications – no message 

implies the application/data producer/sensor may have an issue.  By migrating to TENA as a 

means of data distribution PMRF can exercise better control over data access on the iNet as well 

as reduce the volume of repetitive data – objects that represent a more stable state than tspi data 

can be communicated reliably via TCP rather than UDP.  Decentralization is still largely 

retained, with a TENA execution manager serving as the connection – but not data - broker (with 

redundancy) to match publishers and subscribers of the various objects types.   TENA also 

provides code generation for each object model and rigidly enforced the use of single version 

object models so that malformed messages are virtually non-existent.  

 

 

NEW METHODS OF DETERMINING APPLICATION HEALTH AND STATUS 

 

By migrating to TENA as discussed above, the workflow/situational awareness that operators are 

familiar with is eroded.  We addressed this erosion with two tools, one of which comes with the 
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TENA middleware, and the other which was developed specifically for the PMRF environment.  

The first tool, the TENA console, comes as part of the TENA middleware distribution and 

provides the capability to scrutinize network connectivity for all applications connected to a 

specific TENA execution.  A user can verify SDO’s as well as update and termination rates for 

any object models used by any application connected to the execution.  In addition, we took 

advantage of the ability to augment the information seen in the console regarding an application 

by using the TENA provided application configuration object, which can be used to verify 

configuration of an application across a network – a capability which did not exist under the iNet 

paradigm short of using a utility like Ksysguard and applying a filter to applications which have 

a known naming convention. 

 

The second tool is the Range Asset Manager, and required a software framework to be built to 

support it.  As the track data (time, position, velocity, etc.) is the primary data of interest at 

PMRF and accounts for roughly 80% of all traffic and is the most scrutinized of all the data 

messages, we felt it lay at the heart of our new tool.  Normally, if an application is considered to 

be acting incorrectly, a tool would be used to examine its input and output to try to infer what the 

application may be doing.  More drastically, the application would be run in a debugger (if 

possible) to see what the source of the problem was.  We looked to improve insight into an 

application’s performance while adding a measure of health – not of an application as the TENA 

Console provides that – but of a track as it travels through applications from its source to its 

various destinations.   

 

We implemented this with a pair of lightweight TENA object models known as the Processed 

and Rejected Application Status models.  Each contains the vehicle and sensor identification 

numbers that that status pertains to, as well as the application that produced the status.  In 

addition, the Rejected status object contains an entry for the reason why the application rejected 

the track.  The reasons vary across applications so that was distilled to obtain the total set of 

rejection possibilities.  Note that for each distinct vid/sid pair the application only publishes 

when a state change for that vid/sid occurs (from processed to rejected or vice/versa, or when the 

object is terminated).  An application manages all this via a status controller object which 

provides for the execution connection and publication of the status objects.  Coupled with the 

controller are test criterion derived from the configuration of the application that are evaluated to 

determine whether each track received is to be processed or rejected.  Because redundant data 

executions are deemed necessary for Range Safety related requirements (e.g., IIP calculations), it 

was decided to set up a separate TENA execution covering these status objects to simplify the 

layout design.  

 

 

RANGE ASSET MANAGER 

 

The Range Asset Manager subscribes to the Application Status Controllers of each application; 

contained within the controller object is a set of remote methods which allow for toggling the 

publication of the status objects, as well as flushing of existing status objects – useful when 

simulations are being run back to back.  When the configuration of an application is deemed 

sufficient, the publication of status objects from that application can be turned off, and vice-versa 

(Figure 2).   



 
6 

 

 
 

Figure 2: Range Asset Manager showing applications from which it has received Status control 

objects from.  All status objects for which the applications are capable of publishing are enabled 

and hence green. 

 

We initially were going to incorporate more information into the Range Asset Manager, but 

much of what we wanted existed in other tools such as the TENA Console and Ksysguard 

(KDE/Linux based GUI to monitor ram/disk/cpu usage of computers across a network).  Budget 

and logic dictated our effort along with the desire to implement a simple, intuitive interface.  

Figure 3 shows unfiltered results from RAM. 

 

 
 

Figure 3:  Range Asset Manager showing status updates from various applications.  Rejected 

objects are in red in order to catch the operator’s attention. 
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A user of RAM can apply filters to the data to focus on a particular track (VID/SID pair) as it 

traverses the various applications it encounters, including a hierarchical view of this traversal, or 

it can focus on a particular application or class of applications.  Filters can be combined to 

further narrow the scope of interest and can be saved via an XML format file.  Figure 4 shows 

the use of a filter applied to a single vehicle ID, but tracked by various sensors. 

 

 
 

Figure 4: Range Asset Manager showing the filter interface (above) and the results of that 

interface applied to the data in the lower half of the GUI 

. 

 

SUMMARY 

 

Migrating to a middleware requires a fundamental reexamination of what data is produced and 

how it is distributed.  TENA offers some tools and mechanisms for ranges that are advantageous 

relative to traditional methods of data dissemination as well as other versions of middleware 

available to the community.  It is our expectation that by efforts such as this and the resulting 

discussions across ranges the community will be able to leverage the tools and knowledge to 

develop and maintain more optimal environments for operations. 

 




