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ABSTRACT

The subject of programming language facilities for 
analyzing and synthesizing character strings is treated on 
two levels. The first level consists of the design of a 
user-oriented set of facilities for string analysis and 
synthesis. A set of facilities is presented that is based 
on the pattern-matching facilities of SN0B0L4, but is more 
powerful and easier to use. The second level deals with the 
implementation of the analysis and synthesis facilities. A 
model of the analysis and synthesis process is presented. 
This model utilizes coroutines to provide a procedural re
presentation of the backtracking and other complex activi
ties that underlie analysis and synthesis processes.

vii



CHAPTER 1

INTRODUCTION

This thesis deals with programming language facili
ties for the analysis and synthesis of character strings. 
These are treated on two distinct levels: (1) facilities
design, and (2) implementation.

At the level of design, a set of string analysis and 
synthesis facilities is presented. These facilities are an 
extejnsion of the pat tern-matching facilities of the SN0B0L4 
language (Griswold, Poage and Polonsky, 1971). They are 
intended to correspond more closely to the human representa
tion of problem solving processes rather than to the repre
sentation of equivalent processes for computers.

The second level deals with the processes that un
derlie the analysis and synthesis facilities. A technique 
for modeling such processes is presented. This presentation 
is more oriented toward a computer implementation.

The organization of this thesis is similar to the 
summary above. Chapter 2 describes the new analysis and 
synthesis facilities from a programmer’s point of view. 
Chapters 3 and 4 are concerned with the processes that un
derlie these facilities. Somewhat ironically, a

1



satisfactory model of the processes that underlie the new 
facilities necessitated the development of a general pro
gramming system that permits a concise representation of 
such processes. This system is introduced in Chapter 3 and 
is employed in Chapter 4 to describe an implementation of 
the facilities. Chapter 5 presents a critical summary of 
the preceding chapters, and discusses several of the many 
related topics that are worthy of further investigation.



CHAPTER 2 

ANALYSIS AND SYNTHESIS FACILITIES

The pattern-matching facilities of SN0B0L4 
(Griswold, Poage and Polonsky, 1971) are among the most 
powerful and generally useful, tools for string and character 
manipulation of any programming language in use today. 
Nonetheless, pattern matching and the underlying implementa
tion of pattern matching both suffer from a number of irreg
ularities and deficiencies, not all of which are obvious. 
These include the following:
(1) There is a lack of directional symmetry. The pattern 

LEN(3) matches a substring of length 3 immediately to 
the right of the cursor. The pattern LEN(-3), however, 
is erroneous, although there is no conceptual difficulty 
in the interpretation of such a pattern as one that 
matches a substring of length 3 immediately to the left 
of the cursor. Numerous examples can be provided in 
which "right-to-left" pattern matching would be particu
larly useful.

(2) Most SN0B0L4 pattern-matching features could be general
ized, providing greater flexibility and a more unified 
conceptual framework upon which to base a better 
understanding of the processes involved.



(3) Many intermediate results of pattern matching$ as an 
analytic process, are not available externally, or are 
transient and are lost as the pattern match continues. 
This frequently leads to unnecessarily repetitive pro
cessing. For example, in the manipulation of algebraic 
expressions, the desired result cannot be obtained sim
ply by replacement of one or more substrings of the 
subject. Such manipulations may require successive 
partitioning of the subject, and the creation of a re
sult by concatenating the various results of some rule 
that is applied in turn to each of these substrings. In 
the course of the many pattern matches that may take 
place in such a situation, a great deal of (potentially

. useful) information is obtained and then lost, either 
because it is not available, or cannot be used when it 
is available. Many results are computed, discarded, and 
recomputed before they are finally saved.

(4) Using SN0B0L4 pattern matching, analysis of strings is 
relatively easy, but the ability to perform similarly 
complex syntheses of strings does not exist in pattern 
matching or elsewhere in SN0B0L4. Nevertheless, synthe
sis, which may be considered to be complementary to 
analysis, is the goal of many (if not.most) processes 
involving analysis (pattern matching). The class of 
problems in which pattern matching serves as a mere



5
predicate ("does it match or not?") is quite small. 
Analysis most commonly employs value assignment to iso
late certain substrings of interest in a given string, 
which in turn frequently become the subjects of further 
pattern matching. Pattern matching with replacement, 
which, although weak and restrictive, is the only opera
tion that can properly be called a direct synthesis, is 
employed, frequently in an iterative manner, for the 
more simple problems involving constructing strings. 
There are many aspects of this problem that are strongly 
related to those discussed in paragraph (3). These will 
become more apparent in many of the developments that 
follow.

(5) Many patterns in SN0B0L4 possess the irritating quality 
of being "failure motivated" during pattern matching. 
That is, they rely upon subsequent failure to enable 
them to ultimately match the desired portion of the 
subject. This may be accomplished by explicit con
struction (frequently recursive) in programmer-written 
patterns, or by means of "implicit" alternates as exist 
in the patterns ARB and BAL. Reasons for this vary. In 
some cases it results from a lack of directional sym
metry. In other cases it results simply from a lack of 
a better feature to achieve the same result. In almost 
every case, pattern matching that is motivated by



failure requires unnecessary effort to accomplish that 
which intuitively is a simple task.

An evaluation of the pattern-matching facilities of 
SN0B0L4 indicates that they are essentially sound, but lack 
the ability to perform certain operations. They are suit
able as a basis for a more general facility, requiring only 
extension. These extensions follow the approaches outlined 
in the following paragraphs:
(1) Provision of a means of scanning from right to left has 

been a primary concern from the outset. For some prob
lems , this type of scanning can be simulated by revers
ing the subject string and using conventional pattern 
matching. This technique is sometimes used in problems 
such as locating the last blank in a string. Such a . 
solution is awkward and inefficient. The objective is 
to provide a facility that enables scanning from right 
to left and left to right at will, by a single pattern, 
and during the same pattern match.

(2) A novel and useful approach to the. problem of synthesis 
of strings is the ability to incorporate into patterns a 
set of directives —  a recipe —  for constructing a 
string during pattern matching from substrings or func
tions of substrings of the subject, and other informa
tion related to the pattern match. Thus "pattern



matching” could take on another aspect: in addition to 
performing an analysis of a subject string, there could 
take place a corresponding synthesis of a string, called 
the result or value of the "pattern match".

(3) The ability to construct a string during the process of 
analyzing another string is, in itself, a large step 
toward the goal of making better use of transient and 
intermediate pattern-matching results when they are 
available. The ability to match from right to left 
progresses still further toward this goal by eliminating 
much of the need for redundant processes necessitated by 
the imposition of strictly left-to-right matching.

(4) Facilities enabling success-motivated (as opposed to 
failure-motivated) pattern matching, when appropriate, 
would be of great utility, providing a more natural 
means of formulating patterns in many cases. While it 
would be unwise to dispose of failure-motivated patterns 
and backtracking, the goal of most pattern matching is 
success, not failure, and success-oriented patterns 
would be more conceptually congruous (and more effi
cient ). .

(5) Much has been said to this point about providing "new"
features in SN0B0L4 pattern matching to augment, re-

\

place, or complement the old. It is an objective of 
paramount importance to unify and simplify the



facilities of pattern matching, rather than to prolifer
ate primitives and apparently unrelated concepts. Pat
tern matching, or more appropriately, the analysis and 
synthesis features discussed in this chapter, need not 
be limited to one-dimensional strings of characters. If 
these features are ever to be generalized, however, they 
must be based upon a simple conceptual framework; other- 

. wise they will, by generalization, become too complicat
ed to be used.

The remainder of this chapter is primarily concerned 
with describing experimental facilities designed to realize 
the goals outlined in the previous paragraphs. Because 
these facilities are significantly more general, and more 
powerful than the pattern-matching facilities of SN0B0L4, 
the terminology of SN0B0L4 ceases to be appropriate in many 
instances. The terms "pattern” and "pattern matching" are 
highly connotative, and as such do not lend themselves to 
generalization; they may even lead to misunderstanding. The 
following section recasts a number of old terms and intro
duces some new ones chosen to avoid a number of difficulties 
that are inherent in much of the old terminology. The re
sulting vocabulary is better suited to the new concepts to 
be presented.
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2.1 Concepts

2.1.1 The Scanner
The analysis and synthesis of strings takes place in 

a procedure called the scanner. The scanner can be loosely 
likened to a computer, which is capable of performing vari
ous operations, although it is unable to do so by itself; it 
must be executing a program in order to do anything meaning
ful, or indeed, to do anything at all. The term ’’scanner" 
is used to describe a similar procedure in SN0B0L4.

Most programmers regard the SN0BQL4 scanner with a 
certain amount of misgiving. The scanner here has been 
designed to be less recalcitrant, and is more directly under 
the control of the programmer.

The scanner maintains a number of variables, among 
which is the cursor. which serves as a point of reference in 
the subject string. By convention, the characters in the 
subject are numbered from left to right, beginning at one.
It is convenient to visualize the cursor as pointing between 
pairs of characters, or to the outside "edge" of end charac
ters, much like a post supporting rails of a fence. This 
follows the conventions of SN0B0L4. Thus, for a subject 
string of length L there are L+1 possible cursor positions, 
from 0 to L inclusive. The cursor is said to be in position 
c, or to have the value c when it "points" between the c-th 
and (c+1)st characters of the- subject.



2.1.2 Directives
The concept of a directive may be thought of as a 

generalization of that of a "pattern” in SN0B0L4. Direc
tives , like patterns, cause the scanner to take various 
actions. Continuing the analogy that was made earlier, they 
are the "programs" that "direct" the "computer" (the scan
ner) to perform operations. These operations, however, may 
be other than analytic ("matching") in nature. They may 
also direct the flow of control of the scanner or contribute 
to the result to be synthesized. They may even invoke 
programmer-defined functions. It should be mentioned paren
thetically that the suitability of the term "pattern" has 
been in question for some time. During the course of the 
development of pattern matching in SN0B0L4 there have ap
peared many so-called "patterns" (e.g. , ABORT, FENCE, and 
FAIL) that serve only to control the scanner, and in no way. 
perform any sort of "matching" on their own. These are not 
"patterns" in any sense, and are properly termed 
"directives". Numerous other features, such as cursor posi
tion assignment, lend further support to this line of rea
soning. The term "pattern" was retained nonetheless, partly 
for historical reasons, and partly for lack of a better 
term.

Directives possess qualities falling into one or 
more basic operational categories. They may:
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(1) perform control functions, either unconditionally, 
e.g., FAIL and ABORT, or conditionally, e.g., RPOS(O). 
Such directives either succeed or fail, but do nothing 
else. The notions of "success" and "failure" are dis
cussed more thoroughly later.

(2) conditionally move the cursor, perhaps depending upon 
the context of the subject at the current cursor posi
tion .

(3) generate results that are (also conditionally) incorpo
rated in the final result.

The term component is used loosely and intuitively 
to refer to any part of a directive that performs some com
plete action, i.e., that could stand alone as a directive.
A basic directive is a directive that cannot be expressed in 
terms of any components simpler than itself. The latter 
term is given an equivalent structural definition in Chap
ter 4.

Section 2.4 describes a number of operations that 
construct composite directives from one or more simpler 
directives. Two of these are briefly previewed here, in 
order to introduce the terms that apply to the components of 
the results of these operations.

If D .j , r>2 , and Dg are directives, then the statement 
Q = D1 | D2
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assigns to Q the distributive alternation of D-j and Dp. D-j 
and Dp are, respectively, the left and right alternands of 
the operator |. Dp is said to be the distributive alternate 
of D-j. The statement 

P = Q D3

assigns to P the concatenation of Q and Dg, which are said 
to be the left and right concatenands of the implied opera
tion. Dg is called the subsequent of Q . Furthermore, since 
Q is the distributive alternation of D-j and Dp, this is 
equivalent to saying that Dg is the subsequent of both al- 
ternands D 1 and Dp.

Concatenation and distributive alternation of direc
tives are equivalent to concatenation and alternation of 
patterns in SN0B0L4. The term "distributive” reflects the 
property observed by Gimpel (1973) that concatenation is 
right-distributive (in the algebraic sense) over this form 
of alternation.

2.2 A Programmer's Introduction 
to the Operation of the Scanner

The structure and operation of the scanner are 
treated in detail in Chapter 4. Nevertheless, a description 
of the analysis and synthesis facilities benefits from an 
intuitive understanding of some of the basic aspects of its 
operation. These actions will be described very loosely 
(even anthropomorphically), since an exact description is 
unimportant at this point.
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The scanner is invoked by the binary operator & as a 

function of two arguments: the subject string and a direc
tive . It is placed under the control of the directive, 
performing the analytic or synthetic operation specified by 
each successive component. To say that a directive compo
nent "succeeds".or "fails" is equivalent to saying that the 
scanner is or is not able to perform the specified opera
tion.

Upon the failure of a component for which there is 
an alternate, the scanner is placed under the control of 
that alternate. If an unsuccessful component has no alter
nate, the scanner "backs up" or backtracks, seeking an un
tried distributive alternate to a previously successful 
component, and is placed under the control of the first (the 
most recent) such alternate encountered.

If the search described above does not encounter a, 
distributive alternate, the entire directive fails. As in 
SN0B0L4, the ultimate failure of the scanner in this case is 
contingent upon the value of &ANCHOR.

Scanning terminates successfully upon the success of 
the last of a sequence of successful components, i.e., the 
success of a component having no subsequent. The scanner 
then returns the synthesized result of the process.



2.2.1 Cursor Movement and the Subject
In SN0B0L4 pattern matching, a pattern component 

succeeds by "matching" some substring of the subject, or 
fails. In the facilities described here, a directive compo
nent succeeds, perhaps moving the cursor, or fails. It will 
prove helpful in understanding the usefulness of many of the 
features that are presented if one adopts the point of view 
that movement of the cursor, perhaps conditionally, is the 
essence of analysis. This differs from the viewpoint of 
SN0B0L4 pattern-matching in which movement of the cursor 
appears to be caused by "matching".

For reasons discussed earlier, it is desirable to 
avoid terms such as "substring matched". Furthermore, since 
a directive may move the cursor to the right or to the left, 
any term equivalent to (or an extension of) the term 
"substring matched" must be chosen with some care. Whatever 
term is chosen, however, the entity described is well de
fined in terms of the initial cursor position, or precursor 
(Gimpel, 1973), which is the value of the cursor at the time 
control of the scanner passes to the component in question, 
and the final cursor position, or postcursor, which is the 
value of the cursor following the success of the directive 
component. The substring bounded by the initial and final 
cursor position pair (CPP) is equivalent to the "substring 
matched" in SN0B0L4 terminology.
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Consider the following example, which succeeds in 

the unanchored mode:
EXPON = '**' BAL
'E**(X**2+Y**2)/2' & EXPON

The initial cursor position is incremented (as in SN0B0L4 
pattern matching) until the directive succeeds. This occurs 
when the cursor is given an initial value of one. At this 
point the component '**' succeeds, incrementing the cursor 
by two to a value of three. With a directive component that
succeeds there is an associated CPP, which for the component
’**’ is represented by the ordered pair (1,3)". The compo
nent BAL succeeds, with the associated CPP (3,1*0. The 
directive EXPON has an associated CPP sequence (1,3),
(3,1**). This may be reduced to the CPP (1,14). Diagrammat- 
ically, this is

'E**(X**2+Y**2)/2'1 I T1 3 it
The substring described by (1,14) is equivalent to the lit
eral

'**(X**2+Y**2)'
It is tempting to call this string the substring of the 
subject accepted by the directive EXPON. No complications 
arise when a directive is permitted to move the cursor to 
the left, i.e., decrease its value. The term "accepted" is 
still natural and unambiguous. This notion is discussed
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further in the description of value assignment given in 
Section 2.4.5.

The following example employs a directive that iso
lates the first sentence in a string of text. A sentence is 
recognized as being terminated by a period that is followed 
by at least two blanks. The following directive, in the 
anchored mode, serves the purpose:

SENTENCE = ARB ’. ' LEN(-2)
In this example, the directive ARB behaves in the same man
ner as does the SN0B0L4 pattern of the same name. ARB even
tually moves the cursor to the position immediately to the 
left of the first occurrence of the substring ’. ’ in the 
subject. Consider a specific example:

S. = ’A. IS A POLITICIAN. ALL POLITICIANS ARE LIARS. ’
S & SENTENCE

When ARB is backed into for the eighteenth time, it gives 
the CPP (0,18), accepting the substring 

’A. IS A POLITICIAN’
Subsequently, the component ’. ’ finds an identical sub
string, giving the CPP (18,21). The CPP corresponding to 
the compound component ARB ’. ’ is reduced from the CPP
sequence (0,18), (18,21) giving (0,21). Unfortunately the 
CPP (0,21) describes the substring 

’A. IS A POLITICIAN. ’
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In order to verify that the first 19 characters of the sub
ject comprise a sentence, an additional two characters, not 
part of the sentence, must be examined.

In SN0B0L4, the problem of examining more of the 
subject than desired is typically rectified by using flags 
and deliberate failure, such as in the SN0B0L4 pattern 

POS(O) $ X ARB (’. ■ ' $ X | ®DIFFER(X) LEN(1))
This pattern is obscure and far more complicated than the 
nature of the problem warrants.

Returning to the example, the situation so far is 
represented graphically by 

’A. IS A POLITICIAN.T
0 21 

The subsequent (and final) component to have control of the 
scanner is the directive LEN(-2), which succeeds, and yields 
the CPP (21,19). The CPP associated with the overall direc
tive is obtained by reducing the CPP sequence (0,21),
(21,19) to the CPP (0,19), which exactly describes the sub
string

’A. IS A POLITICIAN.' 
as the one accepted, which is the desired result. The im
portant distinction between these facilities and SN0B0L4 
pattern matching is that the substring accepted, although 
contained in the substring examined, is not necessarily 
identical to it.

ALL POLITICIANS ARE LIARS.
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2.2.2 Backtracking and Conditional Operations
The movement of the cursor described in Section

2.2.1 is an example of a class of phenomena known as 
conditional operations of the scanner. Conditional opera
tions, and the resulting conditional effects are present in 
both the analytic and synthetic aspects of scanning. These 
effects are conditional upon the ultimate success of the 
subsequents of the components by which they are caused. If 
subsequent failure causes the scanner to seek an alternate 
to a directive causing such an effect, then the effect is 
"undone”, i.e., the conditional operation is reversed.

Not all effects of the scanner are conditional, of 
course. Indeed, many processes cannot be reversed . Exam
ples are the evaluation of unevaluated expressions and func
tion calls that produce results over which the scanner has 
no control.

Most conditional effects are associated with new 
features, and are discussed in greater detail when these 
features are introduced .

2.2.3 The Direction of Scanning
As mentioned earlier, one of the goals of this work 

is to provide a means of "pattern matching" from right to 
left, in addition to the strictly left-to-right pattern 
matching of SN0B0L4. This section discusses the facilities
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designed to support this facility, their usage, and some of 
the consequences.

The attempt to provide right-to-left scanning is 
motivated by a number of things. It is apparent that the 
nature of certain problems (e.g. , finding the last nonblank 
character in a string of given length) are such that the 
solutions are more easily formulated in terms of right-to- 
left processes. Other problems are more easily solved by 
using both left-to-right and right-to-left scanning. It is 
also clear that the ability to "back up" without having to 
fail frequently eliminates the need for many failure- 
motivated directives. This was pointed out in the second 
example of Section 2.2.1. Of a less immediate nature is the 
knowledge that "pattern matching" is not conceptually limi
ted to simple strings, but that a generalization of this 
process to "strings" of higher dimensionality, or other 
complex structures, will require not only full directional 
control , but also experience in using that control.

The direction of scanning is an attribute of the 
scanner. Thus, the behavior of a directive that may modify 
the cursor is dependent upon the direction of scanning at 
the time that the given directive receives control of the 
scanner. The scanner mode may be the rightscan mode, indi
cating left-to-right scanning (to which SN0B0L4 pattern 
matching is restricted), or the leftscan mode, indicating



right-to-left scanning. The function SCAN constructs a 
basic directive that changes the direction of scanning.
When the directive returned by SCAN(S) receives control of 
the scanner, the scanner is placed in the leftscan mode if 
the value of S is ’LEFT * or in the rightscan mode if the 
value of S is ’RIGHT’. In both of these cases, the previous 
scanner direction is saved on a pushdown list. If S is 
neither ’LEFT’ nor ’RIGHT’, the direction of scanning prior 
to that currently in effect is restored. SCAN(S) does not 
modify the cursor.

SCAN and the other basic directive-valued functions 
described in Section 2.3-3 accept unevaluated expressions as 
arguments. The evaluation of the expressions is deferred 
until the directive gains control of the scanner. The fail
ure of the evaluation causes the. directive to fail. If the 
result of the evaluation is another unevaluated expression, 
it is likewise evaluated; otherwise, the result is converted 
to the appropriate datatype, and used as the argument. If, 
however, the conversion cannot be meaningfully performed, 
e.g., as in the case of,LEN(*’A’), it is treated as a pro
gramming error.

Changes in the direction of scanning are conditional 
effects, and are reversed during backtracking. When an 
alternate is found, the scanner direction, as well as the 
cursor position, have the same values as at the time the 
left alternand was tried.



Programmers who have used this system have initially 
found it somewhat difficult to "think" right-to-left. This 
is a natural problem, since most programmers are una.ccus- - 
tomed to the ability to perform right-to-left scanning, and. 
the expressions in which the directives themselves are con
structed are written in a left-to-right manner. Indeed, our 
written language is "left-to-right". It may be useful in 
developing an understanding of bi-directional scanning to 
consider an analogy between the scanner and a person stand
ing in a long hall —  the subject string. This person may 
step forward or backward in the hall, each step spanning a 
single character. Only in the forward direction, however, 
may one see what one is walking over. Turning around in the 
hall corresponds to changing the direction of scan. By 
doing this, the forward and backward directions are re
versed. By this analogy, the directive LEN(-I) corresponds 
to a step backward, and the directive BREAK(’;’) instructs 
the scanner to step forward, "looking at" each character, 
and to stop short of a semicolon. "Forward" implies what
ever direction (in the hall) the person is facing, or the 
direction indicated by the current scanner mode. Obviously, 
when at the end of the hall and facing the wall, a step 
forward is not possible. In such a situation LEN(1) (or any 
other directive corresponding to further advance) fails.



2.1 Sources of Basic Directives 
There are three sources of basic directives that may 

be used alone, or as arguments of operations or functions 
that construct more complicated directives. These are
(1) strings,
(2) built-in directives, and
(3) functions that construct directives whose properties

,depend upon the particular function and the arguments 
with which it was called *

An important attribute of a basic directive is 
whether or not it is sensitive to the direction of scanning. 
Directives that must always fail, or cause an abnormal 
(successful or unsuccessful) termination of the scanning 
process are insensitive to the direction of scan. Direc
tives that are sensitive to the direction of scan include 
all nonnull strings, and other directives that are sensitive 
to the literal content of the subject string. The particu
lar category in which a given directive or class of direc
tives falls will become apparent in the following discus
sion.

2.3*1 Notation
The following notation is used in describing the 

analytic properties of directives: '

ni, ng, and n are arbitrary integers
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S-j, S2 and S are arbitrary strings 
For any string S

{S} is the set of characters appearing in S
||S|| is the length of S

<t> is the empty set 
e is the null string
S = s-|S2 s^ denotes the subject string,

where L = ||s|| and (except in the case of S = e) 
s^ represents the i-th character in the subject, 
for 1 < i < L 

c denotes the precursor position, 0 < c < L
c' denotes the postcursor position, 0 < c' < L

1 in the rightscan mode

r = max(h,k), i.e., the substring in the subject 
between cursor positions q and r, for 0 < q < r < L.

A
-1 in the leftscan mode

0 in the leftscan mode
L in the rightscan mode

Sh,k = Sk,h " sq+1sq+2 sr where q = min(h,k)



Note the following identities and special cases:
S. is the remaining portion of the subject

in the forward direction.
Sc C+A (c £ w) is the next character in the

subject in the forward direction.

SC,c = 6
{e} = <t>

2.3.2 Strings as Basic Directives
A component consisting of a string S, for which 

||S|| = n , succeeds, setting c' = c+nA if Sc ĉ+nA = S. If 
sc |C+n& / S or ||S0 J| < ||S|| , the component fails.

2.3.3 Functions that Construct Basic Directives
Host of the functions that construct basic direc

tives have direct analogs in SN0B0L4 and require only brief 
descriptions. The most significant differences stem from 
the ability to scan in either direction at will. As in 
SN0B0L4, arguments may be unevaluated expressions, in which 
case the expression is evaluated when the directive gains 
control of the scanner. The failure of the evaluation 
causes the directive itself to fail.

POS(n ̂ ̂ 2) succeeds if min(n -j ,np) < c < max(n ̂ ,np) , and 
fails otherwise.
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RPOS( n ̂ , n2) succeeds if min (n 1 , np) < L-c < maxCn-j,^), 
and fails otherwise.

In both cases, if either argument is null, it is 
effectively replaced by the other argument. For example, 
POS(n), POS(,n) and POS(n,n) are equivalent directives. 
Obviously these directives succeed if c = n and fail other
wise .

LEN(n) sets c  = c+na if 0 < c+nA < L, and fails 
otherwise.

TAB(n) sets c' = n if 0 < n < L, and fails if this 
condition is not satisfied.

RTAB(n) succeeds, setting c' = L-n, provided that 
0 < n < L, and fails if it is not.

ANY(S) succeeds, setting c' = c+A if Sc C+A e {S}. If 
c = a; or Sc C + A  ̂ {S}, the directive fails.

NEXT(S) succeeds under the same conditions as ANY(S), 
but does not modify the cursor.

MOTANY(S) is complementary to ANY(S). This directive 
sets c  = c+A if c+A  ̂ {S}, and fails if c = w or

Sc,c+A G i .

NOTNEXT(S) is complementary to NEXT(S).
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BREAK(S) sets c' = c+kA, where k is the smallest 
nonnegative integer such that (Sc ̂ c+^ A } n {S} £ <1>.
If no such substring exists, i.e., if {SCj6j}n{S} = $, 
then the directive fails.

SPAN(S) sets c' = c+kA, where k is the largest positive 
integer such that {Sc>c+i<A} £ {S} . If c = w or 

Sc ,c+a  ̂ {S}, then the directive fails.

From the definitions above, it may be seen that for 
all the directives constructed by the functions ANY, NOTANY, 
NEXT, NOTNEXT, BREAK and SPAN, the criteria for success 
cannot be met if S = e. E.g., SPAN(’’) is equivalent to
FAIL.

BAL(S-|,Sp) accepts substrings that are balanced with 
respect to the types of "parentheses" specified by S-| 
and Sg. For example, BAL(’(<’,’)>’) accepts strings 
that are balanced with respect to ’()’ and ’<>’. This 
includes strings such as ’F(A<1>)’ and ’G(X) + M<I,J>’. 
Examples of strings that are not accepted are

’P < Q < (N+1)* R ’ 
which is unbalanced with respect to and

'~(U < V) A Y > Z’ 
since the substrings balanced with respect to ’O ’ and 
’<>’ overlap. The operation of BAL(S1,S2) automatically
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takes the direction of scanning into consideration.
That is to say, for a given string, the property of 
being balanced or unbalanced with respect to some S-j and 
$2 is independent of the direction of scanning.
BAL ( S -j ,82) has implicit alternates. Initially ,
BAL(S1 .Sp) sets c' = c+kgA , where kQ > 0, and SCjC+1<̂ A
is the smallest substring in Sc  ̂that is balanced with
respect to Ŝ  and S2. If backed into, it sets 
C' = c+k^A, and in general, when backed into for the 
i-th time, it sets c  = c+k^A, where k^ > ki_1, Sc c+1< _ A 
is balanced, and there exists no j such that

< J < and SC)C+jA is balanced. Certain con
straints are placed upon the arguments S-j and Sg of BAL, 
namely,

(1) 118,11 = ||S2|| > 0,
(2) {S1}n {S2} = 4>, and
(3) || (S, )|| = 1(8,11 and ||{S2H| = ||S2||,

where || {S} || is the number of elements in {S} ,
i.e., the number of distinct characters in S.

2.3.4 Built-In Directives
The directives ABORT, SUCCEED, FENCE and FAIL have 

the same effects as the SN0B0L4 patterns of the same names. 
The following paragraphs discuss several built-in control 
directives that do not exist in SN0B0L4, or whose behavior 
is sufficiently different to warrant discussion.
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EXIT is a directive (Griswold, 1972) for which there is
no analogous pattern in SN0B0L4. Like ABORT, EXIT 
causes immediate termination of the scanning process. 
Unlike ABORT, which causes failure, EXIT causes success
ful termination. ABORT terminates without trying any 
alternates, and EXIT terminates without passing control 
of the scanner to subsequents. Although not of general 
utility, EXIT has proven to be useful in several pecul
iar situations that could not have been easily handled 
otherwise.

BAL is equivalent to BAL(

REM sets c' = w . Thus, REM is equivalent to RTAB(O) in 
the rightscan mode, and to TAB(O) in the leftscan mode.

ARB is a directive that initially succeeds, without 
changing the cursor position. However, it contains 
implicit alternates, which, if given control of the 
scanner, set c' = c+A, provided that 0 < c+A < L. If 
c = w when an implicit alternate of ARB is given con
trol, then ARB fails. The effect of such implicit al
ternates cannot be represented by a closed expression, 
however the open expression

LEN(O) I LEN(1) | LEN(2) | •-•
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is equivalent to ARB. Obviously the direction in which 
ARB advances the cursor (if "backed into") depends upon 
the direction of scan at the time it first receives 
control of the scanner.

2.4 Construction of Composite Directives 
Basic directives described in the last section may 

be augmented or combined in a number of ways to obtain 
composite directives. These in turn may be similarly incor
porated into still more complex directives, and so on. This 
section describes the built-in operations available for 
doing this. The composite directives constructed by these 
operations may be regarded as representing a relation be
tween the operand components that regulates the way in which 
the components gain control of the scanner; hence, these 
operations, as functional -representatives of the correspond
ing relations, are frequently referred to as control 
relationships.

For brevity, the following discussion relies when
ever possible upon the definitions of equivalent SN0B0L4 
pattern-constructing operations, if they exist, and upon 
previous discussions in this chapter.
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2.4.1 Concatenation
The operation of concatenation, as in SN0B0L4, is 

"polymorphic", i.e., the operation performed depends upon 
the data types of the operands and the result is produced 
accordingly.

2.4.2 Alternation
Distributive Alternation. Distributive alternation 

is equivalent to alternation of patterns in SN0B0L4. Dis
tributive alternation provides a means of supplying an al
ternate to a directive if that directive or any of its sub- 
sequents (by concatenation) fail. The distributive alterna
tion of two directives D̂  and D^ is returned by the expres
sion D-j | Dg. Distributive alternation is left associative 
and has lower precedence than concatenation.

Forward Alternation. The forward alternation of 
directives D-j and Dg is represented by the expression 
D-j ! Dp. During scanning, if D-j fails, control of the scan
ner is immediately given to Dp. In this sense, forward and 
distributive alternation are alike. Forward alternation, 
however, imposes a "scope" upon alternates, such that the 
right alternand is available only on the failure of the left 
alternand. If D-j succeeds, then control of the scanner is 
given to the subsequent of D1 ! Dp. At this time the un
tried forward alternate Dp becomes unavailable. The



31
scanner, when "backing up", will be unable to use that al
ternate, hence the name "forward".

Forward alternation is motivated by the frequency of 
cases in which the backtracking capabilities of distributive 
alternation are unnecessary or even undesirable. Experience 
has suggested that most instances of alternation in SN0B0L4 
patterns employ alternation in the sense of forward alterna
tion, and could be replaced by forward alternation (if it 
were available) with little or no change to the remainder of 
the pattern.

Forward alternation does not provide anything that 
is not provided by distributive alternation. It is intend
ed, rather, to prevent trying alternates in situations in 
which it is clear to the programmer that the attempt would 
be futile. It is interesting to note that 

(D1 | D2) Dg
and

D«j D-g ! D^ Dg
are equivalent. Forward alternation is left associative, 
and has higher precedence than distributive alternation, but 
lower precedence than concatenation.

2.H.3 The Function HPT
In many applications of string processing, there are 

situations in which it is known that the subject or some
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part of it consists of zero or more repetitions of some 
arbitrarily complicated structure. Such situations are 
typical of the sentences of a paragraph, elements of a list, 
etc. Frequently the exact number of these entities varies 
widely, or may be indefinite. In SN0B0L4, solutions to such 
problems usually require recursive or failure-motivated 
patterns, iterative statement execution, or some combination 
of these. All of these techniques leave much to be desired 
in terms of ease of formulation and efficiency.

The function RPT (an acronym for "repeat") permits 
the recognition and the analysis of such situations in a 
straightforward manner, and provides greater consistency 
with the operations of synthesis that are described later.

The directive RPT(D) repeatedly places the scanner 
under the control of the directive D as long as D succeeds. 
When D fails, RPT(D) succeeds, leaving the cursor in the 
position where it was placed by the last successful repeti
tion of D . If D contains distributive or implicit alter
nates , their scope is local to the particular repetition of 
D in which they occur. In order to preserve the logical 
consistency of the directive RPT(D), any untried alternates 
of previous repetitions of D must be unavailable to the 
final (unsuccessful) repetition of D after which RPT(D) 
succeeds.
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RPT(D) ABORTS if the analysis is ABORTed by D. If D 

contains the directive EXIT, then RPT(D) EXITs if that com
ponent receives control of the scanner. Care must be taken 
that some sort of end condition exists in the argument of 
RPT. For example, RPT(’’), once given control of the scan
ner, never returns control, since ’ ’ never fails.

2.4.4 The Function NOT
The directive NOT(D) succeeds, without changing the 

cursor, if D fails, and fails if D succeeds. If D succeeds, 
leaving untried distributive alternates, these alternates 
are unavailable after NOT(D) fails, and all conditional 
effects associated with D are reversed upon the failure of 
NOT(D). Exceptions are again made for the directives ABORT 
and EXIT; NOT(D) ABORTS if D ABORTs, and EXITs if D EXITs.

i2.4.5 Assignment Association
There are two ways in which assignment can be asso

ciated with a directive: value assignment and cursor posi
tion assignment. Both are unconditional operations, since 
backtracking over a directive that performed an assignment 
does not cause that assignment to be undone.

The new analysis and synthesis facilities possess no 
equivalent to the conditional value assignment facility of
SN0B0L4. The new facilities, by making better use of inter
mediate results during scanning, have little need for this 
form of value assignment association.
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Value Assignment. Value assignment is essentially 
the same as immediate value assignment in SN0B0L4 pattern 
matching. If D is a directive and V i s a  variable, the 
directive D $ V has properties equivalent to those of D, 
except that when successful, it assigns the substring ac
cepted to the variable V.

Cursor Position Assignment. Assignment of the cur
sor position is performed by the directive @V. This is the 
same as cursor position assignment in SN0B0L4 pattern match
ing .

2.5 Features Performing Synthesis
Concomitant with the process of analysis is the 

process of synthesis. The expression S & D returns a 
string constructed from "contributions" made by the success
ful components of the directive D during the analysis of the 
string S. This section describes the manner in which these 
contributions are made. Included is a description of facil
ities for exercising direct control over the synthesis of 
the result. ■

Operations of synthesis (contributions to the re
sult) are grouped into two classes: implicit and explicit. 
Any contribution is conditional, i.e., dependent upon the 
ultimate success of all subsequent components in the direc
tive. Contributions that are made by components to which 
alternates are sought are discarded.
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2.5.1 Implicit Synthesis
Implicit synthesis refers to the conditional contri

butions to the result that are made by basic directives that 
modify the cursor. These contributions consist of CPPs that 
characterize the substring of the subject accepted by the 
contributing basic directive. The result of implicit syn
thesis is the concatenation of these substrings in the 
chronological order in which they were contributed, regard
less of the direction of scanning at the time. An interest
ing application of implicit synthesis is given in the fol
lowing example.

The order of items in a list (in string form) can be 
reversed by the directive constructed in the following 
statements :

DELIM = ',' ! POS(O)
ITEM = BAL DELIM
REV = RPOS(O) SCAN(’LEFT’) RPT(ITEM)

If, for example,
LIST = ’X,23,F(Z),1 + V

then in the unanchored mode the statement 
RLIST = LIST & REV

assigns to RLIST the string 
’I + 1,F(Z),23,X’
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To summarize the synthesis of the string returned by 
the expression LIST & REV, the initial cursor position is 
increased until its value is 15, at which point the compo
nent RPOS(O) succeeds. The directive SCAN(’LEFT’) reverses 
the scanner direction, and BAL accepts the substring delim
ited by the rightmost comma, which is accepted in turn by 
the component The CPP sequence for this is, in order
of generation, (15,10), (10,9), which describes the string 
’,I + 1’. This is repeated by the directive RPT(ITEM), 
accepting the third, and then the second items in the list. 
After BAL accepts the substring 'X', the component P0S(0) 
succeeds. When the fifth repetition is attempted, ITEM 
fails, since BAL must accept a minimum of one character, 
which cannot be done at the left end of the subject in the 
leftscan mode. This causes RPT(ITEM) to succeed, and the 
process to terminate. The CPP sequence is

(15,10), (10,9), (9,5), (5,4), (4,2), (2,1), ( 1,0) 
which partitions the subject as follows:

% 2 3 , F ( Z )  I + 1-

1 4 15
0 2 5 10

The expression LIST & REV returns the string
’I + 1,F(Z),23,X ’

which is assigned to RLIST.
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2.5.2 Explicit Synthesis
Implicit synthesis alone is inadequate for many 

applications. The power of synthesis is obtained from the 
ability to
( 1) exclude unwanted implicit contributions from the result ,
(2) augment implicit synthesis by contributing strings that 

are not derived directly from the subject, or not from 
the subject at all, and

(3) modify the normal (chronological) order of implicit and 
explicit contributions.

2.5.3 Modification of Content
Exclusion. Situations frequently arise in which one 

does not want the contribution of a particular component.
The directive /D has the same analytic properties as the 
directive D, but suppresses any contributions made by D.
For example /RTAB(O) moves the cursor to the right end of 
the subject without contributing anything to the result.

Inclusion. The value of \S is a directive that 
ignores the subject and contributes the string S to the 
result.

Replacement. Often it is desired to replace the 
contribution of a directive with some exogenous string.
This is performed by the directive D = S, which is equiva
lent to /D \S.



38

2.5.4 Specification of Order
Every sequence of contributions to the result has an 

attribute called its order. Unless otherwise specified, the 
order is assumed to be the ascending chronological order of 
contribution, that is, the earliest contribution appears at 
the left of the result, the most recent at the right. Such 
a sequence is represented as

C1> c2’ ’cn
where may be an implicitly contributed CPP (c^,c^), an
included string, or a sequence whose order is specified, as 
explained below. By convention, the elements in a sequence
of contributions are written from left to right in the rela
tive ascending chronological order of contribution.

The order attribute of a sequence of contributions 
is chronological, but may be explicitly specified to be 
either ascending or descending. Suppose that for a given 
subject and precursor position, the directive D contributes 
the sequence

C1 ’ c2’ *‘* ’Cn
whose order is unspecified. The directive ®D has the same
analytic properties as D, but specifies the ascending chron
ological order for the contributions of D. This is written 
as

<C 1, c2, * ,cn>+
The directive ©D has the analytic properties of D, but
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specifies the descending chronological order for the contri
butions of D, represented by 

<C1 > C2, * * * ,Cn>*"

Once specified, the order of contributions in a 
sequence can not be respecified. In other words, the speci
fication applies only to the relative order of the unspeci
fied sequence at the immediate level of the specification. 
This is formalized in the following definition of the rule 
for deriving the synthesized result from a sequence of con
tributions .

The derived result of a contribution C is a string 
R = r(C), where

C if C is an included string

r(C)

c ,C' if C = (c,c)

= <
r(C1) r(C2) ••• r(Cn)

for C — Ci, C2 * 
or C = <Ci, C2,

r <Cn> r’ ( Cn-1> • • •  r ( C i )
for C = <C.|, Cg,

'Cn
,Cn>+

,c n > -

Specification of order provides an alternate means 
of formulating the example given earlier in this section. 
If LIST is defined as before, and 

DELIM = ’,’ ! RPOS(O)
ITEM = BAL DELIM
REV = eRPT(ITEM)
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then the string returned by 
LIST & REV 

is the derived result
r(<(0,1),(1,2),(2,i|),(i4,5),(5,9),(9,10),(10,15)>-)
= r(( 10, 15)) r( ( 9 , 10)) ••• r(( 1,2)) r((0,D)
= ’I + 1,F(Z),23,X*

This example can be extended to illustrate a more 
complex use of specification of order. Consider a string of 
the form

E 1 ’ E 2>  >Em

where each is a single element, such as those of LIST 
above, or is another list of the form

(ei , 1 > ei ,2’ "  ' >ei,n)
The problem is to reverse the order of the elements of all
such sublists, but not the order of the elements of the
outer list, giving a string of the form

,e^
where

= E^, for single elements, and 

ei = (ei,n- ei,n-1> ••• >ei, V  '

r

for Ei = (ei,1- ei, 2’ ••• -ei,n>

This can be accomplished by the directive construct
ed in the following statements:
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DELIM1 ! NEXT(’)’)
ITEM 1 BAL DELIM1
REV ©RPT(ITEM 1)
DELIM2 = ! RPOS(O)
ITEM2 = (’(’ REV ’)’ | BAL) DELIM2
SUBREV = RPT(ITEM2)

Other, more extensive examples of the analysis and synthesis 
facilities can be found in an earlier paper (Doyle, 1973) •



CHAPTER 3

THE IMPLEMENTATION VEHICLE

The attractiveness of the analysis and synthesis 
facilities described in Chapter 2 is further enhanced by 
their being "human-oriented". This attribute almost neces
sarily increases the gap between the specification of the 
facilities and a characterization of the processes that they 
imply, particularly in a form that is suitable for rendering 
into a sequence of machine operations. The realization of 
these facilities, pivots upon an understanding of this rela
tionship.

This chapter describes a programming system that 
combines the advantages of coroutines and recursive func
tions, and supports backtracking and multiple environments. 
This work is an extension of that done by Druseikis and 
Doyle (1974). It provides the tools for describing the 
model of the analysis and synthesis processes in Chapter 4. 
In this system, the complex bookkeeping required to support 
such processes is performed essentially automatically. 
Multiple environments provide a means for storing the state 
information that is necessary to reverse conditional ef
fects. This considerably simplifies the presentation of the 
model.

42



1.1 Specification of a Coroutine
The basic procedure unit of the system is the 

coroutine. A coroutine is a body of code with an associated 
procedure name and names of formal parameters and local 
variables. This association is expressed in a form similar 
to that of SN0B0L4 programmer-defined functions. For exam
ple,

COROUTINE(’LEX(CSET,FLAG)INDEX’,’LEXINIT’) 
defines a coroutine named LEX with formal parameters CSET 
and FLAG, and a local variable INDEX. The second argument 
of COROUTINE specifies the label LEXINIT as the initial 
entry point (EP) of the coroutine. This may be omitted, in 
which case the coroutine name is used as the EP.

1.2 Processes
A process is a coroutine, together with the state or 

environment in which the coroutine is operating. The envi
ronment consists of the global values upon which the corou
tine is operating, the values of the formal parameters and 
local variables of the coroutine, and the next instruction 
of the coroutine to be executed.

The coroutine in which program control resides, and 
the current values of the formal parameters and local varia
bles of that coroutine, comprise the active or current pro
cess. All other processes that exist at that time are said
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to be inactive or suspended« A suspended process is charac
terized by a process environment block (PEB) having the 
following fields:
(1) A pointer to a procedure prototype block (PPB) contain

ing the procedure name, the EP, and the names of the 
formal parameters and local variables,

(2) the continuation point (CP), which points to the next 
instruction of the inactive process,

(3) the PP field, which points to the parent process 
(explained in Section 3-3) , and •

(4) a pointer to the PEB extension (PEBX) that contains the 
values of the formal parameters and local variables at 
the time execution of the process was suspended.

3.3 Initiation of a Process 
The initiation of a process B by a process A re

quires two steps: the creation of the environment in which
B operates, and the activation of B. These steps are de
scribed below„

In the following and subsequent discussions, the 
creating, and created processes are referred to as the parent 
and offspring. respectively.

3.3.1 Creation of an Environment
A PEB for process B (denoted PEBg) is created, and 

the actual parameters are installed into it. A pointer to



the PEB of the parent process is placed in the PP field of 
the newly created PEB. This is accomplished by the function 

CREATE(procedure name, arg^, arg2, ••• ,argn)
CREATE returns a pointer to the PEB, which is usually as
signed to a variable of the parent process.

3.3.2 Process Switching
The new process B is initiated by the function RE

SUME ( PEBg). At this time process A is suspended. The con
tents of PEBX^ and the values of the formal parameters and 
local variables of A are exchanged. A pointer to PEB^ is 
placed in the PP field of PEBg, and the contents of PEBXg 
and the current values of the formal parameters and local 
variables of B are exchanged. This activity is called 
process switching. Process B is activated when program 
control is transferred to the instruction pointed to by the 
CP field of PEBg. For a newly created PEB, the CP points to 
the statement of the coroutine pointed to by the EP of the - 
PPB; a process being "resumed" for the first time begins at 
this statement.

Process B may, in turn, initiate other processes.
B returns control to A by executing the expression.RESUME(). 
The null argument implies that the process to be resumed is 
the parent process, pointed to by the PP of the active PEB. 
This causes the process switching operation described above
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to be carried out in the reverse order. Execution of A 
resumes at the point indicated by the CP field of PEB^. 
Process A may subsequently re-initiate the suspended process 
B by executing RESUME with the same PEBg. This, in a sense, 
constitutes a "return" of process A to process B. Execution 
of B resumes at the step indicated by the CP of PEBg. It is 
important to understand that RESUME and its complement 
PRESUME, discussed in the next section, are not functions in 
the ordinary sense, although they appear as functions in 
usage.

1.4 Process Switching with 
the Failure Signal

Transmission of failure between processes is dis
cussed in the following paragraphs. This facility is ex
plained in the context of a particular methodology for 
structuring backtracking programs. An adaptation of this 
methodology is employed in Chapter 4.

Backtracking programs are characterized by points at 
which one of a number of possible branches of control must 
be selected before all the information is available that is 
necessary to make a "correct" choice. This information is 
acquired constructively by selecting a branch and proceeding 
as though it were correct, performing the necessary oper
ations associated with that choice. The sequence of opera
tions resulting from an incorrect choice causes a correctly



written program to arrive at, and recognize, an unacceptable 
state.

A process in which this occurs may possess an alter
native course of action for which the current state is ac
ceptable, in which case this course is taken. If none 
exists, the process resumes its parent, signaling failure to 
indicate that it is unable to achieve its goal. The failure 
of an offspring is properly regarded as an unacceptable 
state, thus, the parent process must, in turn, follow an 
alternative course, or likewise fail.

3.4.1 Backward Failure
The backward transmission of failure, i.e., failure 

of offspring to parent, is performed by the function 
PRESUME. For example, if process A resumes process B by the 
expression RESUME( PEBg) , then the execution of FRESUME()" in 
B causes the failure of the,expression RESUME(PEBg) in A.

Backward transmission of failure propagates.from 
process to parent process until some point is reached at 
which there exists an available untried alternative course 
of action. Normally this is the first point at which an 
untried choice exists, although situations arise in which it 
is not. This is described in Chapter 4.

Prior to failing, each process must insure that all 
(and only) conditional effects for which it is responsible
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have been reversed. Thus, when the program has backtracked 
to a point at which an alternate choice may be made, the 
program will have been restored to the state in which the 
previous choice was made. This excludes, of course, the 
information about which choice was made; otherwise the pre
vious choice would be taken again.

3.4.2 Forward Failure
Consistent with the symmetric nature of process 

switching, in which a parent process can "return" to an
offspring, is the ability to transmit failure forward, from

(

parent to offspring. If A and B are parent and offspring 
processes, and B resumes A with the expression RESUME(), 
then the execution of FRESUME(PEBg) by A resumes B with the 
failure of the expression RESUME() in B. Although the use
fulness of this capability may not be immediately obvious, 
an application is shown in Chapter 4. Note that a process 
being initiated (resumed for the first time) cannot distin
guish between initiation by RESUME and by PRESUME, since 
there is no statement in a suspended state that can fail in 
order to make the distinction.

In subsequent discussions, the notation S-resume and 
F-resume are used to refer to the actions caused by RESUME 
and PRESUME, respectively.
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1.5 Conventions of Coroutine Flow Diagrams

The diagrammatic representations of individual 
coroutines and functions use, for the most part, ordinary 
flowchart symbols. Operations that cause process switching, 
i.e., RESUME and PRESUME, are indicated by an oval shape 
surrounding the appropriate expression. The entry point of 
a coroutine or function is represented by an oval containing 
the coroutine or function name. The return of a recursive 
function is represented by an oval labelled with the type of 
return (i.e., "succeed" or "fail"). Examples of these are 
shown in Figures 1 through 3.

The other major departure from conventional notation 
follows from the ability of the success or failure of an 
operation to affect the program flow. Operations for which 
this is the case are shown with two outgoing arcs labelled 
"s" and "f", for success and failure, respectively. See 
Figure 2.

A complete example of a coroutine is shown in Fig
ure 4, which diagrams a coroutine named IOR. The arguments 
PI and P2 of IOR represent the names of arbitrary coroutines 
that, for simplicity, have no arguments. IOR succeeds as 
long as the processes performed by the coroutines named in 
PI and P2 succeed. The process specified by the PEB re
turned by

CREATE(’IOR’,namei,name2)



^  name ^

Figure 1. The Entry Point of a Function or Coroutine

f RESUME(E) )

Figure 2. A Process-Switching Operation

r— ^l succeed I ( '‘,i )
Figure 3• Success and Failure Exits of a Function
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( m )
E 4- CREATE(PI)

'

(RESUME(E)

f

Q FRESUMEO)

^  RESUME( E ) ^ —  RESUME() ^

f

E 4- CREATE(P2)

4 —

RESUMEQ ^

Figure 4. The Coroutine IOR



can be successfully invoked as many times as there are suc
cessful alternate processes in both its offspring PI and P2. 
IOR will F-resume its own parent only when both PI and P2 
have exhausted all alternates. As shown in the diagram, P2 
is invoked only after PI has been exhausted. Thus, all 
actions performed by PI will have been "undone" or reversed 
when P2 is first resumed. The variable E is local to IOR.



CHAPTER 4

A PROCEDURE-BASED MODEL OF ANALYSIS AND SYNTHESIS PROCESSES

The programming system described in Chapter 3 is 
used in this chapter to develop a model of the processes 
upon which the analysis and synthesis facilities of Chapter 
2 are based. In this model, a procedural interpretation is 
given to the operation of each directive component during 
scanning. Each type of basic directive or directive control 
relationship (e.g. , concatenation, RPT, etc. ) is represented 
by a procedure that performs the corresponding scanning 
operation. The collection of these procedures, which are 
written as coroutines, comprises the bulk of what is re
ferred to as the scanner. The actual structure of direc
tives is a binary tree. The contents of the tree serve to 
drive the scanning process.

4.1 Scanner Procedures
By convention the name of a scanner procedure is 

derived by prefixing an ,!s" to the name of the corresponding 
built-in directive, directive-valued function, or operation. 
Thus, sARB is the scanner procedure corresponding to the 
directive ARB, sSPAN to SPAN, sCAT to concatenation, and so 
forth.

53
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Scanner procedures possess a functional classifica

tion related to that of directives. There are basic scanner 
procedures and control procedures.

4.1.1 Basic Scanner Procedures
Basic scanner procedures correspond to basic direc

tives. Each such procedure performs the process implied by 
a particular instance of the directive that it represents. 
For example, the procedure sLEN performs the process corre
sponding to LEN(2) by advancing the cursor by two. The 
procedure sTAB implements the directive TAB(O) by setting 
the cursor to zero. In addition, both procedures contribute 
the appropriate GPP to the result. The manner in which this 
is done, as well as the mechanism of parameter transmission, 
are covered in subsequent discussions.

4.1.2 Control Procedures
Control procedures correspond to operations that 

construct composite directives. They control the execution 
of the procedures that correspond to the arguments of the 
composite directive-valued operation. In this way they 
effect the semantics of the operation upon the processes 
that correspond to its arguments. For instance, the process 
corresponding to the concatenation LEN(1) RTAB(O) is per
formed by sCAT, which first invokes the procedure sLEM, and 
then the procedure sRTAB with the respective parameters 1 
and 0. The details of sCAT are described in Section 4.7.
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It must be emphasized that control procedures are 
considerably more general than basic procedures. The pro
cesses that they perform are not restricted to controlling 
the analysis and synthesis of strings. They can, for exam
ple, control processes performing manipulation of data 
structures, deductive information retrieval, and theorem 
proving.

4.2 The Structure of Directives
The basic unit of a directive is an object called a

NODE. A NODE has three fields: PROG, which contains the
>

name of a scanner procedure, and LARG and RARG, which con
tain data to be transmitted to the scanner procedure named 
in the PROG field. Expressed as a SN0B0L4 defined datatype, 
this is

DATA(’NODE(PROG,LARG,RARG)’)
For example, the directive returned by P0S(2,7) is equiva
lent to the structure 

NODE(’sPOS’,2,7)
This is represented graphically in Figure 5.

Datatypes other than directives (NODEs) that can be 
used as directives are literals (i.e., STRINGS, INTEGERS and 
REALs) and EXPRESSIONS. An "implicit conversion" to a NODE 
representation takes place whenever one of these datatypes 
is encountered where a directive is required, e.g., as the
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Figure 5. The NODE Representation of P0S(2,7)

sLIT

Figure 6. The NODE Representation of the String

F(X)

Figure 7. The NODE Representation of the EXPRESSION *F(X)



right operand of &, an operand of !, and so on. An example 
of this conversion is the NODE representation of the string 
’:=’, shown in Figure 6. In this figure, the PROG field 
contains the name of the scanner procedure sLIT that deals 
with literals. EXPRESSIONS are represented similarly.
Figure 7 illustrates the NODE representation of the uneval
uated expression %F(X). The procedure sUNEX that handles 
EXPRESSIONS is described in Section 4.7.

Composite directives are represented by binary trees 
of NODEs. The expression LEN(1) | RTAB(O) constructs the 
directive tree shown in Figure 8. Another example is the 
expression BREAK('*') This directive is diagrammed in
Figure 9•

It is important to note that the directives shown in 
Figures 8 and 9 are structurally identical. The semantic 
information carried by a directive does not rely upon a 
structural representation. Rather, this information is 
carried by the PROG fields by naming the procedures that 
effect the semantics of particular directives.

The choice of a binary tree is not an essential one, 
but, for the purpose of this discussion, has a number of 
advantages over other representations. The binary tree 
corresponds quite closely to the tree representation of the 
constructing expression and simplifies the discussion of the 
scanning, process that is presented later.
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Figure 8

Figure

sDALT

sRTABsLEN

The Tree Representation of LEN(1) | RTAB(O)

sLIT

. The Tree Representation of BREAK(’*’) ’ * *



4.1 Scanner Initialization 
The operation S & D invokes the recursive function 

SCANNER. The formal parameters of this function are the 
subject string S and the directive D. In addition to these 
formal parameters, SCANNER has the following local varia
bles:

LENGTH is the length of S.
CURSOR is the cursor position.
DELTA is 1 in the rightscan mode and -1 in the left-

scan mode.
DSTACK points to a stack that records a history of

changes in the value of DELTA. These changes 
are associated with directives constructed by 
the SCAN function. See Section 4.7.

RESULT points to a deque (Knuth, 1968) of conditional
contributions to the result.

The formal parameters and the above five local vari
ables of SCANNER are global to the scanning process. •

Process switching is initiated by SCANNER by cre
ating a PEB for, and resuming, the coroutine named in the 
root NODE of the directive tree. Further process switching 
follows from this. Although SCANNER is called as a recur
sive function, the process switching activity of the scanner 
coroutines is orthogonal to recursion. In this sense, these 
procedures are merely modules of the SCANNER code,' since 
they all operate at the same level of recursion.
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The SCANNER function, diagrammed in Figure 10, has 
three phases of operation: initialization, initiation of 
scanning ,■and termination. These are summarized in the 
following paragraphs.

4.3.1 Initialization of Global Values
The initialization of the variables that are global 

to the scanning process constitutes the first phase of SCAN
NER . Included in this phase, but omitted for simplicity, 
are datatype checking and conversion of the arguments S 
and D.

4.3.2 Initiation of Scanning'
In the second phase, a PEB is created for the corou

tine named in the PROC field of D and assigned to the vari
able ROOT. This variable is also local to SCANNER, but is 
not used elsewhere during scanning.

The second phase continues by resuming the root 
process. If scanning succeeds, the second phase is com
plete. If SCANNER is F-resumed by the root process, and the 
conditions &ANCH0R = 0 and CURSOR < LENGTH are satisfied, 
the second phase is repeated with an incremented initial 
cursor position.

t



^  SCANNER ^

sKXIT

succeed ^RESUME(HOOT)

sABORT

CURSOR:LENGTH fail

CURSOR <- CURSOR+1

ROOT 4 CREATE(PROC(D),D)
compute value o f  SCANNER 

usinrr S and c o n tr ib u t io n s  
in  RESULT

LENGTH <- SIZE(S) 
CURSOR <- 0 
DELTA 4 1 
DSTACK 4 STACK() 
RESULT 4 DEQUE()

Figure 10. The Function SCANNER
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4.3.3 Termination of the Scanning Process

The final phase, termination processing, depends on 
the nature of termination, namely, the success or failure of
scanning. If scanning succeeds, the result is synthesized
from the subject S and the information in the deque RESULT. 
The resulting string is returned as the value of SCANNER.
If scanning fails, SCANNER fails.

It may be surprising that the coroutines sEXIT and 
sABORT are termination points, in the success and failure 
processing sequences of SCANNER. Regardless of how deep in 
the tree D the corresponding directives may be, these proce
dures utilize the orthogonality of recursion and process 
switching by entering SCANNER to perform the appropriate 
operations, and then returning as recursive functions.

4.4 Transmission of Parameters
Referring to Figure 10, it may be seen that the

single argument (the second argument to CREATE) with which 
the PEB for the root node of the directive tree is created 
is the value of D itself. When resumed in the next step, 
the process characterized by this PEB obtains its "true" 
arguments from the LARG and RARG fields of its single formal 
parameter, a NODE.

This method of parameter transmission is used for 
all scanner procedures. It provides uniformity, since a
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procedure may create a PEB for any other procedure without 
knowledge of the way that it utilizes the information in its 
argument.

4.5 The Scanning Process
There is no implicit hierarchy among the coroutines 

that constitute the scanner. During scanning, control pro
cesses (performed by control procedures) create PEBs for, 
and resume, other processes that are derived from their . 
arguments. These, in turn, may be control processes that 
likewise "spawn" other processes. Thus, during scanning, 
the scanner procedures dynamically assume a hierarchy that 
mimics the static tree structure of the directive. The 
structure of this tree of processes is usually not exactly 
the same as that of the directive. For example, the corou
tine sRPT replicates itself in chains of processes that are 
implied, but not present, in the directives constructed by 
RPT (see Section 4.7). Also, the process tree does not 
include subtrees that correspond to the right alternands of 
distributive or forward alternation unless the left alter- 
nand fails.

It should be emphasized that the existence of direc
tives is not essential to general use of this programming 
system. The scanner described here is a particular applica
tion of the system in which directives are used to determine
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the interrelationships and behavior of the component proce
dures.

4.6 The Programming Methodology 
of Scanner Procedures

The logic of all scanner coroutines is centered on
the observation of certain basic conventions. These concern
the interpretations placed upon the various conditions under
which one process can be resumed by another. The correct
functioning of the scanner requires a cooperative adherence
to. these conventions, which are described below.

%
(1) When a process is resumed by its parent for the first 

time, the scanner is in a "tracking" (as opposed to 
backtracking) state of operation. This is interpreted 
as a request to find and carry out the first available 
course of action from a set of one or more alternative 
courses, with the arguments supplied.

(2) The event of being S-resumed by an offspring indicates 
that the offspring successfully completed some course of 
action.

(3) By F-resuming its parent, an offspring indicates that it 
is unable to complete the requested action, and has no 
available untried alternative courses of action. Such a 
process, and its PEB, are said to be exhausted. It is 
conceivable that under certain conditions, such as a 
time-varying subject, a process could succeed that had
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been previously unable to do so. Such situations do not 
occur in the model being described, however. In this 
model it is neither necessary nor meaningful to resume 
an exhausted process. This convention is reflected by 
the coroutine diagrams in Section *1.7, in which there 
are no outgoing arcs from ovals containing the operation 
FRESUME(). Compare these with Figure 4.

Being resumed by the parent process for other than 
the first time always indicates that the scanner is back
tracking . Backtracking requires the reversal of conditional 
operations. This must be done, of course, in the order 
opposite to that in which the operations are performed in 
the tracking state. Backtracking is optionally accompanied 
by a search for alternates. Normally, this option is taken; 
instances in which it is not taken are associated with pro
cesses corresponding to directives that impose local scopes 
upon alternates in their arguments (e.g., D| ! Dg). These 
procedures are discussed in Section 4.7. The remaining two 
programming conventions apply to processes being resumed for 
other ,than the first time.
(4) Being S-resumed by the parent process is a request to 

backtrack until the first available untried alternative 
is encountered. Whether this request must be relayed to 
a nonexhausted offspring or can be satisfied locally
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(i.e. , not by an offspring), depends on the particular 
coroutine and its state at the time. Numerous examples 
are given in Section 4.7. In either case, if an avail
able alternative is found, then backtracking ceases. If 
no available alternative exists, or none succeeds, then 
the process F-resumes its parent.

(5) When F-resumed by the parent, a process must backtrack, 
but is enjoined from persuing any untried alternative 
courses of action. In other words, the option of 
searching for alternatives is not in effect; untried 
alternatives are unavailable. The F-resumed process 
reverses any conditional operations that it performed, 
and F-resumes any offspring, which do likewise. When 
all conditional operations are reversed, the parent 
process is F-resumed. This is consistent with the defi
nition of being exhausted, since, under the circum
stances, there are never any alternatives available to a 
process that is F-resumed by its parent.

/

Throughout the variations on these conventions that 
are exhibited by individual procedures, there is one iron
clad rule: all conditional operations that are performed
beyond a point of backward failure must be reversed prior to 
that failure.



4.7 Examples of Selected Scanner Procedures 
This section gives examples of a number of repre

sentative scanner procedures. These discussions should be 
accompanied by a review of the definitions of the corre
sponding directives in Chapter 2. In addition, the follow
ing remarks apply to the examples presented:

Most of the examples are accompanied by diagrams of 
the coroutines being described. The defining expression 
(see Section 3-1) of each coroutine appears at the top of 
the figure.

As explained in Chapter 2, all the basic directive
valued functions accept unevaluated expressions as argu
ments. It will be recalled that the evaluation of these 
expressions is deferred until scanning, and that the failure 
of the evaluation causes the failure of the directive. In 
practice, the result of the evaluation is converted,' if 
necessary, to the appropriate datatype; invalid datatypes 
are programming errors.

To simplify the descriptions and diagrams of the 
examples, all such evaluations , checking, conversions, and 
so on are omitted from the diagrams of basic scanner proce
dures, since they are not essential to an understanding of 
these procedures. An example of an evaluation sequence is 
shown in the diagram of the coroutine sUNEX in Figure 20 
on page 85. ,
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4.7.1 The Coroutine sLEN
One of the simplest of the basic scanner procedures 

is the coroutine sLEN, shown in Figure 11. The principal 
objective of this coroutine is to advance the cursor by the 
amount contained in the LARG of its argument D. This action 
is conditional; thus, upon entry, sLEN saves the precursor 
value in the local variable PRECUR. Following this, the new 
cursor position is computed and tested. If it is outside 
the range of permissible values, sLEN restores the old value 
and F-resumes its parent. Otherwise, sLEN makes the appro
priate implicit contribution to the result. This contribu
tion is also conditional. Once this contribution has been 
made, sLEN S-resumes its parent process.

In contributing a CPP to the result, sLEN obeys a 
programming convention for scanner procedures. It is the 
responsibility of all coroutines that assign a value to the 
cursor to contribute such a CPP to the result, even if the 
assignment does not change the value of the cursor.

The directive LEN(n) posesses no alternates. Thus, 
if resumed (regardless of the reason) , sLEN removes the 
contributed CPP from the result, restores the cursor to the 
precursor value, and F-resumes its parent.



COROUTINE(*sLEN(D)PRECUR’)

no

yes

^  presume; ) ^

O^CURSOR^LENGTH

CURSOR <- PRECUR

remove r i r h t  en try  
from RESULT

put CPF (PRECUR,CURSOR) 
a t r i e h t  o f  RESULT

PRECUR CURSOR
CURSOR <- CURSOR+DELTA*LARG(D)

Figure 11. The Coroutine sLEN



4.7.2 The Coroutines sTAB and sR.TAB • , .
These coroutines are similar to sLEN. They differ 

in that the postcursor position is computed relative to the 
left and right ends, respectively, of the subject, rather 
than relative to the precursor position.

4.7-3 The Coroutines sPOS and sRPOS
Figure 12 is a diagram of the coroutine sPOS. This 

is self-explanatory. The coroutine SRPOS differs only in 
the test of the cursor position, which must satisfy the 
condition

H<LENGTH-CURSOR<K 
which tests the position of the cursor measured from the 
right end of the subject.

4.7.4 The Coroutine sARB
The coroutine sARB, shown in Figure 13, performs the 

process corresponding to the directive ARB. Note that al
though sARB does not modify the cursor when first resumed, 
it does contribute a CPP (corresponding to the null string) 
to the result. This is done in order to be consistent with 
subsequent activations, during which the cursor is modified.

This example demonstrates the way in which the 
"implicit alternates" of the directive ARB are implemented 
as a procedure having an indefinite number of (local) alter
natives. Having alternatives, sARB must distinguish between
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COROUTINE(’ sPOS(D) H, K’ )

sPOS

H <- min(LARG(D), RARG(D)) 
K <r max(LARG(D) , RARG(D))

no

yes

presume;resume; )

Figure 12. The Coroutine sPOS



COROUTINE(’sARB()PRECUR’)

no

yes

PRESUME()

0£CURS0R<LENGTH

CURSOR f  CURSOR+DELTA

remove r i g h t  en try  
from RESULT 

CURSOR 4- PRECUR

replace r i ^ h t  entry  o f  RESULT 
with  CPP (PRECUR,CURSOR)

PRECUR <- CURSOR 
put CPP (PRECUR,CURSOR) 

a t  r i ^ h t  o f  RESULT

Figure 13. The Coroutine sARB
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being S-resumed and F-resumed. The latter event causes the 
immediate reversal of all conditional operations previously 
performed, namely, the contribution to the result and the 
movement of the cursor. Note that sARB makes only one con
tribution to the result, regardless of the length of the 
substring accepted by the corresponding directive.

4.7.5 The Coroutine sSCAN -
The effects of the directive SCAN(S) can be seen in 

the diagram of the sSCAN coroutine, shown in Figure 14. The 
action taken by this coroutine varies with the value of S 
(the value of the LARG of D) being either 'LEFT' or 'RIGHT', 
or neither of these. Both cases, however, have no alterna
tive ; thus, if subsequently resumed, the action taken is 
reversed.

4.7.6 The Coroutine sCAT
Perhaps the most essential control procedure, sCAT 

effects the semantics of concatenation by succeeding only if 
the processes corresponding to the left and right concate- 
nands succeed, in that order. This coroutine is shown in 
Figure 15.

The left and right concatenands are the directives 
contained in the LARG and RARG, respectively, of the argu
ment D of sCAT. A PEB for the first of these is created and 
assigned to the local variable El, and then resumed. The
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COROUTINE(’sSCAN(D)NEWDM,OLDDM’)

sSCAN

VGSnono
LARG(D)=’ RIGHT’ DSTACK emptyLAHG(D)=’ LEFT’

noyes
yes

^  RESUMEQ^RESUME()

PRESUME()

NEV/DM <- 1

DELTA <r value popped 
from DSTACK

push DELTA 
onto DSTACK 

DELTA <- NEWDM

OLDDM <- DELTA 
DELTA <- value popped 

from DSTACK

push DELTA 
onto DSTACK 

DELTA f- OLDDM

Figure 14. The Coroutine sSCAN



COROUTINEC’sCAT(D)E1,E2’)

SCAT

El <- CREATE(PROC(LARG(D)) ,LAHG(D))

RESUME(EI)

E2 <- CREATE( PROC(RARG( D) ) , RARG( D))

RESUMEC E2)

RESUMEO

FRESUME(E2)

FRESUME(E1)

Figure 15. The Coroutine sCAT
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processes, that correspond to the left and right operand 
directives of a control relationship are referred to as the 
left and right offspring of the corresponding control proce
dure.

Clearly, if sCAT is F-resumed by the left offspring , 
then the concatenation cannot be completed. If this occurs, 
sCAT must F-resume its parent in turn. If the left off
spring succeeds, then E2 is assigned the PEB for the right 
offspring, and that process is resumed. If the right off
spring fails, sCAT re-initiates the left offspring, which 
might possess an alternate., If so, then it succeeds again, 
and a new PEB is created for the right offspring, and the 
process initiated.

With the success of the right offspring, sCAT suc
ceeds. If later S-resumed by the parent, sCAT seeks alter
nates first in the right offspring, then, if none are found, 
in the left offspring.

If F-resumed, sCAT F-resumes both offspring in the 
order opposite to that in which they were last resumed. 
Subsequently, sCAT F-resumes its parent.

4.7.7 The Coroutine sDALT
This coroutine, shown in Figure 16, effects the 

semantics of the distributive alternation of the directives 
in the LARG and RARG of its argument D. As long as either
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COROUTINE(’sDALT(D)E*)

sDALT

E 4 create;PROC(LARG(D)) , LARG(D))

resume; e )

e f  create; proc(RARG(D)) , RARG(D))

resume; )resume; e )

presume; e )

Figure 16. The Coroutine sDALT
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offspring succeeds, sDALT succeeds. Note that the left 
offspring must be exhausted before the PEB of the right 
offspring is created. If sDALT is F-resumed by its parent, 
it F-resumes its most recently resumed offspring, then 
F-resumes the parent.

4.7.8 The Coroutine sFALT
The coroutine sFALT is shown in Figure 17. This 

coroutine corresponds to forward alternation. When first 
resumed, sFALT behaves the same as sDALT. Whejn subsequently 
resumed, however, sFALT refuses to make available any alter
nates in its offspring. This is the first example of a 
coroutine that F-resumes an offspring without necessarily 
being F-resumed by its parent. The effect of this action is 
to force the offspring to reverse all conditional operations 
that it,, or any of its own offspring, performed. Thus, any 
distributive alternates in the arguments of forward alterna
tion are unavailable subsequently.

4.7.9 The Coroutine sRPT
Figure 18 illustrates the coroutine sRPT that corre

sponds to the directive RPT(D). This coroutine succeeds if 
the process corresponding to the argument of RPT fails. If 
the process succeeds, sRPT creates a duplicate of its own 
PEB in its initial state, and initiates the corresponding 
process. This spawns a chain of processes that extends
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COROUTINE(’sFALT(D)E)’)

E f  CREATE( PROC(LARG(D)) , LARG(D))

RESUME(E)

E <- CREATE( PROC( RARG( D)) , RARG(D) )

RESUME(E) FRESUME()

RESUME()

FRESUME(E)

Figure 17. The Coroutine sFALT



COROUTINE(’sRPT(D)E1,E2’)

^  sRPT

El <- CREATE( PROC(LARG(D)) , LARG(D) )

E2 <- CREATE( PROC(D) ,D)

^  RESUME(E 2 ) ^  

^  RESUME() ^  

^FRESUME(E2)^ 

^ F R E S U M E ( E I ) ^  

^  PRESUME( ) ^

^  RESUME (E l )  ^ ^  HESUMEQ ^

FRESUMEQ^

Figure 18. The Coroutine sRPT
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until the failure of a copy of the argument process. The 
resulting success propagates back through the chain of cop
ies of sRPT. When this passes the rooted end of the chain, 
scanning continues with the subsequent of RPT(D).

By definition, backtracking into RPT(D) yields no 
alternates, When this occurs, the copy of sRPT at the root
ed end of the chain is resumed. This process F-resumes its 
second offspring —  a copy of itself —  causing forward 
failure to propagate toward the unrooted end of the chain. 
For the process at the unrooted end of the chain, the corou
tine sRPT is F-resumed at the point following the failure of 
the argument process. Since that process has already 
failed, the copy of sRPT at the unrooted end of the chain 
merely F-resumes backward. As backward failure travels 
along the chain, each copy of sRPT F-resumes the argument 
process in its local copy of El, causing it to reverse all 
conditional effects that it caused. When this cascade of 
backtracking emerges from the rooted end of the chain, back
tracking continues to the predecessor of the corresponding 
directive RPT(D).

4.7-10 The Coroutine sNOT
During scanning, the success of the directive NOT(D) 

is equivalent to the truth of the statement "the directive D 
would fail in the same context". Similarly, the failure of
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NOT(D) indicates that D would succeed. Thus, the effect of 
NOT(D) is to control scanning, just as more conventional 
"predicate" directives such as POSfn^ng) and NOTNEXT(S) do. 
The latter directives, however, only test information that 
is readily available as part of the global environment, 
whereas the argument D of NOT can be arbitrarily complicat
ed . Determining whether D "would" succeed or fail may 
therefore involve complex processes.

As Figure 19 indicates, the coroutine sNOT employs 
the argument of NOT itself to determine if it "would" suc
ceed. Clearly, D would fail if it does fail, and would 
succeed if it does succe.ed. The former event is easily 
implemented. If sNOT is F-resumed by its offspring, it 
merely S-resumes its own parent. The success of the off
spring, however, may be accompanied by a change in the state 
of the scanner. In this case, sNOT must F-resume its off
spring, causing any such changes to be reversed prior to 
F-resuming its own parent.

Recalling the definition of NOT(D) in Chapter 2, and 
the definitions of the entry points of the coroutines sEXIT 
and sABORT in Figure 10, the anomalous behavior of direc
tives such as N0T(EXIT) and N0T(ABORT) can now be under
stood . These processes never resume their parent; they 
terminate scanning by causing the return of SCANNER.



COROUTINE*’sNOT(D)E’)

E 4- CREATE*PROC(LARG(D)) ,LARG(D))

^  RESUME* E) ^ ^  RESUME*) ^

^  PRESUME* E ) ^ -------------- ^  PRESUME*) ^

Figure 19. The Coroutine sNOT



4.7.11 The Coroutine sUNEX
Figure 20 is a diagram of the coroutine sUNEX. The 

purpose of this coroutine is to handle unevaluated expres
sions that are used as directives. An example of the NODE 
representation of an EXPRESSION is shown in Figure 7• The 
LARG of the argument D of sUNEX is always an EXPRESSION.
When sUNEX is initiated, it assigns this EXPRESSION to the 
local variable EX. EX is then assigned the result of the 
evaluation of the EXPRESSION. If this evaluation fails, 
sUNEX F-resumes its parent. If the evaluation succeeds, but 
produces another EXPRESSION, this, in turn, is evaluated, 
and so on. When a successful evaluation produces a non- 
EXPRESSION, the result is converted to a.NODE, if possible. 
The details of this step are not essential. Under the cir
cumstances , the conversion can only be performed for liter
als (i.e., STRINGS, INTEGERS and REALs). No conversion is 
necessary if the evaluation produces a directive that is 
already a NODE.

Semantically inappropriate datatypes are treated as 
programming errors, and result in the failure of the conver
sion. The oval labelled "error” in Figure 20 may be thought 
of as a predefined error-recovery process. It is assumed, 
as in SN0B0L4, that this type of error is "conditionally 
fatal", i.e., is equivalent to failure if the value of the 
keyword &ERRLIMIT is positive. In this case, sNOT is
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COROUTINE(’ sUNEX(D) EX,E’ )

EX <- LARG(D)

EX f  EVAL(EX) presume; )

X^EX a n X  
EXPRESSION e 4- create;PROC(EX) ,EX)

yes

no
RESUME;E)

convert  EX 
to NODE i f  

not already

presume;E)e r ro r

Figure 20. The Coroutine sUNEX
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resumed by the recovery process, and F-resumes its parent as 
though the evaluation of the EXPRESSION had failed.

Although lengthy to describe, this activity is 
straight forward in practice. As is frequently the case, 
more attention is given to the treatment, of the exceptional 
situations than to the common ones.

When a directive is obtained, the operation of sUNEX 
becomes more conventional. This is illustrated in the fig
ure .



CHAPTER 5

SUMMARY AND CONCLUSIONS

The coroutine programming facility described in 
Chapter 3 has been completely implemented on an experimental 
basis. This facility has been used as a basis for the scan
ner described in Chapter 4. This scanner, in turn, has 
successfully implemented the analysis and synthesis facili
ties described in Chapter 2. .

To accurately judge the success of this research, it 
is necessary to separately judge the two areas with which it 
deals. The goals of each area and the criteria for deter
mining the degree of success with which each set of goals 
has been met are different.

The coroutine model of analysis and synthesis has 
proved to be not only viable, but exceptionally well-suited 
to its purpose. The ability to suspend and resume processes 
without loss of the information characterizing their states 
enables a simple and straightforward representation of the 
backtracking activity that takes place during scanning. The 
provision of local storage for global conditions that are 
subsequently modified by a process facilitates the restora
tion of these conditions during backtracking. From the

87
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viewpoint of the, implementer, the model is natural and easy 
to use.

The notion of a control procedure is a significant 
result. This permits the analysis and synthesis facilities 
to be easily extended. New control relationships can be 
defined at will, and the corresponding control procedure can 
be incorporated into the scanner without perturbing the 
existing code. It is difficult to overemphasize the value 
of such resilience.

It must be said that nothing significant is known of 
the space and time efficiency of the coroutine-based model 
of the scanner. It is the opinion of the author, however, 
that the advantages of this model in terms of clarity and 
extensibility far outweigh any disadvantages associated with 
possible deficiencies.

It is somewhat difficult to completely determine the 
extent to which the analysis and synthesis facilities meet 
the goals outlined in Chapter 1 and at the beginning of 
Chapter 2. As experience accumulates, new uses for these 
facilities, as well as shortcomings, are continually being 
found. Nonetheless, a number of definite conclusions can be 
made based upon the experience that has been gained.

Directional symmetry has been successfully achieved. 
This capability enables many techniques that could not be 
used before.



89
Suecess-motivated scanning has been introduced, and 

has demonstrated its utility in many applications. Success- 
motivated directives provide a much cleaner and more effi
cient formulation of many analytic processes than can be 
provided by failure-motivated directives that achieve the 
same result.

A means of synthesis has been provided and integrat
ed with the process of analysis. The close interaction of 
analysis and synthesis reduces the loss of intermediate 
results that are obtained during scanning. This has the 
effect of eliminating much of the redundant processing that 
is associated with pattern matching in SN0B0L4.

An increased understanding of string analysis and 
synthesis has been gained by introducing generalized nomen
clature that is free of the conceptual restrictions caused 
by the frequently inappropriate connbtative associations of 
much of the old terminology.

These facilities are considerably more procedural in 
nature than those of SN0B0L4 pattern matching. There is 
less of a tendency to think of a directive as an abstract 
characterization of a set of strings. A directive is more 
properly thought of as a procedure written in a concise 
scanning language. Although directives tend to be more 
complex than patterns, they accomplish more. Furthermore, 
the design of directives relies less upon intuition and



guesswork, and more upon the behavioral specifications of 
the components and the control relationships between them.

The strongest criticisms of these facilities concern 
the shortcomings of the synthesis features. The facilities 
for specifying the order of the result are clumsy. The lack 
of control, over the organization of the result is very un
satisfactory .

Although directives can freely examine the subject 
string $ the behavior of a directive cannot be easily af
fected by activity of a synthetic nature on the part of its 
predecessors. A concrete example of this is the problem of 
justifying tabular data in columns. In this process, in 
order to determine the number of characters needed to justi
fy a string in a given column, it is necessary to know the 
number of characters that have been contributed to the re
sult by previous components„

The quality of being "human-oriented" is somewhat 
abstract and highly subjective. Clearly, the analysis and 
synthesis facilities are superior to the pattern-matching 
facilities of SN0B0L4 in this respect. In some instances, 
however, the superiority appears scarcely more than margin
al. There is clearly a great deal yet to, be learned about 
the design of facilities of this nature.

This research has been a rich source of topics for 
further investigation. Outstanding among these, of course,
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are the areas in which the stated goals of the research have 
not been satisfactorily.met. The synthesis facilities are 
unsatisfactory to an extent that indicates that very little 
is understood about the requirements of synthetic processes 
and the techniques for specifying them.

The coroutine programming system, on the other hand, 
provided much more than was expected. This system is suffi
ciently promising to warrant escalation to the level of a 
general source-language facility. There are clearly many 
applications of coroutines that are not related to string 
analysis and synthesis.

It is important to recognize that the scanner con
trol procedures are completely general. This is demon
strated by the control procedures discussed in Sections
4.7.6 through 4.7.11. There is no intrinsic relationship 
between these procedures and the processes of analysis and 
synthesis. It is in the basic scanner procedures that this 
relationship exists. By substituting a different set of 
basic procedures, the control procedures and the general 
methodology of the scanner could be applied to some other 
task, unrelated to string processing, that requires search
ing and backtracking.

The straightforward explication of analysis and 
synthesis processes, together with the potential availabil
ity of a source-language coroutine programming facility,
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make programmer-defined scanner procedures feasible for the 
first time. This is currently under investigation. Such a 
facility is impractical in SN0B0L4 due to the monolithic 
nature of patterns and the labyrinthine complexity of the 
SN0B0L4 scanner. By making the extensibility of the scanner 
available to the programmer, the number of necessary built- 
in scanner procedures would be reduced. For special appli
cations, the programmer would be able to provide scanner 
procedures that lack sufficient generality to be built into 
the scanner.

Related to this, and also never before within reach, 
is the ability to provide meaningful trace information about 
the operation of the scanner. Such a facility would permit 
the programmer to monitor the scanner without requiring the 
modification of the directive that it uses.

Currently under investigation, and promising to be 
very fruitful, is the ability to dynamically modify the 
subject and change subjects during scanning. Another exper
imental facility enables the synthesis of a structure (such 
as a tree) instead of a string as the result of scanning.

The coroutine system does not provide a means of 
returning the "value" of a coroutine in the sense of the 
value of a function. The scanner in Chapter 4 does not 
require the values of coroutines. Such a capability could, 
nonetheless, be very useful. An extension of the coroutine
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system, permitting the transmission of a value during pro
cess switching, is being considered.

As a final point, this system is suitable as a vehi
cle for experimentation. At the level of the source lan
guage, coroutines, just as defined functions, can be rede
fined and given equivalent names. Redefinition is a useful 
tool in experimental environments. Without the ability to 
use the source language to simulate its own implementation, 
the experimental implementation of this system, which is 
written in SN0B0L4, would have been clumsy indeed.
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