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ABSTRACT 

This dissertation presents a new probabilistic approach to 

the handling of gestural recognition. The new Bayesian model 

(INCA) is introduced and various aspects of its performance 

are examined. This model is a meta-algorithmic approach and 

allows a variety of different gestural recognition techniques 

to be combined in such a way as to supplement one another's 

capabilities to produce better overall recognition rates. 

Results of testing on this model indicate that it can reduce 

system design time and can provide effective recognition 

algorithms in a relatively short design period. 

The dissertation also examines a new model for handling 

dialogue management in gestural interfaces. This model, 

Probabilistic Finite State Machines differs from traditional 

approaches to dialogue management in that it views the non-

deterministic nature of 

aspect of the dialogue 

gestural recognition as a normal 

between user and system. Unlike 

traditional approaches, this model treats recognition errors 

as a natural, expected part of any dialogue and is designed 

to address such errors in a natural way. 



Chapter 1 

Introduction 

1.1 Gestural Recognition 

1 1 

Pen-based or gestural recogni tion systems provide an 

interface to computers that is natural for the user and that 

requires much less adjustment than other interface 

techniques. Almost all users are familiar with pen/paper 

techniques or hand gestures (e.g. pointing, grasping) and 

therefore they can focus on the particular application domain 

rather than attempting to master the interface techniques 

required to perform a task. Since the advent of the 

electronic tablet in the late 1950's [16], computer 

scientists and engineers have sought to develop an effective 

method for the real-time recognition of hand-drawn symbols 

[4,7,21,28]. Early attempts met with limited success. However 

they did serve to identify application areas for such a 

system, as well as many inherent problems that such me. In 

recent years, the benefits of such a system have once again 

sparked interest in this area. These benefits, along with the 

increased availability of more powerful computers, hand-held 

machines, and better tablet technology have led to a variety 

of new attempts at developing on-line recognition systems. 

Although many of these projects have produced impressive and 

promising results, we feel that they are often limited with 

respect to both their design and application possibilities. 



In particular, these systems 

alphabet, a particular model 

specialized application domain. 

often 

of data 

assume 

entry 

1 2 

a specific 

and often a 

We present a model for recognition designed to function 

effectively on a variety of user-supplied alphabets. This 

allows the system to be applied in a number of areas with 

fewer restrictions on form and style of data entry. Our model 

will support algorithm analysis in terms of the evaluation of 

recognition performance and the identification of particular 

problems such as the inability of an algorithm to distinguish 

between two or more symbols of an alphabet. The model can 

also be designed to produce suggested approaches to fixing 

these identified problems. We address these goals through the 

application of a simple probabilistic model based on Bayes' 

theorem. 

The model effectively combines a variety of individual 

component recognition techniques in order to produce a single 

recognition result for the entire system. The goal of the 

model is to combine techniques which may have very different 

approaches to gestural recognition in a way which will 

improve upon the performances of any of the component 

algorithms in the system. Our model, INCA, begins with the 

premise that recognition algorithms by their very nature are 

flawed and will inevitably make mistakes in the form of 

misrecognitions. We therefore do not rely upon the component 
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algorithm's results alone but also consider the algorithm's 

performance in prior recognition events. In effect, our model 

does not "trust" the component algorithms and instead judges 

the relative strength or weaknesses of its component 

algori thms based on their actual performance rather than 

their internal confidence or distance measure. This meta

algorithmic approach allows prototype recognition algorithms 

to be tested and used effectively although their recognition 

rates may be relatively poor when viewed in isolation. 

1.2 What are Gestures? 

For the purposes of our work, we define a gesture to be a 

temporal path through space intended to represent a symbol 

from a particular meaningful alphabet, whose identification 

requires non-trivial recognition. 

The most basic form of gesture is a handwritten symbol. For 

example, we maybe dealing with a system which requires the 

recognition (in real-time) of characters in the English 

alphabet. The user would draw symbols of the alphabet and the 

system would need to recognize these symbols before carrying 

out any commands related to them. In such an example, a 

gesture could be viewed as a sequence of points (x, y, t, b) 

where (x,y) is a point in 2-space, t is a temporal 

measurement such as a time-stamp, and b E {pen-down, pen-up} 

indicating whether or not the pen tip is in contact with the 
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writing surface or not. This sequence of points can also be 

viewed at a more abstract level in which a gesture is defined 

in terms of local extrema, or perhaps a sequence of directed 

vectors or as temporal curves through space. All of these 

concepts can be extracted from the data provided in the 

sequence of points. In particular, we can extract information 

such as rates and distances of movement of the pen tip from 

the sequence. 

It should be noted that it is not necessary to restrict 

gestures to two dimensions. In fact, we may have gestures 

which are sequences of points through any N-space. For 

example, our gestures might consist of physical movements of 

the hand in which case we may receive a sequence of points 

which contain the triple (x, y, z) along wi th the temporal 

information and the pen-up/pen-down data. This triple would 

allow us to place the point in a 3-dimensional space. 

This definition includes a variety of non-traditional input 

techniques such as handwriting, and physical movement ( e.g. 

interfaces designed around the use of devices such as the 

DATA GLOVE [58,89]). For the sake of simplicity and 

consistency, we will present hand-written input for examples 

in this work but the general approach of the INCA model can 

be applied to interaction techniques which meet the 

requirements of the definition above. 
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As an example of a gestural system we can envision a system 

in which the user is expected to make editing commands on a 

document presented on a display under a transparent 

digitizing tablet. The gestures used would be from an 

alphabet of traditional editing symbols (see Figure 1.1) and 

the system would be expected to recognize the symbols as they 

are written by the user. In such an application the 

individual gestures might consist of an ordered sequence of 

points (Xi,Yi) which contained the x and y coordinates of the 

stylus-tip on the tablet. In order to determine which editing 

symbol the user was attempting to enter, the system would 

need to use some recogni tion technique in an at tempt to 

identify the gesture.It is important to note that the results 

of recognition are uncertain. It is always possible that the 

recognition algorithm was incorrect in its recognition. This 

differs greatly from the traditional keyboard/mouse interface 

where, if a sequence of key strokes is made, then the 

recognition is 100% certain barring a hardware failure of 

some kind. Clearly, the uncertainty involved in a gestural 

interface makes the issue of system design and implementation 

more challenging and we believe more interesting. 

1.3 Why Gestures? 

Gesture-driven input offers a variety of benefits which are 

either unavailable or not easily obtained by other input 

techniques. These advantages include 



* 

* 

* 

* 

* 

* 

MOVE COpy DELETE 

Figure 1.1 Sample Symbols for text editing 
application. 

Ease of Learning 

Mixed Graphical and Textual Data Entry 

Support for Direct Manipulation 

Easier Text Entry for large alphabet languages 

Syntactic Compression 

Intra-user Consistency (user adaptation) 

16 

Many of the advantages for these interfaces are tied to 

human factors concerns' [20 / 62 I 63 I 74 / 86 187]. It is usually 

safe to assume that the majority of computer users are 

capable of writing and thus would find a system that was 

based on the paper/pen paradigm to be easily learned. If the 
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system is designed to match the user's mental model for this 

paradigm as closely as possible, then one would expect the 

user to respond positively to the interface. When combined 

with the fact that the system can be used optimally with a 

single hand, such a system is useful in applications not 

sui ted for the conventional keyboard/CRT interface (e. g. 

factory-floor, meetings). Since these systems would not 

necessarily require a keyboard, they lend themselves to hand

held designs or what has come to be known as palm-top 

computing. 

When trying to enter both graphical and textual information 

it is usually common practice to switch from one input device 

to another (e.g. keyboard to mouse). A gestural interface 

could allow the user to enter text from a specified alphabet 

and also provide graphical input for drawings or tables 

without the need to change devices in mid-stream. 

Applications requiring the use of mathematical expressions 

are more effectively handled with hand-writing interfaces. 

The use of a stylus to enter the data reduces the time 

necessary for entering the data and allows the user a natural 

technique for creating such expressions. 

Gestural recognition systems can improve the directness of 

many user interfaces. These direct manipulation [35,39,69] 

interfaces are characterized by the continuous representation 

of the objects of interest, simple physical actions (e.g. 
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button presses) instead of a complex syntax for instructions. 

One can imagine a gesture-based system for text editing in 

which the user issues commands by drawing a symbol directly 

on a representation of the text rather than using the 

keyboard to enter a command using the syntax of some 

particular command language. 

The English alphabet is relatively small and each character 

requires very few strokes to complete. Consequently, it is 

usually agreed that text entry using a keyboard is superior 

to a handwritten model in terms of time and accuracy of 

performance. This is not true, however, in the case of large 

alphabet languages such as Chinese [30,36,38,53,74]. The 

Chinese alphabet has a much larger character set (seven 

thousand characters) and each character is made using an 

average of nine strokes. Clearly, it would be easier and 

faster to enter textual data from such a language using a 

pencil/paper styled interface than to use the multiple-key 

stroke style necessary on the traditional keyboard. 

Gestures also supply the user with the ability to achieve a 

syntactic compression that is not possible in other 

techniques [31,62,63]. For example, a single gesture can 

often indicate the function, scope and target of a particular 

command. Figure 1.2 shows an example where a simple 3 stroke 

gesture is used to indicate the movement of a spreadsheet 

cell to different location. Note that the type, scope and 
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target of the cell-movement command are completely specified 

by this one gesture. To carry out the same command on a 

conventional command language interface would most likely 

take considerably more effort. 

3.005 

11.2( 

0.0 

13.05 

Figure 1.2 

13.05 14.345 18.87 5.876 

-~.~ ~ 20.03 19.5 - -~ 
5.34 0.0 23.45 0.0 

7.77 82.3 98.5 18.79 

Manipulation of 
using 2 stroke 

spreadsheet 
gesture. 

cell 

Other advantages of gestural interfaces are related to the 

fact that they can often be designed to adapt to a particular 

user [32,55,58,63,64,65]. Such systems are said to be user

dependent. These systems can be molded to any particular user 

in a way which allows recognition results to improve over 

time and be specific to the input style of that individual. 
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1.4 History of Gestural Recognition 

The problem of developing a method for real-time 

recognition of a user's hand-drawn symbols has been 

investigated since the late 1950's and early 1960's when the 

first tablet digitizers were introduced [14,16]. These early 

systems were usually designed for highly specialized 

alphabets (e.g. pitman's Shorthand) or were so tightly 

structured as to be almost unrecognizable to the average user 

[4,7,14,17,46,47]. In fact, most of the systems designed to 

date force the user to write symbols from the alphabet in 

restricted boxes and/or limit the alphabet to only a subset 

of commonly used characters. 

In recent years, improved hardware and experimental 

algorithms have once again sparked interest in the area 

[10,11,12,31,41,43,50,51,55,62,63,64,65,68,74,75,76,77]. The 

combination of both digitizer and display, in the form of 

transparent tablets with high sampling rates and improved 

resolution, has led to a recent increase in the creation of 

more effective, usable, gestural systems. 

There are a number of problems inherent to systems which use 

gestural input. These problems can be hardware related, 

software related, or human factors related. While some of 

these problems are common to all user interfaces, many of 

these problems are unique to gestural recognition and as a 
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result are worthy of mention. 

The preferred input device for a gestural system is a tablet 

with stylus. This is a natural device which closely resembles 

a paper and pen if designed and implemented properly. It is 

also superior to a mouse or keyboard because it allows a 

single device to be used for both textual and graphical 

entry. 

The tablets used in these systems are either pressure 

sensitive or electromagnetic/electrostatic.Other technologies 

exist [59,68,77,78] but these two are most frequently used. 

In most cases, the pressure sensi ti ve tablets have the 

advantage of requiring no special stylus, while 

electromagnet/electrostatic tablets tend to be more precise. 

These tablets are either opaque or transparent. Although 

opaque tablets are traditional and are frequently used, the 

newer transparent tablets are beginning to show up in many 

prototype systems. These transparent tablets have the 

advantage of combining the input digitizer with the output 

display [43,59]. This allows a user to focus on a single 

surface for both input and output. It also creates a 

situation where inter-referential I/O can be used to mimic 

pen and paper in ways which can effectively improve the 

interaction. Inter-referential I/O is a technique by which 

the output of actions taken wi thin an interface produce 

graphical representations which can then be directly 
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manipulated as input to another command. For example, suppose 

that users are working with a system in which they write a 

word which is then recognized and replaced by a fixed-font 

type. If they are then capable of manipulating this word 

(perhaps through the use of a gesture to indicate moving the 

word to another location) then they are performing an act of 

intereferential I/O as they have directly manipulated the 

graphical output of an earlier input action. 

All tablets seem to suffer from problems which can affect 

the final usefulness of any system designed to use them. For 

example, the stylus is often bulky, may be attached to a 

wire, may suffer from coupling interference ( i.e. the stylus 

cannot be used in combination with a ruler or other drawing 

tool as it can result in spurious data points), and/or it may 

be difficult to achieve consistent pen-down signals. Tablets 

also seem to suffer from durability problems [77] and often 

produce increasing extraneous data points with age. 

The use of a transparent tablet only adds to these problems. 

These tablets usually have a surface which has low friction. 

This can cause the user to have a difficult time in creating 

symbols in an accurate and natural way. These tablets also 

introduce the problem of optical parallax. This causes the 

user to have a difficult time placing the stylus due to the 

thickness of the glass between the stylus tip and the display 

plane. Al though this problem can be compensated for by 
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approximating the viewing angle of the user, hardware 

improvements such as thinner transparent tablets appear to be 

the best long-term solution [77]. 

Any system that is designed to use gestural input must 

consider a variety of human factor's issues which are unique 

to this technique. For example, unlike most interface 

designs, it is essential to match the system to a user's 

existing mental model. Almost all users are, in effect, 

experts in the interaction technique before they have even 

seen the system. They have a preconceived notion of how a 

paper and pencil interface should act and feel. A seemingly 

small problem such as a slippery tablet surface or an awkward 

feeling stylus or perhaps the use of an explicit closure 

signal (to indicate the end of a stroke or symbol) can lead a 

user to reject the system. 

Consistency is also an important issue in gestural systems. 

A system can be designed to be either user-independent or 

user-dependent. The former relies on the fact there are often 

only a small number of qualitatively distinct forms for any 

particular symbol in an alphabet. For example, a study on 

editing symbols [86,87] found that for most editing actions 

only two or three such forms exist. It is unclear however if 

this holds true across application areas. A user-independent 

system performs its recognition regardless of the particular 

style or symbols preferred by the particular user at hand. 
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For example, such a system defines a particular technique for 

drawing the symbol 'A' and all users are expected to use that 

technique when drawing the symbol 'A'. 

User-dependent systems allow users to enter samples of 

their hand-drawn symbols which will be used later to assist 

in the recognition process. In such a system, the actual 

recognition process is based upon the samples the particular 

user has entered during some form of system-training stage. 

One user's gesture for the symbol 'A' may be completely 

di fferent form another user's gesture but the system is 

designed to recognize the current user's gesture only for any 

given symbol. A study by Wolf [86] indicates that user 

consistency in the drawing of symbols is strong over periods 

of a few weeks but it is still unclear how well it extends 

over longer periods of time. It is also unclear how well this 

behavior extends to various application domains. Work on a 

system to recognize pitman's shorthand [47,48] found that the 

symbols used by any particular writer change significantly 

over time. It has also been shown that an individual's 

mental state and activity level can effect the legibility of 

their handwriting. It is still unclear however, if there 

exists any correlation between the concept of legibility and 

the recognition accuracy of a gestural system. 

We believe that the best approach is an extension of the 

traditional user-dependent design. We present a system which 



25 

attempts to identify changes in the user's style and 

integrate them into the overall recognition algorithm. This 

system also attempts to produce recognition algorithms which 

support the extension of the alphabet over time to assist in 

meeting the needs of a dynamic application. 

One problem which is unique to gestural systems is that of 

recognition errors. These errors occur when the user believes 

that they have correctly entered a symbol but the system 

recognizes it as another legal symbol in the alphabet. We 

attempt to reduce these errors through the application of 

many different recognition techniques concurrently, however 

such errors must still be expected to occur. It is essential 

that any gestural system make it easy to both identify and 

correct these errors. The INCA model uses an approach called 

tap-correction [25] which is described in a later chapter of 

this work. 

1 . 5 INCA Approach 

This dissertation introduces the INCA model for designing 

effective gestural interfaces. This includes a technique for 

combining individual algorithms into a meta-algorithmic 

approach to the problem as well as a probabilistic approach 

to managing user/system dialogues. 

The INCA model is based on a simple Bayesian analysis 
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approach [13,19,34,71,85]. Amongst the various properties of 

this model, it allows a variety of inherently different 

recognition techniques to be combined to improve the overall 

system performance with respect to gestural recognition. So 

for example, an algorithm with an overall recognition rate of 

78% can be combined with an algorithm whose overall 

recognition rate is 84% and another whose rate is 85% to 

produce a composite algorithm whose recognition rate could be 

94% overall. 

Existing recognition techniques (as described in Chapter 2) 

are sometimes effective but often suffer from weaknesses 

which do not allow them to be applied to a variety of 

alphabets without a great deal of time consuming fine-tuning. 

For example, some techniques perform with reasonable rates of 

recognition upon alphabets with predominantly curved symbols 

[74]. Others depend upon a predefined set of features usually 

selected for the particular alphabet in question. All of 

these features are unlikely to be of much use if suddenly we 

need to recognize a different alphabet. 

These existing techniques are usually unable to detect their 

own particular weaknesses and are thus unable to adjust their 

functionality in order to address said weaknesses. For 

example, it may be the case that a particular algorithm is 

unable to recognize gestures consisting of many curved 

strokes. It is unlikely that the algorithm would be capable 
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of identifying this fact and even more unlikely that it would 

be able to respond to the observation by adjusting its 

performance significantly. INCA is designed to identify and 

attempt to adjust for the weaknesses inherent in an 

algorithm's performance by identifying and using the 

strengths of other component algorithms to compensate for 

such weaknesses. 

INCA is intended to support an alphabet independent approach 

to recognition. The model has a collection of pre-defined 

alphabet independent algorithms to which users may add either 

their own alphabet-independent techniques or perhaps an 

alphabet dependent technique designed for a particular 

application. 

INCA is also intended to supply an analysis of the component 

algorithms' performances with respect to discrimination 

problems between symbols and overall rate of recognition. 

This feature can assist programmers in the design of their 

recognition technique by giving a frame of reference to its 

performance as well as providing specific and detailed 

information regarding its weak points and problem areas. 

Unlike many other approaches to this problem, INCA relies 

upon empirical observation to determine the relative 

strengths and weaknesses of its component algorithms. In 

effect, INCA does not "trust" the component algorithms and 
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bases its confidence in the individual algorithm's 

recognition choice upon the algorithm's observed past 

performance. For example, suppose that a particular component 

algorithm has recognized an unknown symbol as the symbol "X" 

and that in previous testing and use the algorithm was 

incorrect 40% of the time when its recognition result was 

"X". Then the INCA model will consider the recognition to be 

associated with a confidence level of around 60% that the 

result was in fact an "X". Chapter 3 discusses the Bayesian 

approach and the INCA model in more detail. 

The use of Bayes' theorem as the basis for INCA introduces 

some unique and interesting properties to the system. In this 

dissertation we will identify and address a number of these 

properties and describe the approach that we use to address 

the situations which can result. 

One important aspect of the INCA model is its intended use 

as a tool to assist in the quick development of prototype 

recognizers. It accomplishes this task in a number of ways. 

First, it can be used to analyze a user supplied algorithm 

wi th respect to overall performance, individual symbol 

recognition rates, and discrimination problems. It can be 

made capable of supplying code "plugs" which can be used by 

programmers to improve the performance of their algorithm in 

some cases. 
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1.6 Probabilistic Dialogue Management 

This dissertation will also introduce a new model for 

managing the interaction between the user and a gesture-based 

system [34]. This new form of dialogue management presents a 

non-traditional approach to handling human/computer 

interactions in systems which use gestural input. The new 

model was motivated by techniques and ideas resulting from 

work on the INCA recognition model. 

This new model is designed with the basic philosophy that 

gestures are inherently uncertain and thus it is not 

appropriate to force systems which use gestures into the 

realm of traditional deterministic models for human/computer 

interaction. Existing approaches to dialogue management are 

designed to operate under the basic premise that input events 

are certain. That is, that events occur with 100% certainty 

and thus the interaction or dialogue should proceed without 

considering the possibility that the event either did not 

occur or that an event occured but it is not the event that 

the system believes (i.e. a misrecognition has taken place). 

We believe that our approach is the first attempt to treat 

recognition errors as a normal and expected part of the 

human/computer dialogue. Although our system can handle 

traditional input interactions such as those produced from 

the standard keyboard/mouse interface, it can also handle 
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interactions from non-traditional interaction techniques such 

as gesture and speech without altering the basic model used 

for managing the dialogue. We believe that this approach may 

lead to more robust and effective interfaces which use non

traditional input techniques. 

Al though work continues on this model, we feel that it 

addresses a number of issues which have plagued the user

interface community with respect to integrating gestural 

input into traditional user interface management systems. 

1.7 Outline of Dissertation 

This work is divided into 8 chapters. Chapter 2 covers 

existing systems and previous work in the area of gestural 

recognition and gestural interface design. Chapter 3 presents 

an introduction to Bayes' Theorem and examines how it can be 

applied to the problem of real-time recognition of gestures. 

Chapter 3 also introduces the notion of Performance Matrices, 

a data structure used in our system to assist in implementing 

Bayes' Theorem. Chapter 4 examines the issue of system 

training and addresses a number of problems which arise with 

the use of Bayes' Theorem in gestural recognition. Chapter 5 

presents an extension to the basic INCA model and also 

examines how contextual information can be used to improve 
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recognition rates. The Probabilistic Finite state Machine 

model for handling dialogue management is introduced in 

Chapter 6. Chapter 7 presents various experimental results 

and includes a description of the INCA simulation. Finally, 

Chapter 8 presents conclusions and examines topics for future 

research. 
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Although the general INCA model is applicable in theory to 

other input interactions including 3-dimensional movement 

gestures, we will focus our attention in this work to the 

domain of handwritten gestures. Below we present a variety of 

existing techniques for the recognition of handwritten 

gestures. Prior research in this area has provided insight 

into a variety of techniques for the recognition of hand

drawn symbols. Some existing systems use combinations of 

these various techniques. However, we believe that the 

following classification of methods is representative of the 

various styles of the many existing approaches. 

2.1 Recognition Techniques 

The Feature Analysis approach relies on the fact that a 

symbol can often be described as a set of specific features 

such as ascenders, cusps, or closures. The features can be 

based on static properties of the symbols but they may also 

use dynamic information. These features are often binary 

(dot/no dot, descender/no descender, etc.) and these 

algorithms have the advantage that they can often be easily 

modeled for computation using binary decision trees or finite 

state machines [1,30, 51, 52]. 
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One weakness of systems which use decision trees or finite 

state machines is that they do not easily support alternative 

recognition choices. That is, they are designed to eliminate 

possible matches until a single candidate remains. If this 

candidate is incorrect, then there are no well-defined 

techniques to identify the 'next-best' candidate [30]. 

Feature analysis algorithms also suffer from the fact that 

they are usually alphabet dependent. That is, the features 

which are used to distinguish symbols are specially selected 

for a particular alphabet and may often be useless in 

distinguishing symbols from a completely different alphabet. 

This property of feature analysis algorithms requires that 

the programmer not only be familiar with the alphabet in 

question but most likely experienced in its use as well. 

Temporal Analysis uses the dynamic information from the 

input to assist in recognition [6,20,23,28,36,74]. This 

information includes sequence of zones, sequence of 

directions, and/or sequence of extremes. Zones are created by 

superimposing a rectangle around the drawn figure and 

dividing this rectangle into multiple zones. The pen-tip 

motion through these zones provides a sequence which can be 

checked against stored prototypes in an attempt to identify 

an unknown symbol. Another temporal analysis technique 

attempts to impose a set of directions (anywhere from 4 to 

12) upon the writing surface and uses the path of the stylus 
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during the writing of a symbol to produce a series of these 

directions [11,21,41,61]. The continuous path of the stylus 

is broken down into a sequence of small segments each with a 

particular direction. This sequence can then be looked up in 

a dictionary of direction-sequences for prototype symbols. 

Figure 2.1 presents an example where the symbol "A" is drawn 

on a system using the usual compass directions (North, South, 

East, West) as well as Northeast, Southeast, Northwest, 

Southwest. The resulting sequence of directions would be 

checked against a collection of prototypes in an effort to 

find the closest match. 

~ , , , , , , 

s 
Sequence of Directions (2 strokes) = [NE,SE] [E] 

Figure 2.1 
sequence of 

Symbol 'A' with resulting 
directions. 
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A final temporal approach is to produce a sequence of local 

extrema (up, down, left, right) from the stylus motion in an 

effort to match a given prototype sequence [11,82]. 

Temporal recognition techniques are often used in 

combination with others in an effort to increase the ability 

of the recogni tion algorithm to distinguish symbols. In 

alphabets with similar symbols, this approach is typically 

not very effective [23,36]. 

Curve Matching is a commonly used signal-processing 

technique that has been applied to this problem. These 

algorithms usually do not rely heavily upon the features of a 

particular alphabet but instead attempt to match curves from 

an unknown to those stored as prototypes. These curves are 

most often a function of time and usually consist of a 

sequence of (x,y,t) coordinates. The number of points making 

up a curve will vary from system to system [28,88] but it is 

usually the case that alphabets with symbols made up of many 

straight lines will use fewer points while those with many 

curved strokes will use more. 

An alternative to using curves which are functions of time 

is to attempt to match Fourier coefficients obtained from the 

x(t) and y(t) curves [3,37]. Since straight line strokes 

require high-order Fourier coefficients, this last approach 
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is more useful for characters consisting of mostly curved 

strokes. 

When the number of points in the unknown and the prototype 

are held constant, curve matching reduces to pattern matching 

in some feature space [72,72]. However, the nature of 

handwritten input is such that symbols are frequently drawn 

in slightly distorted ways. For example, there may be a 

failure to completely close a loop, or the size of the symbol 

may be too large or too small, or perhaps the writing angle 

is such that the symbol is in effect rotated. These 

distortions introduce non-linearities between the unknown and 

prototype curves. As a result of these non-linearities, a 

simple linear alignment of the points in the two curves is 

rarely the best match. To overcome this problem, Elastic 

Matching is often used [8,55,56]. 

Elastic matching (sometimes called Time-warping) is a 

technique that has been applied to speech recognition in the 

past with impressive results [9,45]. It is a dynamic 

programming approach which allows minor errors in the 

matching sequence of points between the prototype curve and 

the unknown curve. That is, points in the unknown can be 

ignored, matched to a previously matched point in the 

prototype sequence or as in static curve matching, matched to 

the corresponding point in the prototype (See Figure 2.2). 
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Figure 2.2 Curve Matching of Unknown to 
prototype. 
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The analysis-by-synthesis approach to gestural recognition 

attempts to model handwriting generation. It does this by 

classifying strokes along with the rules for connecting these 

strokes. An unknown is then recognized from its constituent 

strokes and the types of connections between them [17,18,88]. 

Graph searching techniques have also been applied to the 

problem of gestural recognition [37,38]. In this approach, 



prototype symbols are 

points (local extrema, 

and connecting edges. 
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stored as a collection of feature 

stroke-start and stroke-end points) 

When input data arrives, dynamic 

programming is used to attempt to match the unknown symbol to 

a prototype symbol by traversing the edges of the prototype 

graph for as long as they match the unknown. If the traversal 

is completed, then recognition results, otherwise the next 

prototype is tested against the unknown. This approach allows 

for recognition that is not dependent upon the number and 

more importantly the order of the strokes that make up the 

symbol. 

Neural Network approaches have been applied to the problem 

of gestural recognition with some success [12,22,42,50,79]. 

It is unclear however if these approaches can be applied in 

an alphabet-independent manner or if they can be easily 

improved in an incremental fashion. For example, we are 

unaware of any work to date which can apriori choose an 

optimal or even superior architecture for the network based 

on samples of the symbols in an alphabet. The number of input 

neurons, output neurons, internal neurons as well the 

selection of a proper back-propagation algorithm in all 

systems we have examined is done in a somewhat arbitrary 

fashion with respect to the general problem of gestural 

recognition and this would seem an inappropriate approach to 

handling a system which was to be alphabet independent. Also, 

although the various strengths of neuron connections can be 
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measured and monitored, it is not always an easy task to 

determine where recognition problems lie in such a network. 

Identifying particular discrimination problems between 

various symbols can be quite difficult and even when 

identified, these problems are not easily handled with neural 

networks and often require extensive retraining or network 

reconfiguration. 

2.2 Dialogue Management Techniques for Gestural 

Interfaces 

Relatively little work has been done to date on the problem 

of dialogue management for gestural interfaces [63]. All 

existing systems that we are aware of attempt to place the 

user/system dialogue into a traditional dialogue management 

model with only slight alterations. 

In designing a traditional dialogue manager, the programmer 

can safely assume that a particular event has taken place if 

notification of such an event has been received. For example, 

if the system receives an event indicating that the 'K' key 

has been pressed, then it can carry out whatever action is 

called for in the application upon the pressing of the 'K' 

key in the current state of the dialogue. In short, there is 

little or no concern as to the certainty of the event having 

occurred [15,20,63,64]. 
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Although basic events such as a pen-down event (the stylus 

tip touches the tablet) or a pen-up event (stylus tip ceases 

contact with the tablet surface) or a stylus tip-movement 

event can be assumed to have occurred with the same level of 

certainty we see in tradi tional models, the more abstract 

notion of a gesture does not occur with absolute certainty. 

Gestural systems require recognition of the gestures and 

recognition is not an absolute process. Recognition errors 

will occur in any gestural system. No algorithm to date has 

achieved 100% recognition and it is important to note that no 

algorithm can ever hope to achieve such a figure (with the 

exception of trivial circumstances such as a single symbol 

alphabet). To see this fact, one need only note that the 

basis of any gestural communication is the premise that the 

differences between gestures for different symbols must be 

greater than the distances between different instances of a 

gesture representing the same symbol. If this were not true 

then it would not be possible to communicate using gestures 

as discrimination between different gestures would be 

impossible [18,60]. With this rule in mind one can imagine 

gestures which are intended to represent a particular symbol 

but which are actually closer approximations (in the view of 

the algorithm performing the recognition) to some other 

symbol in the alphabet. This problem is addressed further in 

Chapter 6. 
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Since recognition errors will occur, they must be handled in 

the user/system dialogue. In existing systems, this 

ultimately comes down to forcing the user to correct the 

mistake and in many cases to recognize the error in the first 

place. We present a new approach to dialogue management in 

Chapter 6 which we believe addresses the concerns presented 

above and which can be easily combined with an INCA-based 

recognition system. 

2.3 How INCA relates to previous approaches 

In our work, we apply a variety of the recognition 

techniques listed above along with variations of these 

algorithms of our own design to the problem of alphabet

independent gestural recognition. The following chapter 

presents an algorithm which takes a probabilistic approach to 

handling feature analysis in an alphabet independent fashion. 

Many of the ideas which were later integrated into INCA 

developed from work on this algorithm. 

As we mentioned in Chapter 1, INCA is a model designed to 

combine a variety of recognition algorithms into a single 

meta-algorithm capable of improving upon any individual 

component algorithm's performance. INCA does not restrict the 

number or type of component algorithms with which it can be 

configured at any time. All of the algorithmic techniques 

presented in the previous section as well as others which 
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were not mentioned or those which have yet to be developed 

can be used in the INCA model. The only conditions placed on 

algorithms is that they produce a recognition result given a 

gestural input and that they be alphabet independent. We are 

unaware of any previous approach to gestural system design 

which used a meta-algorithm to combine a variety of 

techniques. 

Previous approaches to gestural recognition systems have 

relied upon traditional dialogue management techniques to 

handle the interaction or dialogue between user and system. 

With INCA we have examined techniques intended to accept the 

uncertainty of gestural recognition as a normal and expected 

aspect of a gesture-based systems. This new model is 

described in Chapter 6. 

In summary, INCA, allows the programmer to select a variety 

of techniques (as well as possibly create and use their own 

recognition algorithms) to apply to the problem 

simultaneously with the results being combined in a 

meaningful fashion with the hope of improving overall 

performance over any of the individual component algorithms. 

This mete.. algorithmic approach appears to have several 

advantages over the traditional single algorithm approach. 

Rather than relying upon a single approach to recognition, 

INCA is capable of extracting information from a variety of 

different recognition algorithms each with their own 
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particular strengths or weaknesses. Algorithms with 

relatively weak performances can be configured into the INCA 

system in a way which will improve upon the overall 

recognition rate without the usual iterative design process 

required to improve the recognition rate of any individual 

algorithm. Although this claim does not hold for perfect 

recognition algorithms, no such algorithms are known for all 

but trivial recognition problems. The basic approach of INCA 

can be used to improve virtually any known recognition 

technique and should be applicable to any technique developed 

in the future. The system's Bayesian model allows for the 

design of a useful algorithm-analysis module which can assist 

in the design of new algorithms as well as suggest minor 

alterations which can improve recognition rates. 
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Chapter 3 

Bayes I Theorem and the INCA Model 

The INCA (I've No Cute Acronym) model is based upon the use 

of Bayes' Theorem developed in 1763 by Reverend Thomas Bayes. 

Bayes derived the algebraic relationship based on the 

definition of conditional probability. Although over 200 

years old, the theorem has not been applied extensively until 

well into the 20th century [19,85]. 

In this chapter we will present a review of basic 

probability with a focus on definitions and results essential 

to understanding Bayes' Theorem. We will also explain how the 

problem of gestural recognition can be framed in order to 

apply the theorem effectively. After this preliminary 

material we will present the basic INCA model along with some 

implementation details. 

3.1 Preliminary Definitions 

In any probabilistic problem we are interested in the 

outcomes of one or more trials, samplings, or experiments. 

The set of all possible outcomes is called a sample space. 

These outcomes are frequently referred to as events [49]. 

When applying probability to the problem of gestural 

recognition we will consider our experiment to be the act of 
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a user entering a gesture representing some symbol in the 

alphabet and a recognition algorithm producing a result. In 

our domain an event will simply be the particular symbol 

represented by the gesture drawn by the user or the 

recognition result produced by a recognition algorithm when 

presented with the input gesture. For example, if the user 

entered the gesture for symbol Si and a recognition algorithm 

recognized it as the symbol 8j then the result of our 

experiment would be two events the first corresponding to the 

user drawing the gesture for 8i and the second corresponding 

to the algorithm's recognition of the gesture as 8j. 

The sample space will consist of all symbols in the alphabet 

for which the user could draw an associated gesture and all 

possible recognition results for the recognition algorithm. 

A probability measure P is defined on a sample space 8 as 

follows [19,49]. 

1. for certain subsets A of 8, 0 ~ peA) ~ 1; 

2. pc<\»~ = 0, P(8) = 1; 

3. if subsets A and B of 8 are disjoint, then 

peA U B) = peA) + P(B). 

peA) is the probability of the occurrence of event A. 

A sample space paired with a probability measure is called a 
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A sample space paired with a probability measure is called a 

probability space. It is important to note that a probability 

measure is a function from the set of all possible events to 

the set of real numbers between 0 and 1. 

When applying probability to gestural recognition using the 

INCA model we will see later in this chapter that we will 

consider finite probability spaces only. That is, probability 

measures applied to finite sample spaces. 

3.2 Conditional Probability 

The basis for Bayes' Theorem is conditional probability. If 

B and A are both events in a sample space S, then the 

conditional probability that event A occurred given the fact 

that event B has occurred is 

P(AIB} = p(BnA} / P(B}. 

This equation allows us, upon observing event B, to 

calculate the probability that event A has also occurred 

[49] . 

Bayes' 

partition 

Theorem applies conditional probability to a 

of a sample 

exhaustive sets, Al, A2, 

space into mutually exclusive and 

... , AN. Simply put, this means that 

every element in the sample space S is in exactly one 
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partition Ai and the union of all Ai is S. The theorem 

supplies a formula for P(AiIB) which is extremely useful when 

event B is empirically observable and the various Ai'S are 

not. In essence, Bayes' Theorem allows us to predict the 

probability that some unobserved event ( e.g. the drawing of 

a gesture representing some symbol Si) occurred from the 

occurrence of an observed event 

algorithm's result was Sj). 

e.g. the recognition 

When dealing with the problem of gestural recognition, we 

will partition our sample space into singleton sets and we 

will let B represent the event associated with the 

recognition result of an algorithm (clearly this is 

observable and will be unique) and we will let each Ai 

represent the event that the user entered the gesture for a 

symbol Si in the alphabet (which in our case is the unobserved 

event of interest). 

A formal statement of Bayes' theorem is: 

, AN be a partition of some sample space and 

Bk be some event. 

Assuming that prior probabilities for P (Bk)' P (Ad and 

P(BkIAi) are known, then: 



Equation 3.1 (Bayes' Theorem) 

P ( Bk I Ai ) * P (Ai) 

P (Bk) 
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Bayes' theorem is essentially an algebraic relationship by 

which prior probabilities are revised in view of additional 

observed data in order to obtain posterior probabilities. 

3.3 Bayesian controversy 

The application of the theory is not without controversy. 

The most frequent and major objection to the application of 

the theorem is directed at the use of subjective 

probabilities for the apriori terms of the equation. since 

Bayes' theorem does not validate the apriori probabilities 

nor does it require that these probabilities be based on 

empirical data then those who practice objective statistical 

analysis point out that one can manipulate the subjective 

prior probabilities in such a way as to prove a result 

without the empirical evidence to back up the claim, as in 

Plato's famous use of a Bayesian-like approach to prove the 

existence of Atlantis [19,85]. In short, traditional 

statistical analysts believe that probabilities can only be 
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assigned to random variables since they feel that 

probabilities must represent frequencies of observable 

events. This is a problem, but as we will argue later in this 

chapter, if applied in a reasonable manner to real-time 

gesture recognition, Bayes' theorem will either rely upon a 

completely observed prior distribution or use a prior 

distribution previously shown to be accurate and appropriate 

for a particular application [71,85]. 

Although Bayes' theorem has been applied in a number of 

areas including image analysis, applied seismology, and 

economic modeling, it has not been extensively examined in 

the area of real-time recognition of gestures. We believe 

that it is an appropriate inferencing technique for this 

problem for a variety of reasons which we will discuss 

throughout this chapter [71]. 

3.4 Bayes' Theorem and Gesture Recognition 

To review, we can consider an experiment to consist of the 

user entering a symbol from the gestural alphabet and a 

recognition algorithm producing a recognition result based on 

the input gesture. Our goal then is to identify the former 

event upon observation of the latter. 

So in the problem of gestural recognition we will define 

Ai=Si where Si is the ith symbol of the alphabet. Further, we 
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can consider the event Bk to be the recognition result of some 

gestural recognition algorithm. In particular, Bk indicates 

that the algorithm has recognized symbol Sk as the symbol the 

user has entered into the system through the use of gesture. 

Assuming we have apriori probabilities for P(Bk), P(Ai) and 

P(BkIAi), then Bayesian inferencing allows us to calculate 

P(AiIBk). This is the conditional probability, assuming that 

the algorithm has just recognized the unknown gesture as 

representing Sk' that the user actually entered a gesture for 

symbol Si. When an algorithm produces a recognition result 

this calculation can be used to determine the likelihood that 

the actual gesture entered was intended to represent Si for 

all i. 

If we are to use Bayesian analysis as the basis for 

producing our recognition result, we must have prior 

distributions for Ai (the user entered gesture for symbol Si), 

Bk (the recognition algorithm recognized the unknown gesture 

as representing Sk) and BklAi (the user entered gesture for 

symbol Si and the algorithm recognized it as gesture for 

symbol Sk). Initially, these distributions will need to be 

extracted from user data which is gained through a training 

process. We discuss specific training techniques in Chapter 4 
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but the general form of training would require that users 

enter a collection of sample drawings of the gesture that 

they will use for each particular symbol of the alphabet. 

These samples will be used by an algorithm as it sees fit. 

For example, a curve-matching algorithm may use these samples 

to produce a prototype gesture which it feels is the best 

estimate of what the gesture should look like. A temporal 

analysis approach may produce a pattern describing the series 

of directions the pen-tip takes while drawing the particular 

gesture. With these samples collected a collection of sample 

gestures (these can be collected at the same time as those 

above) can be used to test each algorithm I s performance. 

Given a sufficient number of samples and assuming that no 

technique requires an inordinate number of training s~mples 

(this may not hold true for neural network algorithms which 

can require a large number of training samples but should for 

other recogni tion techniques) we can produce an ini tial 

distribution for each of the values above. This simplified 

view may not produce optimal distributions (e.g. some symbol 

or symbols may appear more frequently in our training than 

they do in the actual application). We will address this 

issue later in Chapter 4, however for now it suffices to show 

that these distributions can be created through training .. 

With these prior distributions in hand we can determine the 

post conditional probability for AilBk (the probability that 

the user actually entered a gesture intended to represent 

symbol Si if the algorithm recognizes the gesture as 
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representing Sk). As soon as the system is informed that a 

recognition is correct or upon the correction of a 

misrecognition, the distributions can be updated to reflect 

the current history up to and including the previous 

recognition. 

3.5 Gestural Models using Bayes I Theorem 

A system which uses Bayes' theorem in this way would operate 

as follows: 

1) The user enters a gesture intended to represent some 

symbol Si. 

2) The recognition algorithm recognizes the gesture as 

representing some symbol Sk. 

3) Based on apriori probabilities the system calculates the 

probability of P(AiIBk) for all symbols Si in the alphabet. 

4) System chooses recognition result based on the maximum 

likelihood. 

5) Upon correction of a misrecognition or upon assumption 

that recognition was correct, we update the apriori 

distributions to reflect the current history including the 
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most recent result. 

At this point, the system has associated a probability with 

each symbol of the alphabet. This probability represents the 

likelihood (based on prior experience) that the algorithm 

recognized the symbol as Sk but it was actually entered as a 

gesture for some symbol Si of the alphabet. 

In effect, the system is basing its recognition result not 

on the operational details of a particular algorithm at hand 

but rather on the observed performance of the algorithm to 

date. This is different from existing systems in that the 

relative confidence level of a recogni tion result is not 

dependent upon some internal cost function or distance 

function which may be extremely inaccurate (one can imagine 

an algorithm whose relative confidence for a recognition is 

the result of a poorly defined cost function and thus not 

worth consideration), but rather on the actual observed 

behavior of the algorithm in practice. 

Previously in this chapter we have considered only a single 

undefined recognition algorithm. For our model we would 

prefer to consider a variety of techniques so that the 

strengths of one technique can be used to compensate for the 

weaknesses of another. Some of the better known approaches to 

gestural recognition algorithms are presented in Chapter 2. 

We would like a model which allows all of these techniques to 
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be used together as well as any other technique that a 

programmer may wish to include in the system. In order to do 

this we need to apply Bayes' theorem to all of the component 

algorithms of the system and then integrate the results in a 

way which allows us to make a "best choice" selection for the 

entire meta-algorithm which optimizes the systems chances for 

a correct recognition. 

The INCA model is based upon a simple implementation of 

Bayesian analysis. The basic design of INCA allows 

programmers to introduce their own recognition algorithms 

into the model to work along side of the built-in algorithms. 

As explained below, each algorithm has associated with it an 

NxN matrix, where N represents the number of symbols in the 

alphabet to be recognized. Figure 3.1 presents a case where 

there are M recognition algorithms intended to recognize the 

digits 1-8. These matrices are called Performance Matrices. 

3.6 Performance Matrices 

As mentioned above, each recognition algorithm Ri has an 

associated Performance Matrix PMi. If the alphabet is of size 

N then the matrix is size NxN. Rows of the matrix are indexed 

by symbols drawn by the user. Columns are indexed by symbols 

recognized by the algorithm. A cell of the matrix PM[Si,Sj] 
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contains an integer which represents the number of times to 

date that symbol Si was drawn by the user and recognized by 

the algorithm as symbol Sj. 

In short, these matrices provide a complete empirically 

observed distribution of previous events in the system. If to 

date there have been N symbols entered into the system for 

recognition, then the total of all cells in any performance 

matrix will sum to N + k, where k is the number of samples 

entered as training data for the system. Figure 3.2 presents 

a sample performance matrix for the alphabet of digits 0-9 

for some recognition algorithm Ri. 

Symbol drawn 
by user 

Figure 3.2 

Symbol recognized by recognition algorithm 

o 123 4 5 678 9 
0 88 0 4 6 12 0 11 0 9 21 

1 0 105 2 0 0 0 0 5 0 0 

2 0 0 75 51 0 6 0 5 0 0 

3 2 0 4 91 0 0 0 0 12 0 

4 8 0 0 0 93 0 16 0 0 15 

5 0 0 2 6 0 87 16 0 0 0 

6 5 0 0 0 1 44 51 0 4 0 

7 0 9 6 0 0 0 0 102 0 0 

8 15 0 0 2 2 0 4 0 99 2 

9 12 0 0 0 16 0 0 14 0 76 

Performance matrix. Cell PM[2,3] == 51 
indicating that in prior use the algorithm 
has incorrectly recognized the gesture for 
the symbol '2' as a '3' 51 times. 
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In order for the system to use Bayesian analysis, it ~s 

necessary that we be able to calculate all terms in the 

equation 3.1 from the information stored in the performance 

matrix for each algorithm. 

We can calculate the value of prior probability P(Ai) as 

follows: 

N 

L 
j=l 

P(Ad = 
N N 

LL 
L=l M=l 

This is simply the sum over the row of the matrix for the 

index 8i representing the number of times to date that the 

symbol Ai was drawn by the user, over the total number of 

symbols drawn to this point. Assuming that a total is kept 

for each row and column of the matrix as well as a total 

value for the entire matrix, then this value can be 

calculated with little computational effort. Figure 3.3 

presents a computation of the value P(symbol "%" was drawn by 

the user) for a given performance matrix. 

We must also be able to calculate the prior probability of 

P(Bk). That is, the prior probability that the recognition 

algorithm recognized symbol Sk. This can be accomplished with 



Symbol recognized by algorithm 

Symbol drawn 
by user 

$ 

% 

@ 

+ 

# 

& 

$ % 

86 9 

3 o 

6 o 

o 4 

o o 

@ + # & 

o 1 4 o 

83 0 1 13 

o 72 22 0 

o 7 89 0 

8 0 0 92 

Row total for symbol "%" = 6+91+3 = 100 
Total number of symbols entered = 600 
Prior probability that user drew symbol "%" = 100/600 =.167 

Figure 3.3 Calculation for P ( "%") • 

the following calculation. 

N 

L PM[8j, 8k] 
j=l 

N N 

L L PM[8L ,8M ] 
L=l M=l 
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Again, assuming updated and accurate matrix, row, and column 
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totals the value of P(Bk) is calculated with little effort as 

it equates to the sum of the column of the matrix indexed by 

S k over the total sum of the entire matrix. Figure 3.4 

indicates this calculation for the same performance matrix 

of Figure 3.3 upon recognition of the symbol n#" by the 

associated recognition algorithm. 

Symbol recognized by algorithm 

$ % @ + # 

$ 8 6 9 ,t~t 0 1 ':4 
;."; .' 

% 
:/.,,~J,t1J. 

6 9 1 0 0 ;;!.~:!J Symbol drawn 
by user @ 

3 0 8 3 0 :S\~~ 
+ 6 0 0 7 2 

I;~;~:~~: 
:22·. 
~~': ;:' ~.\ P 

# 
,,~>~ ~~:::~ 

0 4 0 7 .89 ;i: 
:;~.:.~~~'~~j! 

& 0 0 8 0 ij:gJi 

Column total for symbol "#" = 4+3+1+22+89+0 = 119 
Total number of symbols entered to date = 600 

& 

0 

0 

1 3 

0 

0 

9 2 

Prior probability that algorithm recognized symbol "#" = 119/600 =.198 

Figure 3.4 Calculation for l? ( "#") . 

The final term in the equation is the prior conditional 

probability P (Bk I Ai)' Using the performance matrix, we can 

calculate this value as follows: 
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PM[Si,Sk] 
P (Bk I Ai) = --N---:;;-":':';"---

L PM[Si' Sj] 
j=l 

This is equivalent to the cell indexed by row Si and column 

Sj over the sum of the row indexed by Si and can be calculated 

with ease. Using the same example performance matrix as in 

earlier calculations, Figure 3.5 presents a calculation for 

the prior conditional probability that the algorithm 

recognized symbol "#" given that the user had actually 

entered the symbol "+". 

Symbol recognized by algorithm 

$ % @ + # & 

$ 86 9 0 1 4 0 

% 6 91 0 0 3 0 
Symbol drawn 

by user @ 
3 0 83 0 1 13 

+ 

# o 4 o 7 89 0 

& o o 8 o 0 92 

Cell PM["+", "#"] = 22 
Row total for symbol "+" = 6+0+0+72+22+0 = 100 
Prior conditional probability that user entered symbol "+" and it was 
recognized as symbol "#" = 22/100 = .22 

Figure 3.5 Calculation for P{"#"I"+") . 
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If we take the calculations above and place them into the 

appropriate positions of equation 3.1 we get: 

N 

L PM[Si' Sj] 
j=l 

N 

L 
* ---------------

N N 

LL 
j=l L=l M=l 

N 

L PM [Sj' Sk] 
j=l 

N N 

L L PM [SL' SM] 
L=l M=l 

After simple algebraic reduction, we end up with the 

following calculation to produce the conditional probability 

N 

L PM[Sj' Sk] 
j=l 

This equation corresponds to the cell PM[Si' Sk] over the 

column for the symbol Sk. In our example, if the algorithm 

recognizes the symbol "@" and we wish to know the 

probabili ty, based on prior experience, that the actual 

symbol drawn by the user was a "&" then we would use the 

information above as indicated in Figure 3.6. 
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Symbol recognized by algorithm 

$ % @ + # & 

$ 8 6 9 :?~-~ 1 4 0 
;·~:>f..:~#t·: 

% 
;.~ ~:;,~~:!:. 

6 9 1 :::0 :./~ 0 3 0 .. " .. :"'. 

Symbol drawn >~< (t-.~·~· 

by user @ )~:,:!:~ 
3 0 :83 0 1 1 3 

~ F ...... :~-~': .. : 

+ 6 0 ~},~.'~~:: 7 2 2 2 0 
·,'>\·?~:r 

# , 

0 4 :~~~); 7 8 9 0 
:.::.~ ~ /,,::; 

& ~{~ 0 0 v.~~ 0 0 9 2 'i, ~/ 

Cell PM["&" I "@") = 8 
Column total for symbol "@" = 0+0+83+0+0+8 = 91 
Prior conditional probability that algorithm recognized syrnb.ol "@" when 
user entered symbol "&" = 8/91 = .0879 

Figure 3.6 Calculation for P("&:'''I''@''). 

At this point, we have calculated the probability that the 

unknown gesture which was recognized by the algorithm as 

symbol Sk was in fact entered by the user as Si, based on 

previous performance. If we carry out the calculations for 

all of the symbols in the alphabet we would end up with a 

finite probability space consisting of pairs of symbols and 

associated probabilities <Sj,Pji> where Pji is the probability 

that the recognition algorithm recognized the gesture as 

representing symbol Sj when in fact it was intended to 



63 

represent Si. Clearly the sum of all probabilities Pi in the 

space is 1. We refer to these finite probability spaces as 

Confidence Vectors in our work. 

3.7 Confidence Vectors 

Figure 3.7 presents a performance matrix associated with 

some recognition algorithm applied to an alphabet of symbols 

along with the confidence vector calculated from this 

performance matrix upon the recogni tion of the unknown 

gesture as representing the symbol n # n, by the algorithm. 

From the confidence vector we can see that based on prior 

performance the likelihood that the unknown gesture 

represented the symbol n+n is .20, and the probability that 

it is the symbol n#n is .80. All other digits have an 

associated probability of ° indicating that to date this 

particular algorithm has never been presented with a gesture 

intended to represent some symbol other than n+n or n#n and 

recognized it as the symbol n # n. The symbols in the 

confidence vector of Figure 3.7 are given in order of 

decreasing probability. 

If this confidence vector calculation is carried out for 

each of the component algorithms, then they will each produce 

a confidence vector based upon their particular performance. 

So if we have M gestural recognition algorithms we will end 

up with M confidence vectors each of which presents the 
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Bayesian adjusted probabilities for the symbols of the 

alphabet as based on the algorithm's previous performance. We 

now need to combine these vectors is some manner that will 

allow us to produce a single recognition result from the INCA 

model in a computationally inexpensive manner. 

Symbol recognized by algorithm 

$ % @ + # & 

$ 86 9 ,;Q:j' 1 4 0 

. ".",' , 

% 
.;';;"~ .. 

6 91 ,;~O ~.: 0 3 0 
Symbol drawn 

.~:. I }':;i:;~ 

by user @ "~", 

3 0 ,83, 0 1 13 
".~. ~!/? 

+ 6 0 ',:07
;;::' 

" <:. 
72 22 0 

~ ... 

# 
,,;,"." 

0 4 0,;, 7 89 0 
. ',-":j,~~> 

& 0 0 ~~~ 0 0 92 
/// 

# I .80 

+ I .20 

Confidence $ 0 

Figure 3.7 

I 

Vector 
% I 0 

@ I 0 

& I 0 

Performance matrix and Confidence 
vector resulting from recognition of 
symbol "#". 
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A relatively simple approach to combining the results was 

selected for the model. The symbol which has a maximum sum of 

probabilities across all confidence vectors is selected as 

the recognition result. This calculation provides an unbiased 

estimator and allows the model to minimize uncertainty across 

all recogni tion algori thms while taking advantage of a 

frequent property of recognition algorithms. This property is 

that most recognition algorithms will place the correct 

symbol for the recognition within the top 3 symbols of the 

confidence vector. By considering all confidence vectors we 

consider all recognition techniques and by using the maximum 

sum calculation we decrease the likelihood that a single 

algorithm will bias the recognition. The maximum sum 

calculation appears to produce effective results in practice. 

Figure 3.8 presents a recognition based upon 5 hypothetical 

confidence vectors. 

Upon producing a recognition result, the performance 

matrices must be updated to reflect the outcome of the 

recognition. If the recognition is correct, that is if a 

particular algorithm recognized the gesture as Sk and in fact 

the user intended the gesture to represent Sk' then the cell 

PM [Ski Sk] of the algorithm's performance matrix must be 

incremented by one. If in fact the recognition is incorrect 

and the user is forced to indicate the proper symbol as Si' 

then the cell PM[Si' Sk] must be incremented by one. This 
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process should be carried out for each recognition algorithm 

and its associated performance matrix. At this point the next 

symbol can be processed with up-to-date data regarding the 

distribution of both gestures entered by the user and symbols 

recognized by the algorithms. 

# , .70 + , .13 # , .70 # , .70 % .10 , 
+ , .13 # , .70 + I .13 + , .13 $ .07 
$ I .07 % .10 % , , .10 $ .07 # .70 , , 
% , .10 $ , .07 $ , .07 % .10 + , .13 , 
& , 0 @ , 0 @ , 0 @ , 0 @ , 0 
@ , 0 & , 0 & 0 & 0 & 0 , , , 

P (#) = .7 + .1 + . 8 + .64 + .15 = 2.39 

.p (+) = .13 + .83 + .2 + .31 + .08 = 1. 55 

P(%) = .1 + .05 + 0 + .02 + .42 = .59 

P($) = .07 + .02 + 0 + .03 + .28 = .40 

P(@) = 0 + 0 + 0 + 0 + .04 = .04 

P(&) = 0 + 0 + 0 + 0 + .03 :: .03 

Figure 3.8 Recognition of unknown symbol as "#" 
using confidence vectors produced from 
performance matrices of 5 recognition 
algorithms. 
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Chapter 4 

INCA Training and Related Issues 

Clearly, INCA is a model for user-dependent recognition. To 

see this one need only imagine attempting to use a single set 

of performance matrices for two users whose writing style 

differs significantly for some particular alphabet. For these 

two users it will often be the case that algorithms will 

recognize one user's gesture for a symbol Si at a higher rate 

than the gesture used by the other even if the two algorithms 

are themselves user dependent. In such a case it is 

impossible to have a single performance matrix which works 

well for both users. This implies that any system using INCA 

recognition must store a set of performance matrices for 

every user in the system (and for every alphabet the system 

is designed to recognize). 

Although it may at first appear that this is a weakness to 

the model, we feel that it is actually a strength. It allows 

the system to adapt to each individual user's particular 

style of creating gestures and presents the user with a less

restrictive, more natural interface. Previous studies have 

indicated that users prefer to create gestures in a natural 

way and tend to have negative attitudes about interfaces 

which use gesture but require that users adapt their mental 

models to the system even though for most types of gesture 
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(handwriting, movement) the model is well established and 

understood by the user [13,15,47,48,63,64,65]. User

dependency seems to be the correct approach to designing an 

interface where every user can be expected to be an "expert" 

in the use of the interaction technique (this is obviously 

not the case for individuals with particular physical 

handicaps or in very specialized systems wi th original 

alphabets where the assumption of expert ability is likely to 

be too strong, but in most cases it holds true). 

4.1 System Training 

INCA requires training in order to have some initial values 

in the performance matrices of the component algorithms. This 

however raises an interesting series of problems. The first 

problem is just how many samples are required before the 

system is considered to be well trained. For most gestural 

recognition techniques, 15-20 samples of each symbol appear 

to be adequate [50,51,58]. However, since some techniques 

require a great deal more training, the system may not be 

adequately trained with 20 samples. For the purposes of this 

work we will normally assume that when algorithms which 

demand an unusually large training process are included, 

these algorithms will be pre-trained and functioning at an 

effective level. If however, one were to insert sayan 

untrained or untested neural network based recognition 

algorithm into the INCA meta-algorithm, it would most likely 
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be ineffective until it had seen enough symbols during use of 

the system to have in essence received "on the job training". 

Although one can argue then that eventually the algorithm 

will receive adequate training and the issue is moot, this 

raises another related problem. 

This related problem concerns the case of component 

algorithms which themselves adapt over time to the individual 

user's style. In such a case the performance matrix for the 

algorithm does not necessarily represent accurately the 

current state and ability of the algorithm. For algorithms 

which adapt slowly over time this is not a serious problem 

but for algorithms which can alter their capabilities 

relatively quickly this can result in a situation where the 

algorithm is performing very well but the performance matrix 

indicates mediocre or poor performance. 

Figure 4.1a shows a performance matrix for a hypothetical 

algorithm after 1000 symbols have been processed. Figure 4.1b 

shows the performance matrix after 50 "3"'s and 50 "2"'s have 

been entered by the user and recognized correctly by the 

algorithm. Although the algorithm is performing at a much 

better rate over the past 100 symbols, the resulting 

performance matrix still indicates a poor ability to 

distinguish between the two symbols. An obvious approach to 

this problem is to have the performance matrices not 

represent the entire historical distribution of results for 
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the algorithm but rather have it represent some window of 

time over the most recent events processed by the system. 

1 2 3 4 5 6 1 2 3 4 5 6 
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95 
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0 
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200 
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0 

Figure 4.1 
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0 0 

0 0 

0 0 

0 0 

110 13 

12 05 

1 

2 

3 

4 

5 

6 

95 

0 

0 

8 

0 

0 

0 0 13 0 0 

1 ~oo 0 0 0 

25C 4 0 0 0 

0 0 85 0 0 

4 0 0 110 13 

0 0 0 12 10.1' 

(b) 

Performance Matrix before (a) and after 
(b) correct recognition of 50 drawings 
of gesture for symbols '2' and '3'. 

Al though this approach can resul t in improved recogni tion 

rates it is unclear how to determine the size of the window 

apriori for any algorithm or for any particular alphabet. One 

must also be careful to avoid a window size which does not 

adapt to moded applications. 

4.2 Moded Applications and the Windowing Problem 

It is possible that an application is designed to operate in 

a variety of modes I each of which uses a particular and 
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distinct subset of the entire application's gesture alphabet. 

In such a case, we may find that the application initially 

operates in a mode which uses say 5 distinct symbols but then 

switches to a new functionality which may use 7 different and 

distinct symbols. In such a case, if the window we use is too 

large, then recognition in the later mode is likely to be 

quite poor at first and may improve only slowly over time. On 

the other hand, if the window is too small then we are in 

effect losing all information about the recognition 

performance of the algori thm during previous modes of 

operation. If these modes are then repeated, we are unable to 

benefit from prior knowledge about the recognition rates of 

the various component algorithms on the frequently used 

symbols in the mode and must in effect relearn the data. 

Unfortunately, no matter what size window we choose, we can 

always design a sequence of gesture events which will cause 

increased misrecognitions. With this fact in mind, we would 

prefer to avoid the use of windows entirely. 

We have examined an approach to addressing this problem 

which we call gestural regions. This approach assigns a 

particular subset of the entire application alphabet to a 

region or regions of the screen. By dividing up the 

application into well-defined regions it is often possible to 

avoid the problems caused by moded interfaces or 

applications. 
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4.3 Gestural Regions 

In using gestural regions, we assume that the interface 

designer is aware of particular areas or obj ects of the 

interface which require only a portion of the entire alphabet 

symbols as input. For example, Figure 4.2 presents a portion 

of the screen for an application in which only the digit 

symbols are required in the regions for age, weight, height, 

and social security number, while the name region is designed 

to only recognize English characters. In such a situation, 

the INCA model need not concern itself as strongly with 

discrimination problems between say the digits and lowercase 

English characters as it should with discrimination problems 

between the digits themselves. In fact, in many cases (as in 

the example shown> the particular region can be treated as 

recognizing a unique and much smaller alphabet than the 

entire application [31]. 

This ability to divide the application screen into regions 

which recognize relatively small subsets of a potentially 

larger alphabet can significantly improve recognition rates 

for individual algori thms and thus increase the overall 

performance of a system based upon INCA. Figure 4.3 provides 

an example of the potential improvement. Figure 4.3a presents 

the recognition rates for both the INCA model and 3 component 

algorithms for an alphabet consisting of 32 symbols designed 
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NAME (First, Last) 

Social Security Number 

C",,--5_5S_-_Lf _\f -_J._?_0 >----,J 
AGE (years) HEIGHT(inches) WEIGHT (pounds) 

Figure 4.2 Sample data-entry gestural application 
using gestural regions. 

to include all gestures of the application (divided into 

three disjoint sets of size 6, 10 and 26 respectively) while 

Figure 4. 3b presents the results when the application is 

divided into gestural regions which effectively ignore those 

symbols of the alphabet which are not necessary for the 

regions functionality (e.g. English characters are eliminated 

from numerical data entry regions). These results are taken 

from a test performed on a small prototype implementation of 

INCA. Initially data was entered (and recorded for later use) 

to algorithms designed to recognize the entire 32 symbol 
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alphabet. The same data was then entered into the system 

reconfigured so that each gestural region was designed to 

accept a particular subset of the original 32 symbol 

alphabet. Chapter 7 presents further testing results on the 

INCA model. 

Gestural regions can also reduce the design time required 

for component algorithms as it is clear that larger more 

complex alphabets frequently require larger and more complex 

recognition techniques in order to handle symbol 

discrimination effectively. Relatively effective recognition 

algorithms can be designed for small alphabets in a fraction 

of the time it takes to design algorithms with equal 

performance for much larger algorithms. 

Gestural regions can also eliminate a variety of 

discrimination problems. For example, for many users it is 

essentially impossible to distinguish between their gesture 

for the lowercase letter 0 and the digit 0 without contextual 

information. By indicating that a particular region need only 

concern itself with digits we have in effect provided a 

context for the recognition of a 0 (zero) and eliminated any 

confusion with the symbol o. Although this type of 

discrimination removal is not always possible it frequently 

is the case that many such discrimination problems can be 

eliminated from the interface. 



% correct 

Algorithm #1 45.6% 

Algorithm #2 52.1% 

Algorithm #3 56.5% 

INCA 86.2% 

(a) 

without regions 

% correct 

Algorithm #1 72.0% 

Algorithm #2 76.2% 

Algorithm #3 85.0% 

INCA 95.89% 

(b) 

with gestural regions 

recognition 

recognition 

Figure 4.3 Recognition rates with and 
without gestural regions active. 
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Through empirical observation and our own experience in 

designing gestural applications I we strongly believe that 
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most gestural-based systems can be either easily 

reinterpreted to include the use of gestural regions or 

preferably designed with such regions defined apriori. The 

use of these regions within the INCA model can allow us to 

choose a window size which is effective for each individual 

region or in many cases to eliminate the need for a window 

entirely as gestures are often drawn with relatively equal 

distribution within a region. Although this is not true for 

applications which are primarily text-entry systems, we do 

not feel that gestural input is the preferred input technique 

for such interfaces. 

By using gestural regions, it is often possible to eliminate 

the consideration of the windowing problem as alphabets are 

significantly smaller and recognition rates improve. It is 

also often the case that the distribution problems which 

forced the consideration of the use of a temporal window of 

input events disappear with the use of gestural regions since 

applications which are built around distinct functional modes 

can often be designed to have separate regions associated 

wi th each mode. So there is no reason to worry about 

identifying a mode-change as it is implied by the particular 

region which is in use. For example, suppose an application 

required the use of a special symbol in order to abort 

execution immediately and further suppose that such an action 

was expected to occur wi th extremely low frequency. By 

providing a special region which was designed to recognize 



77 

only this symbol and perhaps a few other low probability 

events, we avoid the problem of having the symbol confused 

with some other high probability event. It should be noted 

however that in the worst-case, the use of regions simply 

spreads the windowing problem across a collection of subsets 

of the alphabet, hence mitigating the problem, but not 

actually solving it completely. Other approaches to the 

problem of handling moded inputs are currently being 

considered and are described in Chapter 8. 

4.4 Bayesian Tradeoff 

This leads us to another related problem which has to do 

with the distribution of symbols as used in any application. 

To this point, we have more or less assumed that the training 

and use of gestures should occur with an equal distribution 

among the symbols of the alphabet. That is, we train with say 

20 samples of each symbol. But in many applications there 

will be some symbols which simply do not occur with a high 

frequency. If this is the case, then we can have a situation 

develop in which one or more symbols occur with a very high 

frequency but others occur rarely if at all during normal use 

of the application. This can result in a performance matrix 

similar to the one shown in Figure 4.4. Here we see that the 

symbol II 2 II occurs approximately once out of every three 

symbols on average. However, symbol IIZII occurs only once in 

every 100 entered symbols. 
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It is worth noting that if we use the method described so 

far and we select a true distribution of events (the actual 

symbols drawn by the user to date), then we can end up with a 

situation where some symbols are never recognized at all 

because of their low probability of occurring even though the 

symbols are recognized correctly by component algorithms with 

high probability. Figure 4.4 presents a performance matrix 

which indicates the problem. As the matrix indicates, the 

symbol '2' occurs quite frequently while the symbol 'z' has 

occurred with low probability to date. Although the algorithm 

associated with this matrix recognizes the gesture for the 

symbol 'z' correctly with probability 1.0, the confidence 

vector for the algorithm upon recognition of the 'z' 

indicates a higher probability that the correct symbol was in 

fact an '2' (see Figure 4.4). This is true even though the 

'2' is misrecognized as a 'z' with very low probability .07 

(this can be seen by scanning across the row of the matrix 

corresponding to the user drawing the symbol for ' 2 ' ) . 

Although it is true that based on prior performance there is 

a greater likelihood that the actual gesture was intended to 

represent the symbol '2' (due to its high frequency), this 

result implies that unless the symbol 'z' is used in the 

future with increasing frequency with respect to the entire 

distribution, it may never be recognized by the INCA 

algorithm. 
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Symbol Recognized by Algorithm 

Z 

Symbol 7 
drawn by 

2 user 

3 

S 

9 

Figure 4.4 

z723s9 
3 

2 

7 

0 

0 

0 

0 0 0 0 0 2 , .583 
45 4 0 0 0 z , .250 
3 88 2 0 0 7 , .167 

0 3 28 0 0 3 , 0 

0 0 0 39 2 S , 0 

12 0 0 0 62 9 , 0 

(a) (b) 

(a) Performance Matrix representing true 
distribution with low probability of 
symbol I z I being drawn. (b) Confidence 
vector for performance matrix upon 
recognition of symbol I z I by associated 
algorithm. 

This result implies that a relatively high recognition rate 

for the INCA model as a whole may be achieved, but at the 

expense of the possibility that a symbol or symbols may never 

be recogni zed! For example lit may be the case that a 

gestural interface has a symbol intended to initiate an 

emergency abort of the program's execution which occurs with 

a very low frequency. Assuming that a distribution similar to 

the one presented in Figure 4.4 exists, then it may very well 

be the case that the system is unable to recognize the abort 

gesture under any condi tions. This is not because the 

component algorithms are necessarily poorly designed or 
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because they are incapable of recognizing the symbol. Instead 

it is due to the inherent reliance of Bayes' theorem upon the 

prior distribution [71,85]. 

We have implemented and experimented with an extension to 

the basic INCA model which in some cases will allow the 

recognition of low frequency gestures regardless of the prior 

distribution. This approach is described in the next chapter. 

Our second option is to normalize our performance matrices 

in such a way as to assume that all symbols are equally 

likely to occur in the input. That is, the probability P(Ai) = 
liN where N is the size of the alphabet in question and Ai is 

the event that the user entered symbol Si. 

If we use this approach we effectively eliminate the problem 

of an inability to recognize low probability events but we 

decrease INCA's overall recognition rate. To see this, 

consider the same performance matrix of Figure 4.4 normalized 

to assume equal distribution of symbols as in Figure 4.5. The 

normalization consists of ensuring that each row of the 

performance matrix sums to 1. This has the effect of ignoring 

the distribution of drawn symbols and instead assumes an even 

distribution. If the algorithm associated with the 

performance matrix now recognizes the symbol 'z' the 

resulting confidence vector (see Figure 4.5) indicates that 
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the correct result is a 'z' with probability .902. This 

approach will allow low probability events such as the 

drawing of the gesture for symbol 'z' to be recognized when 

they occur but because of the assumed skewed distribution of 

events this is in fact the least likely scenario. 

symbol Recognized by Algorithm 

Z 

Symbol 7 
drawn by 

2 user 

3 

S 

9 

Figure 4.5 

z723s9 
1 

035 

.07 

0 

0 

0 

0 0 0 0 0 z , .902 
.88 .07 0 0 0 2 , .063 
.03 .88 .02 0 0 7 , .035 

0 .0 9 ~ .90 0 0 3 , 0 

0 0 0 951 .045 S , 0 

.162 0 0 0 838 9 , 0 

(a) (b) 

(a) Performance Matrix representing 
normalized distribution of performance 
matrix of Figure 4.3 (b) Confidence 
vector resulting from recognition of 
symbol I z I by associated algorithm. 

Thus we find that the use of Bayes' theorem in problems such 

as gestural recognition introduces a natural trade-off 

between overall recognition rates for the system and the 

ability to recognize all possible events. 
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We have also considered the use of a pre-defined 

distribution of events. Such a distribution would be based on 

apriori analysis of the application and the likely event 

distribution which would result in everyday use. For example, 

if our application were a gestural interface for document 

editing in an office environment, then we may be able to 

determine through study the expected distribution of events 

for the system. We would then fix the value of P(Ai) for the 

event Ai (symbol Si was drawn by the user) for the entire life 

of the program. 

It is important to note that we should only use such a 

distribution in situations where it is reasonable to expect 

that an accurate approximation can be obtained apriori. As 

was mentioned in Chapter 3 the use of a pre-defined 

distribution is often at the root of criticism directed 

toward the use of Bayesian analysis. Although we are not 

dealing in the area of social issues for which the misuse of 

Bayes' theorem can lead to false and damaging results, we 

should still observe that an improperly designed distribution 

can result in false conclusions which will obviously lower 

the recognition rates for the system [71]. 

If we do find that an application lends itself to such an 

apriori analysis, then we can directly alter our training 

phase to accurately represent the likelihood of particular 

events and thus increase our recognition rates without 

extending the amount of time required to adequately train the 

system. 
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One possible approach to producing an apriori distribution 

which can be used at system start-up is to perform training 

sessions during the user testing stage of development. At 

that time the system designer can be more demanding on the 

test users and produce a set of "average" distributions which 

can be delivered in the form of performance matrices at 

system start-up. This approach can reduce (or possibly 

eliminate) the amount of up-front training required by the 

actual end-user of the system. 
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Chapter 5 

Result Correlations and INCA Extensions 

The problems presented in the previous chapter led us to 

examine a variety of extensions to the basic INCA model. A 

number of these extensions proved to be useful and in some 

cases significantly improved the system's recognition rate. 

5.1 Result Correlations 

As was discussed in Chapter 4, it is possible in the basic 

INCA model to have an algorithm which is capable of 

recognizing the gesture for some symbol with a high 

probability (possibly even 100% of the time) but produce a 

confidence vector which indicates a great deal of uncertainty 

about its result. Figure 5.1 presents a performance matrix 

for such an algorithm Ri. Upon recognition of an unknown 

gesture as the symbol 'z' the confidence vector produced from 

this performance matrix indicates that the correct result is 

'2' with probability .51. This result is not due to the 

inability of the algorithm Ri to correctly identify the 

gesture for 'z' but rather it is due to its inability to 

discriminate between that gesture and the user's gesture for 

the symbol '2'. 
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Symbol Recognized by Algorithm 

Z 

Symbol 7 
drawn by 

2 user 

3 

S 

9 

Figure 5.1 

z723s9 
49 0 0 0 0 0 2 .51 I 

0 75 0 0 0 0 z I .49 
51 0 3 0 0 0 7 I 0 
0 

0 

0 

0 0 80 0 0 3 I 0 

0 0 0 72 0 S I 0 

12 0 0 0 65 9 I 0 

(a) (b) 

Performance Matrix (a) and resulting 
confidence vector (b) upon recognition 

of 'z' indicating discrimination problem 
between 'z' and '2'. 

The basic model for INCA as defined in Chapter 3 does not 

provide a way to improve upon this result. Based on the 

apriori behavior of the algorithm, the best that can be said 

is that the correct symbol is probably a '2'. This is due to 

the fact that we produce the confidence vector for the 

component algorithms in isolation. That is, we only consider 

the prior recognition results for the algorithm in question 

and do not consider the results of any other component 

algorithm in calculating the confidence vector. 

Unfortunately this restriction denies us information which 

may help in distinguishing symbols in cases like that 
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described above. In an effort to improve INCA I S overall 

recognition rates, we have extended the basic model to 

include recognition algorithm result correlations. We attempt 

to identify strong correlations between specific results of 

one component algorithm with those of another which may help 

to distinguish between symbols such as those described above. 

In particular we are looking for correlations which satisfy 

the following two conditions. 

(Rk(S) = a) and (Rh(S) = x) --> S = z with probability Pl. 

and 

(Rk(S) = a) and (Rh(S) = y * x) --> S*z with probability P2 • 

Where, S is an unknown symbol drawn by the user, Rk and Rh 

are INCA component recognition algorithms, and x,y, z are 

arbitrary symbols in the alphabet. 

Simply put, when recognition algorithm Rk recognizes an "a" 

and recognition algorithm Rh recognizes some symbol x then S=z 

with high probability Pl, but when recognition algorithm Rk 

identifies an "a" and Rh recognizes some symbol y which is 

not equal to x, then S*z, with some high probability P2. It 

does not matter which symbols x and yare so long as they are 

different and it also does not matter which symbol z is. The 

first condition guarantees that there exists a correlation 
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between the results of the two recognition algorithms while 

the second condition allows us to avoid algorithms which 

recognize a particular symbol for many different inputs (e.g. 

in the worst case such an algorithm might always recognize 

the symbol "x" no matter what gesture was drawn by the user). 

If these conditions are met, then whenever algorithm Rk 

recognizes an unknown gesture as an "a", a new confidence 

vector can be constructed which takes this cross-correlation 

with algorithm Rh into account. 

As an example, suppose we know that when recogni tion 

algorithm Rk recognizes an unknown gesture as the symbol "2" 

and recognition algorithm Rh recognizes the unknown as the 

symbol "z" then the actual gesture drawn by the. user (based 

on previous performance) was intended to represent the symbol 

"7" with probability .91. In order to meet the second 

condition, let us further suppose that when Rk recognizes an 

"2" and Rh recognizes some symbol other than "z" then the 

actual drawn gesture was not a "7" with probability .93. Then 

upon recognition of an unknown gesture as a "2" by algorithm 

Rk, we can produce a confidence vector that indicates a 

probability of .91 for "7" if Rh recognized a "Z". 

We must also produce probabilities for the other alphabet 

symbols as well in order to complete the confidence vector. 
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To do this we simply assign a probability Pi to symbol Si 

where Pi is the probability, based on previous results, that 

Rk recognized an "2 ", Rh recognized a "z" and the actual 

symbol entered was Si. 

Results of testing on this extension are presented ~n 

Chapter 7. Although this technique can improve overall 

recognition in some cases it does have a variety of drawbacks 

which need to be considered and which will require further 

experimentation and examination. 

5.2 Problems with Result Correlations 

The first problem with this extension to the model is that 

the technique requires 0 (M2N3) space to implement in its 

entirety / where M is the number of component algorithms and 

N is the size of the alphabet. To see this we simply need to 

note that we must allow for correlations between all pairs of 

recognition algorithms <Rk,Rh> (thus M2) and the confidence 

vector calculations require that we have information for all 

triples (x,y,z) where x is the recognition result of Rh, y is 

the recognition result of Rk and z is the actual gesture 

entered based on prior results (thus the N3) • 

Al though we can eliminate hal f of the required space by 
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noting that for all z, (X,y,Z)hk ==(y,x,Z)hk with respect to 

recognition algorithms Rh and Rk, we are still left with large 

space requirements which become unmanageable with larger 

alphabets. One possible solution to this problem is to 

attempt to identify only those correlations which have been 

strong over the last e recognition events and eliminate 

information for those potential correlations which in fact 

are not strong. 

An obvious concern regarding this extension to the basic 

model is the integration of the new confidence vector into 

the calculation of the final recognition result for the INCA 

model. In particular, this new confidence vector is based on 

information which is not used for the calculation of other 

confidence vectors. It relies not only upon the previous 

performance of the algorithm in question but also upon the 

results of other algorithms. Does the basic statistical model 

upon which INCA is based need to be adapted to handle this 

new confidence vector? 

The answer to this question is - no. We do not need to alter 

the existing model in any way to handle this new vector. This 

becomes clear when we consider that there are no limitations 

placed on designers of the system with respect to the type 

and number of component algorithms they select. In 

particular, the designer could have produced an algorithm 
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which in effect simulates two algorithms Ri and Rj and kept a 

table of result correlations of the two simulated algorithms. 

Its recognition result upon entry of an unknown gesture would 

be based upon these correlations and would thus yield the 

same confidence vector as that produced by the extended 

model. Therefore the vector can be included into the final 

recognition calculation just as any other algorithm's 

confidence vector. 

This model extension gives us a sort of dynamic hybrid 

algorithm creation in the INCA model. That is, the extension 

allows us to build hybrid algorithms on-the-fly in an effort 

to take advantage of information about the various component 

algorithms in the system. 

Another concern of this technique is the concept of 

sufficiently high probability required in order to consider a 

correlation strong. Experimentation has shown that if we use 

this approach and flag only those recognitions from the basic 

model which result in recognitions we consider "insufficient" 

(e.g. the example given earlier in this chapter where the 

inability of the algorithm to distinguish '2' and 'z' gave us 

a poor confidence vector even though the algorithm correctly 

recognized a 'z' 100% of the time) then we can consider a 

sufficiently high probability to be one which results in a 

confidence vector with a higher probability on its "best 

choice" than that of the basic model. 
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These result correlations can also result in cyclic 

dependencies amongst the component algori thms. Al though 

unlikely in practice, in theory we could have a situation 

where some algorithm Ri is dependent upon another algorithm 

Rj'S result in order to calculate its new confidence vector. 

However, Rj may be dependent upon the resul t of a third 

algorithm Rk'S result which may be dependent upon the result 

of the first algori thm Ri. For example, suppose that a 

correlation exists when algorithm Ri recognizes a 'z' and 

algorithm Rj recognizes an "s". Further suppose however, that 

a correlation exists when the second algorithm Rj recognizes 

the symbol "a" and when a third algorithm Rh recognizes the 

symbol "d". Now to complete the cycle, let us assume that 

another correlation exists between the third algorithm Rh when 

it recognizes a "7" and the first algorithm Ri recognizes a 

"2". Now if an unknown symbol S is entered and the results of 

the three algorithms using the basic model were Ri(S) ='z', 

Rj(S) ='a', and Rh(S) ='7', then all three algorithms cannot 

proceed in calculating a new confidence vector based on 

result correlations until one of the others has completed its 

check for a strong correlation result. Our approach to this 

problem has been to force the algorithm which would produce 

the result with the highest probability, based on the basic 

INCA model, to produce its result and then allow the other 
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algorithms in the cycle to complete their check for result 

correlations. 

A final problem with respect to result correlations is that 

we can actually have conflicting correlations. For example, 

algorithm Ri may find that upon recognition of some symbol S 

that a correlation with algorithm Rj indicates that the 

correct result is symbol X with probability PI whereas another 

correlation with a third algorithm Rk indicates that the 

correct result is Y ¢X with probability P2. In such a case we 

produce the confidence vector which results from selecting 

the symbol X or Y associated with the maximum probability of 

PI and P2. If the probabilities are equal then we choose one 

at random. 

5.3 Adding Contextual Information to INCA 

A second extension to the basic model has been considered. 

In this extension we attempt to include contextual 

information specific to the application into the calculation 

of the final recognition result of INCA. 

Such information may include such things as digram or 

trigram statistics, word frequencies or similar statistics. 

For many applications such information is either available or 

can be obtained through apriori analysis of the problem 
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domain. 

This information can be supplied to INCA in the form of a 

probability distribution of the gestures in the language with 

respect to the context in which they appear in the 

application. If for example we know that 18% of the words in 

our application begin with the letter "S" while only 2% begin 

wi th the letter "Z" then this information can be used to 

improve overall recognition for those symbols which occur as 

first letters in our application. 

Digram (letter pairs) statistics also lend themselves to 

this sort of contextual calculation. A digram statistic is a 

probability representing the likelihood that a sequence of 

two consecutive letters will occur in a given sample of text. 

So if our first letter gesture produces a sum across all 

confidence vectors which indicates that the gesture was 

either an "a" with a 2.25 probability sum (note that these 

values represent sums across the confidence vectors of 

possibly many individual recognition algorithms and so they 

are not restricted to values between 0 and 1) or a "d" with a 

1.89 probability sum then if our second letter gesture 

produces a confidence vector sum which indicates either an 

"q" at 2.4 or an "a" at 1.5 then we can use our digram 

statistics to produce a better selection of the best guess. 

For this example, if we rely upon the basic model we would 

select the symbol "a" for the first letter and then the 
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symbol "q" as the second symbol. But if we know that the 

digram statistics for the pairs "aq", "dq", "aa", and "da" 

were .02, 0.0, .001, and .04 respectively, then we can use 

the information to select the pair "da" for our recognition 

results of the two symbols. 

The calculation which results in the selection of the pair 

"da" as the recognition result proceeds as follows. The 

correct pair ~s selected by taking the sum of the 

probabilities across all confidence vectors for each pair 

under consideration (in this case "aq", "dq", "aa", "da") and 

then multiplying that sum by the probability in the digram 

statistic distribution. The pair with the maximum product is 

then selected for recognition. In the example described above 

the probability for the pair "aq" is equal to 2.25 + 2.4 = 
4.65. For pairs "dq", "aa", and "da" it is 4.29, 3.75, and 

3.39 respectively. Now each of these values is multiplied by 

the appropriate digram statistic and the pair which produces 

the maximum product is selected. Again, for the example above 

we see that the result for pair "da" is 3.39 * .04 = .1356, 

while the results for "aq", "dq" and "aa" are .093, 0, and 

.00375 respectively. Thus the maximum value is .1356 and the 

pair "da" is selected. 

Although this ability to access contextual information is 

powerful, it is also extremely difficult to develop an 

abstract and consistent way of representing the material. In 
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the examples ci ted above the statistics in question are 

easily understood and represented, but in many applications 

the concept of context is not as clearly defined or so easily 

manipulated. If the application in question is textual or 

deals with a sequence of linear gestural events then a 

contextual distribution similar to digram or trigram 

statistics can be obtained across the sequence. If however, 

the application is not sequential (as in many graphical 

applications) then obtaining meaningful 

information is difficult at best. We hope to 

contextual 

examine this 

issue of context in gestural interfaces through future work 

in gestural regions and other approaches to characterizing 

context in gesture-based systems. 
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Chapter 6 

A New Approach to Dialogue Management 

The most extensive work considered to date for extending the 

INCA model has been in the area of dialogue management. 

Dialogue management is always a difficult issue with respect 

to gestural interfaces. Our work with INCA has led to the 

examination of new, probabilistic approaches to the problem 

of dialogue management in gesture-based systems. 

6.1 Dialogue Management 

Human/computer interfaces can be seen as a dialogue between 

the person and the computer with each party expressing 

information in some language. The user expresses information 

by means of actions with input devices and the system 

responds with graphical or other output. Dialogue management 

is the process through which the computer system interprets 

the input of the user, uses it to carry out actions on behalf 

of the user, and provides feedback to the user in the form of 

graphical output [20,26,55]. 

Every interface has a set of dialogues corresponding to the 

various actions which are a part of the system's 

functionality. For example, a drawing program may have the 

following dialogue for drawing a circle in a conventional 

mouse-based interface. 
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1) The user double-clicks on the circle icon located on the 

screen. 

2) The interface component of the system highlights the icon. 

3) The user moves the mouse to a particular location on the 

drawing surface. 

4) The user presses the mouse but ton down to start the 

drawing. 

5) As the user moves the mouse with the button down, the 

system provides an approximation of the current circle on the 

screen. 

6) The user releases the button. 

7) The system draws the circle in its final location. 

Embedded within the steps listed above, exist a variety of 

sub-dialogues or micro-dialogues [20,26,55]. These dialogues, 

designed to help carry out actions such as double-clicks, or 

operations like "move the mouse to a particular location", 

may consist of a number of single atomic events all of which 

must occur in order to carry out the action. So for example, 

a double click requires two mouse button presses within a 

very small area of the screen during a short time interval. 

Moving a mouse to a particular location on the screen 

consists of a series of mouse-movement events. 

A dialogue manager then, is the portion of the interface 

with which the user interacts. It initiates the feedback to 

the user in response to the input actions that the user 
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supplies to it. 

All existing gesture-based systems approach dialogue 

management in a deterministic way [20,63,64]. They tend to 

use well established and understood techniques for handling 

the dialogue between the system and the user which were 

designed 

keyboard 

for traditional interaction 

or mouse. We believe that 

techniques such as 

it is this basic 

underlying premise that events in the interaction occur with 

certainty that is responsible for many of the difficulties 

program designers face when attempting to integrate gestures 

into their systems. 

Some traditional approaches to dialogue management include 

transition networks [20,29,56,84], context-free grammars [41, 

80,29], and event-based systems [20,25]. Each of these models 

presumes that the dialogue between user and system can 

proceed with complete certainty of the current state of the 

dialogue. That is, at any point in time these models proceed 

as if there is absolutely no doubt as to what has previously 

occurred in the 

interaction. 

This assumption is inherently flawed when dealing with 

gesture-based systems. Unless the underlying recognition 

technique operates with 100% correct recognition, 

misrecognition of input gestures will occur. Using any of the 
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traditional approaches to dialogue management we are forced 

into a situation where we must either assume that all 

recognitions are incorrect and thus force the user to confirm 

or correct each individual recognition event, or we must 

continue on in the dialogue without confirmation and risk 

carrying out actions which are based on the system's 

incorrectly perceived dialogue. 

Neither of these two options is particularly preferable. A 

system which requires the user to confirm each and every 

recognition event leads to interactions which are 

continuously interrupted and as a result lead to interactions 

which the user finds slow and annoying. Proceeding with the 

dialogue without confirmation can lead to a system in which 

the user believes that all is well when in fact actions are 

being taken (possibly without the user's knowledge) which the 

user did not intend and which may result in effects which are 

irreversible. 

6.2 Modeling Uncertainty in Dialogue Management 

The use of probability in INCA has lead to the examination 

of dialogue management techniques which explicitly model 

uncertainty as a normal and expected aspect of input. Our 

model is an extension to the traditional transition network 

approach [20,26]. Transition networks (or finite state 

machines) are well understood and based on an easy to 
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implement formal model. This property is important when 

dealing with the difficult task of modeling and handling 

uncertainty in a uniform and general fashion. By accurately 

modeling uncertainty rather than ignoring or hiding it, these 

techniques will provide a robust basis for making informed 

decisions about performing actions on the basis of uncertain 

inputs. This model requires that INCA (or any gesture

recognition system used with the model) return a finite 

probability vector rather than a single "best guess" result. 

Although this is a trivial adjustment to INCA it may require 

a great deal of work for other types of recognizers. 

Most modern window systems, and hence most current user 

interfaces, use a similar, event-oriented model of input. 

Under this model, inputs are assumed to be made up of a 

discrete series of signi ficant actions or events, each 

recorded in an event record. Typically, these event records 

are marked with a time-stamp and placed in a queue for 

asynchronous processing. This model has become the basis upon 

which almost all dialogue management techniques have been 

built The new model presented here will start with this 

event-oriented model as a basis and extend it to explicitly 

model the uncertainty present in gestural-based systems. 

As indicated above, 

recognition normally 

example, Figure 6.1 

inputs which come from a process of 

have some uncertainty in them. For 

shows several markings that might be 
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presented to a handwriting interface. For many of these 

samples, it would be difficult for any algorithm to determine 

whether to recognize an "a" or a "d". Rather than forcing a 

recognition algorithm to simply return its "best guess", our 

approach to dialogue management will explicitly model this 

ambiguity. Our model will deal with collections of 

alternative events that mayor may not have occurred. 

Figure 6.1 Ambiguous markings for the symbols "d" 
and "a". 

Specifically, each input will consist of a finite 

probability space (see Chapter 3) over a collection of 

alternative input events. So for example, in one of the 

ambiguous cases above, the input might be modeled as 

presented in Figure 6.2. The confidence vectors produced by 

the INCA algorithm are finite probability spaces and can 

therefore be used as input events. 

The input record of Figure 6.2 indicates that an event 

corresponding to the input of an "a" was most likely to have 

occurred (e.g. is estimated to have occurred with 50% 
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Figure 6.2 Finite probability space representing 
possible input events. 

probability), but that a "d" is also a likely alternative 

(e.g. is estimated to have occurred with 45% probability), 

and that an "l" might have occurred but it is much less 

likely. Note that in general, the alternate events indicated 

in this record can be a complete input event description, 

rather than single characters or tokens as shown here. To 

properly model the uncertainties of recognition that occur 

across different input modalities, this model must also be 

extended to include the possibility that no event actually 

occurred. This would be important, for example, in hand 

gesture systems where casual movements might be inadvertently 

interpreted as command gestures. To model this, we extend 

input records to include an indication of the (estimated) 

probability that no significant input action actually 

occurred. For our example above we would then have an input 

record such as that pictured in Figure 6.3. 
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Finite probability space representing 
possible input events along with 
probability that no significant action 
took place. 
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The information presented in Figure 6.3 indicates that there 

was a very low probability that there was no intentional 

input. For many handwriting recognition applications this 

"no-event" probability would in fact often be zero. Under the 

assumption that there was in fact an input action, the 

remaining distribution describes the likelihood of the given 

events. 

It is important to note that the event probabilities for 

"a", "d", and "1" in Figure 6.3 are conditional on an event 

having actually occurred. As a result, the actual probability 

that, for example an "a" was input, would be the probability 

that an event did actually occur multiplied by the 

probability that the event was an "a" event (i.e., (1-

0.01)*0.5 = 0.495). 
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It should be noted that traditional inputs (whose occurrence 

is certain) can be easily represented in this model by 

setting the "no event" probability to zero and including only 

one event (with probability one) in the alternative event 

distribution. 

6.3 Producing Probabilistic Input Records 

Many gestural recognition techniques (see Chapter 2) are 

capable of producing several ranked results which are "near" 

a sample input. Therefore they can directly produce the 

alternative events needed by the model presented here. This 

is particularly true for the curve matching or temporal 

approaches. 

As was mentioned in Chapter 2, some recognition techniques 

do not lend themselves to producing more than a single 

recognition candidate. For these algorithms we can use the 

Bayesian approach discussed in Chapter 3. We would simply use 

the confidence vectors produced from the performance matrix 

of the particular algorithm as the input event distribution. 

6.4 Basic Probabilistic State Machines 

State machines or transition diagrams have been used since 

the earliest days of graphical user interfaces to describe 
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dialogues [56]. A conventional state machine consists of a 

set of states and a set of transitions between states. These 

are often depicted graphically as circles representing states 

and arcs representing transitions. In a deterministic state 

machine, a single current state is maintained (and the 

machine is said to be in this state). A dialogue starts with 

the machine being in a distinguished start state. Each state 

may have zero or more transitions leaving it. These 

transitions are typically labeled with elements of the 

alphabet that the machine operates over. In our case this 

alphabet would the set of possible events. As input events 

arrive, they are compared against the transitions leaving the 

current state. If the event matches a transition, the 

transition is taken, moving the machine to a new current 

state (found at the other end of the transition arc). If no 

matching transition is found, an error occurs. Usually, this 

is modeled by including an implicit transition from each 

state to a special error state which captures all further 

input. 

Each state machine contains a set of final or accepting 

states. These states indicate that a desired dialogue 

sequence has been encountered. Typically, semantic actions 

are associated with these states although actions related to 

producing feedback are also often associated with particular 

transitions as well. 
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To extend the traditional state machine model outlined above 

to support uncertainty, the basic change needed is to model 

not a single current state, but instead a distribution of 

possible alternative states. To implement this distribution 

we can compute for each state the probability that the 

machine is in that state. Initially, the machine will be in 

the start state with probability one and all other states 

with probability zero. In a probabilistic setting, the 

process of making a transition consists of reducing the 

probability of each alternative current state and increasing 

the probability of the states at the other end of transitions 

from those states. Specifically, we can use the procedure 

presented in Figure 6.4 for making transitions. 

Procedll re_ M ake_transition_On( inpll t_record),' 

P _event := 1.0 - inp utrecord.prob_no_e vent,' 

For each state stl d.Q. 
to_move := stl.prob_current * p_event,' 

stl.new_current := stl.prob_current - to_move; 

fi-t o_move <> 0.0 then 

For each event E in inpllcrecord.alternative_events do 

trans.,prob := to_move * E.prob,· 

it. there exists a transition from stl to some st2 under event E 

st2.new_current := st2.new_current + trans.,prob,· 

trans_prob,· 

For each state stl d..Q 
stl.prob_current := stl.new_current,· 

Figure 6.4 Probabilistic Transition Procedure. 
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The procedure of Figure 6.4 considers transitions that may 

occur from each state. For each state we calculate the 

portion of its probability that is to be shifted if a 

transition is made. This value is placed in the local 

variable to_move. Based on this value we consider each 

alternative event from the input record. For each of these 

events, a portion of the state I s probability is shifted 

either to the target state of a transition that matches this 

event, or to a global error state. 

As an example, Figure 6.5 presents the transition that would 

occur if the input record from our example above were 

encountered as the first input of the dialogue. In this case 

we start with a 100% probability that the machine is in the 

start state. After applying the transition, we find that 

there is a 1% chance that we are still in the start state, a 

45-50% chance that we are in either of the top and bottom 

states, and a small chance that an erroneous input sequence 

has been provided. 

Figure 6. 6b illustrates a second transition made on the 

input of Figure 6.6a. Note that in this configuration the 

machine is considerably less ambiguous. Here we know that 

there is a 74% probability that the machine is in a single 

state (its accept state) even though in the previous 

configuration we were considerably less sure of the proper 

state. This illustrates how the machine is able to pass 
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ERROR 

0.0 

(a) Initial state and error probability of the machine 

ERROR 

0.0495 

(b) Machine after transition on input event of Figure 6.3 

Figure 6.5 A sample probabilistic transition. 

through ambiguous configurations but later use contextual 

information to automatically recover and reduce ambiguity. 



/Ja" , 
IIg" , 
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NO 
EVENT , 

0.08 

0.12 

0.80 

0.02 

(a) Input event for transition in (b). 
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ERROR 

0.18464 

(b) Transition on input event from (a) on machine from Pigure 6.4b. 

Figure 6.6 A second probabilistic transition. 

6.5 Probabilistic Acceptance 

In addition to a procedure for making transitions in a 

probabilistic setting, we also need to establish a method for 

determining recognition or acceptance of the machine. This is 
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needed primarily in order to invoke application or semantic 

actions that carry out the intent of the input. When 

considering semantic actions, we have a significant design 

choice in the abstraction which we present to the 

application. We can choose to hide the existence of 

uncertainty from the application (making decisions purely 

within the state machine model), or we may choose to allow 

the application to receive and make use of the uncertainty 

estimates maintained within the probabilistic state machine 

model. Hiding uncertainty reduces the complexity of semantic 

action routines and would allow essentially the same semantic 

routines to be employed in recognition based applications as 

would be employed in conventional input applications. On the 

other hand, passing uncertainty information on to semantic 

action routines may allow them to provide better feedback and 

more robust services. We will examine an approach which 

allows both of these alternatives. 

Under this design, each accept state contains not only an 

action to be executed on acceptance, but also an acceptance 

predicate function. This function could either be supplied by 

the application or could be automatically provided by the 

system (based on several alternative policies described later 

in this chapter). This function would take as parameters, the 

state being considered for acceptance along with the 

probabilities associated with all other states. The function 

would then return a value between zero and one with zero 
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signifying an unambiguous rejection and a one signifying an 

unambiguous acceptance. After each transition, the state 

machine will use the procedure presented in Figure 6.7 to 

determine if an accepting configuration has been reached, and 

if so which state is to accept. 

Procedure_ Find_accept( accept_threshold) 

shortcut := false,' 

best := none,' 

Returns state,' 

For each state st, by decreasing prob_current do 

if- st.is_accepcstate AND st.prob3urrent > accepCthreshold l..h..!J....n. 

st.accepCval := st.accept-pred( st, machine, shortcut),' 

if-best == none OR st.accept_val > best.accepcval then 

best:= st,' 
if-shortcut!.h.ilL break,' 

Return best,' 

Figure 6.7 Acceptance Determination Procedure. 

The procedure of Figure 6.7 queries the acceptance predicate 

for each final state which contains probability greater than 

some pre-defined threshold. Based on these queries, the 

machine chooses the best accept state on the basis of return 

values. In order to support an alternate policy of using the 

first sufficient accepting state rather than the best, 

queries are performed in order from highest probability to 

lowest probability and the acceptance predicate function is 

allowed to signal early termination of the search. This is 

appropriate, for example, when all functions return only zero 
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or one. Acceptance test predicates can be implemented in a 

number of ways. Perhaps the simplest of these is a threshold 

test that returns a binary result (e.g. the state accepts if 

it has probability > 60%). This can be customized slightly by 

allowing each accept 

threshold value. This 

state to be provided wi th its 

threshold value might reflect, 

own 

for 

example, whether the action can be undone or is "dangerous". 

A threshold comparison is a simple and easily parametrized 

al ternati ve for a system provided test. Unfortunately, 

picking fixed threshold values that work well can sometimes 

be difficult. This is particularly true since longer input 

sequences have a tendency to disperse larger amounts of total 

probability throughout unlikely states. To overcome this 

bias, a variance based measure may be preferable. 

In addition to these simple acceptance tests that can be 

provided automatically, specific applications can provide 

specialized tests that make use of application semantics, and 

can mix and match these tests with system provided tests 

within the same machine. 

6.6 Transition Actions 

In addition to the actions associated with formal acceptance 

of an entire input sequence, state machines used to control 

dialogue normally associate actions with individual 
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transitions. Often these actions are responsible for 

providing feedback but can also perform general purpose 

actions that need to be performed at intermediate points in a 

dialogue. Properly triggering these actions must be handled 

in the probabilistic setting as well. 

As with accept actions, there are several alternative 

policies that can be considered for handling these actions. 

In conventional dialogue systems we normally only consider 

actions associated with one transition at a time. However, in 

the probabilistic setting we must consider the actions 

corresponding to a distribution of possible transitions 

rather than a single action. Again, we have a choice of 

exposing uncertainty to the application or encapsulating 

decisions about that uncertainty within the state machine 

abstraction. 

If we choose to completely hide uncertainty, the system will 

be responsible for choosing a single action from a number of 

alternatives. Alternately, the application may be given some 

or all of this choice. As with choosing accept actions, this 

will be accomplished by using a single choice framework and 

allowing either the application or the system to provide the 

functions that rate alternative choices. 

For transition actions we may also have the option of 

executing mUltiple actions together in some circumstances. 
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Feedback actions are particularly good candidates for 

multiple execution since they normally do not have permanent 

consequences. Combining these actions can also have the 

important added benefit of explicitly exposing the existence 

of ambiguity to the end-user. For example, audible feedback 

can easily be combined with other forms of feedback to convey 

multiple pieces of information simultaneously. 

The procedures presented in Figures 6.8 and 6.9 provide a 

new transition procedure which selects and executes actions. 

The Make_Transition_On procedure acts very much like the 

version presented in Section 6.4. Once transitions have been 

made and probabilities have been recorded the Find_Actions 

routine is used to select an action or set of actions to 

perform. This routine first considers each alternative 

transition which has fired and partitions the transitions 

into those with exclusive actions and those with non

exclusive actions. Exclusive actions are those which, due to 

their semantics, cannot or should not be executed 

concurrently with other actions. Non-exclusive actions are 

such that they can be executed regardless of the other 

actions which may be taken. An example of an exclusive action 

might be updating a data file which would require that no 

other action be taken on the file until it is complete. 

Highlighting an icon, on the other hand is likely to be a 

non-exclusive action which can be carried out without concern 

for other actions. The exclusive transitions are considered 
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in order to find the best action above a pre-defined 

threshold. If no exclusive action is found, then eligible 

non-exclusive actions are collected into a set. Finally this 

set is used to invoke each action. 

Procedure_ Make_Transition_On (inpucrecord. accept_threshold): 

p_event := 1.0 - inpucrecord.prob_no_event: 

For each state stl do 

E.Q.Leach transition T from st I to some state st2 do 

T.prob := 0.0; 

to_move := stl.prob_current * p_event; 

stl.new_current := stl.prob_current - to_move; 

it. to_move <> 0.0 then 

E2.J:. each event E in inpucrecord.alternative_events d..Q 

trans-prob := to_move * E.prob: 

11 there exists a transition T from stl to some st2 under event E then 

T.prob := trans-prob; 

st2.new_current := st2.new_current + trans-prob; 

error _state.new_current := error _state.new_current + trans-prol 

action_set : = find_actions( inpulJeCord. accepClhreshold): 

For each T in action_set do 

T.action( ); 

E2.L each state st I d..Q 

stl.prob_current := stl.new_current; 

Figure 6.8 Probabilistic Transition 
Procedure with Actions. 



procedure Find_Actions(inpuLrecord, accepCthresh) returns set of transition; 
exclusive_transitions := empty; 
action_transitions := empty; 

For each state st1 do 
For each transition T from state stt to some state st2 do 

jL T.prob <> 0 then 
if T.exclusive then 

exclusive_transitions := exclusive_transitions + T; 
else if T.has_action then 

action_transitions := action_transitions + T; 
best:= none 

For each transition T in exclusive_transitions do 
T.accepCval := T.accepLpred(T,exclusive_transitions, machine, shortcut); 

it T.accepC val> accepCthresh AND 
best == none OR T.accepLval> best.accepCval then 
best:= T; 

if shortcut then break; 
it best == none then 

Return {best}; 
else 

result := empty; 
For each transition T in action_transitions do 

T. accepL val := T.accepLpred(T, action_transitions, machine, shortcut); 
it T. accepC val > accepLthresh then 

result := result + (T); 
if shortcut then break; 

return result; 

Figure 6.9 Transition Action Selection Procedure 
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Chapter 7 

Experimental Results 

7.1 INCA Implementation and Simulation 
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Recognition procedures often require a great deal of time 

and effort to reach a point where they produce relatively 

high rates of correct recognition of gestures 

[3,4,6,8,15,21,22,30,72,73]. Although results which may be 

acceptable for prototype testing can often be obtained in a 

reasonable amount of time, quality systems with high 

recognition rates can require a great deal of incremental 

design over many months or in some cases years of 

programming. This observation was one of the key factors 

which led to the development of the INCA model. It is hoped 

that an approach like that used in INCA can lead to easy, 

quick prototyping of usable recognition algorithms as well as 

automatic improvement upon existing techniques to a point 

where recognition is reached in a matter of weeks which might 

have taken many months or years to dupl icate through a 

traditional iterative design approach. 

There currently exist both a small prototype implementation 

of the INCA model as well as a more elaborate simulation of 

the model which allows for the testing of a variety of 

boundary conditions and configurations that would in many 
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cases be impossible to examine otherwise. 

We have implemented three recognition techniques using the 

c++ programming language. A partial implementation of INCA 

was written using these three techniques as component 

algorithms and the implementation was tested upon a variety 

of alphabets ranging in size from 6 symbols to 25 symbols. 

The three component algorithms included a temporal analysis 

approach, a simple curve-matching algorithm, and an 

implementation of a new probabilistic feature analysis 

algorithm which we designed in an effort to examine whether 

or not techniques which do not lend themselves to alphabet

independent recognition could be approximated in a way 

consistent with the INCA model [55]. 

Al though this prototype implementation can assist ~n 

confirming some theoretical performance issues of the system, 

it is inadequate for examining boundary condi tions and 

exceptional cases which may occur in a fully implemented 

system consisting of algorithms of arbitrary design. With 

these limitations in mind, a simulation of the INCA model was 

implemented using the ICON programming language [27,40]. 

The maj ority of our testing was done using simulation 

software designed to allow a variety of unique and at times 

extreme situations to be tested and examined. The software 

allows the creation of pseudo-algorithms for gestural 
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recognition. In order to create these pseudo-algorithms it is 

necessary that we describe a recognition algorithm in terms 

of some finite number of arguments and values. By defining 

the parameters necessary for characterizing or abstracting a 

recognition algorithm's performance and testing those 

parameters against existing algorithms we can achieve a level 

of confidence that the simulation accurately captures the 

behavior of our model with actual algorithms in place. 

A hypothetical recognition algorithm for gestural 

recognition can be described by its performance over time. In 

particular we can describe its recognition performance for 

each symbol Si of the alphabet in terms of a probability Pi 

which represents the probability that the algorithm 

recognizes symbol Si correctly. But this value alone is not 

sufficient. We must also be able to determine the 

discrimination problems the algorithm has in terms of the 

symbol Si with respect to the other symbols of the alphabet in 

question. That is, when the algorithm fails to recognize Si' 

which symbol(s) does it recognize instead and with what 

probabilities. For example, it is not sufficient to know that 

the symbol Si was recognized correctly 83% of the time. We 

must also know the frequency with which the other symbols 

were identified when Si was drawn in the 17% of the cases 

which resulted in misrecognition. If we do not have such 

information, then our simulation will be unable to accurately 
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simulate the algorithm in cases of misrecognition. This 

distribution of misrecognition results defines any 

discrimination problems that the algorithm may have. If the 

actual algorithm has difficulty in discriminating between Si 

and Sj and in fact Sj is the symbol recognized in all of the 

17% misrecognitions, then ignoring this fact is likely to 

result in all misrecognitions being evenly distributed 

amongst all of the symbols in the alphabet other than Si. Such 

a false distribution will obviously result in a recognition 

rate which does not match that of the actual algorithm we are 

trying to simulate. The actual algorithm's performance matrix 

will clearly indicate the discrimination problem between the 

symbols whereas the simulated algorithm's performance matrix 

will not. 

The simulation is designed to take a start-up performance 

matrix (the distribution discussed above) for each simulated 

component algorithm. It is also possible to supply a function 

for each algorithm which represents the recognition 

performance of the algorithm on particular symbols over time. 

The technique described above was tested against the three 

implemented recognition techniques and the results were found 

to be an adequate approximation. However, this approach does 

not take into consideration that, in general, users may alter 

their writing style over time or that the algorithm itself 
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may adapt to the user and improve (or in some cases 

degenerate) its overall performance over time. To allow for 

this variation in performance over time we also include 

information indicating the increase or decrease of 

recognition performance with respect to the symbols in the 

alphabet over some well defined period of time. For example, 

we may decide that the algorithm we are simulating improves 

from 75% correct recognition for symbol Si to 83% correct 

recognition by the 3000th symbol that is processed by the 

system. We can also indicate that the improvement does not 

begin until say the 2000th symbol is processed rather than 

assuming a steady improvement from the ini tial symbol 

processed. Although we do assume that there is a relatively 

smooth incremental increase in Lie recognition ability of the 

algorithms we feel that this approach is sufficient to allow 

accurate testing of the INCA model and analysis of obvious 

problem areas. 

The prototype system was tested over 3000 samples of actual 

handwritten gestures and the information described above was 

recorded for each algorithm. This information was then input 

into the simulation and tests were run on a hypothetical 

series of input gestures. The results are presented in Figure 

7.1 and indicate that the statistics gathered in testing 

provide an accurate and reasonable approximation for the 

behavior of the actual algorithms. Although this testing has 

only been completed for three actual algorithms, we see no 
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reason why it would not extend to most if not all existing 

approaches to recognition described in Chapter 2. 

Actual algorithms over 3000 samples 

Algorithm #1 (Curve Matching) 

Algorithm #2 (Temporal Analysis) 

Algorithm #3 (Probabilistic Props) -

Simulation run on 3000 random figures 

Simulated Algorithm #1 

Simulated Algorithm #2 

Simulated Algorithm #3 

Figure 7.1 Comparison of correct recognition 
percentage of actual recognition 
algorithms vs. simulated versions. 

91.75% 

70.55% 

79.44% 

91. 684% 

70.543% 

79.4% 

We cannot of course provide proof that the simulation works 

as well in the other direction - that is, it is simply not 

possible to design a simulated algorithm through artificial 

performance statistics and then implement an algorithm whose 

actual performance matches these statistics exactly. We do 

believe however that the simulation has been tested in a 

manner which indicates that it can and does capture the 

behavior of actual algorithms in an accurate and useful way. 

The simulation was extended to allow for the use of 
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described in 

algorithm 

Chapter 5. 

result correlations which 

The results of testing on 

simulation are also presented later in this chapter. 

7.2 Testing and Results 
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were 

this 

The remainder of this chapter will present a variety of test 

results which were run on the INCA model. The majority of 

these results come from extensive testing of the software 

simulation although a few results from testing on the 

prototype are presented in the following section. Because of 

the nature of performance matrices it is not possible (or 

particularly useful) to present the performance matrices for 

algorithms which were tested on alphabets of more than a few 

symbols. In the case of boundary conditions we have attempted 

to capture the interesting behavior in matrices with as few 

symbols as possible. In every case we have at tempted to 

select results which are as representative as possible. 

7.2.1 Prototype Results 

The prototype INCA implementation consists of three gestural 

recognition algorithms written in the C++ and ICON 

programming languages. These algorithms are given gestural 
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input data in a form appropriate to their particular 

functionality (e.g. the curve-matching algorithm receives raw 

data points while the temporal analysis algorithm receives 

preprocessed data in the form of stroke segments or vectors) 

and the results are processed by an ICON implementation of 

the INCA model described in Chapter 3. 

As was pointed out earlier in this chapter, the component 

algorithms of the prototype implementation are limited in 

their effectiveness, particularly on large alphabets. They 

are however, reasonably effective on small alphabets and are 

able to give some indication of the power of INCA even upon 

alphabets for which their individual recognition rates are 

poor. 

Figure 7.2 presents the results of running the prototype on 

the alphabet consisting of the digits zero through nine and 8 

mathematical symbols. The algorithms were given 1000 samples 

evenly distributed across the alphabet. As can be seen, the 

curve matching algorithm performs relatively well on this 

alphabet whi Ie the temporal analys i s algori thm and our 

probabilistic feature analysis algorithm perform at a lesser 

level. Given these three algorithms, INCA was able to push 

the overall recognition rate for these digits to almost 93% 

even though the best of the component algorithms ran at only 

about 86% effectiveness. 



Algorithm #1 (Curve Matching) 

Algorithm #2 (Temporal Analysis) 

Algorithm #3 (Probabilistic Props.) -

INCA Results 
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85.77% 

63.94% 

70.88% 

92.89% 

Figure 7.2 
over 1000 

Percentage 
samples of 

of correct recognition results 
digits and mathematical symbols. 

Figure 7.3 provides the results of tests on the prototype 

for a larger alphabet consisting of lowercase and uppercase 

English characters. This result, aside from indicating that 

INCA can produce improved results even upon 3 algorithms with 

relatively poor recognition behavior, also supports our claim 

that the use of gestural regions can go a long way towards 

reducing design time and improving early recognition rates. 

Although these algorithms performed at a level adequate for 

prototype testing on an alphabet of 18 symbols (see Figure 

7.2) their performance deteriorates rapidly when presented 

with a 52 symbol alphabet. The results presented in Figure 

7.3 represent recognition of 50 samples of each symbol 

collected from a single user over a one week period. 

As was mentioned earlier, in order to test the validity of 

our simulation it was necessary to run our prototype on a 

given alphabet, extract the information which we believed 
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captured the abstract behavior of a recognition algorithm and 

then run the simulation with this information supplied as 

parameters and then compare the results. Figure 7.1 presented 

a comparison of the prototype and simulation results. As can 

be seen, the simulation performs with a recognition rate 

which closely matches that of the actual algori thm. The 

slightly lower rate for the simulation can be accounted for 

in the observation that errors in recognition amongst the 

component algorithms occur in an independent fashion in the 

simulation but often errors in one algorithm of the prototype 

are caused by particular properties of the gesture drawn 

which cause a specific misrecognition in other algorithms. 

Algorithm #1 (Curve Matching) 

Algorithm #2 (Temporal Analysis) 

Algorithm #3 (Probabilistic Props.) 

INCA Results 

55.21% 

45.35% 

49.16% 

80.74% 

Figure 7.3 Percentage of correct recognition results 
over samples of upper and lowercase English 
characters (50 ~amples of each character). 

For example, suppose the user had two different styles for 

drawing the symbol "X". Further suppose that one of these 

styles caused algorithm #1 to misrecognize the symbol as a 

"Y" and algorithm #2 to misrecognize the symbol as an "H". 
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Clearly these misrecognitions are not independent. In our 

basic implementation of the simulation a misrecognition in 

algorithm #1 has no bearing on whether or not algorithm #2 

misrecognizes, nor does it force a correlated result (we will 

examine results of the extended INCA model later in this 

chapter). This fact can result in recognition rates that are 

either slightly higher or lower than the actual prototype. 

7.2.2 Simulation Results 

The simulation for the basic INCA model as described in 

Chapter 3 has been extensively tested on a variety of cases. 

In this section we will present a variety of results which 

indicate interesting properties or behaviors for the model 

including boundary conditions. 

Figure 7.4 presents two performance matrices for simulated 

recognition algorithms. These matrices were designed in an 

effort to test whether or not INCA was capable of improving 

upon a reasonably effective recognition technique by using 

information from a relatively poor algorithm. As can be seen, 

although the difference is often slight, the overall system 

performance is superior to either algorithm alone. Note that 

algorithms which have a relatively strong performance can be 

easily identified by noting that they have a high percentage 

of recognition results along the diagonal from top left to 

bottom right of the matrix. 
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Although it is possible to create matrices for which the 

recognition rate drops slightly, it is highly unlikely that 

such cases would occur in actual use. In general we would 

need approximately N effectively random recognition 

algorithms (where N is the number of symbols in the alphabet) 

in order to produce enough noise so as to negatively impact a 

perfect recognition algorithm (one which never makes an 

incorrect recognition) in the INCA model. To see this, 

consider a perfect recognition algorithm (one which has zeros 

in all cells of the performance matrix except those cells on 

the diagonal from top left to bottom right). The confidence 

vector for this algorithm will always consist of a single 

best guess with probability 1. Since the other algorithms are 

no more effective than guessing, they each have liN 

probability of selecting any particular symbol as the best 

guess. Clearly, in order for the probability of 1 in the 

perfect algorithm to be ignored by INCA, the total 

probability across all confidence vectors must be greater 

than or equal to 1. Since these poor algorithms are 

effectively random, they will produce confidence vectors with 

each symbol of the alphabet given approximately liN 

probabili ty. Thus there must exist N of them in order to 

achieve the need probability greater than 1 produced by the 

perfect algorithm. Clearly, as we lower the performance of 

our superior algorithm further from the perfect performance 

assumed above, it requires fewer very poor algori thms to 
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supply enough noise so as to force a misrecognition but again 

we believe that in practice this is not an issue as one 

should expect that the component algorithms perform at a rate 

which significantly out performs random guessing. 

Sl 

S2 

S3 

S4 

Sl 82 S3 S4 Sl 82 S3 S4 

95 5 0 0 Sl 55 30 10 5 

0 89 4 7 S2 12 56 0 32 

0 3 97 0 S3 10 15 68 7 

5 12 0 83 S4 0 8 25 67 

(a) Strong Algorithm (b) Weaker Algorithm 

Results over 5000 samples 

Strong Algorithm 
Weak Algorithmm 
INCA Result 

- 92.96% 
- 55.77% 
- 93.62% 

Figure 7.4 INCA simulation results for combination 
of strong and weak recognition algorithms 
over 5000 samples. 
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Figure 7.5 presents a generic example of the INCA 

simulation's performance. Six simulated algorithms were 

designed at random to have recognition rates of somewhere in 

the range of 80%-92% correct recognition on an alphabet of 52 

symbols (recognition rates for individual symbols were not 

allowed to fall below 75%). The given result for the INCA 

model (99.7%) is far superior to any of the component 

algorithms and represents a level of recognition superior to 

any single technique which we are aware of. Over 100 

executions of this same experiment (with algorithms randomly 

generated within the given range each time) INCA averaged a 

recogni tion rate above 96%. The average "best" component 

algorithm (i.e. the one with the best recognition rate for a 

particular test) over the 100 tests had a recognition rate of 

88.56%. 

Figure 7.5 

Algorithm #1 91.92% 
Algorithm #2 89.98% 
Algorithm #3 87.39% 
Algorithm #4 80.02% 
Algorithm #5 87.13% 
Algorithm #6 82.19% 

INCA Results 99.71% 

Six randomly generated algorithms 
restricted to recognition rates 
between 80% and 95%, along with 

corresponding INCA result. 
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These results indicate that INCA can, if given relatively 

strong recognition algorithms, produce a level of recognition 

that is either not obtainable by some recognition techniques 

or at the very least would require many more iterations 

through the design cycle. The fact that INCA is alphabet 

independent may however make it impossible to find algorithms 

which perform at a consistently high level for many 

alphabets. with this in mind, we ran a similar experiment 

with algorithms that performed in the range of 45%-75% 

correct recognition (there was no restriction put on the 

recognition rates of individual symbols) and the results of a 

representative test are presented in Figure 7.6. Over 100 

tests with randomly produced algorithms in the stated range 

produced an average INCA recognition rate of 90.35%. 

Figure 7.6 

Algorithm #1 55.57% 
Algorithm #2 61.11% 
Algorithm #3 54.30% 
Algorithm #4 45.19% 
Algorithm #5 48.83% 
Algorithm #6 51.76% 

INCA Results 92.87% 

Six randomly generated algorithms 
restricted to recognition rates 
between 45% and 75%, along with 

corresponding INCA result. 

It is interesting to examine INCA's performance on 

algorithms which have extremely low recognition rates but 

which are relatively consistent in their misrecognition (i.e. 



132 

they recognize the gesture for symbol Si as the symbol Sj 

(i:;ej) with high probability for all symbols Si in the 

alphabet). Although a somewhat contrived example, the results 

in Figure 7.7 do shed light on one of the strengths of the 

INCA model. In this example we see that the three component 

algorithms have an overall recognition rate of 0%. However 

the INCA system recognizes over 94% of the symbols correctly. 

This is due to the fact that the component algorithms, though 

very poor in recognizing the correct symbol, are quite 

consistent in the symbol which they incorrectly recognize as 

being the unknown. In short, the model because of its 

inherent lack of trust in the component algorithms' 

performance is more concerned with the level of consistency 

in the any individual algorithm. Thus it does not matter 

whether or not the algorithm is correct so long as it is 

incorrect with some reasonable level of consistency. As far 

as the INCA model is concerned it makes no difference whether 

some algorithm Ri recognizes a symbol S correctly 85% of the 

time or misrecognizes it as another symbol Rj 85% of the time 

just so long as it is consistent. 

We believe that individual users are relatively consistent 

in their use of gestures. This is a fundamental property that 

must exist if Bayesian analysis is going to be effective in 

recognition of real-time gestures. Although this is not the 

case for a system designed to recognize the hand-drawn 
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Figure 7.7 Three recognition algorithms with 0% 
overall correct recognition but consistent 
misrecognitions. 
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symbols of many different users since the performance 

matrices would be meaningless for an individual as they would 

be based upon samples drawn by another individual, INCA 's 

ability to supply a performance matrix for each user allows 

the system to operate effectively for mUltiple users. 

In Chapter 5, we discussed result correlations as a way to 

extend the basic INCA model in such a way as to discriminate 

between symbols in ambiguous situations using information 

from more than one recognition algorithm at a time. Figure 

7.8 presents an example for the simulation (extended to 

include result correlation information) recognition with and 

without strong result correlations identified. The amount of 

improvement gained varies depending upon the number of strong 

correlations which exist and the number of extremely 

ambiguous discrimination problems which exist. 

7.3 Evaluation of Experimental Results 

It is important to note that until the model is fully 

implemented and tested upon a variety of configurations 

consisting of actual, effective recognition algorithms it is 

impossible to draw any strong conclusions about the 

performance of the model in real-world applications. However, 

our simulation is capable of modeling algorithms with any 
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performance distribution one can describe. There are however 

a couple of issues which could effect the overall performance 

of the INCA model. 

As was mentioned earlier, Bayes' rule is heavily dependent 

upon prior distributions. It is essential that users be 

relatively consistent in there writing style in order for 

this process to work. This is true, however, for most user

dependent systems, and we feel that it is safe to assume that 

the majority of users are consistent in their drawing of 

symbols with the exception of context shifts due to increased 

cognitive load or external constraints (we will discuss this 

topic further in the next chapter). 

A final factor worthy of consideration when evaluating these 

results is that there is still relatively little work 

available to date on alphabet-independent systems. Those 

which do exist are often either tested only upon a small 

collection of common alphabets or are tested on alphabets of 

relatively small size [50,65]. For alphabets with many 

symbols it may be that some algorithmic approaches break down 

and their performance deteriorates. For other techniques it 

may be that recognition rates on alphabets which are either 

unknown today or little used drop significantly. 

The work on the extended INCA model using result 

correlations indicates that the information gained through 
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the examination of these correlations can be useful ~n 

increasing the models overall effectiveness. However, it ~s 

unclear how frequently these correlations exist for any 

particular ambiguous situation. We hope that further testing 

on actual algorithms will help provide insight into this 

question. 

For the reasons mentioned above, it is unlikely that the 

INCA model will perform exactly as well in practice as it 

does in the simulation. However, we believe that the results 

of testing the model indicate that it may very well be an 

effective and simple approach for modeling gestural 

recognition systems. It's ability to improve upon component 

algorithm performance has been consistent in testing and the 

use of randomly generated algorithms increases our confidence 

that this ability has not been biased by our selection of 

performance matrices. 
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.. 
Chapter 8 

Future Work and Conclusions 

8.1 Support for Quick Prototyping 

The INCA system as envisioned is intended to support the 

programmer in a number of ways. First, it is intended to 

supply information to the programmer about algorithm 

performance. The system can supply information relating to 

individual algorithms as well as information about the system 

as a whole. Using information gathered through testing and 

the analysis of the various performance matrices, the system 

can indicate specific recognition problems such as 

discrimination difficulties and can often point the 

programmer towards solutions by identifying those component 

algorithms which are capable of solving the problem. In many 

cases the programmer may be able to supply a simple piece of 

code intended to solve the identified problem which the 

system can then integrate and use whenever the particular 

problem arises in the future. 

We envision INCA as a system which will support quick 

prototyping of applications through techniques such as the 

one described above. One advantage of the INCA model is that 

a variety of statistical information is quickly accessible to 

the system. Symbol discrimination problems within a single 

component algorithm can be easily identified through 

examination of the related performance matrix. Performance 

improvements or degradation can be identified through the 
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examination of performance matrices over time. By comparing 

the per.formance matrices of an algorithm after say 1000, 

2000, and 3000 symbols have been processed, the system can 

determine which problems, if any, have been alleviated and 

which new problems may have presented themselves. Considering 

the dynamic nature of gestural applications, including the 

fact that users may adapt to the system over time or that the 

algorithm may actually adapt to the user over time, this 

ability to give a performance history can greatly assist the 

application designer. 

For example, suppose that the programmer decides to test a 

prototype of a new recognition technique in the form of an 

algorithm Ri. After training and testing, the system can 

examine the performance matrix PMi associated with the 

algorithm. This information allows the system to identify 

those characters which had significantly lower recognition 

rates on average for this particular algorithm. Further, it 

can easily determine which symbols were responsible for the 

misrecognitions and thus can present the programmer with a 

detailed analysis of his algorithm's discrimination problems. 

Figure 8.1 presents an example of an algorithm's performance 

matrix after training and testing along with a hypothetical 

analysis of the algorithm's performance to date. The output 

includes the recommendation of particular code segments 

presumed to be available to the system to help in identifying 

the nature of particular discrimination problems. 
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Symbols recognized at >80% = {S1 (1 00%), S3{84%), S5(90%),S6{84%)} 
Symbols recognized at 50%-79% = {S2(60%)} 
Symbols recognized at <50% = {S4{8%)} 

Discrimination problems upon recognition of symbol S3. Symbol 84 misrecognized as 
83 92% of the time. 
Discrimination problems upon recognition of symbol S4. Symbol 82 misrecognized as 
84 30% of the time. 

Recommendations: 
Code segment capable of distinguishing symbols 83 and 84 could result in improvement 
of overall recognition rate to 86.3%. 
Code segment capable of distinguishing symbols 82 and 84 could result in further 
improvement to overall recognition as high as 91.33%. 
Library Code property test #52 is capable of distinguishing symbols 83 and 84 with 
87% effectiveness. 
Library Code property test #34 is capable of distinguishing symbols 82 and 84 with 
92% effectiveness. 

Estimated overall recognition rate with use of library property tests -= 86%. 

Figure 8.1 Performance Matrix and corresponding 
INCA analysis. 
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In order to support quick prototyping, INCA must also allow 

the user to supply code segments or plugs which are designed 

to address a particular discrimination problem identified by 

the system. For example suppose that INCA identifies that the 

algorithm in question has difficulty in distinguishing the 

symbol 8i from 8j. That is , the algorithm recognizes the 

unknown symbol as 8j relatively often when the user enters 8i' 

Then one option is to simply add code as a component 

algorithm to the INCA model which can distinguish between the 

two symbols with a high probability and allow the Bayesian 

analysis to handle the relatively weak performance on symbols 

other than 8i and 8j while taking advantage of its ability to 

discriminate between them. The second option is that the user 

can design a simple piece of code to distinguish the two 

symbols and supply it to the system. INCA can simply flag the 

j th column of the associated performance matrix so that 

whenever the algorithm recognizes the symbol 8jl the program 

plug supplied by the user is executed in an effort to 

determine whether or not the symbol 8i is a more likely 

correct recognition result. 

It may also be possible to extend the INCA system so that it 

is capable of producing the simple discrimination code 

segments required to improve recognition. Given a simple set 

of tools designed to identify both physical and statistical 

differences between symbol gestures, the system may very well 
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be capable of identifying key properties which the programmer 

might miss. Our experience in designing a probabilistic 

feature analysis algorithm indicates that some properties 

which can be quickly identified by a program with little 

computational effort and which 

discriminators for some symbols, can 

humans to identify [55]. 

8.2 Context shifts 

are very effective 

be very difficult for 

Any system designed using the INCA model is user-dependent. 

This allows each user to customize their gestural alphabet to 

match their particular style while still allowing mUltiple 

users to operate the system in a well-defined and consistent 

manner. For every user on the system there would be at least 

one set of performance matrices associated with the 

particular configuration of component algorithms in the 

system. This use of mUltiple performance matrices also has 

the potential of addressing a problem we refer to as context 

shifts. These shifts seem to take place from time to time 

when users are confronted with increased number of tasks to 

be performed simultaneously or an increase in the speed 

required to complete a task and can effect a system's overall 

recognition rate. 
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Under such circums tances, users frequent ly alter their 

writing style in such a way as to adapt to the increased 

cognitive load. As an example, we can imagine an individual 

interacting with a gestural system when the phone rings. If 

the user does not cease gestural entry but continues to 

interact with the system while at the same time communicating 

on the phone, we may see an alteration in their writing 

style. Similarly, if the user is suddenly faced wi th an 

approaching deadline, perhaps a scheduled meeting, they may 

begin to increase their rate of gesture entry which can also 

result in a writing style change. 

These changes in writing style appear to include but may not 

be limited to elimination of strokes from gestures, reversal 

of stroke directions, over-lapping gestures, and finally an 

increase in the use of incorrect gestures as the result of 

simple user mistakes. Figure 8.2 presents some examples of 

these mistakes which are taken from a small experiment we 

performed in an effort to characterize the type of problems 

faced by a recognition system when the user is forced to 

operate under new external constraints which are not the 

result of any system action. 

Our examination appears to indicate that many of these 

errors occur with enough frequency under testing conditions 

that they can be considered consistent actions under 

conditions of time constraint or increased cognitive load. If 
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these are indeed consistent acts then we can treat such 

situations as expected events in the sense that from time to 

time users can be expected to alter their style to such an 

extent that they can be effectively treated as different 

individuals with respect to their style of writing. With this 

in mind, we may be able to supply each user with a set of 

performance matrices. We could design the system to attempt 

to identify when a context shift has occurred and then make a 

swi tch of performance matrices to reflect the inferred 

context shift. 

-A 
/~ " 

,/;I!. ,// 

I ' I \ 
I \ , 
I \ 
I \ 
I , 

: " .. "................ '~ 

(a) 2-stroke and 1-stroke "A". (b) Reversal of stroke direction 

o Wef'ht 
(c) Overlapping gestures (d) Incorrect gesture 

Figure 8.2 Sample errors induced by cognitive load. 
a) Elimination of strokes, b) reversal of 
stroke direction, c) overlapping gestures, 
d) incorrect gesture. 
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In order to carry out this swapping of performance matrices, 

it is necessary to have a set of matrices which reflect the 

users tendencies during increases in cognitive load or time 

constraints. We have begun preliminary experimentation with 

training techniques intended to simulate these situations and 

produce appropriate matrices. By limiting the amount of time 

that the user may enter symbols for training we can 

effectively simulate external time constraints. The issue of 

cognitive load is tougher to address. 

It is unclear at this time whether or not there are 

differences in the types of increased load which may effect 

the user's writing style. For example, it would seem natural 

to assume that some applications will require so much 

concentration that the user is forced to focus only upon the 

problem domain and less upon gestural entry. We do not know 

at this time whether the differences which result in the 

user's writing style are the same as those which would occur 

under a training session which forced the user to perform 

another relatively simple task while training. Our 

preliminary work has been to simulate multiple tasks by 

forcing users to move a mouse and keep a cursor on the screen 

within the boundaries of a large black ball which moves about 

a window in a more or less random pattern, while entering 

gestures with their other hand. This proved successful in 

producing the errors described at the beginning of this 

section but we do not know how inclusive this set of problems 
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are nor if the same problems show up under all forms of 

cognitive load increases. We expect that future study will 

help answer these questions and will determine if a simple 

shifting of performance matrices will be adequate in 

addressing the problem. 

8.3 Approaches to Handling Moded Applications 

In Chapter 4, we discussed the problems faced by the INCA 

model when dealing with applications which are moded. That 

is, applications which have a set of distinct functions each 

of which may use disjoint subsets of the application 

alphabet. Although we feel that the use of gestural regions 

both in the design and implementation stages of system design 

is a solid approach to avoiding this problem, we have begun 

to examine other approaches. 

Another possible approach to the problems caused by moded 

applications is to attempt to infer from training data which 

interface modes if any exist in the application. If modes are 

identified then each can be assigned its own performance 

matrix in an effort to avoid the problems of windowing 

described earlier. This approach requires that the training 

phase of the system be designed to emulate the application 

stage as closely as possible. This task proved to be quite 
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difficult in general. Although for particular applications it 

is often relatively easy to emulate the application during 

training, there are many applications for which this process 

is at best difficult and in some cases impossible. 

The difficulty arises in attempting to emulate an entire 

session or series of sessions, as they would occur in 

practice, without reliable recognition. If the application is 

such that it requires very little direct or indirect feedback 

(i. e. an application heavily dependent upon data entry of 

some form) then this approach can often be implemented with 

ease. Unfortunately most gestural-based systems require that 

some level of feedback be provided upon the entry of a 

gesture or series of gestures and without this feedback one 

cannot hope to accurately emulate a normal session. 

It should also be noted that this training technique 

requires that all aspects of the interface be exercised in 

order to guarantee that all symbols of the alphabet are used 

in their proper context. This however may not be conducive to 

the emulation of an average or normal session of the 

application as many particular functions of the system may 

only occur in rare or special circumstances. One can argue 

that this is a reasonable approach as the goal is to get a 

normal instance of each separate functionality of the program 

in question rather than any particular session of the 

program's use but this is likely to lead to some gestures or 
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combination of gestures being inordinately represented J.n 

training. It can also lead to some symbols being under

represented or possibly not represented at all in training. 

To infer a mode in the interface, data entered by the user 

is examined for patterns or transitions which might indicate 

a switch from one operational mode to another. This problem 

is similar to the problem of handling page allocation in an 

operating system which uses paging for memory management. We 

would like at any point in time to have a performance matrix 

which represents the current mode of operation rather than 

some previous or incorrect mode. Unfortunately identifying 

such modes is extremely difficult and can lead to incorrect 

assumptions and poor performance. Because of this, we believe 

that one is better off eliminating implicit modes by using 

gestural regions which in effect force an explicit change of 

context or mode and allow the system to operate efficiently. 

It may also be possible to use some form of decaying average 

which puts more weight upon recent gestural events and less 

on older events. Such an approach may eliminate the need for 

a temporal window entirely and may produce reasonable 

results. We intend to examine this approach in future work. 

8.4 Issues yet to be addressed 

Character segmentation is an important issue in gesture-based 

systems [73,74]. In order to determine when a symbol has been 
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drawn it is necessary to identify when and where one symbol 

has left off and another has begun. To date the INCA system 

is designed to assume that symbol segmentation is performed 

by some module outside of the Bayesian system. In fact, the 

current prototype implementation uses explicit segmentation 

where the user is forced to explicitly signal that a new 

symbol has been completed. This is clearly not the best 

approach to segmentation and we are considering ways to 

handle probabilistic segmentation of input using a technique 

similar to that used in the models presented in this 

dissertation. 

An issue of concern which presents itself in the INCA model 

is that as the number of poor recognition algorithms in the 

system increases so does the "noise" introduced by these 

algorithms. One can imagine a situation where the system is 

configured with a variety of algori thms which are only 

slightly better than one which randomly selects its 

recognition result. Under such circumstances it is possible 

for the noise produced by these algorithms to out weigh the 

performance of any strong algorithms in the system and 

produce results which are in fact worse than some of the 

algorithms in the configuration. It may be possible to 

address this issue by considering alternative ways of 

combining confidence vectors when producing a final 

recognition result. Currently we use a simple summing of 

probabilities across confidence vectors. Although this is a 

simple unbiased estimator, it is based on an assumption of 
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relative independence between the results of each algorithm. 

We intend to examine the use of more elaborate likelihood 

measures with respect to Bayesian analysis which may allow us 

to address these issues more effectively. It is important to 

note however, that INCA has proven to produce results 

superior to component algorithms which have relatively high 

recognition rates but which are combined with algorithms that 

have relatively weak recognition capabilities and that many 

situations like that described above are unlikely to occur in 

normal system use. 

8.5 Applying our Models 

The integration of gestural interaction into standard 

existing user interface management systems (UIMS) has proven 

to be a difficult problem [20,31,34,63,64]. These systems are 

designed to handle interactions which are certain to have 

occurred which is counter to the recognition problem in 

general. These systems are also not easily updated to handle 

the inclusion of recognition algorithms which are required of 

any gesture-based system. When combined with the 

probabilistic approach to dialogue management presented in 

Chapter 6, the INCA recognition model should allow for the 

design of a user interface management system which is capable 

of handling both traditional interaction techniques such as 
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keyboard and mouse as well as gestural input. We hope to 

design and implement a UIMS which is based on the ideas 

presented in this work and which will be capable of 

integrating gesture into the interfaces produced with the 

system. 

One problem with the use of state transition diagrams for 

modeling dialogues is the exponential blow-up of states that 

can occur in such models when attempts are made to reduce 

restrictions on the order of the user I s actions. As our 

dialogue management model is in fact a probabilistic 

extension to traditional state transition diagrams, we are 

faced with a similar problem. We are currently finishing up 

work which introduces a form of probabilistic propositional 

production system which can be used to implement a model 

equivalent to probabilistic finite state machines but without 

the exponential blow-up in states. We hope that this work 

will make our approach to dialogue management a useful and 

effective model. 

8.6 Conclusions 

This dissertation has presented both the INCA model for a 

meta-algorithmic approach to gestural recognition and a 

probabilistic model for dialogue management in gesture-based 

systems. Both models are developed upon non-traditional views 

of handling gestures. 
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INCA works under the basic assumption that particular 

recognition algorithms should be judged by their actual 

performance rather than by some internal measure of 

confidence. It avoids or improves upon the tradi tional 

incremental design process by allowing the weakness of one 

algorithm to be adjusted for by the strengths of other 

component algorithms. 

Our resul ts indicate that INCA can improve upon the 

performance of most recognition algorithms even when 

combining these algorithms with relatively poor component 

algorithms. Its alphabet-independence and ability to quickly 

analyze a component algori thm I s performance supports the 

quick prototyping of gestural systems without the incremental 

design approach which is currently necessary. 

When tested upon configurations of simulated algorithms 

which perform at rates similar to those reported for top 

systems in the literature, INCA is capable of producing 

extremely high rates of recognition improving upon even these 

quality approaches. 

Our probabilistic approach to dialogue management is 

designed with the premise that gestural recognition is 

inherently uncertain. We take the view that forcing such 

systems to approach dialogue management in the traditional 
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way is responsible for many of the problems designers have in 

integrating these systems into current user-interface tools. 

Our model addresses this uncertainty as a normal property of 

gestures and attempts to use sound probabilistic techniques 

to integrate the issue of recogni tion into the normal 

user/computer dialogue. 

One of the major goals of this work from the outset was to 

examine non-traditional approaches to many of the key issues 

facing researchers in the area of gestural interface design. 

We believe that our results may prove to be both useful and 

effective not only in theoretical terms but also in actual 

applications. 
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