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ABSTRACT 

Moral skeptics challenge the objectivity of ethics. My aim, however, in Moral 

Skepticism and Practical Reason is not to attempt to answer this challenge, but to 

characterize it and speculate about how it could be answered. 
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The skeptic's challenge is not sufficiently well understood. I contend that there are 

two distinct skeptical challenges: status skepticism and authority skepticism. Status 

skepticism call into question whether there are moral facts, while authority skepticism calls 

into question whether there are weighty moral reasons. Each poses a challenge in the 

sense that it reflectively undermines our moral experience and practice, but I argue that to 

successfully answer both challenges one must begin with authority skepticism. 

I then examine two conceptions of practical reason distinguished by Bernard 

Williams: internal reasons and external reasons. Williams defends internal reasons: that to 

have a justifying reason to </> one must have a motive that would be furthered or served by 

</>-ing. However, I argue that this theory is deeply flawed and cannot provide a sufficiently 

robust conception of rationality to account for psychological reality. I then go on to 

sketch an alternative external theory of reason where reasons are normative considerations 

revealed in a process of deliberation guided by norms. 

Importantly, since the internal theory holds that an agent's reasons must be 

fundamentally grounded in the motives of that particular agent it fails to account for the 

genuine quality of moral reasons--where it is in virtue of features of others that we have 
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moral reasons. Hence, the internal theory must resort to inadequate moral modeling. 

Next I consider a few attempts to develop a conception of moral reasons along the lines of 

the external theory and argue that they fail but that this can be traced to their invoking the 

internal theory at a deep level. The lesson is that to capture the genuine quality of moral 

reasons requires a genuine external theory of reason. Such a theory rejects the 

motivational model of the internal theory for a normative model on which reasons may be 

understood to transfer their reason-giving quality across persons. 



P ART I: THE MORAL PROBLEM 

CHAPTER 1: MORAL SKEPTICISM 

The goal is getting to a place worth being. 

--Robert Nozick, Philosophical Explanations 
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In this chapter my aim is to say what the problem of moral skepticism is. I begin 

by considering two models of philosophy and how they might make sense of the general 

problem of skepticism. On the model of coercive philosophy the problem is to convince a 

disbelieving or doubting opponent through argument. On the model of philosophical 

explanations the problem is to explain how one's own beliefs can be maintained in the face 

of apparent excluders which, upon reflection, cast some doubt on one's beliefs. I argue 

that the latter model better captures the problem of skepticism. With this in hand I then 

seek to identify the core features of morality that skeptics call into question. I identify 

three formal and three content-based features. The formal features are that moral 

considerations are: (1) justificatory, (2) regulative, and (3) weighty. The three content

based features are that morality provides us with reasons to: (1) respect others, (2) assist 

others, and (3) deal fairly with others. I then distinguish two ways in which the doubt that 

is characteristic of moral skepticism might be generated. Psychological skepticism 

generates doubt to serve a psychological function for the agent, whereas philosophical 

skepticism generates doubt as a result of reflection--the latter is my concern. I also 
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distinguish two strains of skepticism: status skepticism and authority skepticism. Status 

skepticism calls into question whether there are moral facts about which we all might 

agree. Authority skepticism calls into question whether there are ge"nuine moral reasons 

that obligate us. Each of these forms of skepticism is generated by reflection on certain 

apparent excluders, which I identify. The problem of moral skepticism, then, is to 

demonstrate how our commitment to morality (as revealed in our moral experience and 

practice) might be reflectively reconciled with the apparent excluders posed by both status 

and authority skepticism. 

1.1 Philosophical Problems and Solutions 

Moral skepticism is one of a few enduring philosophical problems. From the 

debate between Plato and the Sophists to that between contemporary realists and anti

realists it has had a central role in moral philosophy. It shall be my aim in this work to 

venture into the mire of moral skepticism and see what, if any, contribution can be made 

to a philosophical discussion that is unlikely to end any time soon. However, before we 

can undertake this venture it is necessary to have a firm grasp of just what is at stake 

regarding the problem of moral skepticism. One would think that given the centrality of 

the problem of moral skepticism one would not be delayed long in locating the core of the 

issue. However, this thought would be seriously mistaken. Despite the long history of 

moral philosophy it is surprisingly difficult to obtain a firm grasp of the problem of moral 

skepticism. 
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Why this difficulty? Barry Stroud has written, regarding the problem of skepticism 

about the external world: 

It is surprising to me how few people writing philosophy in this day and age 
actually concentrate on the problems themselves and where they come from. 
There seems to be widespread confidence about what the problems are, what sort 
of thing a successful philosophical doctrine or theory would be, and what it would 
take to give us the kind of understanding philosophy can give us of the phenomena 
it has traditionally been concerned with. I do not share that confidence. I 

When it comes to the issue of moral skepticism I share Stroud's lack of confidence. It is 

possible that in their quest to defend and reject theories that philosophers have slowly lost 

sight of the problems that provide a framework and context for those theories. An 

adequate theory must be responsive to the appropriate problems. Theories without 

problems are unrooted theories. Such theories may be objects of interest to those who 

deal in them, but they will hold little interest of those beyond the narrow confines of the 

philosophical community. The relevance and intrigue of philosophy depend upon having a 

secure grasp of the salient problems that motivate philosophical reflection and the search 

for theories. Philosophers, then, have a responsibility to investigate the nature and origin 

of problems and in so doing lies the prospect for developing more satisfYing theories. 

Without such an investigation philosophy will tend to be aimless, ineffective, and just plain 

hyperbolic. 

If insufficient attention has been paid to problems, perhaps that is where we ought 

to begin. In other words, before we tum to the problem of moral skepticism in particular 

I Stroud (1984, p. x). 
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it might help to consider what a philosophical problem is and how, or whether, they can be 

solved. Robert Nozick has offered a nice discussion by which we might get at this issue. 2 

Nozick distinguishes two kinds of philosophical methods: coercive philosophy and 

philosophical explanation. Each allows us to formulate a conception of what constitutes a 

philosophical problem. Coercive philosophy aims at proof, where a proof forces one to 

believe against one's will--Le., to believe something that one does not already willingly 

believe or actually rejects. The means of proof, and so the tool of the coercive 

philosopher, are arguments. If proof is intended for non-believers or disbelievers, then, of 

course, one need not bother to prove things to oneself that one already believes. Rather 

one must prove things to others who do not share one's beliefs. Philosophical problems, 

then, on the model of coercive philosophy, are grounded in disagreement. If you disagree 

with me about some issue it becomes my problem to convince you of my view. The 

solution to such problems involves finding suitable arguments to convince you of the truth 

of my view. I aim at creating this belief in you by arguments that utilize premises which 

you already accept or that I could get you to accept by utilizing still other arguments. The 

problem of moral skepticism, on this view, and how the problem has often been construed, 

is precisely for the moral believer to convince the mor~l disbeliever (Le., the skeptic) of his 

moral views by argument. 

Things are quite different, however, when it comes to philosophical explanation. 

On this view of philosophy the goal is not proof, but understanding how something is 

~See Nozick (1981, lntro. pp: 1-27) 
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possible.3 The means to securing this kind of understanding are not arguments but 

explanations. We understand how something is possible when we have an explanation for 

how it could be so. Explanation aims to render intelligible those things that we already do 

believe. Philosophical problems, on this view, arise when we lack an explanation for 

something we believe or when, as Nozick puts it, there are "apparent excluders" to what 

we believe. Apparent excluders, according to Nozick, are those things which seem to call 

into question the possibility of something we believe. The solution to this kind of 

philosophical problem is to show how it is that the thing believed is possible by offering an 

explanation which overcomes the apparent excluders. By offering a suitable explanation 

one may justifiably maintain one's belief. On this view, the problem of moral skepticism is 

precisely to show how morality is possible by offering an explanation of its foundation that 

will allow us to. maintain our commitment to our moral beliefs despite certain apparent 

excluders. This way of conceiving the problem of skepticism is quite different than that of 

coercive philosophy. No longer do we have the view of two combatants doing battle over 

a point of disagreement. Instead we see the problem of skepticism as something that we, 

and perhaps others, as reflective agents, confront in our own reflection. In summary, the 

central difference between the two methods is that coercive philosophy aims at convincing 

another, while philosophical explanation aims at reassuring oneself. 

3That we are concerned with how something is possible and are not seeking proofs opens the door to 
transcendental style "arguments". Such argmnents take the form: X is the case. Y is the only (or perhaps 
best) e~'Planation of X. Therefore Y. Furthermore. such arguments have the effect of reinforcing our 
belief that X is the case. 
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1.2 Moral Skepticism, Conflict, and Dissonance 

How shall we conceive of moral skepticism? Which of these philosophical 

methods offers us the better conception of the problem of moral skepticism? Before we 

tum to these questions we might first consider, broadly speaking, what skepticism is. At 

the most basic level skepticism involves a kind of doubt and the skeptic is a person who 

can be characterized by an attitude of doubt. We can begin by contrasting skepticism with 

dogmatism. Dogmatism involves unbridled, unrestrained, or excessive acceptance, 

confidence or commitment. Dogmatism, then, incorporates the idea that one's proclivity 

to believe is itself unjustified. However, skepticism is not the corollary of dogmatism, for 

the skeptic is not by definition one whose disbelief is itself unjustified. The skeptic may be 

right or may be wrong. "Dogmatism" is a normatively loaded term in a way that 

"skepticism" is not. Skepticism, then, is best characterized simply as doubt. But this is 

quite broad since the doubt that is characteristic of skepticism can assume a variety of 

forms. 

First, there is what we might call Academic skepticism which understands by 

"doubt" disbelief or denial (perhaps even denial of the possibility of knowledge). This type 

of skepticism might also be referred to as a form of nihilism and ironically may itself be a 

form of dogmatism turned on its head. Second, there is Pyrhonnian skepticism which 

involves a suspension of judgment or non-belief This suspension of judgment (or epoche) 

is the traditional form of doubt--it is not the denial of Academic skepticism. Pyrrhonnian 

skeptics advocate the suspension of judgment to achieve a state of tranquillity (or 



17 

ataraxia). The Pyrrhonian skeptic refuses or is unable either to believe or disbelieve and 

simply remains in a perpetual state of doubt. The third, and most common form of 

skepticism, which I shall call critical skepticism, merely involves the adoption of a critical 

attitude. The skeptic here is one who is restrained when it comes to belief and approaches 

all prospective beliefs with a critical attitude and subjects them to careful appraisal before 

believing. It is not that this type of skeptic denies the possibility of knowledge, or 

purposely cultivates a perpetual state of doubt, it is rather that doubt (in the sense of 

caution) is the appropriate stance with which to approach all prospective beliefs. Which 

of these forms of skepticism does moral skepticism take? We will not be in a position to 

say until we have more closely looked at morality itself 

In the meantime we can return to our question of which mode of philosophy better 

captures the problem of skepticism. Let us begin with coercive philosophy. The 

traditional view of moral skepticism understands the problem, I think, in terms of coercive 

philosophy: the problem of moral skepticism on this model is to convince some 

disbelieving, non-believing, or critical opponent by appeal to argument. The traditional 

view of moral skepticism, then, asks us to engage in coercive philosophy so that we might 

rationally force the moral skeptic to believe. This task brings to mind Socrates and 

Glaucon's attempt to convince Thrasymachus and the efforts of many other philosophers 

to attempt to persuade the imaginary Hobbesian Foole and Humean Sensible Knave (it is 

sometimes supposed that coercive philosophy might allow (must enable?) us to convince a 

Hitler or Stalin). 
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Is this a plausible way to view the problem of moral skepticism? Though we read 

about people such as Thrasymachus, the Foole, and the Sensible Knave we must keep in 

mind that they are philosophical constructions and not real characters (though Hitler and 

Stalin certainly are real, and I shall come back to them). Occasionally we come across 

people who will express a skeptical viewpoint but this is· most commonly a contrivance 

that is a part of philosophical exchange (e.g., playing the role of devil' s advocate )-

stimulating and thought-provoking if it is intelligent, but tiresome and disruptive if not. 

Suppose we come across a person who expresses skeptical views about morality. How 

does such a person pose a skeptical ~hallenge? There are two possible responses to this 

question. The first response is that skeptical expressions (whether sincere or not) might 

undermine our commitment to morality (something that we hold dear), but this, as we 

shall see, is to see the problem of skepticism in terms of explanatory philosophy (Le., the 

skeptic may raise some apparent excluders to our beliefs). The second response is that the 

expression of skeptical views is a challenge because they pose some kind of substantive 

moral threat--e.g., their expressions are in some way connected to the doing of morally 

atrocious actions. Of course this response does not apply directly to the insincere skeptic. 

That is, we do not expect the devil' s advocate, in the manner of the Menendez brothers, to 

murder his parents and attempt to cover it up simply to gain an inheritance. But we might 

be concerned about the effects of the devil's advocate's expressions on others who might 

be convinced and then commit such atrocities. However, since the devil's advocate is not 

really out to persuade it seems we needn't be too worried--he will likely back off once it is 
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clear that his remarks show signs of persuasion. Furthermore, such risks appear to be 

quite small--philosophy classes, so far as I know, are not responsible for a substantial 

number of moral atrocities (did reading Plato's Republic persuade the Menendez 

brothers?). Insincere skeptics do not seem to pose a substantive moral threat in action or 

influence. 

The real moral threat seems to lie in the sincere moral skeptic--for those who 

sincerely believe something are typically inclined to act upon those beliefs and to more 

vigorously promote them in discussion. The idea, then, is that we must use the arguments 

of coercive philosophy to persuade sincere skeptics that morality imposes stringent 

requirements on them because they are likely to promote murder, rape, and torture and are 

more likely to themselves commit such acts. There are a few reasons to think that this is 

not really the problem of skepticism. First, in so far as we are concerned with preventing 

the atrocities of murder, rape, and tori.ure we ought to be aware that the people who 

commit such acts are not necessarily moral skeptics. That is, murderers, rapists, and 

torturers may not deny that there is such a thing as morality and that it requires that they 

not murder, rape, or torture. They may simply fail to heed these moral prohibitions due to 

some kind of moral weakness of will. The problem in this case is moral weakness ofwiIl 

and not moral skepticism. Second, not all moral skeptics commit moral atrocities. The 

sincere belief in moral skepticism might not really hook up with one's actions--i.e., one 

might be a kind of "speculative" skeptic. Furthermore, someone might be a sincere 

skeptic but abide by moral requirements much the way that one abides by foreign customs 
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when living abroad. It is also possible that to a good extent it is in the skeptic's self

interest to act in accordance with moral requirements. Third, even if the sincere skeptic 

does, as a result of his skepticism, commit moral atrocities it is not at all clear that the 

problem he poses is simply a philosophical problem. Though debate, argument, and 

persuasion"have a role to play in our interactions with others it is far from clear that they 

will be exhaustive of the way we interact with those who commit moral atrocities. We 

might try to persuade a murderer, rapist, or torturer by argument, but if that does not 

succeed our conception of morality may itself require that we use coercive force (and not 

merely coercive philosophy) to put an end to his atrocities. The point being that these 

people are not now for us a problem in the sense of their being moral skeptics, even 

despite the fact that their skepticism about morality may be part of the story about why 

they commit such atrocious acts. Rather they are a problem in the sense that they do 

horrible things to others that go against our most deeply held moral convictions. We 

might say that the moral skeptic is not a threat merely when he doesn't believe in morality 

but only when he also acts in ways that are morally reprehensible. A moral skeptic who 

never violated moral demands would not be a real problem. But the moral skeptic who 

does violate the most serious moral demands is a problem and the problem is to make him 

stop. We may begin with coercive philosophy (preferring the less coercive means first), 

but if he does not desist we may have to resort to coercive force to solve our problem--in 

some cases even if this means killing him. Lastly, even if we have available adequate and 

compelling arguments this may be insufficient to convince the skeptic because he may not 
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be appropriately responsive to rational persuasion. Not everyone is persuaded by proofs 

in math and logic but we do not think that this means math and logic have failed us, rather 

the failure lies in he who does not properly respond. So things are with the moral skeptic. 

The other-directedness of coercive philosophy fails to get at the real problem of moral 

skepticism for philosophy. For so long as the problem concerns others and the substantive 

moral threats they pose philosophy is not what is needed, but force. 4 

Let us now consider whether philosophical explanation has available an adequate 

conception of the problem posed by the moral skeptic. We seek philosophical 

explanations when we believe something but do not know how it could be possible or 

when there are things which apparently exclude its possibility. The existence of apparent 

excluders engenders doubt, disbelief, or a critical stance toward some proposition. The 

skeptic on this view is the person who brings to our attention these apparent excluders. 5 

The problem posed by the skeptic, however, has little to do with him and what he believes. 

In fact, it doesn't matter on this view whether the skeptic is sincere or not--for either way 

he might raise justifiable apparent excluders. Rather, the problem has to do with our own 

belief system in the face of a set of apparent excluders. The problem, then, is not 

somebody out there who we can point to, but is some aspect of ourselves--we might say 

4{ should make one qualification here. That is, that philosophy will be relevant to the question of whether 
the force we may use in response to the substantive moral threat posed by the sincere moral skeptic is 
justified. But, it should be noted, the justification of our use of force is not something we must convince 
the skeptic of (though such justifications should be available to the skeptic to the extent that he is 
rational), but is something which we require to assure ourselves that we are appropriately reacting to the 
skeptic's actions. 
sThis person might even be ourselves upon reflecting, so this view does not necessarily require the 
postulation of another. 
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that the problem of moral skepticism lies within. Our commitment to morality may have 

to go given the apparent excluders and it is because we fundamentally see ourselves as 

moral beings (i.e., as people committed to morality) that we are concerned about this 

problem. Our commitment to morality is something that grounds us and gives us a place 

in the world. It oversees our relation to other people and though it sometimes burdens us 

it also allows for us to lead a worthwhile life among other people--given our moral 

convictions we may count on others not interfering with us, assisting us, and dealing fairly 

with us. Were it not for this reliance we would find ourselves in a Hobbesian world of 

distrust and fear where life is "solitary, poor, nasty, brutish, and short. II The problem of 

moral skepticism on this non-traditional view does not require coercive philosophy--for 

we already are in some sense committed to morality (besides it is hard to see how one 

could utilize coercive philosophy on oneself)--but requires an explanation of how morality 

is possible given certain apparent excluders that under reflection that incline us toward 

doubt, disbelief, or an excessively critical attitude about morality. As Nozick puts it the 

problem is not one of "foreign" affairs but one of II internal II affairs. 

How exactly is this problem of internal affairs (i.e., the doubt generated by these 

apparent excluders) a problem? Let us begin with the problem of epistemic skepticism and 

then we shall tum to moral skepticism. In the epistemic case we have numerous epistemic 

commitments or, more simply, beliefs about the world around us. For example, that the 

sun will rise tomorrow, that planes do not usually fallout of the sky, that certain foods are 

nutritious and not poisonous, etc .. But upon reflection we may realize our fallibility (i.e., 
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about our senses, our reasoning capacity, etc.) and this may lead to doubt about our 

beliefs about how we can justifiably form beliefs.6 These beliefs about how we justifiably 

form beliefs we might call our core epistemic commitments (they might be things such as 

"if my senses tell me X I am justified in believing X" and "there is an external world and 

we can know things about it"). Once these core commitments are subject to doubt it leads 

to the undermining of many of our peripheral commitments. Peripheral commitments are 

those which constitute our understanding of various aspects of the world (e.g., that the 

sun will rise tomorrow, that planes do not usually fall out of the sky, etc.). Though 

skeptics go after our core commitments, it is with the resultant undermining of these 

peripheral commitments that skepticism really takes root. These peripheral commitments 

connect us to the world and without them we would not be able to get on. This is the first 

problem of skepticism: that it can result in epistemic disconnectedness from the world 

(i.e., solipsism) and this may create a kind of vertigo. Perhaps for this very reason we 

might even find ourselves compelled to form such commitments in the face of doubt. This 

would allow us to get on but we would be compromised as epistemic agents in that we 

would simultaneously find ourselves forming beliefs and thinking that we are unjustified in 

doing so. This brings up the second problem of skepticism: even if we can avoid the 

disconnection by continuing our practice of forming beliefs we would find ourselves in a 

compromised position as epistemic agents, to borrow a term from psychology, we would 

find ourselves in a state of epistemic dissonance (the disconnection is in a sense 

6It is this possibility of fallibility that lies behind most skeptical argwnents. 
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internalized). The structure of skepticism, then, is that reflective doubt about core 

commitments leads to doubt that undermines our peripheral commitments. Epistemic 

skepticism is an infectious doubt that undoes our moorings to the world resulting in 

disconnection and dissonance. We understand that this state is a threat to both our getting 

on and our status as epistemic agents and so if possible we have reason to attack the 

infection early to prevent its spread. 

What about the moral case? The structure is similar: We begin with numerous 

moral commitments that make up our identity, not as epistemic agents, but as practical 

agents. We said our epistemic commitments connect us to the world, in a similar manner 

our moral commitments connect us to other agents and create a social world. Our moral 

commitments tell us what we must and must not do to others and what they must and 

must not do to us. And so we have a conception of how we are to relate to others and we 

have expectations about how they should relate to us and in this manner our moral 

commitments structure our relations with others and connect us to them. But upon 

reflection we may come to question certain core moral commitments (we have not yet said 

what these are, but shall) that lead to the undermining of the peripheral commitments that 

situate us in our social world. This undermining of our peripheral commitments, like its 

epistemic counterpart, has two results. First, it threatens to lead to a practical and moral 

disconnection (what we might call moral solipsism). This would result in something like a 

kind of nihilism--that nothing is worthwhile. But, of course, we could not get on as before 

were we to look at the world and other agents in this way. What would be the point of 
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going on? So, just as in the epistemic case we continue our practice, this time the practice 

of valuing, so that we might continue in some other way. But this leads to a state of moral 

dissonance. For we are in effect simultaneously telling ourselves that we ought to 

continue with our value practices despite the fact that we have no justification or reason 

for doing so and our practices and experience may suffer for this, potentially threatening 

our identity. Moral skepticism, like its epistemic counterpart, is a kind of infection. The 

problem is to catch it before it spreads and destroys our practical identity. So once again, 

we find that skepticism is a reflective doubt about our core commitments that infects our 

peripheral commitments, thereby undoing our social moorings leading to disconnection 

and dissonance. The moral skeptic on this view is not the brash and boastful doubter, 

proud of his doubt, but rather the moral believer who is infected with a certain degree of 

doubt in a state of dissonance with disconnection looming. Hardly boastful, what this 

person needs is not the proof of coercive philosophy, but rather the reassurance of a 

philosophical explanation so that they may continue on in their moral practices in good 

faith. 7 

7r should caution the reader now that this discussion of the problem of moral skepticism as involving a 
kind of moral solipsism (Le., a diSCOlll1ection from others and one's social world) may seem to conflict 
with the arguments I offer against the views of Thomas Nagel and Christine Korsgaard in Chapter 7, but 
it does not. Here r am suggesting that the problem for us ,vith moral skepticism is that it leads to moral 
solipsism. This provides us ,vith reason to seek or attempt to refute skepticism, but the possibility of 
solipsism is not, and cannot be (as r argue in Chapter 7), the justification for rejecting moral skepticism as 
Nagel and Korsgaard have it. 
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Though I have called this conception of the problem of skepticism the non-

traditional view it is not altogether uncommon. Bernard Williams seems to adopt this 

view we he says what is needed to secure ethical conviction is a kind of "confidence".H 

One question we have to answer is how people, or enough people, can come to 
possess a practical confidence that, particularly granted both the need for reflection 
and its pervasive presence in our world, will come from strength and not from the 
weakness of self-deception and dogmatism. 9 

Christine Korsgaard offers the following conception of skepticism that can also be 

understood along these lines: 

The real threat of moral skepticism lies here. A moral skeptic is not someone who 
thinks that there are no such things as moral concepts, or that our use of moral 
concepts cannot be explained, or even that their practical and psychological effects 
cannot be explained. Of course these things can be explained somehow. Morality 
is a real force in human life, and everything real can be explained. The moral 
skeptic is someone who thi":ks that the explanation of moral concepts will be one 
that does not support the claims that morality makes on us. He thinks that once 
we see what is really behind morality, we won't care about it any more. 10 

What Korsgaard is saying is that the explanation of the possibility of morality that we offer 

must be one that is justificationally transparent--where justificational transparency is the 

idea that the explanation we give must not be one that undermines our commitment to 

morality as we experience it. On this view of explanatory philosophy the problem of 

skepticism is whether the thing to be explained (Le., morality) can withstand the proffered 

explanation. Not all explanations arejustificatorily transparent. A belief in ghosts or 

8See Williams (1985. Chapter 9). 
9Williams (1985, p. 171). 
l~orsgaard (1993. Lecture 1. "The Normative Question", p. 4). I should note that Korsgaard (1993) is 
actually more current than Korsgaard (1994)--the former is an unpublished manuscript to which I will 
primarily refer, the latter is a lecture delivered in 1992 to which the reader may refer as it has been 
published. 
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spirits, for instance, will tend to be undennined by an explanation along psychological 

lines. The explanation eliminates the belief that what one saw was indeed a ghost. Thus, 

we might distinguish two fundamentally different types of explanations: (1) undennining 

explanations and (2) justifying explanations. What we are searching for as an answer to 

skepticism is ajustifying explanation. We want an explanation of how morality is possible 

that does not have the consequence of undennining our moral experience and practice, but 

actually reinforces it. 

1.3 The Nature of Our Moral Experience and Practice 

Having outlined the structure of moral skepticism as involving doubt about our 

core moral commitments that leads to the undennining of our peripheral moral 

commitments, which situate us in a social world, thereby leading to disconnection and 

dissonance, we must now examine the content of moral skepticism. Skepticism, we said, 

involves the subversion or undennining of our experience and practice: in the epistemic 

case that the world is at it appears to us. If then we are to consider the nature of moral 

skepticism we must begin by laying out the nature of the commitments that are essential to 

our moral experience and practice. There are, I think, three formal and three content

based features that are essential to our moral experience and practice. By experience I 

mean the way things appear to us from a moral or practical point of view (i.e., that some 

things just "appear" right or wrong, in many respects they appear to be right or wrong just 

like objects in the world appear to be, say, colored) and by our practice I mean the way in 
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which we put these experiences into effect in our actions (Le., we both act and praise and 

blame on the basis of our experience). In what follows I shall try to characterize these 

features of our moral practice and experience. I believe that each of these features 

captures an important part of our experience and practice, but there may be room for fine

tuning. In the end each individual with have to ask himself whether they accurately 

capture his experience and practice. I shall begin with the formal features. 

First, we think that morality is justificatory in nature. Morality is justificatory in 

that it involves reasons. For instance, an important part of our moral experience and 

practice is that we engage in moral deliberation or reasoning and moral discourse or 

debate. In the case of the former we engage in an individual search for justified moral 

convictions and in the latter we engage in a social search for justified moral convictions. 

Hence both moral deliberation and moral discourse proceed along rational lines. 

Importantly, morality does not involve mere influencing. We may see this in that when we 

engage in moral deliberation or discourse, we seek reasons to support our views and aim 

to convince ourselves and one another in virtue of these reasons. Morality, then, proceeds 

within a justificatory framework by which we offer reasons. Furthermore we think that 

this justificatory framework provides a kind of common ground that we can all share. The 

moral reasons which rightly apply to us will be universal in the sense that they can be 

accepted or acknowledged by all. Another way of putting it is to say that reasons are 

public. II We do not think that moral reasons are reasons that can only be accepted or 

II I borrow this tenn from Korsgaard (1993). 
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acknowledged by isolated individuals--to be a reason (i.e., to be justificatory) at all they 

must be accessible to all. For instance if a legitimate moral reason requires you to 

compensate me for harms that you have caused me, then we think that this is something 

which can be acknowledged by each of us. Though I may want or desire that you 

compensate me and you do not want or desire to do so, we can both acknowledge that 

you have a reason to do so. Morality, we might say, is a kind of judge that we can all 

universally appeal to. So the first formal aspect of morality is that it is justificatory and 

this means that there is a kind of moral court within which reasons apply to us all. There 

is considerable support for something like this in the philosophical literature. For instance, 

James Rachels in characterizing morality offers what he calls a "minimum conception of 

morality". Part of this conception is that "moral judgements must be backed by good 

reasons.'t12 The second aspect of this conception of morality is that morality is impartial. 

Many theories combine these two aspects of Rachels's minimum conception of morality. 

They understand moral reasons as reasons arrived at from an impartial or impersonal point 

of view. Such a viewpoint might be referred to as the moral point of view. The special 

thing about the moral point of view, whatever it may be, is that it is supposed to be 

accessible to all and provide all with reasons. 

Second, and closely related but different from this first formal aspect is that 

morality is practical, action-guiding or regulative. We look to moral principles and values 

to provide us with answers about what to do and what to become. The idea is not simply 

I~Rachels (1993, p. 9). 
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that moral justification involves reasons arrived at from a moral point of view but that 

these reasons in specific contexts generate specific recommendations or requirements for 

specific individuals. Theoretical reasoning involves justification just like moral reasoning, 

but moral reasoning is different or unique in the sense that the reasons that it trades in are 

reasons to do or not do certain things. Many theorists have accepted this as a kind of 

requirement on a moral theory. It is thought that an adequate theory must capture the 

practical, regulative, or action-guiding character of morality. Socrates, for instance, 

thought that to know the good is to do the good. This view is now referred to as moral 

internalism. It concerns the relation between moral requirements/judgements and moral 

reasons/motivation. 13 Internalists suggest that there is a tight (or even conceptual) link 

between these two things. Externalists deny the internalist thesis. I do not wish to enter 

this debate here (we shall touch upon it later), all I wish to claim here is that when we look 

at our moral experience and practice it does seem that there is support for the view that 

morality regulates our conduct. When we look at the world from the moral point of view 

some things are recommended or required and others are not. Morality would not have 

much point were it not for this. This much, I think, is not terribly controv.ersial. Many 

others in the history of moral philosophy have also accepted what I call the practical 

character of morality. For instance, Hobbes, Hume, Kant, Ross, Hare, Rawls, Baier, 

Nagel, Gauthier, Mackie, Harman, Williams, and McDowell just to name a few. 

13Just to hint at what shall come ahead, it is extremely important to distinguish both requirements and 
requirements on the one hand and reasons and motivation on the other. To the extent that there is an 
internal connection between these it is between requirements and reasons and judgments and motivations. 
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This brings us to the last formal aspect: that moral considerations are weighty, 

stringent, or typically overriding. By this I mean that moral considerations, though not 

always overriding, are ordinarily very weighty and can require that we make significant 

sacrifices. Even when we have a strong urge to not do the thing that is recommended 

from the moral point of view it is still binding upon us. We might put it by saying that the 

personal reasons which we have as individuals are often overridden by the interpersonal 

reasons of morality. For instance, it might be in my interest to pass by an accident victim 

so that I can get to a concert on time, but in such a case we think that to do so would be 

wrong because the need of the other outweighs my personal reason to attend the concert. 

Morality requires that I make this sacrifice. Our moral experience reveals that it would be 

wrong to neglect this weighty moral consideration. Kant thought this a particularly 

important feature ofmorality--for this reason he dubbed moral considerations 

"categorical" to capture their exceptioniess character. Though in Kant's case he perhaps 

over-inflated this feature of morality and failed to realize given his famous inquiring 

murderer case that moral reasons are not always decisive in this way. R. M. Hare is 

another philosopher who recognizes the importance of this feature of morality when he 

claims that moral judgments are "overriding". 14 I believe that a consultation of our moral 

experience and practice reveals that morality has this weighty or stringent character. In 

our experience we confront the strong pull of moral considerations (almost a kind of 

necessity) and in our practices we expect others to recognize this as well. 

14See Hare (1981). 
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Our moral experience and practice seems to be characterizable in terms of these 

formal features. If this is right, then a philosophical explanation of morality must account 

for these three formal features of morality. How is it that morality involves justifying 

reasons which are available to all? How is it that these reasons are reasons to do some 

things and not others? And, finally, how is it that these reasons to do some things and not 

others are especially weighty? Providing an adequate answer to anyone of these 

questions is not easy, but providing an adequate answer to all three has proved extremely 

difficult. But an answer to all three is what we must have if morality is to be vindicated. 

In summary, we might say that the formal features of morality express the idea that 

morality involves weighty justifying reasons that regulate conduct and character. 

However, in addition to incorporating these formal features there are a number of 

general content-based features that a theory must incorporate if it is to succeed. Morality 

is not, we might say, purely formal. For instance, anyone who maintains that it is part of 

morality that killing is always morally acceptable (Le., there are not weighty justifying 

reasons not to kill people) would be seriously mistaken. There are, we think, certain 

content-based limitations on what could count as a moral code. I will now try to say what 

these are. We are looking, then, for the content of the weighty justifying reasons that 

regulate conduct and character. What are they? 

First, morality seems at the very least to require that we respect other people. We 

must not merely use other people as means to our ends--say, as we would use physical 

objects. We must not coerce or deceive people to get them to do as we wish. I shall call 



these reasons to respect others autonomy reasons. These reasons are often expressed in 

the idiom that people have rights--rights not to be killed, physically harmed, lied to, etc.--

and that these rights are in some sense inviolable. Many theorists recognize this feature of 

our moral experience and practice. Nozick captures this by saying that rights function as 

"side constraints".15 Kant, and Rawls in a contemporary Kantian vein, maintain that 

people are ends in themselves and must be treated with respect. Ross identifies duties of 

fidelity and duties to not injure others. Even the utilitarian John Stuart Mill spends the 

longest chapter of Utilitarianism (chapter 5) attempting to say what the inviolability of 

duties of justice consist in. 

Second, morality sometimes requires that we assist and aid others. We are morally 

required to assist those in need and also to help promote the interests of some. It is not 

that we must always do so, but that a good portion of morality consists in offering positive 

assistance to others. A person who merely does not violate the autonomy of others (by 

coercing, hanning, or deceiving them) has not fulfilled all of his moral responsibilities. For 

there will be instances in which he will have to positively assist others. I shall call these 

reasons to assist others altruism reasons. Altruism reasons include things like helping an 

accident victim, doing a favor for a friend, tending to a sick family member. Now there 

may be considerable debate about the scope and extent of altruism reasons (e.g., Do we 

have to do a favor for a stranger? And, if so, how much does this require of us?), but 

despite this kind of vagueness it is nonetheless clear that we do have some altruism 

lSNozick (1974, Chapter 3). 
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reasons to assist. And again, most moral theorists recognize this. Ross acknowledges 

duties of beneficence. Hume says that benevolence is a natural virtue. Utilitarians 

recognize altruism by in effect understanding the core of morality to be something like the 

principle of altruism. 

Third, morality requires that we deal fairly with others. Lots of things we do 

require cooperation if things are to get done and we are to produce social goods (i.e., 

goods that could not be produced by individuals acting alone). Individually we are rather 

limited in what we can do, but together we are capable of great achievements--think of 

many great human achievements (e.g., economies, governments, large structures, and 

musical orchestras). But to produce these goods requires the participation of individuals 

and the benefits of these goods will ultimately go to individuals. There is always the 

possibility, then, that some will aim to contribute as little as possible and take as much as 

possible. But this, we think, is to exploit others and part of morality seems to require that 

we must not exploit others in our dealings with them. Specifically, we must not claim 

more than our fair share of the benefits nor avoid more than our fair share of the burdens. 

I shall call these reasons to deal fairly with others fairness reasons. Again we find that 

moral theorists recognize and aim to account for fairness reasons. Ross refers to duties of 

justice which concern the distribution of things according to merit. Rawls gives a 

preeminent place to fairness--he maintains that justice is to be understood in terms of 

fairness and that fairness involves choosing principles to regulate the distribution of goods 

under conditions of impartiality. Even the Hobbesian contractarian David Gauthier 
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accepts that considerations offairness are an important part of the morality he is aiming to 

generate. Gauthier writes, 

Our theory must generate, strictly as rational principles for choice, and so without 
introducing prior moral assumptions, constraints on the pursuit of individual 
interest or advantage that, being impartial satisfy the traditional understanding of 
morality. 16 

Now there may be still other general types of moral considerations that we could 

identify, I do not claim to have described them all. However, I do think that these content 

based features of our moral experience and practice are central to morality in a way that 

any theory that cannot account for anyone of them (let alone all of them) cannot 

command our esteem. When we consult our own moral experience and practice we will 

find that we can readily identify these three types of considerations. This is why, I think, 

that when philosophers resort to doing applied ethics they appear to leave philosophical 

theories behind and begin to refer to basic principles of morality. Inevitably they resort to 

three principles that correspond quite nicely to the three types of moral considerations that 

we have identified. For instance, in the introduction to their book Contemporary Issues in 

Bioethics Tom Beauchamp and LeRoy Walters discuss the following "major ethical 

principles": (1) "respect for autonomy", (2) "beneficence", and (3) "justice" 

(corresponding, respectively, to what we have called autonomy reasons, altruism reasons, 

and fairness reasons). 

16Gauthier (1986, p. 6). However,just a few lines later Gauthier says, "We claim to demonstrate that 
there are rational constraints and that these constraints are impartial. We then identify morality with 
these demonstrated constraints, but whether their content corresponds to that of conventional moral 
principles is a further question, which we shall not examine in detail." Gauthier seems willing to 
entertain a revisionary morality, but his initial goal seems to be to capture something about morality. 
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An examination of our moral experience and practice reveals, I believe, these three 

formal and three content-based features of morality. First, certain actions appear in the 

context of our moral experience to be in accord with or violate considerations of 

autonomy, altruism, or fairness. Second, we put these experiences into our practices 

when we appeal in our moral exhortations and in our praise and blame to weighty 

justifying reasons that require respect for autonomy, acts of altruism, and fair dealing. 

And in tum these practices, no doubt, contribute to our moral experience--i.e., we 

experience the world morally as we do in large part because we participate in a practice 

which acknowledges just these kinds of weighty justifying reasons to regulate our 

conduct. We need a name for this conception of our moral experience and practice that 

incorporates the three formal and content based features that we have outlined. Since we 

have said that this characterization of morality is not meant to be complete but is meant to 

capture the central features of our moral experience and practice we can call it the moral 

core. Our fully fleshed out conception of ourselves as moral beings with various 

commitments will include many that go"beyond the moral core. For instance, 

commitments about what autonomy reasons require, to whom and how extensively 

altruism reasons apply, and how fairness reasons govern our interactions with others. AU 

of these things situate us in a social world by structuring our interactions with others-

what we may do, what we must do, what others may do, and what they must do. The 

moral core provides a foundation for all of our particular moral commitments. The 

problem of skepticism, then, as we characterized it concerns doubt about the moral core 
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that threatens to undennine the our additional moral commitments which structure our 

interactions with others. In doing so skepticism threatens disassociation from others 

within our social world. We may overcome this by simply going on as ifthere was such a 

thing as morality, but this requires that we simultaneously accept the idea that the moral 

core is unjustified while also accepting the particular commitments which issue from it and 

situate us in our social world and this leads to a kind of moral dissonance. This state of 

dissonance, however, will not be stable under reflection. Reflection reveals the tension 

and compels us to either give up our commitments or to seek a justification for the moral 

core. This, then, is the problem of moral skepticism. To answer it requires that we find a 

justification for the moral core. 

1.4 Psychological Moral Skepticism 

We have now outlined the basic structure of moral skepticism: it involves the 

undennining of the core features of our moral experience and practice and thus threatens a 

disconnection from our social world and a dissonance within ourselves. In the last section 

we said what these core features of our moral experience and practice are. We are 

committed to there being weighty justifying reasons that guide action and that these 

require respect for others, altruism, and fairness. Now, to fully understand the problem of 

moral skepticism, we must consider how these commitments come to be undermined. 

How is it that real moral agents come to be have the doubt about morality that is 

characteristic of moral skepticism. There are two importantly different ways, I think, that 
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this doubt comes about. First, there is the ordinary intellectual or theoretical route that 

philosophers usually take note of We shall discuss this route in the next section. But in 

this section I would like to consider an alternative psychological route to skepticism. I 

believe that this route is not sufficiently well understood and is the more common route to 

skepticism for the majority of moral agents, though it may be nearly impossible in many 

actual cases to pull apart the two routes--as both appear to contribute in some measure to 

cases of moral skepticism. 

Before I can move on to say what the practical route to skepticism consists in it 

would be helpful to say just what the difference is between a psychological and 

philosophical route to skepticism? We have characterized skepticism as a kind of doubt 

about core moral commitments, but this doubt may come about in two distinctly different 

ways. An agent may knowingly come to doubt something after reflecting upon whether 

there is good reason to believe that thing or an agent may unwittingly come to doubt 

something for unreflective reasons (or what might better be called "causes") that are not 

transparent to the agent. For instance, doubt about winning the lottery would typically be 

an example of the fonner and doubt about one's spouse having an affair may be an 

example of the latter. I doubt that I will win the lottery because I have thought about it 

and have good reason to think that I will not win given the ridiculous odds. But one's 

doubt about one's spouse having an affair may have nothing to do with one's having 

reasons for doubt (we can even suppose that one has good reasons for thinking that one's 

spouse is having an affair). Rather, the doubt in this latter case is to be explained by one's 
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not wanting to face an unpleasant situation--one's doubt is a fonn of psychological 

protection (we often refer to this as denial). If this accurately describes the case at hand 

we have identified what I would call a psychological source of doubt. To identifY a 

psychological source of doubt is to offer an explanation of doubt that serves a 

psychological function for the agent. Furthennore, the psychological function of this 

doubt is not necessarily (perhaps not usually) something that the agent in question is 

aware of. Psychological doubt tends not to be transparent, instead it is something that 

must be diagnosed by a careful observer (the agent himself may play this role, but it is not 

easy). Can the doubt of moral skepticism be accounted for in thIs way? 

I think that it can, and I think that there are two distinct psychological sources of 

doubt about morality. The first has to do with the function or purpose of skepticism in 

moderating moral conflict. Morality is commonly understood as a kind of code that 

alleviates conflict and allows people to get along--this is evident, for instance, in a view 

like Hobbes's. But, as we all know, de facto morality is often a source of conflict. The 

issue of abortion divides our society and leads some to terrorize and kill abortion doctors 

and others to line the outsides of abortion clinics to ensure that women have access to the 

clinics. Divergent moral views concerning slavery, civil rights, and the Vietnam war 

seriously divided our country and led to considerable violence and bloodshed. In addition 

to these broad societal de facto moral differences there are also more narrowly confined 

moral differences within families and relationships that can be the source of conflict. The 

problem in all of these cases is generated by the strong commitment of two sides to 
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opposing views. If each side remains fully committed to his moral position conflict seems 

a possible outcome. 17 One way to reduce the possibility of conflict would be for each 

party to weaken their commitment to their respective moral position. And one way for 

this commitment to be weakened is as the result of a general moral skepticism. If morality 

is "just a matter of opinion" it hardly seems worth coming to blows over. If you like 

vanilla and I like chocolate it would seem that we have very little reason to fight it out. 

Similarly, when morality is reduced to the status of judgments of taste it is hardly worth 

engaging in conflict over. Let me be clear that I am not advocating this view, I am simply 

trying to diagnose a "rationale" for moral skepticism. Moral skepticism has often been 

invoked as fostering toleration toward others with different moral views. This supposition 

has rightly been criticized by many. For it does not follow from the view that morality is 

"relative" that tolerance is required or in any way recommended (tolerance itself is a moral 

value--and if values are a matter of opinion then it is a matter of opinion that tolerance 

itself is a good thing). But so many people make this move that I think it is important to 

try to discern why they think tolerance flows from this kind of moral skepticism. I hope to 

have indicated that I think the underlying rationale of their moral skepticism is that if 

morality has the status of mere opinion then it would not, for either side, be worth coming 

to blows over. If morality matters, then conflict seems to be a distinct possibility, but if 

morality is like ice cream conflict is considerably less warranted. We only fight and die for 

17r am not saying that conflict actually becomes morally required, but rather that each party may think that 
his own moral views are worth fighting for and conflict becomes likely given human psychology. Of 
course. respectful disagreement may well be the truly morally required position but this is often very 
difficult to achieve--think of opposing parties from the above mentioned debates and this becomes evident. 



things that we believe matter. Moral skepticism serves the function, whether people are 

aware of it or not, of minimizing interpersonal conflict. Let us call this relativist 

skepticism. Relativist skepticism has the psychological rationale of minimizing 

interpersonal conflict by reducing the status of morality to that of mere opinion, 

preference, or taste. 
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But there is a second psychological rationale for moral skepticism. For in the 

course of our lives we find that morality requires us to make certain difficult sacrifices, it 

is not always warm and fuzzy. The prospect of making difficult moral choices has the 

effect of leading us to question whether we really must make these difficult sacrifices. 

Take the following case: suppose that you come across a wallet containing ample 

identification of its owner and a large sum of money while strolling on a beach where no 

one else is around. You put the wallet in your pocket and ponder your newly found 

dilemma. You could easily remove the money and throw the wallet into the ocean, no one 

would know and you would be quite a bit richer. Or, you could locate the person who 

lost the wallet and return it, money and all. The temptation to keep the money is strong, 

suppose you could buy the new bicycle you have been longing for. But we all know that 

the morally right thing to do is to return the money. If you are strongly committed to 

morality and you think moral demands re-quire you to return the wallet you will be hard 

pressed to keep it. You know, in that case, you would feel real shame for doing the 

morally wrong thing (as you ought to). Your judgment that returning it is the right thing 

to do seems to motivate you to return it. But, if you are able to convince yourself that 
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morality does not have that kind of authority over you (i.e., to doubt your initial judgment 

that returning it is the right thing to do), then keeping the money becomes a possibility. III 

In this case skepticism about morality allows you to take full advantage of benefiting 

yourself--it is akin to taking down a roadblock to one's own good. For the sake of one's 

own self-interest one wishes that there were no moral requirements. Doubt about those 

requirements, then, allows one to act contrary to them without compunction. This 

psychological rationale for moral skepticism, I think, also serves to expl~n an interesting 

phenomenon. Many ordinary people are skeptical of the positive requirements ofmoralit)-

(that we ought to help others and, in particular of positive rights like welfare rights), but 

these same people are considerably less skeptical of negative moral requirements (to not 

kill others and other negative rights). This psychological rationale for moral skepticism 

explains this because the people who are skeptical about positive requirements are those 

who do not benefit from them and would actually have to sacrifice. But these same 

people certainly do benefit from the negative requirements. Moral skepticism, then, 

facilitates the pursuit of our own selfish ends by eliminating (or at least reducing) the 

sacrifices we believe we must make. The second psychological rationale for moral 

skepticism, then, is that it serves to reduce intrapersonal conflict. Let us call this egoist 

skepticism. 

We have identified two psychological rationales for moral skepticism. On the first, 

moral skepticism serves the function of minimizing interpersonal conflict by calling into 

18An alternative. of sorts. is to convince yourself that the other person must be well off and doesn't need 
the money as much as you do. We have a name for this--Le., "rationalization". 
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question the status of morality--we have called this relativist skepticism. On the second, 

moral skepticism serves the function of minimizing intrapersonal conflict by calling into 

question the authority ofmorality--and we have called this egoist skepticism. Now one 

important thing to notice about each of these forms of moral skepticism is that they are 

not really legitimate forms of moral skepticism. They do not have the structure of 

skepticism as we identified it above. That is, in each case the skepticism about morality is 

not the result of a reflective doubt about one's core moral commitments. Rather the 

doubt about morality is the result of psychological self-defense mechanisms. It even 

seems likely that in each case under reflection the moral skepticism would weaken, not 

strengthen. For instance, one's moral doubt would tend to weaken if one reflectively 

realized that viewing morality as a matter of taste does not lead to tolerance but actually 

sanctions intolerance and moral atrocity. And, one's moral doubt would also tend to 

evaporate if one fully reflected on the immorality of one's prospective selfish behavior, 

realizing that it is just a "rationalization" of one's unbecoming conduct. Psychological 

skepticism is a threat to the person afflicted with it, but it is not a threat to others who are 

reflectively aware of its nature. We might say about the psychological skeptic that 

something has gone awry in their psychology: they have, perhaps unwittingly, turned 

against themselves by undermining a constitutive feature of who they are (i.e., their moral 

experience and practice). The psychological skeptic, as Plato might suggest, is diseased 

and illegitimately threatens their own integrity or identity--this is the threat to self of the 

psychological skeptic. If psychological skepticism is ill-considered, then we, as reflective 
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agents, do not (and should not) need to answer the psychological skeptic. There will 

always be people of this sort who exhibit the characteristic features of the moral skeptic, 

but they are not very serious threats because they do not have good reasons to doubt their 

core moral commitments. They may be tepid in their commitment to morality, but they 

are in need of a psychologist and not a philosopher as the source of their doubt is 

psychological and not reflective. Their doubt cannot itself be a source for our doubt as 

they have not located legitimate apparent excluders to morality. 

1.5 Philosophical Moral Skepticism 

Each of the sources of doubt we have identified thus far are psychological in 

nature, but there is another important source of doubt about morality. Philosophical 

sources of doubt are the result of reflection about whether morality is well founded or 

justified. In keeping with our previous discussion ofNozick we might say that reflective 

doubt is occasioned by the discovery oflegitimate apparent excluders for the objective 

character of our moral experience and practice. It is here that moral skepticism begins to 

become a real threat. No longer is it the case that doubt about morality is generated by 

something tangential to morality, as in the case of psychologically generated skepticism-

that may be viewed as a kind of unfortunate misfunctioning. The doubt about morality is 

now the result of direct reflection on the nature of morality itself, where there seem to be 

good reasons for calling morality into question. The commitment we have to morality will 
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be weakened under reflection rather than strengthened unless the force of these apparent 

excluders can be defeated or at the very least mitigated. 

What are these apparent excluders? There seem to be two primary philosophical 

attacks on morality. The first arises out of the well-known problem of moral 

disagreement. Upon reflection it is thought that disagreement is best explained by the fact 

that there are no moral truths or facts. Disagreement within a given domain first raises the 

prospect that one might be mistaken. For example, in the case of doing a mathematical 

problem if someone else does the same problem and comes up with a different answer it 

will lead one to think that one might be mistaken--one will want to check one's solution at 

least a second time. Disagreement, then, can give rise to some initial doubt. But what 

distinguishes disagreement in math from disagreement in morals is that in the former we 

do not come to doubt that there is a correct solution (i.e., that there are mathematical 

truths) but only the rightness of our particular answer. Why doesn't the same hold for 

morality. The answer almost certainly is that in the case of math there are (for all except 

the most sophisticated problems) agreed upon procedures for what constitutes a solution 

and how a solution is to be arrived at. In morals, however, the disagreement is not just 

about particular answers but also about the procedures for how to arrive at the answers. 

It is this higher-level disagreement that leads to doubt not just about whether one's answer 

is right, but about whether there' are right answers at all. For if there were right answers it 

might be supposed that we would have discovered a way to access them. But that we 

disagree about this is taken to be some kind of evidence for the absence of moral facts 
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themselves. The fact of deep and profound disagreement leads, then, to the supposition 

that there is no reality to which appeals can be made to settle the disagreement. 

Fundamental disagreement and its irresolvability is an apparent excluder to the objective 

status of morality. 

Many philosophers have offered, or at least recognized with some measure of 

endorsement, the argument from disagreement to the absence of moral reality. The origins 

of this argument are ancient. For instance, the Sophists, given their acquaintance with the 

diverse moral practices made evident by the extensive trade and commerce of Ancient 

Greece, suggested a distinction between convention (Ilomos) and nature (Phusis). Moral 

practices, given their great variability from place to place, were thought to be a matter of 

convention and not an objective feature of the natural order. 19 In the early modem period 

skeptical arguments from disagreement were offered by Montaigne. ~o In the early 20th 

century such arguments were frequently made by cultural anthropologists such as William 

Graham Sumner and Ruth Benedict.~1 

Such arguments have not died, they have only become more sophisticated. 

Numerous contemporary philosophers have presented such arguments. J. L. Mackie, for 

instance, offers what he calls the "argument from relativity" in Ethics: Inventing Right and 

Wrong. 

The argument from relativity has as its premiss the well-known variation in moral 
codes from one society to another and from one period to another, and also the 
differences in moral beliefs between different groups and classes within a complex 

19See Annas (1992) and Abelson (1967). 
zOSee Montaigne (1922). 
ZISee Benedict (19"6) and Sumner (1906). 
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community. Such variation is in itself merely a truth of descriptive morality, a fact 
of anthropology which entails neither first order nor second order ethical views. 
Yet it may indirectly support second order subjectivism: radical differences 
between first order moral judgements make it difficult to treat those judgements as 
apprehensions of objective truths.22 

As Mackie rightly notes, it is not disagreement as such that entails that morality is, as he 

would say, subjective. But rather that moral disagreement is itself best explained by 

supposing morality to be subjective. As Mackie says, "[d]isagreement about moral codes 

seems to reflect people's adherence to and participation in different ways of life. "23 

Mackie's real contribution to sophisticating the argument lies with a second argument that 

he calls the" argument from queerness" which, as I read Mackie, is really meant to work in 

tandem with the argument from relativity. The argument from relativity by itself is not 

very strong, it is merely a defeasible explanatory hypothesis. To buttress it Mackie asks us 

to suppose that there are objective moral facts or values and then proceeds to perform a 

reductio on the possibility of there being such entities. First it is commonly thought, and 

Mackie accepts this, that morality is as he puts it "authoritatively prescriptive".24 From 

this he concludes that, "If there were objective values, then they would be entities or 

qualities or relations of a very strange sort, utterly different from anything else in the 

universe."25 They (i.e., objective authoritatively prescriptive entities) would be queer from 

both an epistemic and a metaphysical point of view. First, if there were such things they 

would have to be known by channels other than our ordinary ways of knowing things. It 

22Mackie (1977, p. 36). 
23Mackie (1977, p. 36). 
24This is a key premise of the argument and, unfortunately, one that is left quite vague. I will not examine 
it here. but will only note that it means that morality is reason-giving or motivationally efficacious. 
25Mackie (1977, p. 38). 
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is puzzling, how we could come to have access to such things. Second, such entities do 

not seem to fit into any of our ordinary categories of existing things. And so we would 

have to make substantial revisions to our ontology to make room for them. Each of these 

two points directly challenges the possibility of there being such authoritatively 

prescriptive entities. So now the two arguments work in tandem in the following way: the 

argument from relativity postulates that the best explanation of the variability of moral 

codes is that there are no such things as moral facts or objective moral values, and the 

argument from queerness buttresses this explanation by suggesting that there are serious 

epistemic and metaphysical problems with supposing that there are such entities. 

Bernard Williams is another who offers a variant of the argument from 

disagreement. ~6 Williams begins with the following claim: 

The interest in disagreement comes about, rather, because neither agreement nor 
disagreement is universal. It is not that disagreement needs explanation and 
agreement does not, but that in different contexts disagreement requires different 
sorts of explanation, and so does agreement. ~7 

As we shall come to see this passage hints at one of the contributions Williams makes. 

The claim he wishes to advance is the following: 

[S]cience has some chance of being more or less what it seems, a systematized 
theoretical account of how the world really is, while ethical thought has no chance 
of being everything it seems. The tradition is right, moreover, not only in thinking 
there is such a distinction, but also in thinking that we can some to understand 
what it is through understanding disagreement."8 

~6See Williams (1985. Chapter 8). 
~7Williams (1985. p. 133). 
~8Williams (1985. p. 135). 
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Now what Williams does differently than Mackie and previous proponents of this 

argument is to grant that it is not necessarily the case that disagreement is more endemic 

to ethics than to science. Instead, we might suppose that agreement comes about in the 

course of both enterprises but still, Williams maintains, there is this important difference: 

It might well turn out that there will be convergence in ethical outlook, at least 
among human beings. The point of contrast is that, even if this happens, it will not 
be correct to think it has come about because convergence has been guided by 
how things actually are, whereas convergence in the sciences might be explained in 
that way if it does happen. This means, among other things, that we understand 
differently in the two cases the existence of convergence or, alternatively, its 
failure to come about. 29 

There are objections to Williams's view that we cannot consider now, but his main 

contention is that there is available to science an "absolute conception of the world" that is 

not available to ethics.30 So, for Williams, it is not the mere fact of disagreement that 

justifies the inference that ethics lacks objectivity, but rather the absence of a plausible 

explanation for convergence in ethics as opposed to science. 

Gilbert Hannan is yet another contemporary theorist who develops a variant of the 

argument from disagreement. Harman's argument is not standardly seen in this light, but I 

think a close examination will reveal its affinity. In The Nature of Morality Harman begins 

by claiming that the basic moral issue is whether moral principles can be tested and 

confirmed in the way that scientific principles are. Scientific principles are tested and 

confirmed by observation, so the question becomes whether moral principles can be tested 

29Williams (1985, p. 136). 
301 shall have some things to say about Williams's absolute conception and the problematic role that it 
plays in his argument in Chapter 7. For another critique of Williams's absolute conception, and a 
powerful one at thaL see Putnam (1992). 
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and confirmed by observation. Now Harman does not deny that there are moral 

observations (often referred to as "intuitions") and that these sometimes conflict with our 

theories thereby requiring, just as is the case with science, that we either reject or modifY 

the observation or theory. In this respect ethics and science are parallel. 

Nevertheless, observation plays a role in science that it does not seem to play in 
ethics. The difference is that you need to make assumptions about certain physical 
facts to explain the occurrence of the observations that support a scientific theory, 
but you do not seem to need to make assumptions about any moral facts to explain 
the occurrence of the so-called moral observations I have been talking about. In 
the moral case, it would seem that you need only make assumptions about the 
psychology or moral sensibility of the person making the moral observation. In the 
scientific case, theory is tested against the world. 31 

The best explanatiqn of scientific observations is that there is some fact about the matter, 

while the best explanation for moral observations does not include moral facts. Now how 

is it that this argument is similar to the argument from disagreement as we have been 

considering it? First, notice the structural similarity between Harman's argument and the 

argument from disagreement. In the latter case it is supposed either that the best 

explanation for moral disagreement is that there are no moral facts or that the best 

explanation for moral agreement is that people share a way of life and a sensibility and not 

that they apprehend moral facts.32 Now Harman's argument can be put in a similar way. It 

is not that Harman suggests that there is no moral observation and that the best 

explanation for this is that there are no moral facts to be observed. 33 Rather, Harman's 

argument is the more sophisticated one that acknowledges that there is moral observation 

31 Harman (1977, p. 6). 
nThe former is Mackie's argument. the latter is Williams's. 
33This is not Hannan's argument. but a simpler version of it corresponding to Mackie's argument. 
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but maintains that the best explanation for this does not appeal to moral facts. In each 

case the arguments begin from the thought that there is a basic difference between the 

moral and scientific enterprise regarding, respectively, agreement and observation. On the 

more sophisticated versions of the arguments the difference is denied, but the underlying 

explanation of how agreement or observation is achieved is thought to necessitate an 

appeal to scientific facts but not to moral facts. We agree and observe in science, and not 

in ethics, because there are scientific facts but not moral facts. Second, in addition to the 

structural similarity there is also a close connection between Harman's argument and the 

argument from disagreement. Moral disagreement is thought to impugn morality because 

there is no way to resolve moral disagreement analogous to the scientific method. When 

we have a scientific disagreement we can design and conduct an experiment such that our 

observations will (in principle) settle the disagreement. Observation and the scientific 

method are the key to resolving disagreement in science. But, if Harman is right that 

observation cannot play the same role in ethics that it plays in science, then this ties in with 

and helps to explain why disagreement is both more pervasive and problematic in ethics 

than in science. 

What I have been calling the argument from disagreement gives rise to a reflective 

doubt about morality. Morality is called into question because close and careful scrutiny 

of it reveals that it has a different status than science. In the case of science there is a 

world offacts, which together comprise what we might call "reality", but there is no 

corresponding "moral reality". This is the first form of philosophical skepticism: lets us 
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call it status skepticism. Status skepticism is the result of philosophical reflection about 

the status of morality that leads to doubt about the existence ofa moral reality (i.e., the 

existence of moral facts or properties). 

But there is a second form of philosophical skepticism, though perhaps less 

common in contemporary literature, which has a considerable history. Just as status 

skepticism arises out of the problem of disagreement, this form of philosophical skepticism 

arises out of the problem of self-interest. There is something of a moral paradox: we are 

told, and we tell ourselves, that we ought to act morally, but we realize in our more 

reflective moments that we ourselves would often do better to forgo morality and act 

simply according to the dictates of our own interest. This realization leads us to wonder 

what sort of hold over us morality really has or can have and to ask "why ought I to act 

morally?" So, just as the specter of disagreement leads to the supposition that there is no 

moral reality, the specter of self-interest I shall argue leads to the supposition that there 

are no genuine moral reasons. 

This form of skepticism also has its origins in the ancient world. In The Repuhlic, 

Plato has Glaucon reformulate this challenge ofThrasymachus and put it to Socrates. 

Thrasymachus begins by saying that "the just is nothing else than the advantage of the 

stronger. ,,34 He subsequently revises his view upon Socrates's confounding questioning to 

the following: "the just is everywhere at a disadvantage compared with the unjust. "35 

There has been some debate about whether these two positions are really consistent, but 

34Plato (1974, 338c). 
35Plato (1974, 343d). 
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that need not concern US.
36 The basic challenge, as reformulated by Glaucon, is to show 

that it is better to be just than unjust. 37 The rest of the book is spent trying to answer this 

question. For if injustice, and not justice, pays then what does justice have to recommend 

itself to us. There is, it seems, a clear rational for injustice (in some cases) in that it 

benefits us, we require, then, a rationale for justice. 

Modem moral theory began with Thomas Hobbes and, I think, the case can be 

made that it is this concern with the conflict between self-interest and morality that 

animates Hobbes's work. In Leviathan Hobbes recognized the game theoretic structure 

that arises among a set of self-interested beings. When each pursues the individually 

rational course of action all end up worse off than if they mutually constrained their self-

interest. But instead of seeing morality and self-interest as inherently at odds Hobbes tries 

to answer Thrasymachus's challenge by, in part, agreeing with Thrasymachus's first claim 

that morality is connected to advantage. And this allows Hobbes to dispute 

Thrasymachus's second claim that morality is disadvantageous. Instead, Hobbes suggests 

that morality just is the sophisticated dictates of self-interest. 38 These dictates are captured 

in Hobbes's 17 laws of nature and, he suggests, that "the Science of them, is the true and 

oneIy Moral Philosophy. ,,39 However, Hobbes's attempt to fuse morality and self-interest 

has been thought by many to encourage a kind of skepticism since it is not morality as we 

36For a sample of that debate see Annas (1981, Chapter 2). 
37 Glaucon's refonnulated challenge is particularly extreme in that he asks Socrates to show that it is better 
to be the perfectly just person (one who endures all the burdens of being just and appearing unjust) than 
the perfectly unjust person (one who obtains all the benefits of being unjust and appearing just). 
3MSee in particular his discussion of the Foole in Hobbes (1991, Chapter IS). 
3~obbes (1991, p. 79 original pagination). 
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ordinarily think of it that Hobbes defends. Bernard Mandeville is another who recognized 

the divide between morality as we know it and self-interest and who counseled a morality 

of self-interest. But not all theorists who recognized this problem were so optimistic 

about the prospect oflinking morality and self-interest. Henry Sidgwick in The Methods 

of Ethics concluded that of the three major forms of ethical theory--egoism, intuitionism, 

and utilitarianism--the latter two coalesce, but they both stand in opposition to egoism. 

He referred to this despondently as "the dualism of practical reason" and thought the 

problem to be unsolvable. 

This problem has concerned some recent and contemporary theorists. But it has 

generally not secured the level of interest expressed in the problem of relativist skepticism. 

It is striking, for instance, that in the recently published Encyclopedia of Ethics that there 

is no entry for "amoralism". Contemporary writers who have anything to say about 

amoralism are usually more .concerned to discuss whether the amoralist is conceptually 

possible than to answer the substantive challenge posed by the amoralist. ~o 

Given the general dearth of concern about this problem, it seems we would do best 

by trying to get a better handle on exactly what it is and why it is important. In the case of 

status skepticism our examination of the various arguments on its behalf revealed that 

moral disagreement (or even agreement where that occurs) is not best explained by appeal 

to a moral reality but rather by participation in ways oflife coupled with a moral 

sensibility. Since we ordinarily think of morality as objective in the sense that there are 

~OSee. for instance, Brink (1989, pp. 83-87) and McNaughton (1988, Chapter 9). 
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moral facts, this argument has skeptical force because it functions as an apparent excluder 

to the belief that morality is objective. How, then, does the problem we are now 

considering function as an apparent excluder and thus give rise to doubt about morality? 

Well, it ordinarily appears to us that we have moral reasons to do certain things and that 

these reasons are weighty in that they frequently (if they do not always) override our self

interested reasons. But upon closer scrutiny and reflection about the nature of reasons we 

find that we have a rationale for reasons of self-interest but seemingly no rationale for 

moral reasons. I have reasons to do things which are in my own interest because they are 

in my interest or, in more illuminating terms, because only motives, desires, aims, etc. can 

provide me with reasons. That we have reasons to do things which are in our own interest 

seems almost a platitude--who could possibly question this? But it hardly seems to be a 

platitude that we have moral reasons which have an independent basis from self-interested 

reasons. The argument is that self-interest and the reasons it generates function as an 

apparent excluder to morality to the extent that they conflict. Moral reasons have no basis 

and having no basis they have no rational authority over us. The argument thus relies 

upon a particular conception of practical reason: that we can account for the reasons we 

have by appeal to our desires and motives but not to things beyond them as morality 

seemingly requires. Let us call this authority skepticism. Authority skepticism is the 

result of philosophical reflection about the nature of reasons that leads to doubt about 

whether there are any genuine moral reasons. 
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Only philosophical skepticism has the appropriate structure to be considered a 

threat to others. Since philosophical skepticism is the result of reflection it can potentially 

undennine our moral experience and practice if we engage in reflection. We may 

countenance the psychological skepticism of another and remain uninfected ourselves 

(since their doubt is not rationally grounded), but we cannot as rational beings 

countenance the legitimate philosophical skepticism of another without being threatened 

ourselves--if they have good reasons for doubt about morality, then so must we. But just 

as psychological skepticism threatens the identity of those whom it afflicts, philosophical 

skepticism also threatens our identity as moral beings with a peculiar moral experience and 

practice. Philosophical skepticism is just the kind of skepticism that brings on the 

reflective dissonance that is the distinguishing feature of moral skepticism. 

1.6 The Problem of Moral Skepticism 

We have now examined two forms of psychological skepticism and two forms of 

philosophical skepticism. In the case of psychological skepticism doubt serves the 

psychological function of reducing interpersonal or intrapersonal conflict, respectively, in 

relativist skepticism and egoist skepticism. In the case of philosophical skepticism doubt 

is the result of reflection on the nature of disagreement or reasons, respectively, in status 

skepticism and authority skepticism. It is interesting to note that relativist skepticism is 

something of a counterpart to status skepticism--each begins from the problem of 

disagreement and moves to doubt about the objectivity of morality. The difference 



between them concerns the process of their generation: whether it is psychological or 

philosophical (Le., reflective). The same counterpart relation holds for egoist and 

authority skepticism--each begins from the problem of self-interest and moves to doubt 

about moral reasons. Once again the difference is a matter of psychological or 

philosophical generation. Though we have hinted at the nature of the problem of moral 

skepticism we are now in a position to bring it into clear focus. 
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We can begin by distinguishing a few types of skeptics by appeal to psychological 

and philosophical skepticism. As we noted reflection ought to extinguish psychological 

skepticism. For if the explanation for one's doubt is simply that it is a kind of 

psychological misfunction, upon realizing this (Le., upon reflection) it ought to lose its 

force. But reflection is what gives rise to and generates philosophical skepticism (unless 

the apparent excluders of philosophical skepticism can be defeated by further reflection). 

Despite the divergent role played by reflection, philosophical skepticism may be utilized by 

the psychological skeptic in support of his skepticism. In this case philosophical 

skepticism becomes the purported justification for the psychological skeptic's skepticism. 

But the problem with this is that the real reason for this person's skepticism remains 

psychological in nature. 41 The philosophical arguments may well be a veil to rationalize a 

doubt about or even a contempt for morality. Such a person will not be willing to deal 

with the arguments on their merits and may therefore remain committed to skepticism no 

matter what arguments we offer him. Let us call such a person the dogmatic skeptic. It is 

410ne must seriously question such a person's sincerity in offering the skeptical arguments they offer. 
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the dogmatic skeptic (e.g., Thrasymachus) who is standardly the imagined target of 

coercive philosophy. But, alas, there may be no rational way to convince the dogmatic 

skeptic, as we noted what they may need is some kind of therapy that philosophy is not 

prepared to give. We are not, therefore, concerned to address the dogmatic skeptic. 4~ 

The skeptic we are concerned to address is what I shall call the sincere skeptic. 

The sincere skeptic is someone who is committed to morality in the sense that he has the 

moral experiences we have described above and participates in these moral practices, but 

who upon sincere reflection has doubts or reservations about morality. Such a person is 

not a victim of psychological disorders compelling him to doubt morality and actively try 

to undermine it. Rather, such a person identifies himself as a moral being but wonders 

whether there is a justification for his moral experience and practice. He would like to 

find a justification for his moral experience and practice since it is an integral part of how 

he conceives of himself and so he is not a psychological skeptic. 43 Rather since he has 

doubts about morality in his reflective moments he is a philosophical skeptic. The problem 

of skepticism for the sincere skeptic is to find a philosophical explanation of morality that 

will support, and perhaps even strengthen, his commitment to morality. His problem is 

thus one of internal affairs--it is a problem for himself I consider myself to be just this 

42There is still another kind of skeptic that we are not concerned to address. Such a skeptic is what we 
might call the impaired skeptic. The impaired skeptic has what mayor may not be accurately described as 
doubt about morality, not due to truly reflective concerns or for psychological reasons but due to an 
inability to adequately understand morality. Typically, the impaired skeptic does not fully participate in 
the moral experience and practices which we described above due to impairments. These impairments are 
comprised by a variety of cognitive and affective defects. 
43We may all have our moments where we are influenced by some kind of psychological misfunction and 
exhibit a tinge ofpmctical skepticism. but it is not so complete that we are overcome by it and aim to 
undermine morality. We have not yet turned on ourselves. 
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kind of skeptic and presume that many, if not all, of my readers are sincere moral skeptics 

as I have described. But such a person, as we noted, can also pose a problem of internal 

affairs for others--his legitimate reasons for doubt are legitimate reasons for the doubt of 

all. To answer the sincere skeptic requires an answer to the apparent excluders of 

philosophical skepticism. 

Thus, the moral problem is to answer both of the charges of the sincere or 

philosophical moral skeptic. More specifically, this requires a counter to the apparent 

excluders of status and authority skepticism. What those of us who conceive of ourselves 

as moral beings (Le., as beings whose identity is bound up with our moral experience and 

practice) require is a philosophical explanation of how our moral experience and practice 

can simultaneously have an objective status and reason-giving authority. The difficulty 

consists precisely in perfonning both of these tasks and thus answering these two strains 

of skepticism: status skepticism and authority skepticism. We are not the first to identify 

this problem, it has been more or less evident in the work of other philosophers. For 

instance, the problem is captured by Mackie in his "argument from queerness". The 

argument from queerness obtains its force from the difficulty, or seeming impossibility, of 

combining in Mackie's terms "objective moral values" and "authoritative prescriptivity".44 

David McNaughton captures this problem in the form of the following inconsistent triad of 

propositions: (1) the belief-desire theory of action, (2) internalism, and (3) cognitivism."'s 

Cognitivism says that moral judgments are cognitive (in that they represent facts) and are 

44See Mackie (1977. pp. 38-1-2). 
4SSee McNaughton (1988, p. 23). 
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understood as beliefs; intemalism suggests that these moral judgments are motivating; and 

the belief-desire theory maintains that all beliefs are inert and that only desires motivate. It 

would seem, then, that not all three propositions can be true at once. Cognitivism and 

intemalism, respectively, correspond to the apparent status and authority of morality. 

Finally Michael Smith claims that the "moral problem" is to simultaneously account for the 

"two distinctive features of morality--the objectivity and the practicality of moral 

judgement. ... ,,46 Smith's two features are quite similar to the problems posed by status 

and authority skepticism, so I shall quote them at length. 

We may summarize this first feature of morality in the following terms: we seem to 
think moral questions have correct answers; that the correct answers are made 
correct by objective moral facts; that moral facts are wholly determined by 
circumstances; and that, by engaging in moral conversation and argument, we can 
discover what these objective moral facts determined by the circumstances are. 
The term 'objective' here simply signifies the possibility of a convergence in moral . 
views of the kind just mentioned. Let's call this the 'objectivity of moral 
judgement'.47 

We can summarize this second feature of morality as follows: moral judgements 
seem to be, or imply, opinions about the reasons we have for behaving in certain 
ways, and, other things being equal, having such opinions is a matter of finding 
ourselves with a corresponding motivation to act. Let's call this the 'practicality of 
moral judgement'. 48 

Since both the status and authority of morality is so tightly bound up with our moral 

experience and practice our moral identity requires an account that will accommodate 

each. If we do not have a reflective response to both strains of skepticism, then our moral 

identity will be threatened and undermined, resulting in what we have termed "moral 

46See Smith (1994, p. 7). 
47Smith (1994, p. 6). 
48Smith (1994, p. 7). 



dissonance". Moral skepticism will have won the day. Can such a philosophical 

explanation of our moral identity be developed and the two strains of skepticism 

answered? That shall be the concern of the remainder of this project. 
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CHAPTER 2: THE POSSIBILITY OF MORAL OBJECTIVITY 

In Chapter 1 I argued that the problem of moral skepticism consists of two strains 

of skepticism, which I have identified as status and authority skepticism. Status 

skepticism calls into question whether morality has an objective status, while authority 

skepticism calls into question whether there are genuine moral reasons (which generate 

obligations). What is needed, then, is a philosophical explanation (i.e., a theory) of how 

our moral experience and practice can simultaneously have an objective status and reason

giving authority. The difficultly of the problem consists in providing an adequate answer 

to each of these strains of skepticism. 

In this chapter I would like to accomplish two things. First, I would like to 

provide further confinnation of this conception of the problem of moral skepticism by 

demonstrating how it might fonn the basis of an effective scheme by which moral theories 

might be classified. Theories are best understood as responses to perceived problems. 

Thus, given our account of moral skepticism, we should see how all of the main 

theoretical contenders can be generated as responses to the problem of skepticism as we 

have conceived of it. Before I go on to offer my own classification scheme I will consider 

a few other classification schemes and I will point out why they are inadequate. Second, 

once this classification scheme is in hand I shall aim to show that those theories which 

focus on the issue of status skepticism generally fail to adequately deal with the overall 

problem posed by moral skepticism. My intent here is not to offer the final word on such 
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theories, but rather to point out certain problems which, I think, make it more promising 

to look to the neglected alternative approach (and the resultant theories) that focus on 

authority skepticism. Having done this, we will then be in a position to tum in Section II 

to an examination of the competing theories on this approach. 

2. 1 Status Classification Schemes 

However, before I tum to my own preferred classification scheme that arises out 

of the conception of the problem of moral skepticism as spelled out in Chapter 1, I would 

first like to look at a few other classifications that have been offered so that we might see 

how they have failed. There are, I think, two criteria that we might establish for a 

classifcation scheme. First, it ought to generate all of the primary theoretical contenders. 

A classification scheme that leaves out any of the primary contenders is inadequate. In the 

history of moral philosophy numerous ethical theories have been offered, with many being 

close variants of one another, but there do seem to be a few general types of theories that 

are similar in broad outline (though differing in the details). So the first criterion is the 

rather simple one which requires that a classification scheme have some way to pigeonhole 

all of the primary contenders. But this first criterion alone is not sufficient. A 

classification must also make some sense of the various theories and how they 'relate to 

one another. One must also show how each theory is the result of a response to the basic 

problems. This will enable one to generate a true map of the terrain instead ofa mere list. 

A theoretical map allows one to see how each theory flows from the basic problems and in 
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doing so how each theory is aligned and contrasted in certain respects with the other 

theories. This, I think, fonns the basis of the second criterion for a classification of moral 

theories--that a classification scheme provide a theoretically illuminating way to classifY 

theories. 

I shall begin by looking at the classification scheme offered by both David 

McNaughton and Michael Smith. 1 McNaughton and Smith see the moral problem, as we 

noted in Chapter 1, as consisting in three propositions, each of which appears 

independently plausible, but which all together appear to be inconsistent. They are: (1) 

cognitivism--moral judgments are cognitive states (i.e., beliefs), (2) intemalism--moral 

judgments are necessarily motivating, and (3) the belief-desire theory--only desires are 

motivationally efficacious. From this conception of the problem, McNaughton and Smith 

see the primary contenders as those theories which reject one of these three propositions. 

The theory that rejects cognitivism McNaughton calls "non-cognitivism" and Smith calls 

"expressivism". The theory that rejects intemalism is extemalist moral realism. And the 

theory that rejects the belief-desire theory is intemalist moral realism. The three main 

contenders, therefore, on this view are non-cognitivismlexpressivism, extemalist moral 

realism, and intemalist moral realism. We must be e!ther non-cognitivists or one of two 

kinds of realists. 

Now it should seem quite strange to anyone looking at this list that there is a 

primary contender missing. Kantian or constructivist theories are not non-cognitivst 

ISee McNaughton (1988) and Smith (1994). 
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(Hume is a prototypical non-cognitivist that Kant took himself to be rejecting), but neither 

are these theories realist in the sense that they posit objective moral facts or properties. 2 

McNaughton recognizes this problem about his conception of the terrain, but he has this 

to say about it: 

It would be misleading to imply that these are the only theories in the field .... The 
claim that there is a moral reality is one attempt to provide such an objective 
grounding for ethics, but there ~re others. One such tradition stems from the 
ethical theory of the eighteenth-century Gennan philosopher Immanuel Kant. ... 
Although some version ofKantianism is often put forward as the chief rival to 
non-cognitivism I do not believe that it represents a viable alternative. 3 

That is about all McNaughton has to say about the Kantian alternative which, as he 

admits, is thought by many to be lithe chief rival to non-cognitivism". Given the 

prominence afforded to the Kantian view in the history of ethics one would think that 

McNaughton's classification ought to make room for it and would give it more serious 

consideration. McNaughton's classification is flawed because it omits the Kantian 

alternative and so it fails to satisfy the first of the criteria we spelled out above--that a 

classification capture all of the primary contenders. The reason it would seem to exclude 

Kantian theories is because of the way the problem is conceived. Given the inconsistent 

triad there is no straightforward way to generate the Kantian view that also distinguishes it 

~There may be a broad sense of"non-cognitivist" in which this simply involves denying that ethical 
judgments primarily purport to be true or false (i.e., to refer), such that it might be true to say that Kant's 
theory is non-cognitivist because Kant took moral language to be imperatival and not fact stating or 
descriptive. However. it is clear that Kant is not non-cognitivist in the narrower sense of the term. where 
that involves holding that moral language simply expresses one's emotions (and where this is not subject 
to the powers of reason). I am using the narrower sense of the tenn here and so are McNaughton and 
Smith. This should be evident given that McNaughton considers the Kantian view to be a "rival" to non
cognitivism. 
3McNaughton (1988. p. 1-1-). 
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from its rivals. 4 The inconsistent triad really emphasize~ what we have been calling status 

skepticism. The first proposition (Le., cognitivism) seems to be the dividing line on this 

approach between two realist views (intemalist and extemalist) and anti-realism (i.e., non-

cognitivism). Kantian (and Hobbesian) views are lef:l out because they are more focused 

on the issue of authority skepticism, which this classification essentially ignores. 

David Brink also offers a classification scheme that focuses on the issue of status. 

Brink claims that the issue of import is that of the objectivity of ethics. He puts the 

question as follows: "Is ethics or can it be objective in the way that other disciplines, such 

as the natural and social sciences, are, can be, or seem to be?"S The issue, for Brink, is a 

comparative one: where does ethics stand in relation to science?6 He notes that there are 

four possible views, but thinks that only three are real contenders. The possibilities are as 

follows: (1) scientific realism and moral anti-realism, (2) scientific realism and moral 

realism, (3) scientific anti-realism and moral anti-realism, and (4) scientific anti-realism and 

moral realism. Brink summarily disrrusses (4). In group (1) he includes "[t]raditional 

nihilists, non-cognivitists (e.g., emotivists and prescriptivists), moral skeptics, and 

relativists. ,,7 In group (2) he includes cognitivists, intuitionists (such as Price, Reid, 

Sidgwick, Moore, Ross, Broad, and Prichard), and himself. In group (3) he doesn't 

specifically say who he includes; however he does say that such global anti-realists often 

4 It is also worth noting that it doesn't seem to make room anywhere for Hobbesian views. Though there 
may be some similarities between Hobbes and certain non-cognitivist views. they are importantly 
different. The failure to capture either Kantian or Hobbesian views strikes me as seriously problematic. 
sSrink (1989. p. 5). 
6Harman has a similar \iew, see Harman (1984). 
7Srink (1989. p. 6). 
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consider themselves to be sophisticated realists about both domains. The important thing 

to such people is the parity between the disciplines. He might think to include someone 

like Kant or Putnam in this category. But in fact they might be better placed in the fourth 

group which Brink so quickly dismisses, not because they think that ethics has a 

"scientific" status that science lacks, but rather because they take the ethical point of view 

to be the fundamental one. Should we accept Brink's partitioning of the terrain? Ifwe 

include Kantians in the third category it might seem that Brink roughly gets the categories 

right--i.e., (1) non-cognitivists/skeptics, (2) realists, (3) Kantians. But there are some 

problems about this way of carving things up. 

First, the classification seems insufficiently attentive to the differences between 

non-cognitivists and skeptics. Brink lumps both in the category which claims that science 

is objective in a way that ethics is not. This may be right if the sole issue concerns 

whether moral judgments capture facts about the world. The non-cogntivist would deny 

this and so would the skeptic, but there are important differences between them. The 

skeptic aims to debunk and undermine morality, while the non-cognitivist typically offers a 

theory that, though perhaps deflationary, is not intended to be skeptical. For instance, 

non-cognitivists such as Hume and Blackburn would themselves deny that they are 

skeptics. For non-cognitivists moral judgments are not about the world, but rather are 

expressions of our attitudes toward the world. Nonetheless, the ~on-cognitivist offers a 

theory of the apparent cognitive character of our moral judgments--for instance, they 

explain this by suggesting that we assume a general point of view from which to make 
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judgments. So even though non-cognitivists deny that moral judgments capture facts 

about the world, they nonetheless think that morality serves some kind of social purpose. 

This social purpose is typically a practical one. Morality is justified according to the non

cognitivist because it serves our common human nature. For this reason we ought to 

support and uphold our moral practices. So one thing which seems to distinguish the non

cognitivist from the skeptic is that the fonner thinks that the social purpose of morality is 

supported by the general point of view, while the skeptic thinks that morality is debilitating 

to our human nature. 8 Brink needs to accommodate this important difference between 

skeptics and non-cognitivists, but he does not. 

There is another problem with the third category (Le., those who maintain some 

both scientific and moral anti-realism). As Brink notes, such a view is "harder to label" 

than the others. Is it global anti-realism or global realism? This problem and confusion, I 

think, emanates from the fact that the proponents of such a view do not conceive of 

themselves as answering the question that Brink takes to be the fundamental question--i.e., 

how ethics compares to science? For Brink's attempt at classification leaves out one of 

the important questions about morality (the issue of authority skepticism) and in so doing 

renders the Kantian view difficult to sensibly characterize. For many moral theorists 

whether ethics succeeds or fails is not simply a matter (or is hardly a matter) of its 

standing up to the scientific paradigm. The scientific enterprise aims to tell us about the 

natural world around us (and us too, to the extent that we are a part of that world). But 

8 As does, for instance. Friedrich Nietzsche. See Nietzsche (1969). 
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ethics is concerned to tell us how we ought to act. Ethics has a practical aim, and it seems 

reasonable to suppose that this practical aim will result in different standards of appraisal 

being applied to it. Brink has so focused on the issue of status skepticism that it would 

seem that ne has ignored an important aspect of morality--namely, its practical character. 

The failure to recognize this aspect of morality results in the failure of his classification to 

adequately distinguish non-cognitivists and skeptics and to adequately characterize 

Kantian-Iike theorists. 

Finally, I shall consider one more classification scheme which focuses on the issue 

of status: that offered by Stephen Darwall, Alan Gibbard, and Peter Railton. 9 They see the 

problem of ethics in the following way: 

The task set for the revival of metaethics thus has two elements. Put most simply, 
we can distinguish, first, the need for an account of what existing moral discourse 
and practice commits us to, and, second, the need for an answer as to how nearly 
these commitments can be made good. IO 

This much of what they say, it should be evident, I agree with. In fact, this nicely captures 

the structure of the problem of skepticism as I developed it in the last chapter. The task 

for moral philosophy is to underwrite (or undermine, as the case may be) our basic moral 

commitments. But when it comes to carrying out this task Darwall, Gibbard, and Railton 

see things much like Brink (although their approach is more nuanced and perhaps less 

problematic), despite some early indications that they were on the right track. I I They go 

9See DamaJI, Gibbard., and Railton (1992). 
lDoanvall, Gibbard., and Railton (1992, p. 127). 
II In passing remarks. while discussing the history that has led up to the current debates, they seem to 
identify the two concerns of status and authority skepticism. For instance, the issue of status seems to be 
captured in the follo,,,ing: "[M]oral discourse unquestionably has the surface from ofa descriptive. 
property-attributing language." Danvall, Gibbard, and RaiIton (1992, p. 119) And., the authority of 
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on to distinguish two ways of doing metaethics: one which sees metaethics as 

discontinuous with science and the other which sees metaethics as continuous with 

science. 12 The task for the discontinuity approach is lithe claim that a bona fide form of 

objectivity can be elaborated and defended for the ethical side of this contrast. 1113 The 

apparent presumption is that scientific objectivity is legitimate and that any other 

purported form of objectivity must establish its credentials in contradistinction to science. 

What about those who take the continuity route? 

The chief dialectical task for those in this second trend, it would seem, is to show 
how a paradigm factual area of discourse could have--or could convincingly 
provide the appearance of--the peculiar characteristics of the discourse of value or 
morality, for example, normativity and contestabiIity.14 

Within the discontinuous branch they go on to distinguish the four following sorts of 

theories: (1) practical reasoning theories (e.g., Baier, Gauthier, and Nagel), (2) 

constructivism (e.g., Rawls), (3) non-cognitivism (e.g., Blackburn and Gibbard), and (4) 

sensibility theories (e.g, McDowell and Wiggins). On the continuity side of things they 

identify three forms of naturalism: (1) neo-aristotelian (e.g., Foot), (2) postpositivist 

nonreductionist (e.g., Sturgeon, Boyd, and Brink), and (3) reductionist (e.g., Railton). 

The continuity/discontinuity classification suffers from problems similar to those of 

Brink's. Brink's classification, as I argued, has difficulties when it comes to what he 

morality is no doubt recognized in the following passage: "Attributions of goodness appear to have a 
conceptual link with the guidance of action." Darwall, Gibbard, and RaiIton (1992, p. 117). 
I~The view is more nuanced becuase the discontinuity category at least allows one to emphasize that 
morality is in some important way different from science though still objective. But it still seems to call 
for objectivity of some sort and for this reason still seems to call attention to the issue of status. This is 
evident in the quote which follows in the text. 
13Darwall. Gibbard. and RaiIton (1992, pp. 128-129). 
14Danvall. Gibbard. and RaiIton (1992. p. 130). 
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called global anti-realism, which includes Kantian views among others. What Brink left 

out, I claimed, is the importance of another question--i.e., that of the authority of morality. 

Darwall, Gibbard, and Railton, by making the continuity/discontinuity distinction run into 

the same problem. The continuity side contains essentially realist views, while the 

discontinuity side contains a hodgepodge of everything else. The discontinuity side 

contains all those views which deny that morality is objective or that it is objective in just 

the same sense as science. One might certainly classifY theories in this way, but it is not 

very illuminating to do so. For the four theories which they put in the discontinuity camp 

constitute quite a varied bunch. Practical reasoning theories (e.g., Baier, Gauthier, and 

Nagel), constructivist theories (e.g., Rawls), non-cognitivism (e.g., Blackburn and 

Gibbard), and sensibility theories (e.g., McDowell and Wiggins) all seem to be responding 

to different concerns and aligning themselves against certain opponents--it is precisely this 

that we want to understand and the Darwall, Gibbard, and Railton classification does not 

help us in doing this. For instance, non-cognitivism seems to take on realism as an 

opponent in a way that practical reasoning theories and constructivist theories do not. 

This, as I have hinted, is because these theories are not primarily concerned to address the 

issue of status. So, it would seem, that those classification schemes which focus on the 

issue of status skepticism leave out an important debate or issue--that of the authority of 

morality. 



72 

2.2 Authority Classification Schemes 

Finally, we shall consider a classification that errs in the opposing direction. 

Seeing the problem confronting moral theory as involving the issue of authority is 

currently less common, though I do not think that this was always the case. Christine 

Korsgaard offers a new and interesting classification of moral theories that focuses on 

what we have called the issue of authority. 15 Let us begin with her conception of the 

problem, which motivates her classification. The basic problem, according to Korsgaard, 

is how to account for the "normativity" of morality. 

When we seek a philosophical foundation for morality we are not looking merely 
for an explanation of moral practices. We are asking what justifies the claims that 
morality makes on us. This is what I am calling "the normative question.,,16 

Korsgaard's conception ofnormativity (or obligation as she sometimes puts it) is similar 

to our conception of authority. She then goes on to develop this conception of the 

problem in, roughly, the following way: First, she claims that human beings obviously 

apply and utilize moral concepts. This sets down the first task of a theory--to offer a 

theory of moral concepts. A theory of moral concepts should tell us what moral concepts 

mean, to what they apply, and where they come from. How do we know what theory of 

moral concepts to accept or adopt? According to Korsgaard, there are a number of 

"familiar facts" about morality (a host of active and reactive facts about moral motivation, 

shame, reward, and punishment, etc.) that a theory of moral concepts must adequately 

capture. The theory of moral concepts must capture these facts in two ways: first, it must 

ISSee Korsgaard (1993). 
16Korsgaard (1993. Lecture 1, p. 2). 
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explain them; and second, it must justify them. It is this latter consideration (i.e., 

justification) that it of particular importance. 

The real threat of moral skepticism lies here. A moral skeptic is not someone who 
thinks that there are no such things as moral concepts, or that our use of moral 
concepts cannot be explained, or even that their practical and psychological effects 
cannot be explained. Of course these things can be explained somehow. Morality 
is a real force in human life, and everything real can be explained. The moral 
skeptic is someone who thinks that the explanation of moral concepts will be one 
that does not support the claims that morality makes on us. He thinks that once 
we see what is really behind morality, we won't care about it any more. 17 

Thus it seems that Korsgaard focuses on what we have called authority skepticism. Her 

understanding of the normative question requires demonstrating that morality has a 

justifiable authority over us--that it can obligate us. To this end Korsgaard sets out three 

conditions of adequacy. First, she says, an answer to the normative question must succeed 

in addressing an agent from the perspective of an agent. Second, the theory of normativity 

must meet a transparency requirement. That is, the justification of morality must remain 

or go through even in the face of full knowledge of what morality is. Thirdly, the theory 

must hook up with our identity in some fundamental way. 

Having offered a conception of the problem (i.e., the normative question) and what 

must be done to answer it Korsgaard distinguishes four types of answers to the normative 

question. The first, she calls voluntarism. According to voluntarism, normativity (i.e., 

obligation) "derives from the command of someone who has legitimate authority over the 

moral agent and so can make laws for her.,,18 As an example of voluntarism she cites 

17Korsgaard (1993, Lecture 1, p. 4). 
18Korsgaard (1993. Lecture 1, p. 7). 
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Hobbes. The second view is realism. "According to this view, moral claims are normative 

if they are true, and true if there are intrinsically normative entities or facts which they 

correctly describe.,,19 This is the view of the intuitionists and contemporary moral realists. 

Third, is what she calls "reflective endorsement." This view is not very clearly defined by 

Korsgaard. She says that it is favored by those who think morality grounded in human 

nature. 20 The view comes down to the question of whether we should endorse or reject 

our moral nature. Is morality really good for beings like us? Or, is it something that we 

should lament or jettison? The theorists she has in mind here are people like Hume, Mill, 

and Williams. Finally, she defines what she calls "the appeal to autonomy". This view is 

Kantian. The source of normativity is to be found in the will of the agent. Moral laws are 

laws of the agent's own will, such that human beings are creatures who have authority 

over themselves. She then speculates that each of these views developed as a response to 

the inadequacies of the prior view, with the history of moral theory culminating in the 

Kantian view (which is the view she goes on to defend). 

Should we accept this conception ofthe problem and its resulting classification of 

theories? Let me begin by saying that it certainly fares better in some respects than the 

McNaughton/Smith classification since it at least makes room for the Kantian alternative. 

I~orsgaard (1993. Lecture I, p. 7). 
~o.rhis strikes me as somewhat misleading since (virtually?) all theorists accept that morality is grounded 
in human nature. Plato thought this despite his realism about the Good-for we must have, as part of our 
nature. a capacity to access the Good. We might put this by saying that even though the Good has 
normativity independent of us it is only nonnative for us only because of our nature. Hobbes, a 
voluntarist according to Korsgaarcl also thinks that morality flows from human nature. Namely, from our 
being beings with an instnunental reasoning capacity and a set of passions that lead to the discovery of 
certain precepts, which Hobbes refers to as "laws of nature". And finally, Kant's autonomy view also 
conceives of morality as flowing from our nature--Le., from our nature as rational beings. 
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But there are some puzzling things about it. First, it is entirely uncertain that voluntarism 

constitutes its own distinct category. Once again, voluntarism is the view that nonnativity 

issues with the commands of a legitimate authority, and she cites Hobbes an a prime 

example. Now there is much debate over precisely how to interpret Hobbes, but no 

matter what interpretation of Hobbes one adopts voluntarism does not seem to properly 

capture the Hobbesian view. For Hobbes normativity is to be found in the laws of nature. 

He says, "the Science of them [the Laws of Nature], is the true and onely Moral 

Philosophy.,,21 But shortly after this passage Hobbes goes on to say: 

These dictates of Reason, men use to call by the name of Lawes, but improperly: 
for they are but Conclusions, or Theoremes concerning what conduceth to the 
conservation and defence ofthemselves~ wheras Law, properly is the word of him, 
that by right hath command over others. But yet if we consider the same 
Theoremes, as delivered in the word of God, that by right commandeth all things~ 
then are they properly called Lawes.22 

This passage hints at the two interpretations of Hobbes which find different sources for the 

laws of nature. On the divine command interpretation (e.g., Warrender) the source of the 

laws of nature are to be found in God commanding them. But if we accept this 

interpretation then the ultimate source of normativity being God we have located some 

intrinsically nonnative entity and so find ourselves with a kind of realism. 23 According to 

~IHobbes (1991, p. 79, original pagination). 
22Hobbes (1991. p. 80. original pagination). 
~30r, one might opt for the other hom of the Euthyphro dilemma and maintain that God's commands are 
not intrinsically normative. This, it would seem, would enable one to maintain the idea that Hobbes's 
theory is a kind of voluntarism. However. it would still be an open question as to whether or not we 
should obey the commands of such a being. In this case we would not obey them because they are 
intrinsically normative, but because of a fear of the consequences of not obeying. If the consequences are 
particularly severe and God is a sure enforcer. then our reason would tell us to obey. We could reflectively 
endorse obeying the laws of nature, and so even this view might not ultimately be a genuine form of 
voluntarism. . 
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the other interpretation (e.g., GauthierlHampton) the source of normativity in the laws of 

nature is that they are effective instruments of reason to bring about our own individual 

good. Morality, under this interpretation, is normative because it serves our nature. As 

such it appears to be something that we can reflectively endorse (or, as we shall come to 

see, is something that we have reason to act in accordance with). Voluntarism, in the end, 

is either a form of realism or something quite similar to what Korsgaard calls reflective 

endorsement. This result should not surprise us either since voluntarism is a category of 

classification that has seldom been invoked by others attempting to sort out moral 

theories. This fact, of course, does not immediately disqualify it, but it does call it into 

some question and require that such a classification pull together into a harmonious 

grouping an insufficiently recognized category. But, I think, it does not do this. 

Furthermore, this problem with Korsgaard's understanding of "voluntarist" positions such 

as Hobbes's is precisely what allows her to dismiss such views so readily. 

The strangeness of voluntarism is only one flaw in her attempted classification, as 

her conception of realism also seems problematic. Recall that "[a]ccording to this view, 

moral claims are normative if they are true, and true if there are intrinsically normative 

entities or facts which they correctly describe. ,,24 The problem is that there are some 

realist views which do not claim that there are intrinsically normative entities or facts. 

Extemalist moral realists think that there are moral facts and that moral claims are true if 

they correctly describe these facts, but these facts are ordinary natural facts and not 

~o\Korsgaard (1993, Lecture 1, p. 7). 
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intrinsically normative. Korsgaard, in effect, leaves out these realists (perhaps the 

predominant form of realism in the contemporary literature). This failure stems from her 

emphasis on the issue of authority skepticism and her ignoring the issue of status 

skepticism. Externalist moral realists are predominantly focused on the latter and not the 

former. But, nonetheless, there ought to be some place for them in the classification. 25 

There are also problems with her classifying views under the category of 

"reflective endorsement". First, there is a problem in characterizing the view itself 

Reflective endorsement theories are loosely described by Korsgaard as taking morality to 

issue from our nature and to be good for us (and so something we can reflectively 

endorse). But such features are not unique to the views she takes to fall under the 

category of reflective endorsement. Two of her criteria of adequacy, in fact, require both 

that morality be part of our nature and that we reflectively endorse it. Transparency 

requires that the justificatory quality of morality remain in the face of an explanation of 

morality--what can this be but to endorse morality after reflecting upon it? And, she says 

that morality must appeal in a deep way to our identity--what is this but to say that it is 

part of our nature? This problem is apparent when Korsgaard writes, 

The view I am going to describe in this lecture [i.e., reflective endorsement] ... 
applies one of the best rules of philosophical methodology: that a clear statement 
of the problem is also a statement of the solution. If the problem is that morality 
might not survive reflection, then the solution is that it might. 26 

~SIt is worth noting that Korsgaard places Mill in the reflective endorsement camp given his 
understanding of moral motivation. 
:6Korsgaard (1993. Lecture 2, p. 1). 
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If this is indeed the problem, then mustn't any view argue that morality might survive 

reflection. What is it, then, about reflective endorsement then that renders it a distinct 

view? Presumably there must be some independent identifying feature that either satisfies 

or fails to satisfy the criteria. The problem with Korsgaard's conception of this view is 

that it would seem that nearly any view will be qualify as a reflective endorsement view. 

In fact, she says this of her own view and Kant's view, but clearly there is an important 

difference between Kant's view, on the one hand, and Hume and Williams's views, on the 

other. At the very least Korsgaard owes us a more careful account of reflective 

endorsement and what makes it a distinct class. 

Now to the second problem (which, I think, relates to the first): how is it that 

reflective endorsement even offers an account ofnormativity? In the case of voluntarism 

and realism it is clear enough from where normativity is supposed to issue: the commands 

of some authoritative law giver in the former case and the existence of authoritative 

normative entities in the latter case. But how is normativity explicated by saying that it 

consists in reflective endorsement?27 The idea is that reflection upon an explanation of our 

moral nature will not result in the undermining of that nature. As we noted above, this 

just is the transparency requirement. But is this necessary or sufficient for normativity? 

Reflection upon an explanation of one's moral nature might undermine it when it shouldn't 

~7 The problem I am trying to bring out here it might be claimed is a problem with the theories themselves 
and not with Korsgaard's classification per se. I concede the point that there may be problems with the 
theories themselves. but this does not absolve Korsgaard of classificatory problems. For the problem I am 
posing is that her conception of reflective endorsement theories might not even provide an answer to the 
normative question as she formulates it. The point may be made by noting that those she calls reflective 
endorsement theorists are primarily interested in explaining morality and not in providing a justification 
for it as the normative question requires. 
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or it might not undermine it when it should. This is simply to note that de facto reflection 

mayor may not undermine any given explanation of our moral nature. Nonnativity cannot 

merely consist in such an explanation persisting in the face of any sort of reflection. To 

render the account plausible requires that the reflection in question itself be justified. The 

question we should be led to ask is: do we have any justifying reasons (i.e., good reasons 

we might discover through reflection) to undermine or otherwise give up our moral nature 

given a particular explanation of it? When put this way, I think, we come closer to what 

Korsgaard ultimately has in mind in the case of "reflective endorsement." 

When an explanation of our moral nature is in hand, we can then raise the 
nonnative question: all things considered, do we have reason to accept the claims 
of our moral nature, or should we reject them? The question is not "are these 
claims true?" as it is for the realist. The reasons sought here are practical reasons; 
the idea is to show that morality is good for US.

28 

On this understanding of reflective endorsement the issue is whether we have reason to 

abide by, accept, or endorse our moral nature. Reflective endorsement, then, requires an 

account of practical reasons. Ifthis is right, then what would seem to be distinct about 

reflective endorsement views is that they invoke some particular conception of the nature 

of practical reason. The way Korsgaard frames the reflective endorsement view, I think, 

gives insufficient regard to this underlying (and primary) feature. 

Lastly, reflective endorsement seems to be the category under which those views 

called "non-cognitivist" would best fit. But there seems to be important aspects of non-

cognitivist views left out by Korsgaard' s classification of them as reflective endorsement 

2M Korsgaard (1993. Lecture I, p. 7). 
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views. By seeking to develop a theory about the unifonnity of moral judgment, as Hume 

does, in terms of a general point of view coupled with projectivism, non-cognitivists 

attempt to offer an account of moral objectivity. This attempt to explain the appearance 

of moral objectivity is an important part of non-cognitivist views that Korsgaard seems to 

leave unaddressed. It is this aspect of non-cognitivism that is responsive to status 

skepticism. But since Korsgaard focuses almost exclusively on what I have called 

authority skepticism she leaves this aspect of non-cognitivist views unaccounted for. 

In the end, Korsgaard's emphasis on the normative question is laudable (as it is, I 

think, the question with which one must begin). But this emphasis is also the real problem 

with her classification. Many theorists are not primarily concerned with (whether rightly 

or wrongly) the question of whether we must really do the things that morality requires of 

us. That moral requirements provide us with reasons for action is, no doubt, a central 

feature of our moral experience and practice but it is not the only one. We also find that 

the world appears to us in a certain moral light. It seems as though there are moral facts 

out there in the world. When we see a case of "willful murder" (Hume's example) or 

children igniting a cat (Harman's example) it at least initially appears as though these 

actions are imbued with moral properties. It is as if we "perceive" the wrongness of such 

things the way we perceive other kinds of features of the world. Many theorists are 

concerned to address this aspect of our moral experience and practice. This issue is 

concerned with the status of morality. Are there objective moral properties that are 

features ofthe world? If so, are they on a par with the properties recognized by science? 
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These are the kinds of questions that many moral philosophers are concerned with. 

Externalist realists are best understood as taking an interest in these questions and not 

perhaps primarily the normative question that Korsgaard asks. When presented as a 

response to the normative question realism strikes us as inadequate, but when offered as a 

response to the status question it looks like a more natural response. This problem, as I 

noted, also explains why Korsgaard doesn't have the theoretical space to accommodate 

non-cognitivist theories. Presumably, she would class them in the reflective endorsement 

category since that is where she puts Hume. But this does little or nothing to bring out 

the point of contrast between realists and non-cognitivists and what divides them. For 

there is also a way of seeing non-cognitivists as attempting to address the status question 

and not Korsgaard's normative question. Non-cognitivists think that morality is 

"projected" onto the world and deny the realist contention that there are independent 

moral facts out there that we discover. If this is right, then Korsgaard's classification 

seems to be missing out on an entire, and important, debate as well. 

?'" -. .) The Status/Authority Classification Scheme 

We have canvassed two distinct conceptions of the central problem in moral 

philosophy and the classifications they give rise to. They each seem to fail to address 

certain important issues and/or leave out basic theories. The status classification scheme 

fails to accommodate those theories which are primarily aiming to capture the authority of 
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morality--such as Kantian theories. We witnessed this in the McNaughton/Smith view, 

Brink's view, and the Darwall, Gibbard, and Railton view. The authority classification 

also fails, though for different reasons--it fails to accommodate those views which aim to 

demonstrate that morality has an objective status. We saw this in Korsgaard's view: she 

fails to account for extemalist realism and she misconstrues reflective endorsement 

theories (and in so doing fails to account for essential features ofnon-cognitivism). 

How, then, are we to generate a classification scheme that satisfies both of the 

criteria we spelled out--i.e., that captures all the primary contenders in a way that plausibly 

makes sense of how they are responses to basic problems and align themselves against 

their rivals. In Chapter 1 I have already suggested a particular conception of the problem: 

to provide an answer to the sincere reflective skeptic. To do this requires that one answer 

each of two strains of skepticism: status skepticism and authority skepticism. Status 

skepticism calls into question the objective appearance of our moral experience. As moral 

agents the world appears to be infused with moral qualities or properties. We cannot but 

help to think that there are objective moral features to the world when, for instance, we 

witness a willful murder or children igniting a cat. But this objective appearing status is 

called into question when we realize that there are others to whom the world appears 

morally different. Disagreement, and reflection upon it, gives rise to the issue of status 

skepticism. Authority skepticism calls into question the reason-giving quality of our moral 

practice. As moral agents engaged in a moral practice we think moral considerations 

provide us and others with reasons to act in certain ways and not in others (this is 
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apparent in both our moral discourse and our practice of praise and blame). However, the 

authority of morality is called into question when we consider our own interests and how 

they might seemingly be better advanced by ignoring or abandoning moral considerations. 

Self-interest, and reflection upon it, is what raises the issue of authority skepticism. These 

are the two primary tasks for a moral theory: to show how it is that morality has status 

and authority. The difficulty, as we noted, is to demonstrate that it has both 

simultaneously. The classifications we have considered thusfar each focus on one aspect 

of this problem to the exclusion of the other, and for this reason they fail. What we must 

do, then, is to develop a classification scheme that incorporates each aspect of the moral 

problem. With this approach, I believe, we can fonnulate a coherent classification of 

moral theories that will satisfY each of the two criteria we have set out for classification 

schemes--we can capture all of the primary contenders and do so in a way that is 

theoretically illuminating. 

I shall now propose what I call the "status/authority" classification scheme. Moral 

theories tend to be more responsive to one or the other of the two problems (Le., status or 

authority skepticism). The issue of status skepticism is the point of focus for the debate 

between realists and anti-realists, while the issue of authority skepticism is the point of 

focus for the debate between rationalists and anti-rationalists. Both realists and 

rationalists are non-skeptics. Anti-realists and anti-rationalists, however, divide into 

skeptical and non-skeptical camps.29 In this way we find three groups under each issue. 

::9Though there is some question, as we shall see, about whether the non-skeptical anti-realists and anti
rationalists are really in the end non-skeptics. 
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Under the issue of status skepticism we find realists, what I shall call deflationary realists, 

and skeptical anti-realists. Under the issue of authority skepticism we find rationalists, 

deflationary rationalists, and skeptical anti-rationalists. Realists and rationalists argue for a 

robust non-skeptical view, while skeptical anti-realists and anti-rationalists are their polar 

opponents. Deflationary realists and rationalists, however, stand somewhere in the middle 

of this debate. They reject the robust views of realists and rationalists, while maintaining 

that our moral commitments might be maintained nevertheless and so they also stand in 

opposition to the views of the skeptics. This middle group (i.e., deflationary theorists), is 

an important and distinct group that is often left out. With this kind of approach, I 

believe, we can nicely capture all of the primary contenders and simultaneously show what 

it is that motivates such views. 

Robust realists, for instance, divide into naturalist and non-naturalist varieties. 

Each is primarily concerned with the status of morality--to show that it is objective and 

not a mere matter of human subjectivity. Naturalist realists believe that the best hope for 

establishing the objective status of morality is to show that moral facts are like other 

ordinary natural facts and are available to us by standard empirical methods just as are 

other natural facts. A scientific perspective, they maintain, does not preclude the moral 

perspective as there is room for morality within a scientific worldview. Non-naturalist 

realists, on the other hand, believe that moral facts are different from ordinary natural 

facts. The scientific viewpoint, where this is given an empirical construal, does not leave 
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room for moral facts. Rather, they maintain, moral facts are apprehended by a distinct 

faculty rather than by the senses. Moral facts, it is said, are known a priori or by intuition. 

The anti-realist opposition also divides into camps: deflationary realists (certain 

non-cognitivists) and skeptics (other non-cogntivists and nihilists). The non-cognitivist 

sees morality as not concerned with apprehending facts. Moral judgments are not to be 

understood as glomming onto the world, but rather as emanating in some basic way from 

human subjectivity--Le., from our affective responses. These affective responses can be 

understood in different ways: either as expressions about how we feel about the world or 

as prescriptions about how we would like it to be. Thus, among non-cognitivists we can 

make the standard distinction between emotivists (or expressivists) such as Stevenson and 

prescriptivists like Hare. But we can also make a distinction between non-skeptical non

cognitivists (deflationary realists) and their skeptical counterparts. Someone like Ayer 

clearly seems to have a skeptical bent, as he takes ordinarily morality to be problematic. 

While someone like Nietzsche takes an even more robust skeptical position. Simon 

Blackburn, however, refers to his non-cognitivism as "quasi-realism" to indicate his belief 

that such a theory despite its rejection of a cognitivist account of moral judgment can in 

the end accommodate that quality of morality after all and so need not undermine morality 

as we know it. Thus far, we have made room in our classification for realists, non

cognitivists, and skeptics (three of the traditional moral contenders). And each, we see, is 

primarily concerned to address the issue of the status of morality. 
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The issue of authority gives rise to a somewhat different debate. There are those, 

such as Kant, who argue that moral requirements are binding (or "categorical" as Kant 

would say) above and beyond the considerations of self-interest or inclination--these are 

the rationalists. Contemporary Kantians would be an example of those who hold and 

defend such views. The rationalist position is the one that I shall go on to defend. The 

key feature of rationalism, as I see it, is that moral considerations are inherently rational 

considerations and that moral requirements are rational requirements--by this I mean that 

moral reasons are distinct and independent from self-interested reasons. We can also 

usefully distinguish different kinds of rationalists. First, there are those who think that 

moral considerations are supreme among rational considerations such that it is always 

rational to do the morally right thing. Such theorists I will call strong rationalists. Strong 

rationalists believe that rational requirements and moral requirements never diverge. 

Plato, given the way he sets up his challenge to morality (Le., that for morality to be 

justified it must be shown that it is better to be perfectly just than perfectly unjust), is a 

strong rationalist. Kant is another given his insistence upon the supremacy of the 

categorical imperative. Second, there are those who think that moral considerations have 

independent weight in the face of other rational considerations, but deny that moral 

considerations are always supreme. Such a theorist will acknowledge, despite the inherent 

rationality of moral considerations, that they can be trumped by other kinds of rational 

considerations. But nonetheless, what makes such a view distinctively rationalist is that it 

still maintains the inherent and independent rational weight of moral considerations--it is 
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simply that they are not always decisive. Such theorists I will call weak rationalists. The 

theory I defend shall be a version of weak rationalism. 

Those who contend that moral considerations are not inherently and independently 

rational considerations are anti-rationalists. Morality, for the anti-rationalists, has no 

inherent or independent rational weight or authority. Hence, the central claim of moral 

anti-rationalists is that the rationality of morality is a derivative matter. Thus we find some 

anti-rationalists, those of a non-skeptical bent, maintaining that morality (or a substantial 

portion of it) can be vindicated once we take a sufficiently close look at the nature of 

rationality and how it applies to beings like us in the circumstances we actually find 

ourselves in. These non-skeptical anti-rationalists (we can also call them deflationary 

rationalists) are theorists like Hobbes, Bernard Williams, and David Gauthier.30 The 

skeptical anti-rationalists think that ordinary morality is largely the loser when it comes to 

the requirements of rationality. Those who adopt such a view are people like 

Thrasymachus, Bernard Mandeville, and Nietzsche. 

With this classification in hand we end up with the following map of the terrain: 

30We might, as I ultimately do, think that some of these people are indeed moral skeptics. But they are 
not skeptical in quite the same way as Thrasymachus, Mandeville, and Nietzsche. Moral skepticism is 
something that admits of degrees and we might best represent it on a kind of continuum. The best way to 
put the dividing line here is to note that the non-skeptics are primarily concerned to justifY something that 
looks sufficiently like what we consider to be ordinary morality, while the skeptics are primarily 
concerned to demonstrate the lack of justification of ordinary morality and anything remotely like it. The 
difference, then, is one which has to do with having primarily a constructive or destructive aim. 
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Status Issue Authority Issue 

/~ / ~ 
Realists Anti-realists Anti-rationalists Rationalists 

/\ /~ / \ / \ 
Naturalist Non-naturalist Non-skeptical Skeptical 

(deflationary 
Skeptical Non-skeptical 

(deflationary 
rationalists) 

Weak Strong 

realists) 

Figure 2.1 : Status/Authority Classification Scheme 

Anti-realists and anti-rationalists, as it turns out, are often the same characters. The die 

hard skeptics will call both the status and authority of morality into question and in this 

way find themselves fighting a two front war. In fact, it is precisely this strategy that 

seems to be most effective for them--that the status and authority of morality cannot be 

simultaneously and consistently demonstrated. Take, for instance, Burne and Mackie (in 

their skeptical moments) in this regard. There may also be some common links across 

realists and rationalists (most notably in the case of non-naturalist realists and rationalists), 

but these links tend to be less strong given the differing emphasis given to the status and 

authority issues. Furthermore, this moral map has the virtue of capturing just what is so 

difficult about solving the moral problem (i.e., giving a simultaneous answer to both status 

and authority skepticism): that naturalism, which embodies the clearest sense that might be 

given to moral facts, and strong nitionalism, which embodies the strongest sense that 

might be given to the authority of morality, are so far apart on the spectrum. 
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This conception of the problem and its resulting classification, I think, satisfies the 

two criteria we initially set out. First, it includes all and only the main contenders. We 

have a space for realists, non-cognitivists, anti-rationalists (such as Hobbesians--a group 

frequently left out), and rationalists (Le., Kantians). Second, it captures each of these key 

positions in a way that shows how the various positions are responses to the basic 

problems and issues and how each view is aligned against its competitors--we have related 

the various positions as genus and species. With this moral map now before us we may 

begin the long and difficult process of sorting through the alternatives to assess whether 

the case for morality can be made or whether we must acknowledge the claims of the 

skeptics. 

We now have, I think, a worthwhile classification scheme before us. The two 

fundamental problems of justifYing morality involve showing that there is a kind of 

objectivity to our moral experience and that there are reason-giving moral requirements--. 

these are the two tasks set out, respectively, by the status and authority issues. The 

difficulty, we have said consists in providing an answer to both. Can this be done? There 

are, I think, two alternatives. First, one might begin with the issue of status and then 

having addressed it, tum to the issue of authority. Second, one might work the other way 

round. In the remainder of this chapter I shall examine the status-authority route and 

argue that is it inadequate. The status-authority route is the route that is pursued by those 

who take the status of morality to be the more fundamental issue. Are there moral facts 

and properties or not? Realists answer this question affinnatively; anti-realists negatively. 
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Realists are straightforwardly arguing for the objectivity of ethics, while anti-realists divide 

into deflationary realists and genuine skeptics (we shall be concerned with the former since 

we are considering routes to moral objectivity). In assessing this route to objectivity we 

shall be concerned, first, with whether either the robust realist or deflationary realist 

approach can satisfactorily address the issue of status and, secondly, whether having done 

so they are in a position to go on and address the issue of authority. With this aim in mind 

we can consider three views: non-naturalist realism, naturalist realism, and deflationary 

realism (non-cognitivism). I should caution the reader that my aim here is not to 

formulate distinct decisive objections to each of these views, but rather to identify general 

problems they seem to face in adequately establishing the objectivity of morality--in this 

way I hope to motivate a consideration of the alternative authority-status route to moral 

objectivity. 

2.4 Non-Naturalist Realism 

As we noted above, robust realists divide into two main camps: naturalist and non

naturalist. Let us begin with the non-naturalists. Non-naturalist realists are thought to 

face immediate ontological difficulties: what are these non-natural moral properties or 

facts to which they refer? There is, therefore, the problem of ontological strangeness. 

Though this may be the most serious problem, there are others. For properties and facts 

are commonly thought to be natural properties and facts. And if it is science that trades in 

natural properties and facts it is not clear that non-naturalism helps make the case for the 
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status of morality. For such a view, in effect, concedes that there is an important 

difference in the kinds of things that morality and science deal in. Thus, even if it is 

granted that there are non-natural facts or properties it remains to be demonstrated that 

they have a legitimate status. The mere existence of a particular kind of fact does not by 

itself entail that such facts themselves have a legitimate status. For instance, we might 

think that there are psychological facts, but psychological facts are not typically accorded 

the same status as chemical or physical facts. Our conception of the sciences is such that 

we think that chemical, and particularly, physical facts are more fundamental than 

psychological facts and so have a more solid status. In fact, we tend to think that the 

latter are in some way based on or dependent upon the former. The less solid status of 

psychological facts stems from their being less firmly grounded because they are thought 

to be based in (i.e., supervene on or reduce to) more fundamental facts. But with non

natural facts this kind of derivative status is not possible, lest they become natural facts. 

So, if the status of natural facts is dependent upon their relation to what are taken to be 

the fundamental natural facts, then how do we ascertain what the status of non-natural 

facts is? The status of non-natural facts must be independent of that of natural facts and 

so the question of their status appears to introduce a kind of incommensurability problem. 

And, perhaps more than this since the'thought that they are incommensurable raises the 

question of whether they can have a status at all (i.e., is status only applicable to natural 

facts?). 
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There are also epistemological problems with non-natural facts. We can come to 

know natural facts through the obvious epistemological channels: we make various kinds 

of observations and we can tell a sensible story about the relation between these facts and 

our sensory faculties and minds. But how do we know about non-natural facts? Do we 

access them through any of the normal channels of observation? Can they be observed at 

all if they are non-natural? The difficulty in answering these kinds of questions in anything 

like the ordinary way has led non-naturalists to seek out alternative epistemic gateways. It 

is suggested that we do not come to know such facts or properties by any of the normal 

perceptual routes, but by intuition. We have a mental faculty that is said to be directly 

capable of apprehending such facts and properties. Very little is said about how exactly 

such a faculty operates. This leaves the non-naturalist view rather mysterious. 

Lastly, non-naturalism, despite its insistence about the existence of moral facts and 

properties, does not seem to resolve the underlying concern of those who take up the 

status issue. The status issue is raised, as we witnessed in Chapter 1, by the existence of 

disagreement. Disagreement raises the possibility that one is mistaken and even that there 

is no fact of the matter. If non-naturalism is to succeed, it must offer a way to deal with 

the problem Qf disagreement. How do we resolve disagreement on the non-naturalist 

picture? It seems that the very thing that the non-naturalist is recommending that we use 
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to resolve our disagreements (i.e., intuition) is perhaps the very source of the disagreement 

in the first place. Such a view, it seems, goes nowhere.3
! 

2.5 Naturalist Realism 

The naturalist realist approach is now considered the more attractive approach due 

in large part to the kind of problems we have identified with non-naturalism. But does 

such a view offer a satisfactory way to address the issue of status? There are two primary 

alternatives on the naturalist approach: reductive and non-reductive naturalism. Reductive 

naturalists hold that moral facts and properties are reducible to natural facts and 

properties. Morality has a solid status in so far as this reductive relation holds--i.e., so 

long as it can be shown that moral facts are based in other more fundamental natural facts 

that themselves have a legitimate status. The primary proponent of such a view is Peter 

Railton. The other non-reductive approach holds that moral facts supervene upon natural 

facts but may not (or are not) necessarily reducible to those natural facts. This weaker 

(one-way) relation, it is maintained, is enough to vindicate the status of morality. Moral 

facts stand on top of solidly grounded natural facts. David Brink, among others, adopts 

such a view. There may well be reasons for preferring one or the other of these views and 

each view may have its own distinct problems.32 But I shall aim to focus on those 

problems which are common to both forms of naturalism. 

31For this reason. I think. we do not even need to consider the issue of authority. Though it should be 
noted that the mysteriousness of non-natural facts and properties is no doubt in part due to the insistence 
that such facts and properties are "inherently prescriptive" as Mackie puts it. 
3~The reductive approach may be thought to more finnly ground moral facts in other facts that can claim a 
legitimate status. But this may also be its downfall. For it may then be suggested that moral facts can be 



94 

Does naturalism capture the status of morality by claiming that moral facts are 

natural facts? One of the traditional problems with naturalism can be found in G.E. 

Moore's open question argument. Moore suggested that for any naturalistic definition of 

"good" (i.e., defining "good" with some set of natural properties, say, pI, P2, ... Pn) that 

one can acknowledge that something, say X, is pI, P2, ... Pn but it could still an open 

question whether X is good. The implication of the question (of whether X is good) being 

open is that the meaning of "good" cannot simply consist in something having the natural 

properties pI, P2, ... pn. For if "good" simply meant "has the natural properties PI, P2, ... 

Pn", then the question would be closed and could not be sensibly asked. But it seems that 

we can sensibly ask it. Moore thought that his argument successfully did away with all 

forms of naturalism and required the adoption of non-naturalism--that moral properties are 

sui generis. Subsequent theorists, such as Ayer, however, borrowed Moore's argument 

against naturalism and additionally argued that non-naturalism is unsatisfactory on 

positivist grounds. And that if neither naturalism nor non-naturalism is satisfactory, then, 

Ayer argued, non-cognitivism must be the right view. Moore's dilemma became Ayer's 

trilemma. We shall consider the non-cognitivist view next. 

Contemporary naturalist realists are well aware of Moore's argument, but think 

that they have found a way around it. The open question argument, it is suggested, relies 

upon a false theory of meaning. When we define a term we are not, these theorists argue, 

reduced and eliminated. Some philosophers plausibly considered to be moral skeptics, such as Hannan, 
think that moral facts are reducible in this way. Moral facts (or perhaps moral beliefs) are reduced to 
psychological and social facts which can explain those moral beliefs. The real issue, in the end. is 
whether the reduction can maintain the justificatory nature of morality or whether in the quest for an 
explanation this is lost. 



95 

necessarily offering the definition as a semantic identity. Moore's argument presupposes 

that to offer a definition for some term is to offer a synonymous expression. He is then 

able to plausibly suggest that no natural properties capture what we mean by the term 

"good". Certainly Moore is right to claim that no string of natural properties actually 

succeeds in capturing what we antecedently mean by the term "good". Contemporary 

naturalist realists, I think, are in agreement with Moore on this point. The problem with 

Moore's argument rests in the philosophy oflanguage. Recent work in the philosophy of 

language by Kripke and Putnam has shown that definitions do not always function in the 

way that Moore thought. Some definitions will be given in synonyms because they are 

analytic. For example, the definition of "bachelor" is "an unmarried male". In the case of 

such definitions (which are true in virtue of the meanings of the words) the open question 

technique may be fairly applied. But there are also terms that rigidly designate some thing 

in the world (perhaps in virtue of certain superficial properties) such that the intension or 

meaning of the term is captured by the collection of superficial properties, but whose 

extension is ultimately to be determined by investigation into the underlying properties of 

the thing which the term rigidly designates. For instance, "water" has the intension 

"colorless, odorless, tasteless liquid". But the term rigidly designates "that stuff and 

whatever underlying properties we find that it has". Upon further investigation we find 

that "that stuff" whose superficial properties happen to be colorless, odorless, tasteless 

liquid has the underlying property of being H20. We can then offer the reforming 

definition that "water is H20". This definition, of course, will not satisfY Moore's open 
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question argument, but that is because it is a definition that is arrived at through scientific 

study of the world that was no part of the meaning of the term when we first started. Our 

terms such as "water" aim to pick out natural kinds on this view and may succeed or fail. 

Many terms we have used for diseases we have since found do not refer to a single 

disease: but to many. In such cases we might well drop the original term and utilize a 

number of more refined terms. The picture we get is that of our language trying to glom 

onto features of the world and through our further investigation we either find that they 

succeed well enough and are vindicated or fail to refer to some distinct kind in the world. 

Naturalist realists think that moral terms can be understood in just this way. If 

moral terms can be shown to refer to certain sets of natural facts naturalist realism 

succeeds in addressing the status issue. But is this right? First, we should note the 

speculative nature of such an enterprise. It might be that moral terms as we now use them 

will not be found to refer to any interesting natural facts whatsoever. That is, moral terms 

like "cruel" might not refer to any recognizable set of natural essential properties. If this is 

the case, does this mean that there is no such thing as cruelty? On the naturalist realist 

view we would have to conclude this despite our confidence that we know what things are 

indeed cruel. Naturalist realism as a program must countenance the possibility that it 

could fail and if this were the case it would require an error theory. Naturalist realism, we 

must remind ourselves, is as of yet merely a promise that has not delivered the goods. 

However, this does not constitute a rejection of naturalist realism since it may in 

fact deliver the goods. We must, therefore, investigate this possibility further. Suppose 
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that moral terms do refer (Le., upon investigation we find that there are some kind of 

natural features that our moral terms generally track), but not quite in the way that we 

would have expected them to. Our moral terms, it seems, must be reformed. There are a 

number of ways in which this could be the case. We might find that our moral terms pick 

up on some underlying property but not all cases in which such a property is present. In 

this case, it seems, we must extend our use of the moral term to these additional cases. 

Or, we might find that our moral terms extend beyond what appear to be the essential 

underlying properties.33 In this case, it seems, we must restrict our use of the moral term 

to those cases which have the underlying essential properties. The point being that our 

moral terms will not necessarily be coextensive with some underlying property (or set of 

properties). Now what should we think about the reformation of moral terms? The 

naturalist realist will be tempted to view this as a kind of progress. It is like discovering 

that gold is a substance with certain atomic structure or perhaps that chronic fatigue 

syndrome is really not a single malady but three separate diseases with similar symptoms. 

We can then refine the use of our moral terms and make sure that they are grounded in 

reality. But the moral agent might look at this enterprise very differently. Such an agent 

may not see the reformation of moral language as a victory for morality. The moral agent 

is already committed to a morality with a certain substance (as I suggested in Chapter 1). 

If morality is considerably revised we may end up undermining morality rather than 

underwriting it. This is a difficult issue to judge. Whether morality is viewed as being 

330f course, there may well be great difficulty is detennining what are and what are not the essential 
properties. I shall come to this point. Right now I simply \\ish to bracket it. 
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undermined or improved depends upon how much and in what way moral terms are 

reformed. However, we can make the case for the possibility of its being undermined in 

the following way. Suppose the term "cruel" tracks fairly accurately (though certainly not 

exactly) the property of the infliction of severe pain. Should we reform our use of the 

term to correspond to the property "the infliction of severe pain"? Or suppose that there 

are a few different properties (or sets of properties) which the term "cruel" seems to track 

equally well. Which should we choose? In either case what we need are the criteria we 

should use for determining how to reform our moral terms in such cases and there are 

serious problems in formulating such criteria. 34 However we reform our use of the term 

"cruel" we may well feel that something of significance is lost. For inflicting severe pain is 

not all we have in mind by "cruelty". 35 Reforming the use of our moral terms may have a 

price, we may gain greater precision in so far as our terms have a more definite and 

narrowly defined reference, but they may not pick up on what we really mean and are able 

34There are two ways one might proceed here. First. one might hold that there are moral kinds just like 
natural kinds and so the world will tell us which way to go. Let us call this world-guided reform. World
guided reform, given its supposition of moral kinds, requires substantial ontological buttressing. The 
realist would owe us an account of this. Second, ifwe reject the idea that there are moral kinds we might 
simply try to best pick out the natural properties which do in fact correspond to the way we happen to use 
a term. We might call this language-guided reform. Language-guided reform would not require 
ontological buttressing, but it seems to fail in other respects. Criteria for selecting which properties best 
correspond to our use of a term are still required. These criteria. since they cannot be determined by the 
way the world is, must depend upon us and how we aim to use the term and this would seem to 
reintroduce the problem of Moore's open question argument, since meaning is ultimately detennined by 
intension. Furthermore, this view hardly seems to be an objectivist view. Rather the guise of objectivity 
arises given that there is a kind of regularity to our use of a term that allows us to identify some properties 
as those that the term corresponds to. But why think that the way we happen to use these terms is the way 
we ought to? I shall come to this idea below. 
3SWe also have in mind that cruelty involves the intentional and unnecessary infliction of severe pain. 
Were one to accidentally inflict severe pain or inflict severe pain to save someone's life, then we would 
not call such cases cases of cruelty. This more accurate definition does not, it seems to me, help the 
naturalist realist. For what are the natural properties that "intentionally" and "unnecessarily" inflicting 
pain are based on'? These properties themselves seem to bring in only further moral considerations. 
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to communicate to others by the use of our unreformed terms. In fact, we might always 

gain a more definite reference for our terms by restricting their scope. It is far from clear 

that reformed moral language is always an improvement. The naturalist realist has more 

work to do here to convince us of why we really ought to reform our moral language in 

the way that the realist program requires. 

Serious reformation of our moral language may be problematic, but it may tum out 

that it is not required. Suppose that a careful investigation of our moral language reveals 

that our terms (or some of our terms) do refer to or track some underlying or essential 

property (or may do so closely enough). Should this be considered a vindication of the 

status of morality? I do not necessarily think so. There are two reasons for thinking this, 

which constitute two additional objections to naturalist realism. 

First, it seems reasonable to think that moral terms may not function as rigid 

designators as the naturalist realist view requires ifit is to evade Moore's argument. To 

use a term as a rigid designator is to baptize some thing with the term before one has 

investigated that thing. For instance, we see a pile of a heavy dull yellow metal and point 

at it and say to ourselves "whatever that stuffis (or turns out to be), is 'gold"'. We 

presume that there is some underlying nature to that stuff that we have yet to discover. 

The properties heavy, dull, yellow, and metal are not themselves how we define gold but 

are the superficial properties by which we rigidly fix the reference ofthe term "gold". Do 

we use moral terms in this way? It is not obvious that we do. When we see an action that 

wantonly causes great suffering merely for the fun of it, we are not typically using these 
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properties as superficial properties to fix the reference of the tenn "cruel" and saying to 

ourselves that that action whatever it turns out to be upon further inspection is "cruel". 

These identifying properties, which in the case of gold are superficial, are not so clearly 

superficial in the case of cruelty--rather, we appear to think they are essential. If this is 

right, then "cruelty" would not function as a rigid designator. And if it does not, then the 

open question technique can be utilized. The question "X has the atomic number 79, but 

is it gold?" is open but this is only because the tenn "gold" functions as a rigid designator 

and so the openness of the question need not upset the identification. But the question "X 

has natural properties pI, P2, ... pn, but is it cruel?" is open in a way that does call into 

question the identity if "cruel" does not function as a rigid designator. The open question 

technique is evaded only if moral tenns are rigid designators and I have suggested that 

they might not to be. 

Second, the issue of status, which is the issue naturalist realists are concerned to 

address by demonstrating that moral tenns refer to real identifiable properties in the world, 

arises out of the problem of disagreement. Because people disagree about morality we are 

led to suppose that there is no moral reality and that disagreement is best understood as 

the participation in different ways of life that give rise to different preferences and 

attitudes. A response, then, to the status issue should provide us with a way to remedy 

the problem of disagreement upon which it is based. For instance, scientific disagreement 

is supposedly resolved by investigating the nature of the world and thereby showing that 

certain views are wrong and that others are right. For instance, through science we find 
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that some things which appear superficially to be gold are not really gold and we now call 

such stuff"fool's gold". Science hooks up with reality to remedy disagreement. Does 

naturalist realism have the resources to do this? Again, I don't think so. Here's why. 

Moral terms may themselves antecedently incorporate disagreement, and naturalist realism 

does not have the resources to adjudicate these disputes. With science we .aim to carve 

the world at its joints and can reasonably suppose that this is what we are doing, but this is 

not the case in morality. Take, for instance, two groups of people (say, group A and 

group B) who each use the term "cruel" to refer to somewhat different sets of actions. 

How does naturalist realism allow us to resolve this disagreement about cruelty? 

Assuming these two different uses of "cruel" each track somewhat different underlying 

properties, such that neither is clearly a perverted attempt at capturing the other, how are 

we to ascertain what is really cruel? Is one set of underlying properties "real cruelty" and 

the other "fool's cruelty"? What would be the basis for such ascriptions? We are, it 

seems, no better offfor having shown that group A's usage corresponds to properties pI, 

P2, ... pn and that group B's usage corresponds to properties qI, q2, ... qn. How are we 

to resolve the disagreement? There are some possible responses to this apparent problem. 

First, it might be suggested that we are simply dealing with two different concepts: 

cruelty A and crueltyB. This would allow us to diffuse the disagreement. Each group could 

then admit that actions which have properties pI, P2, ... pn are cruelA and actions which 

have properties qI, q2, ... qn are cruelB. As it turns out they are not disagreeing at all. 

But this response won't work. For each group also holds that actions which are cruel 
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deserve our censure and disapprobation and that we have a reason not to perform those 

actions which are cruel. And here the disagreement will reemerge since group A will 

maintain that only actions which are cruelA deserve our censure and provide us with 

reasons not to perform such actions, and vice versa for group B. At root the disagreement 

does not merely concern terms and their correspondent properties as the naturalist realist 

would have it, but the evaluative or normative implications of such actions. 

And this point, I think, brings up the most serious problem with naturalist realism: 

that it cannot offer, given its understanding of the status of morality, an adequate account 

of the authority of morality. Non-cognitivists have long realized this and it is precisely this 

issue which they have so keenly focused on. They begin by simply pointing out the 

seeming incompatibility of moral facts and the authority or motivational force of 

morality.36 J. L. Mackie, as we noted in the last chapter, suggests that authoritatively 

prescriptive moral facts are "queer". It would seem, then, that we are forced to choose 

between moral facts and the authority or motivational force of morality. The non-

cognitivist suggests that in this situation we should choose to accommodate the authority 

or motivational force of morality. They suggest that the authority or motivational force of 

morality is more essential to our understanding of morality than its basis in facts. The 

latter, according to the non-cognitivist, can be accommodated by a projectivist theory. 

This strategy is evident in a number ofnon-cognitivist theories. For instance, Hume 

36 I am purposely vague at this point between the "authority" and "motivational force" of morality. Below 
I shall argue that non-cognitivists can only seek to explain the latter and cannot accomodate the former 
and that this is one of the central problems with their view. 
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argues that morality cannot be a matter of reason since morality is practical and reason 

alone cannot move the will. Hume also suggests that it is not possible to derive an ought 

from an is (i.e., it is not possible to derive action guiding values from descriptive facts). 

Mackie's argument from queerness, as we just noted, makes use of this incompatibility 

between there being moral facts and the prescriptivity of morality. David McNaughton 

puts the problem in the following way: 

We can exhibit the non-cognitivist' s challenge to the realist in the form of an 
inconsistent triad of propositions; that is, three propositions which cannot all be 
true, although any two of them may be true. In presenting his opponent with such 
a triad the non-cognitivist forces him to say which one he is prepared to reject, for 
he cannot hold all three without inconsistency: (1) The belief-desire theory of 
action is valid. (2) A moral opinion, when combined with other beliefs of the agent, 
can motivate him by providing him with reason to act. (lnternalism) (3) Moral 
opinions are purely cognitive. The non-cognitivist accepts (1) and (2) and uses 
them to unseat (3).37 

The naturalist (or externalist) realist, as McNaughton notes, rejects (2). The belief-desire 

theory of action is maintained precisely because it is thought to be the only plausible 

naturalist theory of human action. 

To the extent that we are convinced of the importance or centrality of the authority 

or motivational force of morality the naturalist realist is in trouble when it comes to 

adopting externalism. We might bring out the problem and how it might be dealt with in 

the following way. The non-cognitivist rejects the naive or commonsense conception of 

the status of morality, but in doing so offers a theory of how this conception of the status 

of morality arises. It appears to us that there are moral facts because we project our 

37McNaughton (1988. p. 23). 
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sentiments onto a valueless world. Projectivism is thus an essential part of the non-

cognitivist theory--it is the non-cognitivist's answer to the status issue. It seems, then, 

that the naturalist realist owes us a similar account of how we come to hold that morality 

is authoritative or has motivational force. David Brink believes that he has just such a 

theory.38 Brink writes, 

Indeed, not only does the practical character of morality not undermine moral 
realism; moral realism is able to explain the action-guiding character of morality in 
a way that traditional antireaIist theories cannot. 39 

The advantage of realism, as Brink sees it, is that only it can offer a plausible account of 

the prescriptive nature of moral discourse. 

F or it is hard to see why anyone should be so keen on getting others to share his 
attitude, or on recommending a course of action, unless he thought the attitude he 
was expressing or the course of action he was recommending was correct or 
valuable.40 

The realist "can explain the emotive or prescriptive force that moral judgments have most 

easily on the assumption that our moral judgments are, or at least purport to be, true. ,,41 

But is this a satisfactory answer? I don't think so. On the surface it appears to be 

a rather natural and perhaps persuasive response for the realist, but closer scrutiny reveals 

its question-begging character. The realist aims to account for the authority or force of 

morality by appeal to the realist supposition that moral judgments have a truth value. For 

what authority or force could morality have if moral judgments are mere expressions of 

38See Brink (1989, Chapter 3, Section 14, "A Realist Explanation of the Action-Guiding Character of 
Morality"). 
3~rink (1989. p. 78. original emphasis). 
40srink (1989, p. 78, original emphasis). 
41Brink (1989. p. 78). 
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attitudes and not matters oftruth?42 The authority ofmoraIity is tied, then, to its status. 

But therein lies the problem. To say that it is a fact that cruelty is wrong is supposed to 

have prescriptive force. But this simply reintroduces the queerness problem. How is it 

that the fact that cruelty is wrong prescriptively authoritative? We might put the challenge 

in the following sort of way. Suppose the realist project succeeds such that we identify all 

the properties to which cruelty ascriptions correspond--we have a reforming definition of 

"cruelty" and have shown the term to have a definite extension. Suppose these properties 

are PI, P2, ... pn. How does this help us to provide an account of the authority of 

morality? For it seems that we can run something much like Moore's open question 

argument, not about the connection between the natural properties and "cruel", but 

between the natural properties and our reasons to act. 43 So instead of "I know X is PI, P2, 

... Pn, but is X cruel?" we have "I know X is PI, P2, ... Pn, (i.e., cruel) but do 1 have a 

reason to not do X because it is PI, P2, ... Pn?" This strikes us as an open question and 

this openness reveals the inadequacy of the naturalist realist answer. Given the most 

common view about what it is to have a reason we can see why this is an open question. 

On that view to have a reason to do X is to have a desire that X-ing would further or 

serve. So, on such a view, one would have a reason not to do X (i.e., to be cruel) only if 

X-ing would frustrate one's desires, and X-ing would frustrate one's desires only if one 

4Zn1ere is something right about this thought, but as I shall argue naturalist realists are not privy to it. In 
the end. only rationalists can make sense of this idea. 
43In fact, one might see the original open question argument as trading on just this problem. For any set 
of natural properties we might identify will appear inadequate to us if we include in our understanding of 
moral tenus some kind of authority or motivational force. 
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desires that properties pI, P2, ... Pn not obtain.44 But what if one does not have the 

relevant desire that pI, P2, ... pn not obtain? The realist, in this case, cannot provide you 

with a reason and so fails to capture the authority or force of moral considerations. And 

so, we must conclude, naturalist realism provides us with an adequate answer to neither 

the status problem nor the authority problem. 

2.6 Deflationary Realism (Non-Cognitivism) 

Let us now consider what I have called deflationary realism. Deflationary realists 

are anti-realists who aim to capture the realist quality of our moral phenomenology. They 

seek to show that there is a rationale for the realist character of our moral phenomenology 

despite the falsity of realism. However, before I tum to deflationary realists it might be 

helpful to take a brief look at their more skeptical counterparts. These skeptical anti-

realists maintain that there are no objective moral facts out there in the world and then go 

on to suggest that this should undermine our moral phenomenology. We might call the 

most skeptical anti-realists nihilists. Nihilists are primarily concerned to reject the view 

that there are moral facts and thereby to dismantle morality. Nietzsche best exemplifies 

the nihilist view. 

44Strictly speaking, one might also have a reason not to X, not because one desires that properties PI, p~, . 
. . Pn not obtain. but because X-ing might frustrate other aims that one has. So, for instance, I might have 
a reason not to be cruel because being cruel will frustrate my desire to be liked. We might say, however. 
that this is an indirect reason not to be cruel and what we are looking for is a direct reason not to be cruel 
(Le .. a reason not to be cruel which has to do with the properties of cruelty itself and not the incidental 
effects of beings cruel). 
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There are no moral facts whatever. Moral judgement has this in common with 
religious judgement that it believes in realities which do not exist. Morality is only 
an interpretation of certain phenomena, more precisely a misinterpretation.45 

Mackie is another who thinks that morality is a misinterpretation (and though skeptical, he 

is perhaps less so than Nietzsche). According to Mackie, our moral phenomenology is 

objectivist, but objectivism is wrong. Hence, Mackie offers an explanation of why we take 

morality to be objective--what he calls an "error theory". Nietzsche, likewise, offers the 

following error theory: 

Morality and religion fall entirely under the psychology of error: in every single 
case cause is mistaken for effect; or the effect of what is believed true is mistaken 
for the truth; or a state of consciousness is mistaken for the causation of this 
state.46 

Given that morality is in error both theorists call for a remaking of morality. Says Mackie, 

"Morality is not to be discovered but to be made: we have to decide what moral views to 

adopt, what moral stands to take."47 Nietzsche says the same thing when he calls for "a 

revaluation of all values. ,,48 Nietzsche wants us to go "beyond good and evil." If we are 

looking for a justification of morality roughly as we already conceive it we are clearly not 

going to find it here, so we needn't consider the nihilist's view. 

Let us turn, then, to a consideration of the view of deflationary realists (Le., anti-

realists of a non-skeptical bent). These theorists are most typically non-cognitivists. Like 

their skeptical counterparts, the nihilists, the non-cognitivists deny that there are moral 

45Nietzsche (1968, p. 55). 
46Nietzsche (1968. pp. 52-53). 
47Mackie (1977,p. 106). 
48Nietzsche (1968. p. 21). 
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facts which are out there in the world. The reason they typically reject this view is 

precisely because of the problem of queerness. The authority or motivational force of 

morality cannot be captured if moral facts and properties are construed along the lines of 

scientific facts and properties. The non-cognitivist therefore supposes that if the basis for 

moral judgment is not to be found out there in the world, then it must be found within us-

in particular, in our affective or sentimental nature. Morality does not concern facts in the 

world, but rather our affective responses to those facts. Morality, then, is not a matter of 

cognition and judgment, but of feeling. This reliance upon feeling and our affective 

nature, it is thought, allows the non-cognitivist to capture the authority or motivational 

force of morality. The label "non-cognitivist" is applied as such theorists do not think that 

morality involves reason cognizing about facts in the world, but involves affective or "non

cognitive" responses to those facts. Non-cognitivists concur with Hume that morality is 

fundamentally a matter of feeling and not of reason. 

Thus far the theory may look entirely skeptical. But the theory is saved from the 

specter of skepticism by two ideas. First, non-cognitivists believe that we can generate a 

kind of regularity or uniformity among our affective responses by assuming a uniform 

point of view. Second, they also maintain that from this uniform point of view we 

"project'; our sentiments onto the world and our doing so explains the cognitive and realist 

character of our moral phenomenology. This may seem like an error theory, and it is 

technically speaking, but it is an error theory which provides a rationale for our error--and 

so the non-cognitivist maintains that we can accept or endorse our making this kind of 
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the theory is built up to take on a rather robust character. 
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With this broad picture of non-cognitivism before us let us examine the view in 

more detail. Ordinary moral judgment appears to be cognitive. We make moral 

assertions, we evaluate moral assertions as true or false and we do so on the basis of what 

we observe in the world, and we make moral inferences. If morality were merely a matter 

of feeling or taste, then we should expect our moral assertions to be quite variable, to not 

admit of truth or falsity, nor to allow for the making of inferences. There seem to be two 

problems here. First, that feelings or affective responses are typically variable in a way 

that judgments about the world are not--in the former case our individual constitutions are 

diverse, while in the latter case the world is a singular thing. And second, that feelings or 

affective responses do not, in any straightforward way, admit of truth or falsehood-

feelings are non-representative and so how could our moral discourse take on this 

cognitive character? There are two ways for the non-cognitivist to deal with the first 

problem. First, the non-cognitivist might simply deny that the feelings or responses upon 

which morality is based vary (or vary as much as people might think). This, however, is 

not a very satisfactory response. Our affective responses to things like food and art vary 

so much, so why think it would be any different with morality? Second, and more 

plausibly, the non-cognitivist might identifY moral responses as affective responses from a 

special point of view. Moral responses are not affective responses from our particular or 

situated individual point of view but from some general, common, or impartial point of 
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VIew. This is precisely the way Hume captures the regularity and uniformity of morality. 

Our sympathetic responses from our particular points of view are widely variable, but our 

sympathetic responses from a common point of view are regular and uniform. 

In order, therefore, to prevent those continual contradictions, and arrive at a more 
stable judgment of things, we fix on some steady and general points of view; and 
always, in our thoughts, place ourselves in them, whatever may be our present 
situation.49 

In this ingenious way the variability of our individual affective constitutions is 

countenanced, while simultaneously accounting for how it is possible that our variable 

affective responses might provide a sufficiently regular and uniform foundation for 

morality. 

With this theory of the general point of view in hand, the non-cognitivist can tum 

to the issue of the "cognitive" character of moral discourse. In fact, the idea ofa general 

point of view itself is half the battle of making out the cognitive character of morality; for 

the general point of view is something which we can all share in and thus provides us with 

a single affective response which becomes the standard of correctness. The individual 

point of view is "wrong" and the general point of view is "right". Truth and falsehood do 

not have to do with independent facts in the world, but with our affective responses from 

a general point of view. The only thing that remains to be done at this point is to explain 

why we mistakenly think that morality has to do with facts out there in the world. For this 

task the non-cognitivist relies upon projectivism. According to projectivism, we are 

beings which have a tendency to project our responses onto the world and to then read 

.I~wne (1978, pp. 581-582). 
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them back off of the world. We playa kind of trick on ourselves--projectivism is, as we 

have noted, the non-cognitivist's counterpart to an error theory (a success theory?). 

Hume, for instance, writes, 

The one [i.e., reason] discovers objects as they really stand in nature, without 
addition or diminution: the other [i.e., sentiment] has a productive faculty, and 
gilding or staining all natural objects with the colours, borrowed from internal 
sentiment, raises in a manner a new creation. 50 

This new creation of the non-cognitivist is what plays the realist's role of moral facts. So, 

with the two components of the general point of view and projectivism, the non-

cognitivist, it seems, can accommodate the status of morality. Furthermore, the non-

cognitivist can capture the authority or motivational force of morality, since he relies upon 

the sentiments which are by their very nature motivationally efficacious, without appeal to 

queer entities. The result is a seemingly coherent and very powerful theory. What could 

be wrong with such a plausible view? 

There is much wrong with non-cognitivism--much more than we can consider 

here. So I will focus on what I take to be the most serious problems with this innovative 

approach to the status of morality that promises to capture the authority of morality as 

well. Let us begin with the issue of status. Does non-cognitivism capture the status of 

morality? The simple answer is "no" because it does not posit the existence of 

independent facts out there in the world. But this quick response is inadequate and, in 

fact, misguided. 51 As I mentioned above, the non-cognitivist offers us an alternative (i. e., 

SDrIume (l975, p. 29-"). 
51The idea ofa general point of view coupled with projectivism is not in and ofitseifproblematic. What is 
problematic about non-cognitivism is its reliance on the sentiments, as I hope to presently show. 
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deflationary) account of the status of morality. The question we must consider is whether 

this deflationary account is sufficient to deal with the skeptical challenge to the status of 

morality and thereby to uphold our basic moral commitments. 

Perhaps the first problem with non-cognitivism regarding the status of morality 

concerns whether the theory is really non-cognitivist. We can see this problem, for 

instance, creeping up in Hume's theory. Hume begins by claiming that moral distinctions 

cannot be founded on reason given the motivational efficacy of morality and the 

motivational impotency of reason. Morality, then, must be a matter of sentiment. But 

how? The answer is sympathy. Through the mechanism of sympathy sentiments are 

transferred from one individual to another. I witness you stab someone with a knife and 

the ensuing screams and cries lead me to infer that they are feeling pain and as a result of 

my having this idea I come to have a faint copy of this pain (i.e., an impression). This 

disagreeable feeling leads me to call your action vicious. So far the theory looks non-

cognitivist as moral judgments are constituted by the feelings. Hume writes, 

To have the sense of virtue, is nothing but to feel a satisfaction ofa particular kind 
from the contemplation of a character. The very feeling constitutes our praise or 
admiration. S2 

But there is a well-known problem with this simple account as we discussed above. The 

variability of our perspectival sympathetic responses leads the non-cognitivist to the 

general point of view. We cannot, as it were, actually take up the general point of view as 

our own view. Rather, we must utilize our imagination to consider what would be 

52Hume (1978, p. -l71). 



113 

approved of or disapproved offrom the general point of view. When we make moral 

judgments, then., we are asking whether some alternately situated agent would have a 

favorable or unfavorable sentimental response to some character trait of some person. But 

this seems like a cognitive feat and the resulting vi'ew cognitivist. We might think of the 

issue in the following way. A theory is non-cognitivist if moral agents must actually have 

the appropriate feelings or sentiments to be said to make a moral "judgment". A theory is 

cognitivist if moral agents do not necessarily have to have feelings or sentiments to be 

said to make a moral "judgment". Now this enriched non-cognitivism seems to me to fail 

to satisfy this test. One need not have any kind of feeling to make a moral judgment, one 

simply needs to know, even in some rather abstract way, what feelings or sentiments 

would be had by agents thus situated. What is the significance of this objection? For it 

might be replied that this point is merely semantic and that it doesn't much matter what we 

call this more sophisticated view so long as this view adequately captures the status of 

morality. But this would be mistaken. The point of the objection is that a genuinely non

cognitivist view is indeed inadequate when it comes to the status of morality and that the 

reformulated non-cognitivist views which are proffered to accommodate the status of 

morality are really rudimentary cognitivist views masquerading as non-cognitivism. 

This first problem brings up a second: that the general point of view on such 

theories is not a genuinely moral or impartial point of view. For Hume the general point 

of view, as we saw, is generated to eliminate contradictions and make for effective 

communication. This account of the generation of the general point of view is rather ad 
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hoc. But aside from this, there is a more serious problem; and that is that our converging 

on any particular point of view as the general point of view is itself not constrained by 

much if the aim is simply to eliminate contradictions and make for effective 

communication. Another way of putting this is to ask, why should the general point of 

view be thought to be an impartial point of view? Why not make the general point of view 

Smith's point of view? Of course the answer we would like to be able to give is that that 

wouldn't be fair or right. But this response is not open to the Humean as the general point 

of view is what gives rise to the moral point of view (and so our judgments concerning 

fairness). Hence we must only invoke a non-moral explanation of how the general point 

of view comes to be. It is for this reason that I claim that the general point of view on 

such a theory cannot be an inherently moral point of view. The problem this presents for 

the status of morality is that there is no single privileged point of view which constitutes 

the general point of view such that a single set of moral judgments may be made and 

projected on the world to generate a genuinely objective status for morality. The general 

point of view is merely something which is socially constructed and different societies, or 

even different groups within the same society, may converge on alternative "general" 

points ofview.(as what makes the general point of view "general" is simply that it is 

shared). This, as we should now be in a position to see, raises the problem of 

disagreement all over again. Unless there is some more solid ground for the general point 

of view it will be unable to remedy the problem of disagreement and it is precisely this 

problem which is behind the status issue. Furthermore, reflection on this characterization 
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of the general point of view would seem to undermine our trust in the status of morality--

moral facts, we are prone to think, cannot merely be sentiments arrived at from an 

arbitrarily converged on point of view. 

What about the authority of morality? Can the non-cognitivist satisfactorily 

address this issue? Recall that the non-cognitivist repudiates naturalist realism on the 

grounds that it faces the problem of queerness. Non-cognitivists, then, avoid this problem 

by finding the basis of morality to be in our responses to the world as opposed to finding it 

in the world itself Furthennore, reason may be able to tell us what things are out there in 

the world but it cannot motivate us--only desire can do that. Morality is motivating 

because it necessarily involves the feelings and sentiments. Hence, by adopting non-

cognitivism we simultaneously address the problem of queerness and motivation. 

However, there are serious problems here as well. Again, I shall consider just a few. 

First, on a theory like Hume's the "judgments" arrived at from the general point of 

view may well be insufficient to motivate people. How is this? First, the feelings that we 

come to have via sympathy are, as Hume says, faint copies of the impressions of others. 

This raises the possibility that they are too weak to influence action and this is precisely 

what Hume himself appears to admit. 

This latter Principle of Sympathy is too weak to controul our Passions; but has 
sufficient Force to influence our Taste; and give us the Sentiments of Approbation 
or Blame.53 

And, in the Enquiry he says, 

53Hwne (1978, p. 670, amendment to passage on pp. 499-599). 
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Let these generous sentiments be supposed ever so weak; let them be insufficient 
to move even a hand or finger of our body, they must still direct the determinations 
of our mind, and where everything else is equal, produce a cool preference of what 
is useful and serviceable to mankind, above what is pernicious and dangerous. 54 

The picture we get is of sympathy explaining why we say "it was wrong of you to kill 

Jones". But if we are Jones's potential killer sympathy might allow us to make this 

'judgment", but it is not sufficient to influence our action or provide much, ifany, 

resistance to our killing Jones. This seems to be a particular problem in the case of the 

artificial virtues where we are sympathizing not with real people (such as Jones) but with 

the abstract and imagined public interest. Furthermore, and more importantly for Hume, 

the entire problem of the motivational impotence of sympathy is magnified when it comes 

to sympathetic judgments from the general point of view. The general point of view is not 

our actual point of view, rather it is an imagined point of view from which the variability 

of the particular points of view of various individuals are overcome. But as an imaginary 

point of view the sentiments it gives rise to, it would seem, are weaker still. In fact, there 

is some reason to think that it might not give rise to sentiments at all. When arguing 

against the view that all moral distinctions are based in self-love Hume suggests that such 

a view cannot account for our making moral judgments about distant characters. And to 

the response that we "transport ourselves, by the force of imagination, into distant ages 

and countries, and consider the advantage, which we should have reaped from these 

S4Hume (1975, p. 271). 
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characters, had we been contemporaries, and had any commerce with the persons,,55, 

Hume says: 

It is not conceivable, how a real sentiment or passion can ever arise from a known 
imaginary interest; especially when our real interest is still kept in view, and is 
often acknowledged to be entirely distinct from the imaginary, and even sometimes 
opposite to it. 56 

But, it is clear that the very same sort of critique can be directed at Hume's own theory 

that we fonn moral distinctions from an imaginary general point of view. And how could, 

as Hume says, this imaginary response override our real interest or real sentiments? 

Though he does not seem to have been aware of this general problem of moral 

motivation in the Treatise he does give it some consideration in the Enquiry. His response 

is contained in the following passage, which I quote at length: 

What wonder then, that moral sentiments are found of such influence in life; 
though springing from principles, which may appear, at first sight, somewhat small 
and delicate? But these principles, we must remark, are social and universal; they 
fonn, in a manner, the party of humankind against vice or disorder, its common 
enemy. And as the benevolent concern for others is diffused, in a greater or less 
degree, over all men, and is the same in all, it occurs more frequently in discourse, 
is cherised by society and conversation, and the blame and approbation, 
consequent on it, are thereby roused from that lethargy into which they are 
probably lulled, in solitary and uncultivated nature. Other passions, though 
perhaps originally stronger, yet being selfish and private, are often overpowered by 
its force, and yield the dominion of our breast to those social and public 
principles. 57 

The non-cognitivist answer is that the motivational force of our moral sentiments are 

strengthened by the practices of praise and blame within a moral community. Originally 

55Hume (1975, p. 217). 
56Hume (1975, p. 217). 
57Hume (1975, pp. 275-276). 
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the sentiments are only strong enough to influence our judgments, but our continually 

making these judgments, in tum, strengthens the sentiments. Furthermore, Hume might 

cite as evidence for this view that the more cohesive and vigorous a moral community is, 

the greater we find the strength of the moral sentiments and the more readily they override 

self-interest. So it would seem that the non-cognitivist might have an answer to the 

problem after all. 

But this is not quite right; for this is only a non-cognitivist answer to the force of 

morality. The authority of morality, however, which is what we are really after, is an 

entirely different matter and this brings up our second point. We might make this point 

quite simply by noting that undermining the status of the general point of view, by 

reflecting upon the social role of the general point of view in terms of generating moral 

sentiments sufficient to overcome self-interest, will undermine its authority. How is this? 

If the status of the general point of view is to be found in its simply being an arbitrary way 

to eliminate contradictions and make for effective communication, then it seems that we 

should only concern ourselves with it to the extent that eliminating contradictions and 

having effective communication is our goal (this would seem to follow from Hume's own 

conception of reason). Any given individual's participation in the convention of utilizing 

the general point of view is to be found in that particular individual's interest. But upon 

reflection I may realize that my interest is best served by either not participating in this 

convention or by half-heartedly participating in it (i.e., by conforming my language to the 
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convention but not my sentiments)s8 as this will allow me to best pursue my own aims. I 

might also come to realize through reflection that the general point of view will serve to 

reinforce in me and in others the moral sentiments that will constrain self-interest. I am 

not opposed to the general point of view strengthening these sentiments in others but I am 

opposed to it doing so in me, for this will effectively limit my future ability to pursue my 

self-interest without compunction. I therefore have a reason to make judgments from the 

general point of view but to see through the similar judgments of others and to aim to 

render myself impervious to their influence. A reflective Humean, it would seem, has 

reason to thwart the formation of (or perhaps even to deconstruct) his own moral 

sentiments. Why subject oneself to moral requirements if they simply hinder one from 

pursuing one's own aims. Morality, on this view, is simply something we ought to "get 

over." This is, in fact, just what Bernard Williams suggests in his more Humean 

moments. S9 The lesson is that for something to have authority over us it must be such that 

we could reflectively assent to its control over us as legitimate. Those things which simply 

have force over us, on the other hand, we may well seek to diffuse precisely because we 

could not reflectively assent to their control over us. Take, for example, the different way 

we view, say, our commitment to our future versus an addiction to gambling--the former 

58Hume recognizes that this is possible when he writes, "Experience soon teaches us this method of 
correcting our sentiments, or at least, of correcting our language, where the sentiments are more stubborn 
and inalterable." Hume (1978, p. 582). 
5~or instance, when he writes, "Earlier I referred to morality as a special system, a particular variety of 
ethical thought. I must now explain what I take it to be, and why we would be better off without it." 
Williams (1985, p. 17-1-). 
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I have now argued that none of the status-authority approaches--i.e., non

naturalist realism, naturalist realism, or deflationary realism--is satisfactory. Are there any 

general lessons we might learn from this examination? I think that there is one primary 

lesson to be learned. Beginning with the issue of status forces one to start with 

ontological questions about how there could be objective moral facts or properties out 

there in the world and this, I believe, creates serious roadblocks to developing an adequate 

theory. The non-naturalist confronts the issue of status by simply postulating that there 

are non-natural moral facts and properties, but then faces the difficulty of saying what 

these non-natural facts or properties are. Since our conception of the external world is 

decidedly naturalistic they run head long into the problem of queerness. For the naturalist 

things are different. They contend that moral facts and properties are no different from 

those that are part of our ordinary ontology, but this gives rise to the problem of 

authority--Le., how do these facts or properties provide us with reasons to act? Finally, 

the non-cognitivist, accepting a naturalistic conception of the world but wanting to 

capture the authority of morality, holds that moral facts and properties are sentiments that 

we project onto the world. Strictly speaking, there are no moral facts or properties. 

Despite many of the advantages of such of view its deflationary character renders it 

incapable of accounting for either the status or authority of morality as our sentiments, 
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even when buttressed with rather sophisticated theoretical devices, do not seem to provide 

an adequate foundation for either the status or authority of morality. In summary, the 

status issue generally forces one to first look to the external world to find the source or 

foundation of morality--as the non-naturalist or naturalist realist each do. This approach, I 

think, is almost certain to fail. The non-cognitivist, however, looks toward human nature. 

There is a kind of insight in this, but in looking at the affective side of human nature the 

non-cognitivst still looks in the wrong place. One possibility is that the foundation of 

morality is to be found in our capacity to reason. This approach would seem to fall 

naturally out of beginning with the issue of authority skepticism--since the concern is 

whether there are genuine moral reasons for acting. It is to this approach I shall tum in 

the rest of the dissertation. 

However, before I conclude let me say this about the arguments I have offered: 

They are intended to be general arguments which place a serious burden of proof on these 

types of theories. Once again, I do not take myself to have shown that all particular 

theories of these types fail for precisely these reasons. This is simply too big of a task to 

take up here. My aim has been to show why the status-authority approach to moral 

objectivity is not, in my view, the preferred way. This is also not to say that there are no 

comparable problems with the alternative route that I favor. In fact, we shall have to 

consider many of these problems along the way. I simply hope to have motivated a close 

and careful consideration of the authority-status route to moral objectivity, which I think 

has not been given sufficient consideration. 



PART II: THEORIES OF PRACTICAL REASON 

CHAPTER 3: A REJECTION OF INTERNAL REASONS 

122 

I have already, in Part I, examined the skeptical problem confronting morality 

which I have argued requires an answer to both status and authority skepticism. I have 

also offered a classification of theories according to how they respond to these problems. 

Next I argued that there are serious general difficulties with theories that begin from the 

issue of status skepticism and then attempt to go on and address the issue of authority 

skepticism. For this reason I have suggested that it is worth searching for a solution to the 

problem of skepticism by beginning with the issue of authority skepticism. This is what I 

now propose to do. Authority skepticism calls into question whether there are genuine 

reasons to do the kinds of things which morality claims ofus--whether there are genuine 

moral obligations. To grapple with authority skepticism, then, requires that one examine 

the theory of practical reason. Hence in Part II I shall tum to an examination of various 

theories of practical reason with the aim of locating a theory that might provide a proper 

foundation for practical reasons as such. In Part II I will be exclusively occupied with the 

theory of practical reason, only in Part III will I apply what we have learned in Part II 

about practical reasons to our ultimate issue of concern: whether there are genuine moral 

reasons. 

In this chapter my aim is to first distinguish, following Bernard Williams, two 

competing theories of practical reason: the internal theory and the external theory. I shall 
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then try to identify the arguments which Williams's offers for the internal theory--as his 

arguments are by no means perspicuous. Having done this I will argue that there are 

serious problems with Williams's arguments for the internal theory. Finally, given these 

problems I will try to formulate a more sophisticated account of the internal theory of 

reason. However, I shall then go on to argue that there are problems with this theory as 

well. 

3.1 The Theory of Practical Reason 

How, then, shall we proceed in Part n with our examination ofthe theory of 

practical reason? There are many different theories of practical reason, each distinct in its 

own right. We cannot examine them all. With this in mind I propose that we begin by 

dividing the theories of practical reason, following Bernard Williams, into two broad 

classes. Williams, in his paper aptly titled "Internal and External Reasons," divides 

theories of practical reason into internal and external varieties. I This distinction on 

Williams's part is, however, a bit confusing. The terms "internal" and "external" have been 

used widely in the philosophical literature to refer to things quite different than what 

Williams has in mind. Internalism and externalism in epistemology refer to views about 

whether epistemic justification is a property that is, respectively, internal or external to the 

agent's cognitive processes. Internalism and externalism in moral theory have referred to 

competing views about moral justification or motivation. Williams is not concerned to 

I Williams (1981). 

-------------------
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enter directly either of these debates and so his terms are needlessly confusing--they 

encourage the conf1ation of importantly different issues. Strictly speaking, Williams's 

thesis is not one about epistemology or morality; rather he is concerned with practical 

reason. According to Williams's internal/external distinction, an internal theory of reasons 

is one in which all reasons are contingent upon, or essentially connected to, motivational 

features of the agent. As Williams puts it, 

Basically, and by definition, any model for the internal interpretation must display a 
relativity of the reason statement to the agent's subjective motivational set, which I 
shall call the agent's S. ,,2 

The external theory of reasons would, correspondingly, be the view that there are at least 

some reasons that are not contingent upon the motivational features of the agent. 3 Now 

these formulations of internal and external theories are decidedly vague given both the 

ambiguities concerning the content and nature of the agent's motivational set and the 

connection between the motivational set and what the agent is said to have reason to do 

(i.e., the justificational import of the motivational set). Thus a defense of one or the other 

view will require substantial clarification of these components. In his paper Williams aims 

to provide such clarification. He rejects the external theory of reasons and argues for an 

internal theory of reasons: that one can have a reason to q, only if one "has some motive 

which will be served or furthered by . . . q,-ing. ,,4 His argument is essentially that the 

external theory of reasons is "problematical" on the grounds that it can neither explain 

~Williams (1981, p. 102, original emphasis). 
30r, it may even be maintained, that all reasons are ultimately of this sort . 
. 1Williams (1981, p. 101). 
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action nor provide an account of rational (i.e., justified) action. And, these two problems 

with external reasons lead Williams to adopt the internal theory of reasons. Unless, 

Williams maintains, reasons are taken to be contingent upon motives they can serve 

neither the interests of explanation nor rationality. 

My aim in this chapter is to cast serious doubt on the internal theory of reason. I 

begin by discussing what Williams's distinction between internal and external theories 

really amounts to. I then reconstruct Williams's arguments both for internal reasons and 

against external reasons (his arguments against external reasons are his arguments for 

internal reasons). In the next two sections I go on to discuss, respectively, in some detail 

the problems concerning the two arguments that Williams seems to think favor the internal 

theory and show how the internal theory undermines itself. In response to these problems 

I consider how a more sophisticated internal theory of reason might get around them. 

Finally, I go on to discuss a number of the problems that plague even the more 

sophisticated internal theory of reason. 

Williams's Argument 

In this section I shall reconstruct Williams's argument for internal reasons and 

against external reasons as his view is by no means entirely straightforward. This lack of 

clarity, I will argue in the following two sections, is indicative of deep problems 

surrounding the internal theory of reasons. A careful examination of Williams's view 

reveals that there are two considerations that lead him to both reject external reasons and 
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develop an account of internal reasons. However, when each of these considerations is 

brought to light the problems with the internal theory of reasons can be exposed. These 

two considerations emanate from the two purposes that a theory of reasons can be 

expected to serve: explanation and justification. In the first place, an account of reasons 

must be such that it can figure in a correct explanation of an agent's intentional action. 

And second, it should tell us something about rationality or justified action. Let us call 

these, respectively, the explanatory requirement and the justificatory requirement. 

Each of these requirements leads Williams to reject the external theory of reasons. 

According to the explanatory requirement, we must reject external reasons since, Williams 

claims, "no external reason statement could by itselJoffer an explanation of anyone IS 

action. 115 His point is simply that "nothing can explain an agent's (intentional) actions 

except something that motivates him so to act. 116 Since the external reasons theorist 

eschews motives his theory is said to be incapable of explaining action. Nor can an 

account of external reasons seemingly satisfY the justificatory requirement. For if the 

external reasons theorist repudiates all motives in seeking to provide an account of 

rationality, then, Williams maintains, he must invoke something like the following view: 

"that if the agent rationally deliberated, then, whatever motivations he originally had, he 

would come to be motivated to 4>."7 And regarding this view Williams says, 

But if this is correct, there does indeed seem great force in Hume's basic point, and 
it is very plausible to suppose that aU external reason statements are false. For, ex 

SWilliams (1981. p. 106). 
6Williams (1981, p.107). 
7Williams (1981. p. 109). 
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hypothesi, there is no motivation for the agent to deliberate from, to reach this new 
motivation.8 

The idea here seems to be that deliberation is essentially teleological. Practical 

deliberation must start from an antecedently given end, otherwise it cannot proceed, and 

such an end could only be an antecedently existing motive. Thus, the external theory can 

make no sense of practical deliberation, and so justificatory reasons. 

These two problems with external reasons, namely the inability to explain or justify 

action, lead Williams to consider the theory of internal reasons. He begins by discussing 

the simplest model of internal reasons, which he refers to as the "sub-Humean model." He 

defines the sub-Humean model as holding that "any element in S gives rise to an internal 

reason. "9 This means that for any motive cj>, that one has or forms, one has a reason to cj>. 

The sub-Humean model, however, is forthrightly rejected by Williams, not on explanatory 

grounds, but on grounds of rational justification. For the sub-Humean model, as Williams 

points out, cannot account for the irrationality of drinking what one thinks is gin when in 

fact it is petrol. 10 The fact that one believed, albeit falsely, that the stuff was gin can 

indeed provide an explanatory reason for what one did. One drank the stuff because one 

HWilliams (1981, p. 109). 
9Williams (1981. p. 102). 
l'1Iowever, it must be noted that we do not always attribute irrationality to the person who acts on the 
basis of a mistaken belief if that belief was justifiably held. If this is right as it certainly seems to be, then 
it is not true that the sub-Humean model necessarily fails. If, for instance, justification of belief is internal 
to the agent's other beliefs. then we have a wholly internal model (which is presumably what the sub
Humean model is). There is, however, a way to salvage Williams's point. We might distinguish culpable 
irrationality and unculpable irrationality. One is culpably irrational when one acts on the basis of an 
unjustified belief: while one is unculpably irrational when one acts on the basis of a justified but false 
belief. The sub-Humean theol)' cannot account for the later form of irrationality. Furthermore, it is 
unculpable irrationality that we are concerned with in an ideal theol)' of rationality. What we ultimately 
have reason to do depends upon the truth or falsity of our beliefs and not merely on whether they are 
justified or not. 
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believed it was gin and one desired gin. If a model of reason was simply concerned with 

explanation it could stop here, but Williams claims that lithe internal reasons conception is 

[also] concerned with the agent's rationality. III I 

It is precisely this failure of the sub-Humean model, its inability to provide an 

account of justified action, that requires the addition of conditions to remedy this problem. 

These conditions stipulate that a member of S will not give rise to a justificatory reason if 

it is based on false belief or if it invokes false beliefs about the relevance of the action to 

the satisfaction of the member of S.12 The consequence of this is not only a more plausible 

account of rationality, but that it becomes epistemically possible for an agent to: (a) falsely 

believe that he has an (internal) reason which he doesn't have, and (b) fail to recognize 

some (internal) reasons he does have. Given this theoretical opacity concerning belief, 

deliberation comes to have a role to play that it did not have in the sub-Humean account. 

But this is not the only kind of opacity. For instance, on this account it is implied that, 

an unknown element in S, D, will provide a reason for A to <I> only if <I>-ing is 
rationally related to D; that is to say, roughly, a project to <I> could be the answer to 
a deliberative question formed in part by D.13 

In other words, motives that we have but are unaware of provide us with reasons for 

actions to which they could be deliberatively connected. Furthermore, on such an account 

of internal reasons it is possible for an agent to add or subtract motives to his motivational 

.' 
set based on his deliberations. Lastly, it should be noted that such an account of reasons 

I I Williams (1981. p.103). 
12Note the strong similarity to Hume's claims about the "unreasonableness" of desires, see in particular 
Hume (1978, p. 416). 
13Williams (1981. p. 103). 
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says nothing about overriding reasons, it is merely an account of what are commonly 

referred to as prima facie reasons. Williams, therefore, concludes that the theory of 

internal reasons can provide an account of explanatory reasons since it relies on motives 

and an account of justificatory reasons since it invokes a plausible conception of 

deliberation. 

This brief exposition takes us through the main points of Williams's account of 

internal reasons. However, before I move on to objections I think it would be good to 

have clearly before us the following four propositions that Williams claims are true of 

internal reason statements: 

(i) An internal reason statement is falsified by the absence of the appropriate 
element from S. '(p. 102) 
(ii) A member of S, D, will not give A a reason for 4>-ing if either the existence of 
D is dependent on false belief, or A's belief in the relevance of4>-ing to the 
satisfaction ofD is false. (p. 103) 
(iii) (a) A may falsely believe an internal reason statement about himself, and (we 
can add) (b) A may not know some true internal reason statement about himself. 
(p. 103) 
(iv) internal reason statements can be discovered in deliberative reasoning. (p. 
104) 

The sub-Humean account accepts only (i), which is clearly the core feature of the internal 

reasons view. Features (ii) through (iv) are distinctive of Williams's account and are what 

he adds to the sub-Humean account to formulate a satisfactory model of justificatory 

reasons. Whether the resulting view is as unproblematic as Williams implies is the 

question I now turn to. 
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3.3 Explanation and Motivation 

The theory of internal reasons says that one can have a reason to ~ only if there is 

some motive in one's motivational set to which ~-ing is rationally related. This account 

has two components: the notion of a motivational set and the notion of some action being 

rationally related to a member of that set. The internal theory invokes each of these 

components to construct a theory of reasons that can purportedly satisfy both the 

explanatory and the justificatory requirements. An account of explanatory reasons must 

proceed in terms of motivation (hence the postulation of a motivational set), and an 

account of justificatory reasons must proceed in terms of rational deliberation (hence the 

necessity of understanding deliberation as teleological). The external theory, it is 

maintained, can satisfy neither of these requirements. In this section I examine the first 

component of the internal theory--the motivational set--and argue that there are deep 

problems with the role it plays in supporting the internal theory and with its 

conceptualization that together call into question the internal theory's alleged explanatory 

superiority. 

The content and nature of the motivational set is closely related to the issue of 

explanation. How we conceive of an agent's psychology in terms of motivation will 

detennine how we go about explaining intentional action. The explanatory requirement 

forms the foundation of an argument, that can be seen as the basis for Williams's rejection 

of external reasons and his adoption of internal reasons, and can be put roughly as follows: 

Explanatory argument for internal reasons: 
There is an explanatory reason for A's ~-ing only if A is motivated to ~ (explanatory 
premise) 
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A is motivated to <jJ only ifthere is a member of S, D, that A believes is furthered or served 
by <b-ing (motivational premise) 
There is an explanatory reason for A's <jJ-ing only if there is a member of S, D, that A 
believes is furthered or served by <jJ-ing 

The explanatory premise is uncontroversial and will not be challenged by the external 

reasons theorist--to explain intentional action, no doubt, requires an account of what 

motivated the agent.14 The crux of the argument, then, is the motivational premise. 

The motivational premise offers an analysis of motivation. It states that motivation 

requires a belief coupled with a motivational element. More specifically, the belief must 

hook up with the motivational element in that the content of the belief must be that the 

motivational element will be furthered or served by some action. If these conditions are 

satisfied, and if there are no intervening circumstances, action will result. But there is a 

sense in which the external reasons theorist need not deny that there must be a 

motivational element: that is, if beliefs, the faculty of reason, and the like are themselves 

capable of generating motivation. In other words, if the content of the motivational set is 

allowed to be sufficiently wide, the truth of the motivational premise will follow under a 

cognitivist theory of motivation and it is cognitivists who are typically external reasons 

theorists. 15 So under a wide interpretation of the content of S it becomes possible for the 

external reasons theorist to complete the explanatory argument. The explanatory 

14 As we have already seen, part of Williams's argument against the external reasons theorist supposes that 
the external reasons theorist cannot explain intentional action given that he eschews motives. I intend to 
demonstrate below that this argument is misdirected and this is why I claim here that the external reasons 
theorist can accept the explanatory premise. 
15Cognitivists in the theory of practical reason are precisely those who think that beliefs (Le., cognitive 
states) can be motivationally efficacious. It is important to distinguish cognitivists about practical 
reasoning from cognitivists about moral judgments. since it is possible to be a cognitivist in the latter 
sense without being a cognitivist in the former sense--as, for instance, error theorists such as Mackie. 
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argument by itself establishes neither the truth of the internal theory, nor the external 

theory. When given a wide interpretation of the content of S the argument merely states 

the obvious: that explaining action requires an account of motivation, whatever that 

account may be. 

We must, therefore, look for a more restrictive interpretation of the motivational 

premise that will allow the internal reasons theorist, but not the external reasons theorist, 

to explain intentional action. We need not look far. For the most common way of 

interpreting the motivational premise is to take a narrower view of the contents of the 

motivational set: where the motivational set includes desires but excludes beliefs and the 

like. But we need to proceed carefully here. For this interpretation cannot simply be that 

there is a desire associated with every instance of action. Once again, the external reasons 

theorist can accommodate this. They can acknowledge that desires are "consequentially 

ascribed" to all actions (as do both John McDowell and Jonathan Dancyl6) or that there is 

a "motivated desire" behind every action (as does Thomas Nagep7). Rather the 

interpretation of the motivational premise that Williams must adopt is that there exists at 

root a basic motivational element or what Nagel calls an "unmotivated" desire behind 

every action. IS This view is aptly expressed by Hume in his Enquiry Concerning the 

Principles of Morals: 

It appears evident, that the ultimate ends of human actions can never, in any case, 
be accounted for by reason, but recommend themselves entirely to the sentiments 
and affections of mankind, without any dependance on the intellectual faculties. 

16See McDowell (1978, p. 25) and Dancy (1993, Chapter 1). 
17See Nagel (1970. pp. 29-30). 
18For a similar point see Wallace (1990, section 4-). 
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Ask a man, why he uses exercise; he will answer, because he desires to keep his 
health. If you then enquire, why he desires health, he will readily reply, because 
sickness is painful. If you push your enquires farther, and desire a reason, why 
he hates pain, it is impossible he can ever give any. This is an ultimate end, and is 
never referred to any other object. 19 

This is to say that desire is the ultimate source of motivation and that reason or belief is 

motivationally inert. Reason simply directs desires to their objects, much like the way 

tracks and switches direct trains. This view is commonly called the belief-desire theory of 

action. Thus, we see that Williams's argument for internal reasons and against external 

reasons presupposes a Humean-like psychology. If this is right, then Williams's argument 

is only as sound as the psychology on which it is based. 

The upshot is that Williams must defend the belief-desire theory, but, 

unfortunately, he does not. So if we really want to assess the plausibility of the internal 

theory of reasons we must ask what reason we have for accepting the belief-desire 

psychology and its insistence that a desire or basic motive must be the ultimate source of 

motivation. The language of desire is a big part of our folk psychology, but, 

philosophically speaking, what are desires? There are two primary philosophical accounts 

of desires, wants, or motives: the phenomenological and the dispositional. 20 

According to the phenomenological view, a desire is none other than a felt 

volitional impulse. Desires are states that we experience in consciousness. Hume, for 

instance, classifies the passions as a kind of impression in the mind. There are a number of 

standard objections to such an account. First, it cannot account for dormant, as opposed 

19tIurne (1975, p. 293). 
:o.rhe argument which follows is based on those from Alston (1967). 
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to occurrent, desires. If a desire is constituted by its appearance in consciousness, then 

there can be no donnant desires. This would essentially destroy Williams' view since he 

acknowledges that we have reasons to do things for which we have no occurrent desires 

and to make sense of this on the internal theory he must rely upon dormant desires. 

Second, the phenomenological view cannot even account for all occurrent desires. We 

perfonn many actions without any felt impulse appearing to our consciousness. Yet we 

want to say in such cases that there is a sense in which the person "desires" to do what 

they are doing. This second problem brings up a third. And that is that on the 

phenomenological view it is just plain false that there is a desire, so conceived, behind 

every action. An appeal to phenomenology, in fact, better supports a cognitivist theory of 

motivation and so (to the extent that cognitivist theories of motivation support the 

external theory of reason) the external theory of reason. Hume realized that his own view 

suffered from this problem, hence his frequent appeal to the "calm passions" to explain 

why we mistake the workings of desire for reason.:1 

Given the problems with a phenomenological view of desires, most theorists 

(Williams seemingly included) adopt a dispositional view of desires. According to such a 

view, a person A has a desire, D, iff A is disposed to perfonn actions <1>, 'V, etc. (which will 

further or serve D) under some set of specified conditions. The idea is that we can 

attribute desires to people on the basis of their dispositions to act. Desires, on this view, 

are nothing but dispositions to act. This theory gains support from the fact that desires are 

:ISee Hume (1978. pp. ~17, ~37, 536, 583). 
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commonly thought of in tenns of dispositions to act. Furthennore, it coheres better, as we 

shall see, with the naturalistic bent of the internal theory--this connection between 

dispositional views and naturalism is most evident in behaviorist theories. However, there 

are no fewer problems with the dispositional view. First, the set of specified conditions 

must obviously include things like II A believes that <I>-ing will further or serve D. II This 

requires an account of belief And such an account cannot be a dispositional one that 

understands beliefs in tenns of their likelihood to result in action when conjoined with 

desires or we run into a vicious circularity. But there are additional problems with the set 

of specified conditions. Not only must these conditions include beliefs but they must 

include stipulations about the presence or absence of other desires. For even if A has the 

desire D and believes that <I>-ing will further D, A will not <I> if A has some other stronger 

competing desire, E, that he believes he can now satisfy. Insofar as desires necessarily 

figure back into the dispositional definition of motives the account is once again circular. 

But even if all of these problems could be solved on a more sophisticated dispositional 

view, there is still the problem that in the attempt to attribute desires to agents based on 

their action tendencies it must be assumed that they are rational. If the agent in question is 

not rational, then mistaken attributions will result. For if we assume that the set of 

specified conditions have been satisfied such that in this case if A has desire D, then he will 

<1>, and he does not <1>, we will attribute his not <I>-ing to his failure to have D when in fact it 

could well be due to his being irrational. The dispositional view, like the 
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phenomenological view, cannot give us a sufficiently coherent account of desire with 

which to support the belief-desire theory of action and so the theory of internal reasons. 

However, the most serious problem (despite the very serious problems already 

mentioned) is that the dispositional view does not really provide the necessary support for 

the belief-desire theory of action. To support the belief-desire theory it must ·provide us 

with grounds for accepting the motivational premise interpreted as the claim that there is a 

basic motivational element, namely a desire, behind every action. But it does not do this. 

All the dispositional account says is that if a person acts in a certain fashion then we can 

nttribute certain desires to him. However, we have already seen that the external reason 

theorist can accommodate these attributed desires. The dispositional view is merely a 

superficial account of desire attribution and says nothing about the psychological 

processes behind such attributions. 22 

The dispositional theorist might attempt to revise his view to avoid these problems 

by suggesting that our desires are not constituted by our dispositions to act, but rather are 

simply revealed by our dispositions to act. This is to reject a pure dispositional view for a 

dispositional account of the epistemology of desire (this epistemic account may, of course, 

be supplemented by other avenues of access, such as the phenomenological). To go this 

route is to avoid the problem of superficiality, but it is still not yet to get beneath the 

surface. Much more needs to be said about the nature of desires--this account simply 

[eaves this undone. It tells us something about how we come to know what our or 

""The superficiality of the dispositional view can be traced to its historical connection to positivism and 
behaviorism. 
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someone else's desires are, but it does not tell us what a desire itself is. The burden is on 

the internal reasons theorist to come up with a plausible account. 

In an effort to get around the phenomenological view's inability to show that there 

is a desire behind every action and the dispositional view's inability to get beneath the 

surface, contemporary Humeans attempt to support the belief-desire theory in terms of a 

suggestive m.etaphor.23 Beliefs and desires, it is said, have different II directions of fit. " 

Beliefs are states which aim to fit the world, and desires are states which aim to make the 

world fit them. But we should be careful of placing too much weight on this metaphor. 

There are two reasons for this. First, as it is expressed beliefs seemingly have a 

motivational component: the goal, purpose, or end ofa belief is to fit or conform to the 

world. Second, and more important from our point of view, desires have a 

representational component. If it is at all possible for a desire to be satisfied, furthered, or 

served it must have an object, and to have an object it must represent some state of affairs 

as its goal or end. This means that we must reject the simple Humean psychology. Hume 

claimed that beliefs represent the world and can be true or false, while desires are "original 

existences" that are not representative. But surely such a sharp distinction is mistaken. As 

we have seen beliefs cannot be purely cognitive and desires cannot be purely non

cognitive. What this suggests, I think, is that we must adopt a psychology in which the 

distinction between psychological states is not categorical, but is a matter of degree. 

23First coined by G. E. M. Anscombe in her book Intention. 
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Doing so would seem to fit in better with ordinary folk psychology. We refer to a 

wide variety of states which have seemingly different proportions of cognitive and non

cognitive elements. Closest to Hume's original existences would be whims, urges, and 

inclinations. I shall call these states non-representative states since they don't even have 

objects. To say of someone that they "acted on impulse (or at whim)" is not to offer a 

rational explanation of their action, but to say in some sense that it is rationally 

inexplicable, though it is to offer an explanation in an uninformative causal sense. 

Appealing to non-representative states offers an explanation of a person's motion but not 

of their action. We may say that we had an urge to eat ice cream, but only in a qualified 

sense. For once an urge has been attached to an object it is no longer an urge, strictly 

speaking, but a desire. Desires and wants are what I shall call object-oriented states. 

They have objects and so are at least partly representative. To explain someone's action in 

terms of a desire is the minimum necessary to render the action intelligible (though not 

necessarily rational). Moving up the ladder of intelligibility we come to motives, aims, and 

ends. I call these states object-focused states. Not only do they have an object, but they 

are stable and permanent in a way that mere object-oriented states are not. This will often 

be the result of their being generated by reflection. 24 Motives and ends are not typically 

fleeting states like the desire for a particular kind of food, rather they are more firmly 

established parts of the motivational structure of the person that continually figure into 

one's deliberations. Motives and ends might include things like having children, 

~4We have not yet come to the important role of reflection in the theory of practical reason, but we shall. 



139 

accumulating wealth, writing a book, etc .. Notice that one need not have any clearly 

formulated plans about how or when one is going to bring about these things. Finally, we 

come to principles and intentions, or deontic states as I shall call them. At this point a 

clear or simple end has dropped out of the picture. Instead we are left with a settled 

disposition to act based on very complex largely cognitive considerations. There seem to 

be two key features of deontic states. First, like object-focused states, they involve a kind 

of commitment. Second, unlike object-focused states, they incorporate various levels of 

plans for how they are to be carried out or acted upon. Just as reflection goes into object

focused states to render them a more permanent part of our psychological makeup, so still 

further reflection goes into principles and intentions. In particular, one will reflect upon 

how these states will guide and direct one's behavior in various contexts (this is where 

planning comes in). Take for instance, the principle "to be a good and caring spouse." 

First, if this is to be a principle or intention, above and beyond an aim or end, one must not 

simply have flagged it as one among other things one hopes someday to do. Rather one 

must first have some idea of what being a good and caring spouse involves and have some 

plans about how one shall be such a person. 

Now if we adopt a psychology like this, then it is just plain false that a desire or 

even a motive, narrowly conceived, is behind every explanatory reason. For we can 

perfectly well explain someone's making a great sacrifice that they didn't want to make by 

appeal to a principle they may hold. So, when desires or motives are narrowly conceived, 

the internal theory of reason seems false. When desires or motives are more broadly 
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conceived the arguments adduced in favor of the internal theory do not serve to undermine 

the external theory for the claim of the motivational premise becomes trivial. Hence, we 

must conclude that the explanatory argument for internal reasons fails. 

3.4 Justification and Deliberation 

We have examined the problems with the first component of the internal theory--

the motivational set. I now tum to an examination of the second component of the 

internal theory, namely, the deliberative connection between the member of the 

motivational set and action. Recall that the internal theory maintains that one has a reason 

to <I> if <I>-ing is rationally related to some member of S, where "rationally related" is 

understood in terms of furthering or serving that member ofS. This conception of 

"rationally related" is utilized because it is maintained that there is no other legitimate 

conception of rational deliberation. When this conception of rational deliberation is 

combined with the thought that an agent can have a justificatory reason only ifhe could be 

motivated as the result of rational deliberation, we get the following argument: 

Justificatory argument for internal reasons: 
A has a justificatory reason to <I> only if A could be motivated to <I> as the result of rational 
deliberation Gustificatory premise) 
A could be motivated to <I> as the result of rational deliberation only if there is a member of 
S, D, that would be furthered or served by d>-ing (deliberative premise)· 
A has a justificatory reason to <I> only if there is a member of S, D, that would be furthered 
or served by <I>-ing 

Once again, the first premise of this argument is not the controversial one. Both internal 

and external reasons theorists, I think, would be willing to accept that having a 



141 

justificatory reason to 4> requires that one could be motivated to 4> as the result of rational 

deliberation, whatever the correct account of rational deliberation is taken to be.:!5 The 

deliberative premise, however, is controversial, precisely because it concerns what the 

correct account of rational deliberation is. The deliberative premise suggests that all 

rational deliberation is teleological, since deliberation can only proceed from motives to 

action. Without a basic motivational element rational deliberation could not get started. 

The justificatory argument seeks to derive the internal theory of reason from a particular 

conception of justification and deliberation. But if one wants to cast doubt on the 

argument, attention must presumably be directed toward the deliberative premise. 

The deliberative premise draws its support from two considerations: the 

motivational premise of the explanatory argument and the idea that rational deliberation 

must be teleological. According to the motivational premise: A is motivated to 4> only if 

there is a member ofS, D, that A believes is furthered or served by 4>-ing. If the 

motivational premise is correct and if we are to be capable of rational action, as we think 

we are, then rationality must involve the furthering or serving of a member of one's· 

motivational set, since that is the only kind of action we are capable of. Furthermore, this 

would seem to fit with the idea that deliberation is teleological. A teleological conception 

of practical deliberation is one in which reason starts from a given end (i.e., a basic 

:!5 John McDowell may be an external reasons theorist who is an exception. This may be due to the fact 
that McDowell conceives of all deliberation as a reasoning process, which leads him to accept the second 
premise. However. in the end his notion of "seeing matters aright" may be little different from the view I 
offer here. In this case the difference is really a matter of semantics. See McDowell (1993, in particular 
sections ~ and 5). 
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motivational psychological state) and constructs a course of action to achieve that end. In 

teleological deliberation the end or goal (Le., a desire or motive) constrains the rationally 

acceptable solutions (i.e., actions) and deliberation is merely a "tool" to further or serve 

that end. When conjoined with the motivational premise the teleological conception of 

deliberation entails that rational justification involves deliberation from motives to actions 

that further or serve those motives. 

We have already discussed the problems surrounding the motivational premise. To 

the extent that the deliberative premise draws its support from the motivational premise it 

is also problematic. For if the motivational premise is false, there may well be forms of 

teleological deliberation that do not proceed from the members of a motivational set. If 

this is right, then demonstrating that deliberation is teleological would not be sufficient to 

support the internal theory of reasons. Do we have independent reason to think that 

teleological deliberation that does not proceed from the members of a motivational set is 

possible? Take the case of prudence. If one thinks that prudence (Le., the satisfying of 

one's future desires that are not now part of one's motivational set) is a rational 

requirement, then one can make sense of teleological deliberation that begins from one's 

future motives, interests, or whatever we might call them instead of one's present 

motivational set. That we can make sense of a form of teleological deliberation that does 

not entail the truth of the deliberative premise goes to show that even the internal reason 

theorist's account of justificatory reasons relies upon a Humean-like psychology. This 

has important implications. It means that the internal reason theorist argues from a 
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conception of our psychology to a conception of rationality. But it is open to the external 

reason theorist to argue in the reverse direction: if the motivational premise is true, then 

we would not be capable of certain kinds of rational action ( e.g., prudence), and so 

therefore we should reject the motivational premise. This kind of argument only adds to 

the case against the motivational premise and, by implication, the internal theory of 

reasons. 26 

But even if the motivational premise is true, it does not entail that the deliberative 

premise is true, for it is also possible that there are non-teleological forms of rational 

deliberation. Unfortunately, just as he offers no support for the Humean psychology that 

his account of internal reasons relies on, Williams offers no support for an exclusively 

teleological conception of deliberation. 27 Could there be non-teleological forms of 

deliberation? We have already characterized teleological deliberation as that which 

proceeds from basic motives (or ends) to actions. In the course of this process one may 

well form derivative motives (or ends). Presumably this is the sense in which Williams 

thinks elements can be added to or subtracted from one's motivational set. Now we surely 

engage in teleological deliberation. From the desire(s) to own an inexpensive, efficient, 

and reliable car \ve may decide to purchase a Toyota. If, given the same desire(s), we 

261 shall discuss the importance of rationality over time in more detail in Chapter 5. 
27111 fact, Williams seems to admit that deliberation can be non-teleological, though he also supports the 
internal theory, as we have seen, by appeal to the teleological character of deliberation. This poses 
problems for his ,,;ew that I discuss below. 
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were to purchase a Cadillac we would be acting irrationally. This suggests that such 

deliberation is governed by norms. Rationality requires that we respect these norms.:8 

But this is not the only kind of deliberation we engage in. Oftentimes we are 

entirely uncertain as to what we want or ought to want or what our ends are or ought to 

be. In such cases we do not deliberate from motives, as our motives are either opaque or 

non-existent. Instead we seem to deliberate to motives. It is not that we have a basic 

motive and simply do not know what derivative motive to form due to a lack of relevant 

information. Rather we do not know what our basic motives are or ought to be. What 

would (or does) such deliberation involve? Instead of deliberation proceeding from a 

motive to actions that will further or serve it, one deliberates to motives by a process of 

reflection. We are all intimately aware of the role that reflection plays in our lives. When 

unsure about what we ought to do we frequently say that we "need to think about it" or 

"need to reflect on it." I shall call such non-teleological deliberation reflective 

deliberation.29 Insufficient consideration has been given to reflective deliberation in the 

theory of practical reasoning. There is indeed something mysterious about reflective 

deliberation and this may explain both the reliance upon metaphors of sight and intuition 

:8The internal theory and theories like it are often thought to be superior in that they do not invoke nonns. 
or the nonns that they invoke are less controversial. I shall argue below that this contention on behalf of 
such theories is unfounded. The importance of norms will also come to the forefront of the discussion in 
Chapter -l--thus a more complete understanding will have to await this discussion. But it should be 
apparent that the internal theory at least invokes some kind of norm of consistency. 
29 As we shall come to see below there are different forms of reflective deliberation-some of which involve 
ends and others which involve means. I shall call these, respectively, end-oriented reflection and means
oriented reflection. My primary concern shall be with the fonner, though I will have a few things to say 
about the latter. But so as to not unduly complicate things here I will simply use the term "reflective 
deliberation" until it is necessary to make such a distinction. 
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when trying to make sense of it and also the reluctance to admit that reflective deliberation 

could be rational. But there can be little doubt both about the centrality of reflective 

deliberation in our practical lives and that it has an important role in reasoning and rational 

action. For instance, someone who' fails to adequately engage in reflective deliberation 

before deciding upon something as serious as a career we would say is irrational. The 

difficulty with reflective deliberation seemingly concerns specifYing the norms that govern 

it. With instrumental deliberation the specification of norms is thought to be 

straightforward. The difficulty faced in specifYing a complete set of determinate norms of 

reflective deliberation, however, should not dissuade us. First, there are problems with 

doing the same for instrumental conceptions of deliberation and, second, we do accept 

that certain norms govern reflective deliberation. 30 Proper reflection about a career may 

require, among other things, imagination, attentiveness, a certain measure of experience, a 

calm and cool demeanor, repeated reflection, and a sufficient amount of time. The fact 

that we accept this seems to indicate that there are norms that govern reflective 

deliberation. The upshot of this is that rational deliberation involves more than 

teleological deliberation. 31 Therefore, an adequate account of practical reasoning must 

have some way to accommodate reflective deliberation, otherwise it fails to capture an 

essential aspect of our deliberation as practical agents. 

30With regard to the first problem I have in mind the debate over specifying and justifying the basic 
axioms of expected-utility theoI)'. 
31 I shall develop these ideas considerably in the ne:\t chapter. 
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If this is right, that rational deliberation does indeed involve more than teleological 

deliberation, then we have yet another reason to reject the justificatory argument for 

internal reasons. The notion that teleological deliberation is the only form of rational 

deliberation together with the idea that motivation requires that there be a motivational 

element that be furthered or served by acting together form what I have called the 

deliberative premise. The deliberative premise is the key to the justificatory argument for 

internal reasons since the external reasons theorist is willing to accept the justificatory 

premise. But the deliberative premise has been seriously undermined. First, the 

deliberative premise relies upon the motivational premise which we have already cast 

serious doubt on in the previous section. Second, we have also suggested that 

deliberation of a non-teleological or reflective kind has an important role to play in 

reasoning and rational action. We thus reach the interim conclusion that Williams's 

attempt to establish the case for the internal theory of reason fails. 

3.5 The Sophisticated Internal Theory of Reasons 

The two considerations that are utilized to support the internal theory of reasons 

are both problematic. There is a deep and problematic ambiguity in the notion of a 

motivational set and it looks as though there may be a kind of rational deliberation that the 

internal theory cannot account fOf. But how resilient is the theory? Can Williams or the 

internal reason theorist get around these problems with a more sophisticated version of the 

internal theory? To this question I now tum. 
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Now interestingly, with regard to each of the problems we have identified Williams 

seems to be aware that they are lurking in the background. Concerning the problem of the 

motivational set Williams first refers to the contents of S as "desires." But he later admits 

that he does not mean "desire" in the narrow sense. He writes, 

I have discussed S primarily in terms of desires, and this term can be used, 
formally, for all elements in S. But this terminology may make one forget that S 
can contain such things as dispositions of evaluation, patterns of emotional 
reaction, personal loyalties, and various projects, as they may be abstractly called, 
embodying commitments of the agent.32 

This passage, however, reintroduces the problem which we considered earlier. By so 

enlarging the contents of S the distinction between internal and external reasons is 

potentially blurred. The dilemma that this raises is that Williams must either adopt an 

unsatisfactory Humean psychology or he must expand the contents of the motivational set 

so that the theory of internal reasons potentially becomes trivial. In fact, this latter 

possibility is suggested by a remark in a footnote in Ethics and the Limits of Philosophy 

where Williams claims that Kant did not think there are external reasons. This assertion is 

truly startling, for if Kant does not believe in external reasons, then we must wonder: who 

does Williams take himself to be arguing against? We are left thinking that Williams just 

may be attacking a straw position. This shift on the part of Williams threatens to 

undermine his entire argument for internal reasons. The explanatory argument for internal 

reasons, as we witnessed above, relies upon a Humean or belief-desire psychology. 

However, Williams now claims without any sort of argument that the internal theory can 

32WiIliams (1981. p. 105). 
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take advantage of a much richer psychology than a minimal belief-desire psychology. 

Either the argument falters or there is some way to make the argument consistent with a 

more sophisticated psychology. 

However, it is not only a Humean psychology from which Williams retreats. For 

he also acknowledges the possibility of non-teleological or reflective deliberation. For 

instance, when discussing a deliberating ag~nt he writes, 

More subtly, he may think he has reason to promote some development because he 
has not exercised his imagination enough about what it would be like if it came 
about. In his unaided deliberative reason, or encouraged by the persuasions of 
others, he may come to have some more concrete sense of what would be 
involved, and lose his desire for it, just as, positively, the imagination can create 
new possibilities and new desires. 33 

He is not entirely clear about how he understands such deliberation. But once again we 

see that Williams tries to expand the internal theory beyond any clearly defined bounds. 

Just as the motivational set expanded beyond desires, narrowly conceived, deliberation is 

extended to what appear to be non-teleological or reflective forms. 

I believe that this suggests that the internal theory of reason is inherently unstable. 

On the one hand, the internal theory of reason seems to require both a belief-desire theory 

of motivation and a teleological conception of deliberation: this is what our analysis of 

Williams's arguments seemed to reveal. But, on the other hand, we have seen that in 

Williams's hands the tendency is for the theory to gravitate away from each of these. The 

reason for this, I believe, is Williams's legitimate concern with "psychological reality" (as 

is noted on the jacket of the book--Nforal Luck--in which the essay appears). 

33Williams (1981. pp. 104-105). 
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Psychological reality seems to require a theory of reason that invokes both a richer 

psychology or theory of motivation and a more robust conception of deliberation than the 

internal theory can perhaps allow. I believe that the upshot of all this is that we either 

adopt an internal theory that invokes a strict Humean psychology and a straightforward 

teleological conception of deliberation, which may have the virtue of theoretical simplicity 

and minimal assumptions, but is also minimally satisfYing when stacked up against 

"psychological reality", as Williams would seemingly acknowledge, or we can aim to 

accommodate psychological reality and assess whether the resulting view is really an 

internal theory after all. This brings up the question of how far we must go to 

accommodate psychological reality, and this is a difficult task. To what extent must we 

revise the basic Humean psychology and extend the legitimate forms of deliberation? I 

shall take up the two parts of this question in tum. 

3.6 Beyond the Belief-Desire Psychology 

There would seem to be three approaches to expanding the basic Humean 

psychology. The first and least revisionary I shall call the reductive approach. It is the 

least revisionary because at root it maintains the Humean insistence that there are only two 

kinds of states: beliefs and desires. The reductive approach aims to account for 

psychological reality by constructing other psychological states out of the Humean 

building blocks of beliefs and desires. On such a view states such as principles and 

intentions (what we above called deontic states) are understood to be complexes of beliefs 



and desires. Furthermore, any state which has a motivational capacity is said to have 

desires built into it, without which it would lose its motivational efficacy. Michael 

Bratman considers and rejects a reductive approach since it is doubtful that IIcomplex 

phenomena [concerning intention] can be adequately described while staying strictly 
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within the desire-belief framework. 1134 For instance, Bratman points out that a reductive 

approach that sees intentions as "predominant desires II can capture neither of two forms of 

commitment characteristic of intention. To have an intention is to see an issue as settled 

and so to foreclose (to some degree) deliberation--Bratman calls this "reasoning-centered 

commitment. II Furthermore, intentions, unlike desires, are IIconduct controlling ll
• That is 

to say, intentions typically guarantee conduct in a way that desires do not. Thus, Bratman 

suggests, the reductive approach is also incapable of capturing what he calls IIvolitional 

commitment. II The rest of Brat man's book is largely concerned with how to capture the 

role of both of these forms of commitment characteristic of intention. I find Bratman's 

arguments about the reductive approach persuasive and so I think: that a more 

sophisticated internal reason theorist like Williams, who wants to capture the reality of 

states that embody IIcommitments of the agent" (as he is right to want to do), must look 

elsewhere. 

A second approach we need not consider long. The cognitive approach maintains 

that there are two kinds of psychological states: beliefs and desires. However, according 

to the cognitive approach beliefs are said to be capable of independent motivational 

34Braunan (1987, p. 18). 
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efficacy--desires need not be the ultimate source of motivation. What would make such 

motivational states beliefs is that they are primarily (or entirely) representational. Some 

cognitivist approaches are more radical than others in that they allow very little role for 

desires. This radical view is held, for instance, by Jonathan Dancy. In his book Moral 

Reasons Jonathan Dancy offers a cognitivist theory of motivation that he calls lithe pure 

theory". The pure theory differs from a motivated desire theory in that on the pure theory 

desires are merely consequentially ascribed and have no independent existence, whereas 

on the motivated desire theory beliefs can generate desires and these desires, in tum, give 

rise to action. According to Dancy, motivation is the result of a gap between two 

representations--one about how things are and the other about how they ought to be. 

Such an account would allow that certain kinds of knowledge can be motivationally 

efficacious. The representation of how things ought to be plays the role of a desire on this 

theory, but it differs from a desire in that it is representative. The difficulty, then, for 

Dancy's theory will be to provide an account of "a representation othow things ought to 

be." Presumably these states would be capable of being true or false in virtue of 

something external to them, hence to adopt such a psychology is seemingly to 

acknowledge the legitimacy of external reasons. Hence, the cognitivist approach is not 

something that the internal reasons theorist can see as viable. 

A final approach would involve genuinely going beyond the belief-desire 

limitations of the Humean account, without adopting a cognitivist theory. Let us call this 

the independence approach. On the independence approach additional non-belief/desire 
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psychological states replace or are added to beliefs and desires. Bratman, in fact, 

considers and rejects one such view--what he calls the intention-based reasons view--and 

adopts yet another--the planning theory of intention. Clearly, there are numerous 

possibilities for such views. Any state that is a candidate to be reduced to beliefs and 

desires is also a candidate to stand alone as an independent state. Such states are clearly 

too many to list. Whether the resulting theory is, in the end, an internal or an external 

theory of reason is impossible to say without carefully considering particular theories. 

Much of what would influence such a judgment would depend upon whether the 

additional states come closer to playing the role of beliefs or desires, and to the extent that 

they are like neither such a theory may be difficult to classify. I suspect, given his 

expansion of the motivational set beyond desires narrowly conceived, that Williams would 

fall into this category. In the quote from above Williams mentions the possibility of an 

internal reasons theory incorporating the following states: "dispositions of evaluation, 

patterns of emotional reaction, personal loyalties, and various projects, as they may be 

abstractly called, embodying commitments of the agent. "35 The key idea behind all of 

these states is clearly that of commitment. 36 Commitment is an elusive idea but it would 

seem to involve the said states having the following sorts of qualities: stability over time, 

resistance to revision, centrality in deliberation, authority or force in action, and a 

connection with self-identity. How are we to account for these kinds of features? 

35Williams (1981, p. 105). 
36Note that Williams says "dispositions of evaluation" as opposed to mere "evaluations" (seemingly to 
imply that this is a settled and stable feature); the same thing seems to be implied by patterns of 
emotional reaction: personal loyalties clearly involve commitment: and projects are those aims which 
persistently shape and direct the course of one's life. 
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Desires in the narrow sense (as we claimed above) lack commitment--it is precisely this 

failure that prompts Bratman to reject the belief-desire theory of reason. Desires are 

fleeting and ephemeral, they are here one moment and gone the next, and they are hardly 

the kinds of states upon which projects and plans are to be fonned. Williams seems to 

realize this problem with desires, but at the same time he does not offer us a worked out 

account, or anything like an account, of these additional states on his internal theory. 

The question we must pose is: are states which incorporate commitment 

compatible with the internal theory of reason? The most common development that is in 

keeping with the spirit of the internal theory of reason, but which also aims to capture the 

commitment of certain motivational states, is to suppose that there are "second-order" 

desires. Second-order desires are simply desires which have other desires or motivational 

states as their objects as opposed to things in the world. So a typical first-order desire 

might be something like a desire for Madonna's latest CD, while a second-order desire 

might be a desire not to desire Madonna's latest CD. Instead of desiring or not desiring to 

have some object, one desires or not desires to have the desire for some object. 37 

This account has numerous implications (many of which we will not be able to 

discuss and others of which we shall consider below), but we are now concerned to 

address the issue of commitment. How does the two-level desire account accommodate 

37Things are slightly more complicated than this, as Harry Frankfurt notes, one might have a second-order 
desire to have a first-order desire while simultaneously not desiring that that first-order desire be effective. 
Those second-order desires which have first-order desires as their objects and which one also desires to be 
effective Frankfurt calls "second-order volitions". I shall limit my discussion to second-order volitions but 
shall use the term ·'second-order desires" as this distinction is not relevant to the discussion here. See 
Frankfurt (1988, pp. 15-16). 
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commitment? There seem to be two ways in which this might be. First, second-order 

desires it might be suggested, or it seems to be implied, are more closely or directly tied to 

the nature of the person and his will. First-order desires assail us, while second-order 

desires are truly ours. And for this reason second-order desires are intrinsically more 

stable and permanent. This greater intrinsic stability is one kind of commitment. Let us 

call this intrinsic commitment. Second, insofar as second-order desires take first-order 

desires as their objects they can be understood to have a regulative and controlling 

influence. The aim of second-order desires is to govern and rule over first-order desires 

and by doing so to make effective the agent's will. To the extent that second-order 

desires are effective they will bring more permanence and stability to an agent's first-order 

desires. Let us call this derivative commitment. Second-order desires, then, introduce 

two kinds of commitment: intrinsic commitment and derivative commitment. 

Expanding the internal theory to another level it would seem significantly 

improves the theory's ability to accommodate commitment and so psychological reality. 

But we need to take a closer look at how it does this and whether it succeeds. What is 

involved in the intrinsic commitment of second-order desires and where does this come 

from? Second-order desires it could be suggested are intrinsically more stable; they are 

resistant to revision because they stand higher in the hierarchy (first-order desires are 

subject to revision from the perspective of second-order desires, but nothing in tum rules 

over second-order desires); second-order desires because of their superior position also 

have a more prominent place in deliberation (more about this below); furthermore, 
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because of their hierarchical position (i.e., ruling over first-order desires) they have greater 

force or authority; and finally, second-order desires are closely connected with the identity 

of the person insofar as they constitute the "will" of the person. 

What about the derivative commitment that second-order desires are able to bring 

to first-order desires, how does this function? By managing first-order desires second

order desires can weaken or eliminate some, while strengthening or creating others. This 

kind of management of first-order desires, it would seem, might bring instability to one's 

first-order desires as they are the constant focus of second-order desires. But this would 

not be right. Second-order desires, by shaping first-order desires, bring greater overall 

coherence and stability to first-order desires. A new first-order desire that assails one will 

not be able to become effective and override a more firmly established and central desire. 

Second-order desires, then, can in effect create a sub-hierarchy among first-order desires 

by prioritizing and/or weighting them. 

Overall this model looks quite promising. It appears to accommodate the 

commitment that is so important to those psychological states that are essential to 

capturing psychological reality. And, it does this while remaining true to the internal 

theory of reason. Our first-order desires provide us with ordinary reasons to take actions 

to bring about various states of affairs, while our second-order desires as we shall see next 

provide us with reasons to regulate our first-order desires. It is this latter idea that allows 

the second-order desire theorist to accommodate not only commitment, but also the idea 
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of reflective deliberation--to this we shall now tum. Only after we have the entire theory 

before us will we be in a position to evaluate it. 

3.7 Making Room for Reflective Deliberation 

The second-order account of desires just so happens to tie in quite nicely with the 

idea of reflective deliberation. As I described it earlier, reflective deliberation involves 

deliberating about what desires or motives one ought to have (Le., one deliberates to 

desires) and must be distinguished from straightforward teleological deliberation of how to 

satisfY a desire that one already has (Le., deliberating from a desire to an action which will 

further or serve it). A theory which invokes only first-order desires seems to leave no 

room for reflective deliberation as we have described it. What we must now consider is 

how the second-order desire theory accounts for reflective deliberation. 

Before we begin it would be worthwhile to take a more careful look at reflective 

deliberation and its role in reasoning. Reflective deliberation, as the very tenn indicates, 

involves a stepping back from one's present standpoint to a more "reflective" standpoint. 

This is supported by the way we commonly think of reflective deliberation. When facing 

an important decision we often take the time to "think it through" or "reflect". One of our 

primary aims in reflective situations is to remove ourselves from the present situation 

where we are prone to biases, inappropriate emotional influences, whims, and the like. In 

our engaged point of view we realize (and this realization is itself reflective) that we might 

make the wrong decision and that from a more neutral point of view we are likely to make 
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a better decision. Now this reflective point of view may be taken up with either one's 

ends as the object in which case we have what I call end-oriented reflective deliberation or 

the means to those ends as the object in which case we have what I call means-oriented 

reflective deliberation. In each case second-order desires come into play. 

Take the case where one is thirsty. On the simplest model of reasoning this desire 

is simply a motivational force waiting to be channeled by an appropriate belief As soon as 

one forms the belief that it can be satisfied by going to the kitchen faucet action is 

automatically generated in a direct causal manner. All that is required on this view is that 

the belief-desire chain be completed. This is the view that Hume seems to have in mind in 

the Treatise, though he focuses on the interruption of action when there is a break in the 

belief-desire chain, 

The moment we perceive the falsehood of any supposition, or the insufficiency of 
any means our passions yield to our reason without any opposition. I may desire 
any fruit as of an excellent relish~ but whenever you convince me of my mistake, 

'8 my longing ceases. ~ 

This type of view does not allow for any kind of reflective deliberation and is for this 

reason inadequate. For it is clear that we do not act immediately upon the completion of a 

belief-desire chain. Rather, we engage in means-oriented reflection whereby we step back 

and look for other ways to complete the belief-desire chain and, having done this, we also 

compare the alternative chains. So means-oriented reflection appears to involve at least 

two things: (1) the generation of alternative chains (by use of imagination, memory, 

experience, and the like), and (2) a comparison or weighing of the alternative chains (by 

38Hume (1978, pp. -1-16417). 
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ascertaining how well the end is satisfied). The second-order desire that is 

characteristically involved in means-oriented reflection is the desire to best satisfy one's 

particular' desire. Without this general second-order desire an agent would have no reason 

to engage in means-oriented reflection--once the agent had discovered a means to an end 

he could simply act. But we are not so narrow minded in the pursuit of our ends. Instead 

we aim to satisfy our ends in a way which "best" satisfies them. This aim requires 

reflective deliberation. To continue with the above example, an agent who engages in 

means-oriented reflection would, given his thirst, reason in something like the following 

manner: "How can I satisfy my thirst? I can go to the refrigerator and get some juice; I 

can make a pot of coffee; I can go to the faucet and get a glass of water; I can go to the 

store and get beer; etc .. Now which of these, ifany, should I do? It's been a hot day and 

I feel dehydrated so coffee or beer would not satisfy my thirst. Water would satisfy my 

thirst but I probably won't drink very much of it because of the lack oftaste. Juice would 

satisfy my thirst because I'll drink a lot of it. Therefore, I'll go to the refrigerator and get 

some juice." Through reflective deliberation it is determined that juice best satisfies the 

single end of satisfying one's thirst. Had one not done so one might well have mistakenly 

chosen to make a pot of coffee instead. Reflection, then, seems to clearly have a useful 

and productive role to play. 

But this is only an account of means-oriented reflective deliberation, what about 

end-oriented reflective deliberation? For it is not simply that we think reflection will allow 

us to make a better decision because it will enable us to better satisfy an end to which we 
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are already committed, but rather we come to question and establish our commitment to 

our ends through reflective deliberation. A theory of practical reason must accommodate 

this phenomenon as well. How is this done on the second-order desire version of the 

internal theory of reason? In addition to stepping back from the means whereby we might 

pursue an end that we hold fixed, we can also step back from the end itself. No longer is 

one asking oneself how one should best satisfY this particular end, rathe~ one is asking the 

broader question of whether this end ought to be satisfied or given weight given one's 

overall ends. Instead of attention being focused on the means it is focused on the end 

itself and whether it is an end that is compatible with one's other ends. Once again, this 

kind of reflection involves two primary steps, structurally similar to the two steps above: 

(1) the canvassing of one's set of ends for relevant ends (i. e., those other ends which will 

favor or disfavor having the end in question), and (2) a weighing of the overall influence 

(whether positive or negative) of these other ends on the end in question. For instance, 

suppose that one suddenly developed a first-order desire to take up rock climbing. Before 

pursuing such a desire one might engage in end-oriented reflection about this particular 

end. The question is not how to satisfY this desire, but whether it ought to have a place in 

one's motivational set. To do this one stands back from this desire and considers how it 

fits into one's overall set of first-order desires. To ascertain this requires that one 

carefully consider which desires it will further and which it will frustrate. Rock climbing 

might fare poorly given one's desire to live a long life and to stay healthy as rock climbing 

is a dangerous activity. But it might promote one's desire to lead an adventurous and 
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exciting life. It might also fare well with one's desire to travel to beautiful and scenic 

places. But it might frustrate one's desire to take up activities which one's spouse also 

enjoys, etc.. In this way one could come up with all the "pros" and "cons" of establishing 

or maintaining a desire to rock climb. Once this has been done comes the difficult task of 

ascertaining which way the balance tips. Is the satisfaction/frustration balance greater if 

one pursues rock climbing or not? This is not an easy matter as competing alternatives 

must be factored into the equation (i.e., rock climbing might beat out not rock climbing, 

but other possibilities, such as mountain biking, might beat out rock climbing). Now this 

account involves the general second-order desire of best satisfying one's overall set of 

first-order desires. Given this general second-order desire reflection becomes rational as it 

is a means to ensuring that one's first-order desires are adequately taken into account and 

best satisfied. Through reflection one discovers which ends should be removed from one's 

motivational set and which should be introduced into one's motivational set so that the 

rest can be best satisfied. 

3.8 Taking Stock ofthe Sophisticated Internal Theory of Reasons 

We have now traced the development of a theory of practical reason. The internal 

theory of reason began from the simple idea that reasons are internal to motivation--that to 

have a reason to <I> one must have a motive which would be furthered or served by <I>-ing. 

We considered the two arguments proffered in favor of this theory: that only it can explain 

action since only it appeals to motives and that only it can make sense of rational action 
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since only it can offer a plausible account of deliberation. We examined each of these 

arguments and found each wanting. The former requires a defense of an implausible 

Humean psychology; the latter suggests that the only feasible form of deliberation is 

teleological deliberation. The problem in each case is the same: psychological reality. 

However, we found the theory to be surprisingly resilient as we were able to develop a 

more sophisticated two-level internal theory that seems as though it can accommodate 

psychological reality. 

This two-level theory accomplishes quite a bit by simply making a distinction 

between first-order and second-order desires. With this amended psychology it seems as 

though it can simultaneously account for the commitment of psychological states and the 

rationality of reflective deliberation. Second-order desires, it might be said, are themselves 

a kind of reflective desire--insofar as they have first-order desires as their objects. This 

idea is contained in the following quote from Harry Frankfurt: 

No animal other than man, however, appears to have the capacity for reflective 
self-evaluation that is manifested in the formation of second-order desires.39 

Beings which lack second-order desires Frankfurt calls "wantons". Wantons lack these 

second-order desires because of their "lack of capacity for reflection. ".10 Despite this lack 

of capacity for reflection, however, wantons are still capable of some forms of rationality: 

[AJ wanton may possess and employ rational faculties ofa high order. Nothing in 
the concept of a wanton implies that he cannot reason or that he cannot deliberate 
concerning how to do what he wants to dO. 41 

3~rankfurt (1988, p. 12). 
4~rankfurt (1988. pp. 18-19). 
41Frankfurt (1988, p. 17). 
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The simple internal theory is a theory of wantonness; the sophisticated internal theory, on 

the other hand, is a theory of personhood or "persons" as Frankfurt puts it. The person is 

none other than the reflective capacity which stands behind the first-order desires (which 

alone characterize the wanton). This reflective capacity is able, through reflective 

deliberation, to fonn second-order desires that have a kind of control or "authority" over 

the agent's first-order desires. This control is said to constitute the freedom of the 

reflective agent's will. According to Frankfurt, freedom of the will (as opposed to 

freedom of action) is the ability to form first-order desires in accordance with one's 

second-order desires. Thus, this rather simple "levels distinction" renders the internal 

theory quite powerful. What more could we possibly want out of a theory of practical 

reason? 

There are, however, some serious problems with this theory. In Chapter 5 I shall 

consider some of the more particular problems in more detail--once I have developed my 

alternative external theory of reasons and we can compare them side-by-side. Here I 

would like to focus on what I take to be some of the most general (and most serious) 

problems with this theory as it now stands. There are three problems that I shall consider: 

(1) problems with the account of second-order desires; (2) problems with the account of 

reflective deliberation; and (3) the naturalism problem. Each of these problems is, I think, 

devastating in its own way. Together they seem to be enough to confront the 

sophisticated internal theory with insurmountable difficulties. 
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Let us begin with the account of second-order desires. What is a second-order 

desire? Quite simply it is a desire that has a first-order desire as its object. So we move 

from a first-order desire psychology to a second-order desire psychology when the agent 

in question comes to have desires about his desires. The introduction of second-order 

desires was thought to account for two forms of commitment among psychological states: 

intrinsic commitment and derivative commitment. Second-order desires, it was suggested, 

are themselves more stable and closely connected to the core of the agent, expressing his 

most fundamental commitments--they stand higher in the hierarchy of the person--this 

constitutes their intrinsic commitment. Furthermore, for this reason it is thought that they 

have an authority over first-order desires and exhibit a controlling influence which brings 

greater stability and permanence to one's first-order desires--we called this derivative 

commitment. But do second-order desires really introduce these forms of commitment? 

Why think that second-order desires really reflect the core of the agent? For if desires are 

something that we can be simply assailed with then why presume that we are not simply 

assailed with second-order desires? Furthermore, why suppose that second-order desires, 

because they have first-order desires as their objects, stand higher in the hierarchy and 

have some kind of authority over first-order desires? 

The problem'that these questions raise is that second-order desires might simply be 

desires about desires and nothing more. The idea that is presupposed by talk of second

order desires, as we witnessed when discussing Frankfurt's view, is that behind one's 

second-order desires stands some kind of reflective capacity that gives rise to these 
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second-order desires. But unfortunately this reflective capacity is never adequately 

exposed (as we shall come to see shortly). The picture we have is of second-order desires 

controlling one's first-order desires such that on this basis we can attribute freedom of the 

will to the agent. But there is a kind of slight of hand going on here. For this relation 

between first-order and second-order desires alone is not enough to make sense of the 

idea of free will. The driving force, I believe, behind the attribution of free will to the 

agent as described is the reflective capacity of the agent that stands behind and controls 

the agent's second-order desires. Second-order desires themselves don't render an agent 

free. This can be demonstrated by imagining a "second-order wanton". The wanton, as 

described by Frankfurt, is simply a being that lacks a capacity for reflection. But we can 

surely imagine a being with second-order desires that also lacks this capacity for 

reflection. That is, we can imagine a being who happens to have desires which have other 

desires as their objects. The second-order wanton is simply assailed with these second

order desires. A second-order wanton could efficiently carry out the pursuit of his desires 

by deliberating about what to do just as does the first-order wanton, it is just that when it 

comes to deliberation the second-order wanton has desires which stand in a kind of lexical 

relation instead of a mere strength relation. The second-order wanton is a wanton just like 

the first-order wanton because he is simply assailed with desires and does not have the 

appropriate control over his desires. Now if the second-order wanton is simply assailed 

with second-order desires and has no control over them, then why think that they are any 

more closely tied to the agent's will? And why think that they are any more stable and 
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permanent? In the case ofthe second-order wanton second-order desires can be just as 

fleeting and unstable as the first-order desires of the first-order wanton.42 The point being 

that the mere introduction of second-order desires does nothing by itself to capture the 

idea of intrinsic commitment. If intrinsic commitment is something which the 

sophisticated internal reasons theorist seeks to accommodate he must have more in mind 

than simply appending second-order desires to first-order desires. 43 

But might the sophisticated theorist admit this shortcoming and still maintain that 

his theory can accommodate derivative commitment and argue that this is enough. 44 

Perhaps second-order desires are inherently no different in psychological status than first-

order desires, but they still can exert a controlling influence over first-order desires and 

bring to first-order desires a kind of permanence and stability. But this argument will be 

quite difficult to make out. First, to acknowledge that second-order desires are not 

generated by any kind of privileged reflective capacity is already to give up the idea that 

second-order desires themselves have any kind of authority over first-order desires. If we 

are simply assailed with second-order desires why think that they have any kind of 

superiority to first-order desires such that we ought to bring our first-order desires into 

42It should also be noted that the second-order desires which the internal reason theorist uses to ex-plicate 
reflective deliberation--desires such as the desire to best satisfy all of one's desires--are also subject to this 
problem. What if an agent doesn't have such a desire? Then reflective deliberation will not be rational 
for him. Furthermore. there is no way for the internal reason theorist (even of the two-level sort) to 
criticize such a person. This person is not irrational as no desires are themselves rationally required. 
Rationality, on this view, must simply begin from whatever motivational states constitute the agent's 
motivational set. 
43What he must have in mind is that the agent has a reflective capacity behind these second-order desires 
which is capable of generating them. We shall see below how this idea is unjustifiably slipped into the 
theorY. 
44Wh~ther derivative conunitment alone, without intrinsic conunitment. is too much of a shortcoming is a 
question I shall leave aside. 
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line with our second-order desires? It seems that the sophisticated theorist might be 

forced to acknowledge that these two kinds of desires are simply on a par with one 

another. Why think a second-order desire ought to preside over a first-order desire or 

even that it will. A first-order desire might outweigh a second-order desire such that it is 

rational to follow the first-order desire. The levels distinction is made because it is 

thought that it will necessarily generate the hierarchical relationships that seem to 

characterize an agent's psychology, but it needn't do this--it may merely be a way to 

window-dress the strength model of first-order desires. The sophisticated internal reason 

theorist must explain why a second-order desire ought to preside over a first-order desire, 

but this requires an appeal to a reflective capacity (and this as we shall soon see is 

problematic) as the idea of second-order desires does not itself explain this. 

The sophisticated internal reasons theorist might simply reply that second-order 

desires do, as a point of fact, preside over our first-order desires as this is how we are 

constructed--that our second-order desires automatically trump our first-order desires. 

But there is no effective difference between this sort of "hierarchical" model and the 

simple strength model. In fact, the second-order desire view might simply be seen as 

functionally equivalent to a first-order desire view in which those second-order desires are 

taken to be sufficiently strong so as to override the other relevant desires. Such a theory 

is really no different than a strength-based first-order only model--instead of one desire 

overriding another because it outweighs it we simply have one desire overriding another 

because it "outscopes" it. Unless there is some way to legitimately make out the 
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hierarchical superiority of second-order desires over first-order desires the sophisticated 

internal reasons theory is doomed even when it comes to derivative commitment. The 

lesson is that contrary to the above argument, derivative commitment cannot be had 

without intrinsic commitment. 

Now let us tum to the account of reflective deliberation. When discussing second

order desires we noted that the sophisticated internal reasons theorist presupposes that 

there is a reflective capacity behind these second-order desire attributions. Presumably 

this reflective capacity must be, or be closely connected with, reflective deliberation itself. 

The relation between second-order desires and reflective deliberation introduces the 

following serious dilemma for the sophisticated internal theory of reason: Either having 

second-order desires explains the capacity for reflection or the capacity for reflection 

explains having the second-order desires. When it came time above to explain how 

reflective deliberation works on the sophisticated internal theory we suggested that 

reflective deliberation is simply deliberation about what first-order desires to have given 

one's second-order desires. This nicely captured the idea of reflective deliberation (as 

deliberation about what desires one ought to have) in a way that remained faithful to the 

internal theory (since one is deliberating from one's second-order desires to one's first

order desires). This suggests we take the first hom of the dilemma. But the problem with 

this is that though it is consistent with the internal theory of reason it foists upon us the 

problem of the second-order wanton. For it is the mere having of second-order desires 

which explains one's reflective capacity--this capacity is nothing more than the 
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motivational priority of second-order desires affecting themselves upon first-order desires. 

Such an account of deliberation does not seem like a genuine account of reflective 

deliberation. Reflective deliberation involves more than the mere motivational influence of 

second-order desires over first-order desires--as we noted above, such a view is not 

substantively any different than a first-order strength model. The first horn of the dilemma 

does not capture psychological reality. Perhaps, then, we ought to take the second horn. 

This would appear to be what someone like Frankfurt would like to do as he seems to 

suppose, as we noted, that a reflective capacity is behind the generation of second-order 

desires. But this approach is inconsistent with the internal theory of reasons. It is to 

suppose that pure reflection itself without reliance upon any motives has some kind of role 

to play in deliberation. On this model the capacity for reflection is really something above 

and beyond second-order desires such that we now have a three-level theory. It is this 

subtle reliance upon a third level, I believe, that makes the theory appear plausible. But 

this third level is left entirely unexplained and unaccounted for. The dilemma, then, is that 

the sophisticated theorist must either explain reflection as the carrying out of second-order 

desires which are themselves not the result of reflection or he must suggest that second

order desires are themselves the result of reflection and he then owes us an account of this 

third level. The fonner fails to accommodate psychological reality; the latter fails to be 

consistent with the internal theory. 

Finally, we may consider what I take to be the underlying source ofthe problems 

with the sophisticated internal theory of reason: the naturalism problem. The naturalism 
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problem is, I think, the source of both the problem with the account of second-order 

desires and the problem with the account of reflective deliberation. Before we are in a 

position to ·see how this is so we must take a closer look at the general character of the 

internal theory of reason. I have already said that Williams·s use of the terms lIinternal ll 

and lI external ll is misleading in that it encourages confusion with other debates, but it is 

also misleading in another, perhaps more important, sense. His use of the terms lIinternal ll 

and lIexternal ll fail to identifY the key debate that Williams is seemingly concerned with. 

What debate is this? Williams·s thesis about internal reasons is a thesis about the essential 

connection between motivation and justification within the theory of practical reason. The 

idea that justification is inherently tied to motivation is the central idea of the internal 

theory of reason. He is claiming that justification is lIinternal ll to motivation. Motivation 

constrains justification such that no sense can be given to the idea of justification being 

independent of motivation. The internal theory because of this claim about the relation 

between justification and motivation seems to be motivated by a kind of naturalism about 

reason. Motivation is purportedly a naturalistic concept that makes sense 011 a naturalistic 

framework. When put in these terms we begin to see the real implications ofWilliams·s 

thesis. His thesis is, broadly speaking, that a theory of practical reason if it is to make . 

sense must fit within a naturalistic worldview. Justification only makes sense when spelled 

out in terms of motivation (something acceptable from a naturalistic point of view). If 

justification is divorced from such a naturalistically acceptable concept as motivation, then 

it becomes suspect as Williams claims it does on the external theory. So Williams·s use of 
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the term "internal" when applied to the theory of reason is in the end an endorsement ofa 

kind of naturalistic theory of reason. While the term "external" when applied to the theory 

of reason suggests a commitment to strange non-natural entities. 

The problem that this commitment to naturalism gives rise to is that we must 

always look for the source of reasons in motivational features of the agent. But if this is 

the case then we will inevitably lose the necessity or authority of practical rationality. The 

desires that a person has are a rather contingent and variable matter. Something more 

stable is required to get at practical necessity--this something includes states which involve 

more commitment. This commitment on the internal theory is understood in terms of 

second-order desires. But these second-order desires, as we witnessed above, can admit 

of contingency and variability just the way that ordinary first-order desires can. On a 

strictly naturalistic theory we wind up with the problem of the second-order wanton. The 

problem of the second-order wanton is dealt with by the internal reason theorist by 

appealing to a reflective capacity which stands behind these second-order desires. But this 

reflective capacity is itself left unexplained. In fact, as we noted, the only way for the 

internal reasons theorist to explain the reflective capacity is by appealing to second-order 

desires (thereby reintroducing the problem of the second-order wanton). The picture we 

ultimately get of the two-level internal theory is that it aims to account for the normativity 

of reasoning by simply building norms into the psychology of the person in the form of 

second-order desires and/or a mysterious reflective capacity. Hence, ultimately it seems 

that the internal reasons theorist, even in the more sophisticated variants of the theory, is 
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subtly making recourse to the same things which the questionable external reasons theorist 

appeals to. 

3.9 The Independence of Motivation and Justification 

But must justification be linked to the naturalistic concept of motivation? The 

naturalism problem has its origin in the internal theory's insistence that justification is 

linked to motivation. But perhaps it is the case that justificatory reasons are ultimately 

independent of whether or not we have some element within our motivational set to which 

an action could be deliberatively connected. This is to attack the internal theory at its 

roots. This claim, that motivation and justification are independent, can be made good if 

we can show that having a motivational state is not necessary for anyone's having a 

justificatory reason. The fact, then, that someone has or doesn't have any particular 

element within his motivational set must be neither here nor there when considering what 

reasons ought to guide that person. We can defend this claim that motivation and 

justification are independent by establishing that there are intrinsically rational motives. 

The reason for having these ends, then, is not to be found in any other motive. 

How do we establish that there are intrinsically rational ends? This sounds like 

quite a task. There are basically two types of argument that one can employ to establish 

the intrinsic rationality of motives or ends. First, one can offer a phenomenological 

argument. On such an argument one appeals to common considered experience. A 

phenomenological argument attempts to support the idea that there are intrinsically 
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rational ends or motives by pointing out the central role that such a commitment plays in 

our ordinary everyday practical life. A phenomenological argument will not by itself prove 

that there are such things but it can establish a presumptive case for them. The second 

type of argument is what we might call a theoretical argument. This involves the 

construction of a theory which demonstrates the plausibility of intrinsically 

rational/irrational ends or motives. Whether or not we accept a theory depends upon how 

it stacks up against rival theories along competing dimensions. A theoretical argument, 

then, will not "prove" that there are such things insofar as theories themselves are always 

defeasible and never really proved. There is nothing peculiar about this. Intrinsically 

rational ends or motives are no different from most other things in terms of how we 

establish their legitimacy. I offer this as a reminder so that we don't subject them to an 

unfairly high standard of proof 

I will focus here on the phenomenological argument since I will offer an alternative 

theory that I believe makes sense of intrinsically rational ends in the next chapter. Do we 

ordinarily think that some ends are intrinsically rational? I suspect that most of us do. We 

do not ordinarily think, as the internal theory must imply, that at some level anything goes 

and whether or not someone has a reason to do something is depends upon whether they 

want to do it. We think that there are things called "needs" that a rational agent ought to 
, 

have as an end. People who ignore their needs (or who deny that they have needs) are 

typically (though not always in the case of those who ignore them) irrational. Williams 

brings up the issue of needs, noting the difficulty it seems to pose for the internal theory of 
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reason, but in the end he carefully avoids the issue and moves on. Williams begins by 

putting the problem in the following way: 

It is certainly quite natural to say that A has a reason to pursue X, just on the 
ground that he needs X, but will this naturally follow in a theory of internal 
reasons? There is a special problem about this only if it is possible for the agent to 
be unmotivated to pursue what he needs. I shall not try to discuss here the nature 
of needs, but I take it that insofar as there are determinately recognisable needs, 
there can be an agent who lacks any interest in getting what he indeed needs. I 
take it, further, that that lack of interest can remain after deliberation, and, also 
that it would be wrong to say that such a lack of interest must always rest on a 
false belieC5 

In this passage Williams seems to be acknowledging that there is a problem for the internal 

theory when it comes to needs. The problem is that needs provide us with reasons, 

however one might be unmoved by one's needs even after deliberation that does not 

involve false beliefs. What does Williams have to say in regard to this problem? Take a 

look at the following passage: 

When we say that a person has reason to take medicine which he needs, although 
he consistently and persuasively denies any interest in preserving his health, we 
may well still be speaking in the internal sense, with the thought that really at some 
level he must wanfto be well.46 

Williams simply avoids the issue of needs with this remark that suggests a kind of error 

theory about needs--talk of needs can be explained by our proclivity to attribute desires to 

others. We may be speaking in the internal sense, but careful consideration reveals that 

we generally do not. For we can take this point of view with respect to ourselves when 

we acknowledge that our own needs may have been neglected by us and that at no level 

4SWilliams (1981. p. 105). 
46Willaims (1981. pp. 105-106). 
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did we "want" to consider them.47 In the first of the above passages Williams seems to 

acknowledge the seriousness of the problem for the internal theory, while in the latter he 

simply bypasses it. That we take needs so seriously and that we think they provide people 

with reasons independent of their motivations seems to indicate that our commonsense 

conception is not well supported by internal reasons. We think people need sustenance, 

medical care, education, security, a sense of self-respect, developed talents, relationships 

with other people, etc .. We think that people have reasons to pursue these things 

regardless of their motivations. This does not mean that one need will never need to be 

compromised for the sake of another or that it cannot be rational to sacrifice to some 

extent one's needs for something else of value. It simply means that one's needs must 

always have some kind of weighty presence in one's rational deliberations about what to 

do. Needs are omnipresent, not absolute. Children and the mentally impaired are more 

prone than the rest of us when it comes to neglecting their needs. But despite this 

children's needs are not any less pressing than those of adults (in fact, we ordinarily think 

of them as more pressing--given the impact the fulfillment or non-fulfillment of those 

needs will make in their lives). But where, we can ask, do the needs of children come 

from? Do they have motives to which actions satisfying those needs could be 

deliberatively conne'cted as the internal theory requires? Children have all sorts of 

motives, but they do not seem like the right kinds of motives to generate needs. Nor do 

children below a certain age even have a deliberative capacity that could even begin the 

47 At this later point in time we want to consider them, but that is because we now feel the rational weight 
of our needs. 
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process of making deliberative connections between motives and actions. Does this mean 

that they cannot have needs (and reasons)? It seems that the needs of children are in some 

sense external to them and that part of properly raising a child is to bring about a 

recognition or internalization, if you will, of those needs on the part of the child. This may 

not even be possible in some cases of the mentally handicapped, but it hardly means that 

they do not have needs. 

The problem that we have identified here can be put, roughly, as follows: The 

intrinsic rationality of ends and motives is a part of ordinary practical reasoning. A theory 

of practical reasoning, if it is to accommodate psychological reality, must take heed of the 

intrinsic rationality of ends and motives. The internal theory of reason does not take heed 

of the intrinsic rationality of ends and motives. Therefore, the internal theory of reason 

does not accommodate psychological reality. We have referred to this argument as the 

phenomenological argument. The second argument, the theoretical argument, will have to 

await the next chapter when we develop a more satisfying theory of reason. The typical 

response of internal reason theorists to the phenomenological argument is a kind of denial. 

They generally stipulate that ends cannot be subject to rational appraisal and do not offer 

. independent arguments for why this should be so (other than that their own theory doesn't 

allow for it--but of course, since their theory simply starts from this assumption). They 

also suggest that the "burden of proof' lies with external reason theorists who believe that 

ends can be subject to rational appraisal. This strikes many as reasonable (though 

probably because they are already persuaded by, or dogmatically accept, the internal 



176 

reason theory), when the burden of proof really ought to lie with the internal reason 

theorist given the phenomenological presumption against them. The internal reason 

theorist must offer an error theory of practical rationality--Le., an account of why we 

mistakenly think that ends are subject to rational appraisal. An error theory would amount 

to a rebuttal of the phenomenological presumption. Williams, it would seem given his 

commitment to psychological reality, does not want to do this, but in the case of needs we 

saw that he is backed into this comer. We must conclude that the internal theory of 

reasons is problematic as an account of practical rationality insofar as practical rationality 

requires attending to one's needs. 

In the next chapter I hope to offer an alternative theory of reasons that better 

captures psychological reality than the internal theory of reason. To do this will require 

going beyond the suppositions of the internal theory. My theory will make recourse to 

notions that are not admissible on an internal theory, but I believe that these additional 

features can be justified in part by the firmer link with psychological reality. But it should 

be noted that the sophisticated internal theory does make many significant assumptions. 

The simple internal theory may avoid doing this, but only at a great price. The lesson we 

should learn is that one cannot get the goods of a more sophisticated view for the price of 

the simple view. 
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CHAPTER 4: A DEFENSE OF EXTERNAL REASONS 

In the previous chapter I argued that the internal theory of reason is problematic. 

In this chapter I shall try to sketch a picture of an alternative and, I believe, more 

satisfYing external theory of reason. I will begin by briefly summarizing the failings of the 

internal theory. Having done this I will then try to identify what I take to be the key 

difference between the internal and external theories--Le., the internal theory's 

commitment to naturalism and the external theory's commitment to normativity. I will 

also aim to distinguish a simple and a sophisticated model of the external theory. Many of 

the problems of the external theory, I will then argue, are traceable to conceiving of the 

theory in terms of a simple model. My goal, then, will be to develop a more sophisticated 

model of this theory--that I shall call the normative theory of reason. With these 

preliminaries taken care of, I will tum to an examination of the normative foundation of 

this theory of reason. Having done this I will then have a look at the theory's psychology, 

account of deliberation, and, finally, its account of rational action. 

4.1 The Failure of the Internal Theory 

In Chapter 3 I examined the internal theory of reasons in some detail and found it 

unsatisfactory. Before going on to offer what I believe is a more satisfactory theory of 

practical reason I would like to briefly summarize the main failings of the internal theory. 
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go. In all I considered three internal models of varying sophistication. 
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I began, following Williams, with what he calls lithe sub-Humean model. II This 

model fails in that it cannot provide an account of justificatory reasons. It cannot do this 

because it relativizes rationality to an agent's beliefs as well as her desires. One acts 

rationally in drinking what is before one if one desires gin and one believes that it is gin. 

But, of course, one's drinking this stuff is irrational if it is, say, petrol and not gin. Beliefs 

admit of an externallltestll (Le., they can be true or false) and so we are well advised not 

to relativize rationality to an agent's beliefs for we will fail to provide an account of 

justificatory reasons. So the sub-Humean model may be viewed as a kind of radical 

internal reasons theory--it denies that there are any kinds of external constraints on 

rationality. Of course, Williams rejects this model and I do as well. 

The second model, which I have called the simple model of internal reasons, claims 

that justification is external only to the extent that beliefs are external. The simple model 

accepts that beliefs admit of an external test, but vehemently denies that desires do. Thus 

reasons are relative not to beliefs but only to one's desires or what may be called one's 

II motivational set. 1I This view certainly fares better than the radically internal sub-Humean 

model, but it also succumbs to some serious problems. The two purposes that a model of 

reasons should serve are explanation and justification. The simple view has problems with 

each. If we limit the scope of the motivational set, I argued, it cannot account for 

psychological reality (i.e., it cannot explain certain forms of action that don't rely upon 



179 

desires narrowly conceived--e.g., prudence, principled action, etc.). And, on the other 

hand, if the concept of a motivational set is sufficiently broadened so as to alleviate these 

problems the thesis becomes trivial (Le., the distinction between internal and external 

theories collapses). Nor can the simple view account for justificatory reasons insofar as 

justificatory reasons are the result of rational deliberation. For in its insistence that all 

deliberation is teleological it fails to capture an essential kind of rational deliberation that is 

not of this form--what I have called reflective deliberation. We do not always deliberate 

from motives to action or other motives, but we sometimes deliberate to motives 

themselves. It appears that we deliberate about the rationality of ends themselves. If each 

of these objections are right, then the two primary arguments in favor of the internal 

theory of reasons have been undercut. 

The internal reasons theorist can try to answer each of these psychological reality 

based critiques by revising her psychological theory and attempting to account for 

reflective deliberation. The resulting view I have called a sophisticated theory of internal 

reasons. The sophisticated view is clearly better than either of the prior models, but it 

begins to move away from some of the main tenets of the internal view--no longer can the 

internal reason theorist argue against the external reason theory based on either the 

explanatory or justificatory arguments--they must adopt other arguments. We considered 

the different problems that the sophisticated view encounters when trying to develop a 

new psychology that captures psychological reality. To capture the idea of commitment it 

distinguishes between first-order and second-order desires and suggests that it is to be 



180 

found in the regulative role of second-order desires. We also looked, in some detail, at its 

account of reflective deliberation. The theory aims to accommodate reflective deliberation 

(i.e., deliberation about the rationality of ends) again by appeal to second-order desires 

and their role in regulating first-order desires. But this approach raises numerous 

questions about whether it really does what it claims to do and whether the theory is 

consistent with itself and the basic tenets of the internal theory. 

At each stage the theory becomes more plausible, but as it does it comes to look 

less and less like the simple, elegant, and metaphysically straightforward view that it is 

often made out to be. The question we must consider is whether we ought to rest content 

with the sophisticated view or whether we ought to go further in the kinds of theoretical 

assumptions we make. Should we take the next natural step which would be to 

acknowledge that desires and not just beliefs can be subject to some kind of independent 

or external test. Making this supposition with regard to belief advanced the theory of 

reason considerably in terms of its ability to account for practical rationality despite the 

fact that the concept of truth introduces numerous philosophical issues and problems. If 

we are not afraid to take this step with truth and its psychological counterpart belief why 

should we let the possibility of similar philosophical problems persuade us against 

acknowledging that desires can themselves be rational or irrational. This is the possibility 

I now want to consider. 
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4.2 Naturalism, Normativity, and Reasons 

Before we tum to a full-fledged consideration of the external theory of reason, I 

think it is important that we compare the central idea behind it to the central idea of the 

internal theory. Recall that the central claim of the internal theory is that justification is 

internal to motivation. The corresponding central claim of the external theory is to deny 

this. It maintains that justification is external to motivation. Since motivation, as it is 

understood on the internal theory, is conceived of as a naturalistic phenomenon 

(presumably the only plausible naturalistic candidate and it is precisely the naturalistic 

character of motivation that leads the internal reason theorist to seek it as a foundation) it 

is thought by the internal reason theorist that justification can be understood within a 

naturalistic framework. 1 Thus the external reason theorist in denying that justification is 

internal to motivation denies that justification can be understood within a purely 

naturalistic framework. How, then, does the external reasons theorist conceive of 

jus~ification, if not within a naturalistic framework? Justification, the external reason 

theorist maintains, is essentially a normative matter. Justification relies upon norms which 

themselves cannot be understood within a naturalistic framework--such norms have an 

independent status and must be understood within the confines of an alternative 

framework. So, it appears that the essential difference between internal and external 

IBy "naturalism" I mean roughly what is licensed or sanctioned by science. There are problems in 
characterizing naturalism. For instance, in specifying which sciences are privileged. A more restrictive 
naturalism might hold that only what physics recognizes is rea1--this seems to lead to physicalism. A 
broader naturalism wiII count as real natural features of the world those things recognized by psychology. 
I will understand naturalism in this broader sense. The internal theory, then, counts as broadly 
naturalistic because dispostions and motivation are recognized by the science of psychology. 
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theories of reason is that the former eschews nonns and embraces naturalism while the 

latter endorses nonns and rejects naturalism. 

But there appears to be a stumbling block to this conclusion--as there are some 

theorists who resist this bifurcation by claiming to offer a naturalized account of nonns. 

Allan Gibbard is one such theorist. Gibbard sets his task with the following question: 

"The nonnative things we say have meaning, but how can we include these meanings, and 

others too, in a picture of nature?,,2 The problem, for Gibbard, is to make sense of 

nonnativity within a naturalistic framework. Of this task, he says, "The job may not be 

impossible, but it will require invention.,,3 Gibbard then proceeds to offer us this invention 

in what he calls his "nonn-expressivistic analysis". 

The analysis is not directly of what it is for something to be rational, but of what it 
is for someone tojudge that something is rational. We explain the term [i.e., 
'rational'] by saying what state of mind it expresses.4 

To call something rational, according to Gibbard, is to accept nonns which permit it. A 

nonn, he claims, is simply a rule or prescription expressible by an imperative. The more 

difficult task is to say what is involved in 'accepting' a nonn. 

The vague hypothesis I shall be developing is that in a scientifically adequate 
psychology, there would figure a state that roughly fits the commonsense notion of 
"accepting a nonn". This state would figure centrally in the story of human 
thinking and motivation. S 

~Gibbard (1990, p. 23). 
JGibbard (1990, p. 23). 
4Gibbard (1990, p. 8). 
sGibbard (1990, p. 56). 
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Acceptance ofa norm is not understood simply in terms of internalizing (i.e., acting in 

accordance with) a norm, as those who are merely "in the grip of' a norm can be said to 

have internalized a norm. Gibbard, therefore, goes on to distinguish merely internalizing a 

norm from accepting a norm in terms of "normative discussion". 

To accept a norm, we say, is in part to be disposed to avow it in unconstrained 
normative discussion, as a result of the workings of demands for consistency in the 
positions one takes in normative discussion.6 

To accept a norm is to stand behind it in the context of normative discussion and not 

merely to act upon it. So at this point we can see how it is that Gibbard proposes to 

naturalize norms: norms are reduced to natural facts, in particular, facts about human 

psychology. He says, "The analysis reduces the meanings of normative terms to 

psychology.,,7 And, furthermore this reduction of normative terms to psychology is set 

within the context of a biological theory that in tum explains that psychology. Hence 

Gibbard claims, "I want to understand acceptance of norms as a natural, biological 

phenomenon."s According to Gibbard, we have come to be the kinds of beings which 

have language and so can avow norms in normative discussion (i.e., accept norms) 

because doing this serves a biological function: namely, it fosters coordination and this 

6Gibbard (1990, p. 7-1-). The "disposition to avow" is clearly a form of motivation. But serious problems 
arise here, as they do nearly everywhere else for Gibbard. What are these demands for consistency? 
Presumably there are norms of consistency. But what is Gibbard to say of these? That to accept norms of 
consistency is to be disposed to avow consistency in unconstrained normative discussion, as a result of the 
workings of demands for consistency in the positions one takes in normative discussion? But this is 
clearly circular. Furthermore, the explanatory chains in Gibbard's theory are thoroughly puzzling--it 
seems somewhat paradoxical that acceptance is invoked to explain motivation and that avowal (a kind of 
motivation itself) is utilized to explain acceptance. It is hard to follow what is going on here. 
7Gibbard (1990. pp. 25-26). 
sGibbard (1990. p. 61). 
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pays at the reproductive level. The idea that Gibbard is working with is that we can 

unpack rationality in terms of the acceptance of norms and that such a state must figure in 

a "scientifically adequate psychology", and that this psychology which aims to explain 

"human motivation and action" is itself explained by an evolutionary biological theory. 

Gibbard's theory, then, is working at three levels: the rational (or normative), the 

psychological, and the biological. Rationality is explained in terms of psychology, and 

psychology is explained in terms of biology. With an outline of Gibbard's theory before us 

we are now in a position to consider whether he has successfully naturalized norms. 

There are four arguments I want to advance to support the view that he has not. 

First, one wonders why Gibbard doesn't go the next natural step and reduce 

biology to chemistry or even to physics. Is this what a commitment to naturalism 

ultimately requires? Many other naturalists seem to have thought so. Hobbes, for 

instance, aimed to understand human beings in terms of the most advanced science of his 

day: Galileo' s science of motion. 

F or seeing life is but a motion of Limbs, the beginning whereof is in some 
principall part within; why may we not say, that all Automata (Engines that move 
themselves by springs and wheeles as doth a watch) have an artificialilife? For 
what is the Heart, but a Spring; and the Nerves, but so many Strings; and the 
Joynts, but so many Wheeles, giving motion to the whole Body, such as was 
intended by the Artificer?9 

This question raises the additional question of what is it which privileges evolutionary 

biology in the explanatory chain? Evolutionary biology is hardly thought to be the 

ultimate science--in fact many of its presuppositions seem to already incorporate 

~Iobbes (1991, The Introduction). 
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normative considerations from the point of view of the more "fundamental" sciences. 1O In 

his naturalism Gibbard seems to presume that those things are natural facts which figure 

into a "scientifically adequate" theory. But, which scientifically adequate theory, we might 

ask? From the point of view of physics evolutionary biology is full of suspect nonnative 

considerations--such as "function", which Gibbard himself utilizes. The problem is that 

Gibbard owes us a more clearly defined account of naturalism ifhe wants to naturalize 

norms. 

Second, Gibbard's theory is not nearly so novel and interesting as one might think. 

In effect, what Gibbard is doing is simply complicating the internal theory of reason. 

Instead of explaining reason directly in terms of motivation (as does the internal reason 

theorist) he offers an intermediate step (or rather a few steps): reason (i.e., rationality) is 

explained in tenns of norms, norms are explained in terms of acceptance, acceptance is 

explained in tenns of avowal in normative discussion (itself a kind of motivation--Gibbard 

calls it a "disposition"), and all of this is explained in terms of evolutionary biology. 

However, leaving out the last step we find Gibbard's account to be really no different than 

the central tenet of the internal reasons theory: that justification is only explicable or only 

makes sense in terms of motivation. 

This second point brings up the third: that merely complicating the internal reasons 

theory is not itself enough to really get at what we aim to get at--Le., justification. 

Though Gibbard invokes norms he seems to do so in an "inverted commas" sense. This 

l~or instance. the idea of a species. 
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comes out in his contention that he is concerned with what it is to judge or call something 

rational and not what it is for something to be rational. This idea comes across quite 

starkly in the following passage: 

In my own picture, all strict facts will be naturalistic. Facts of meaning will come 
out as genuine facts, and so as naturalistic. Apparent normative facts will come 
out, strictly, as no real facts at all; instead there will be facts of what we are doing 
when we make normative judgments. It does make sense to do some things and 
not others, but that will not be part of a systematic picture of nature. Our thinking 
about these things will. 11 

What these passages reveal is that in his analysis of normativity Gibbard is really intent on 

explaining our thinking things rational (i.e., our accepting norms). But this is to take the 

third person perspective with respect to rationality or normativity. It is akin to supposing 

that one was not a rational being and that one encountered beings that talk about 

"rationality", the question would be: how could one come to understand or explain their 

use of the term "rational"? what is happening when they judge something to be 

"rational,,?12 But we are rational beings and we do not merely want an explanation of 

what broader biological forces have gone into the makeup of our psychology. As rational 

beings, or more precisely as agents, we want to know what is really rational. Gibbard 

himself even acknowledges the importance of this aim, but he avoids addressing it: 

The analysis has worth, though, chiefly ifit does help us with normative inquiry. It 
should help us say what sorts of things really are rational or irrational, right or 
wrong. In this book, however, I take up substantive normative questions only 

'1 13 curs on y .... 

1 1 Gibbard (1990. p. 23). 
I~Is this thought ex-periment even possible? Ifnot. it casts suspicion on Gibbard's approach and not on my 
objection. 
13Gibbard (1990. p. 9). 
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When it comes to settling these substantive normative questions that comprise normative 

inquiry Gibbard says, 

It follows [on the norm-expressivistic theory] that if we want to decide what really 
is rational, we shall have to settle what norms to accept ourselves--for that is what 
it is to form an opinion as to the rationality of something. 14 

So suppose we are just such a person--Le., we want to know what really is rational--what 

are we to do? Rationality is explicated in terms of the norms we accept, but we might put 

the question thus: what norms would it be rational to accept? To this Gibbard can 

seemingly only say that the norms it would be rational to accept are the norms that are 

permitted by the norms we accept. And to this (Le., the norms that are permitted by the 

norms we accept) we might in tum ask: what norms that are permitted by the norms we 

accept would it be rational to accept? We get a regress of norm acceptance. Once we are 

caught in the regress we have lost all normative pull--normativity evaporates. Gibbard, it 

seems, owes us an answer to this problem. 

From this problem in addressing the normative concerns of agents comes the last 

problem: that the attempt to naturalize norms must itself invoke norms and therefore fails 

to recognize the priority of norms. In trying to explain normativity Gibbard relies upon 

empirical psychology and evolutionary biology. But these endeavors themselves are 

guided by norms--in particular by norms of good reasoning. So our explanation of human 

normativity is sound only if our explanations are the result of sound theoretical reasoning. 

Our theoretical reasoning is sound only if the norms we invoke in theoretical reasoning are 

14Gibbard (1990, p. -1-7). 
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justified. And now for the problem (actually there are two): (1) Gibbard's norm

expressivistic analysis is simply an account of what it is to call something rational, so we 

won't be able to say whether the norms of theoretical reasoning that we invoke are really 

rational, and (2) there is a circularity in the account: we can explain norms by theoretical 

reasoning, but in doing so theoretical reasoning must itself invoke nonns (and it seems that 

these norms that it invokes must not simply be explained, but justified). 

This discussion of Gibbard's attempt to naturalize norms allows us say why it is we 

must offer a genuine nonnative theory which does not rely upon the attempt to naturalize 

norms. I shall call this the methodological argument for the priority of normativity. It is 

based on the idea that norms are prior to nature in the sense that we can only come to 

understand nature via the appropriate nonns of reasoning (Le., by first coming to 

understand ourselves). Let us begin by distinguishing a normative versus a naturalistic 

framework. A nonnative framework is a "top-down" framework in which we begin with 

an account of norms ( of ourselves) and only then move downward to an account of 

nature. A naturalistic framework, on the other hand, is a "bottom-up" framework--one in 

which we begin with an account of nature and then move upward to an account of 

normativity ( of ourselves). 

The argument may be put in roughly the following way. We cannot investigate the 

world naturalistically until we know what the limits of our understanding are. Similarly, 

we cannot investigate the limits of our understanding naturalistically until we know what 

the limits of our understanding are. Hence, there is something of a paradox in trying to 
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understand ourselves as purely natural beings in a naturalistic manner. We can see this in 

Hobbes's insistence (quoted above) that we should be seen as machines, like watches. IS 

How can we come to understand ourselves as machines like this unless we already know 

that our machine-like nature is not defective and is therefore capable of knowledge of this 

sort? 

The nonnative framework offers us an alternative to the inability of naturalism to 

account for our nature. A naturalistic framework requires that we view ourselves as we 

view the world of things. But we are not like the world of things, we are agents. Thus a 

naturalistic framework requires that we come to understand our agency itself as if it were 

part of the world of things. But we cannot come to understand the world of things until 

we have already come to understand ourselves (Le., our agency)--our understanding of the 

world of things presupposes our agency. We must, then, simply begin by looking at the 

conditions and features of our agency. How do we do this? We do so, in the words of 

Joseph Butler, by revealing our "inward frame" or "inward nature" through an 
.. 

examination of our "inward perception" or "inward conviction". 16 Butler claims 

(following Hobbes's analogy) that, like a watch, we find that we are composed of several 

parts, "but yet, that the several parts even considered as a whole, do not complete the idea 

[i.e., of our constitution], unless in the notion of a whole, you include the relations and 

respects, which those parts have to each other.,,17 The most important relation for Butler 

ISThe interesting thing about Hobbes is that though he proposes to investigate human beings 
naturalistically as part of the world, he ultimately falls back upon introspection (the method of 
norrnativity) instead of relying solely upon external observation and experiment. 
16See Butler (1991. The Preface). 
17Butler (1991, p. 326). 
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is that of "the supremacy of reflection or conscience.,,18 This is essential if we are to make 

out the idea that "[a] machine [such as a watch] is inanimate and passive: but we are 

agents." 19 On a normative framework a normative capacity is the constitutive feature of 

our agency. A normative capacity is a capacity which recognizes and accepts the 

authority of certain fundamental norms of rationality. On Gibbard's naturalism rationality 

is explained in terms of the acceptance of norms, while on a normative theory we accept 

nonns because we recognize their authority and only if we do so could we even be agents. 

This is only the barest sketch of the normative theory. Much will have to be done as we 

proceed in the course of this work to adequately develop this alternative view. 

Finally, what has all of this to do with external reasons? The key idea, again, is 

that the internal theory eschews accounting for rationality in terms of norms or invokes 

nonns but attempts to naturalize them. In either case it ultimately aims to understand 

justification in terms of a naturalistic phenomenon such as motivation. The external 

theory, in its insistence that justification is external to motivation, finds the source of 

justification in norms, and maintains that norms must be prior to any conception of the 

natural order. The methodological argument for the priority of normativity provides us 

with support for a "top-down" normative framework and so for an external theory of 

reason. The primary question before us, then, is how we ought to go about developing an 

external theory of reason? Next we must tum to this task. 

I!!Butler (1991. p. 327). 
I~utler (1991, p. 327). 
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4.3 Simple and Sophisticated External Reasons 

Just as there are different forms of the internal theory so there are different forms 

of the external theory. It would be wrong to think, as many seem to do, that there is only 

one kind of external theory of reason. Williams, unfortunately, seems to make this 

mistake when considering the external theory (though, as we noted, he considers at least 

two models of the internal theory). Every theory, except the sub-Humean model, 

acknowledges that there is an external test for belief. The issue of contention seems to 

concern desire and whether there is a similar test tor it. The internal model denies while 

the external model accepts such a test. The simple and the sophisticated internal model 

differ over the psychology and the accounts of deliberation they adopt. Can a similar 

distinction be made in the case of the external model? Assuming desire admits of some 

kind of test can we usefully distinguish a simple and a sophisticated model? 

I believe that we can. The simple external model simply borrows the external test 

for desire from the supposed external test for belief. Just as beliefs are often thought true 

or false according to whether or not they properly refer to some entity in the world, so 

desires are taken to be "true" or "false" insofar as they properly refer to some entity in the 

world. If such an account is accepted, then desires are referential just like beliefs a.nd no 

additional psychological elements are required. A belief-desire psychology suitably 

modified by an account of the objects of desire is all that is necessary. By analogizing 

desires and beliefs in this manner it is also supposed that the "truth" or "falsity" of desires 

can or will be known by the same, or similar, capacities that the truth and falsehood of 
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beliefs are known. The simple external model holds that there are "facts"--more properly, 

"values" --to which desires can refer just as beliefs. Furthennore, this simple theory 

maintains that to apprehend these facts we do not need to engage in reflective deliberation, 

instead we directly apprehend, perceive, or intuit them just as we directly perceive tables 

and chairs. The simple external model, then, is much like the simple internal model in that 

it starts with a simple belief-desire psychology (albeit one that takes desires to be much 

more like beliefs) and does not utilize a conception of reflective deliberation. The simple 

desire psychology and the lack of reflective deliberation are the defining features of simple 

theories of practical reason. 

However, the simple external model suffers from some well-known problems. 

First, is the ontological problem of what the entities are to which desires purportedly refer. 

The problem is not simply the one that there must be entities of some sort to which desires 

refer, for beliefs also refer to entities in the world. The real problem stems from the fact 

that desires, unlike beliefs, have an important motivational role to play--Le., they are 

intrinsically motivationally efficacious. The problem concerns how we are to understand 

the entities to which desires refer as having intrinsic motivational properties. What is it for 

some object to have intrinsically motivational properties? The strangeness of such entities 

is what drives arguments such as 1. L. Mackie's "queerness argument." It seems as though 

the simple external theorist is committed to there being something along the lines of 

Platonic Forms, God, or values as part of the furniture of the world. Such entities, it is 

said, are unlike anything we know of or admit into our conception of the world. 



The second problem is related to the first. Ifthere are indeed intrinsically 

motivating entities, then how do we come to know about them? By what faculty, 
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capacity, or sense do we gain access to them? The ontological problem thus generates an 

accompanying epistemological problem. Hume called into question such a sense or faculty 

by asking us to locate the vice of any action. We do not find it through any of our 

ordinary senses turned on the world, but only when we look into our own breast. Mackie 

thinks it obvious that such entities are not discovered by any of the normal routes and 

critiques the reliance upon intuition as lIa lame answer. II Williams also makes this charge 

when he claims that the external theory of reasons has no way to account for rational 

deliberation. 

There are additional and related problems such as the lack of agreement about 

these entities and what actions they recommend or require, but these are ultimately 

parasitic on the ontological and epistemic objections. For it is commonly argued that the 

comparative lack of agreement concerning values or desires as compared to beliefs or 

factual matters is evidence for irreality of the former and the reality of the latter. Mackie, 

Williams, and others make such claims.20 

The other primary problem that has been attributed to the simple external model is 

that it fails as an explanatory account of reasons. This is one of Williams's primary 

objections. But as we have already seen this objection is misguided. The sub-Humean 

model appears as though it will suffice as an explanatory account of reasons. There is no 

~OSee the discussion of status skepticism in Chapter 1. 
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need to look beyond such an account if this was all that one was concerned with. The 

primary aim of the external model like the simple and sophisticated internal models is to 

provide an account of justificatory reasons. Williams's critique is therefore unfair. 21 We 

do not expect that the way the world is always has a role to play in explaining the beliefs 

that people have, nor should we expect that value entities will always have a role to play in 

explaining human action (though, of course, as in the case of belief it should be possible 

that they figure into an explanation of human action just as the way that the world is might 

figure into an explanation of someone's having the correct beliefs). 

However, perhaps the main problem with the simple external model (and what 

most of these objections point toward) is that it adopts a correspondence account of truth. 

The ordinary or commonsense view in the theoretical realm is that there is an "absolute 

conception of the world II (as Williams puts it22
) and that our beliefs are true when they 

properly refer to the entities of the world. However, despite the correspondence theory's 

commonsensical appeal it is difficult to maintain even in the theoretical realm. We simply 

do not have direct access to the way the world is such that we can ascertain whether our 

beliefs "correspond" to the way the world is. Nor is there a single privileged point of view 

from which we might view the world. Williams's "absolute conception of the world" is an 

21There is an important difference between arguing that the external theory of reason does not offer an 
account of motivation and that it is inconsistent with any plausible account of motivation. Williams's 
claim seems to be the former and not the latter, though the latter is what is required for a legitimate 
criticism. 
22 Although it seems that WiIlianlS has something like a strong realist conception of the world in mind in 
the case of his absolute conception of the world, a closer examination reveals that the absolute conception 
is decidedly less realistic than one might expect. I shall have more to say about Williams's absolute 
conception of the world in Chapter 7. 
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illusion. The upshot of this failure of the correspondence theory of truth and the kind of 

objectivism it entails in the theoretical realm is that it is also implausible when applied to 

the practical realm. Ifwe reject correspondence in the theoretical realm why must we 

accept it in the practical realm? Iffact is not a simple matter of correspondence why must 

value be? So the problem with the simple external view is that it relies upon a problematic 

correspondence conception of truth which it then applies to value. In short, the problem 

with the simple view is that it is too simplistic when it comes to understanding the relation 

between mind and world. It supposes that values must be just like things or objects in the 

world. But, of course, values are not entities. 

The simple internal model and fails and so we must now tum to an examination of 

the prospects of a sophisticated external theory. What, exactly, is a sophisticated external 

theory of reason? The simple external model utilizes and relies upon a correspondence 

conception of value. This, as we witnessed in the previous section, leads to seemingly 

intractable problems in formulating an objectivist conception of value. The simple internal 

theory borrows the correspondence conception of objectivity from the theoretical realm 

and applies it to the practical realm. Thus it takes both beliefs and desires to have the 

same referential quality. This kind of objectivism is what I shall call factual objectivism. 

The problem, however, is not with an objectivist conception of value itself but with the 

conception offactual objectivism. If the correspondence conception of truth (and so 

factual objectivism) is fraught with problems perhaps we ought to abandon it. 

Abandoning the correspondence conception of truth as the bulwark of objectivism opens 
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up new possibilities in the practical realm, or so I shall argue. Thus, the primary difference 

between the simple and sophisticated external theories is that the former relies upon a 

correspondence conception of truth, while the latter rejects this idea of mind-independent 

truth for a coherence account of justification 'where the concept of truth is understood in 

terms of maximal justification. Fact is simply that which we have maximal justification to 

accept in the theoretical realm. The analogous view in the practical realm is that value is 

simply that which we have maximal justification to pursue. 

There are, however, other important differences between the simple external model 

and the sophisticated external model. We noted that the difference between the simple 

and sophisticated internal models of reason was to be found in that the simple model 

invoked a much simpler psychology and account of deliberation. Each of the two 

components of the simple model was considerably less bold. The same holds in the case 

of the external theory. The simple external model, as we noted, relied upon a simple 

belief-desire psychology (albeit different from the belief-desire psychology of the internal 

theory). The psychology of the simple external model is often referred to as 

"cognitivism." It is essentially the belief-desire psychology ofthe internal theory with the 

added claim that desires have a referential quality or, what amounts to the same thing, that 

beliefs can be motivating. The sophisticated theory, as I formulate it, adopts a two-level 

psychology. According to it, there are two essential kinds of psychological states: 

normative states and non-normative (or natural) states. At each level there are states that 

we may refer to as beliefs or desires (broadly speaking). I shall divide normative states 
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into cognitions and evaluations and non-normative states into impressions and inclinations. 

So, we may refer loosely to cognitions and impressions as "beliefs" and evaluations and 

inclinations as "desires." This division of psychological states into two varieties will have 

important implications for rationality. A defense of this "normative psychology" will 

occupy us below. 

Another important difference between the simple and sophisticated external model 

is that the latter invokes a much more complicated conception of deliberation. In fact, as 

we witnessed in a previous section, the simple external model maintains that some ends 

are intrinsically rational or irrational, but it says nothing about how we come to such 

assessments. The theory simply draws a blank here and relies upon intuition or only 

vaguely compares this to perception. It is as if we suddenly and miraculously come to this 

kind of knowledge. The sophisticated model attempts to develop a conception of how we 

deliberate about ends (i.e., a conception of reflective deliberation). It understands 

reflective deliberation to be deliberation guided by reflective norms. 23 Deliberation guided 

by reflective norms allows us to develop a conception of the rationality of ends. 

Normative psychological states (Le., cognitions and evaluations) are simply those that 

have been arri~ed at after a process of deliberation guided by norms. Non-normative 

psychological states are those that have not been subjected to the scrutiny of normative 

deliberation. We will also devote some time to developing this more complicated 

conception of deliberation. 

231n fact, the sophisticated external model also maintains that teleological deliberation must be guided by 
nonos (as we witnessed in Chapter 3). 
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The final difference between the simple and sophisticated external model lies in 

how they understand norms and values. The simple model fails to make a distinction 

between norms and values. Normativity/value is simply something which is found in the 

external world and is modeled after factual objectivity. And this commitment to factual 

objectivity leads to the simple theory's problem in accounting for normativity/value. 

Norms/values must apparently have the same sort of ontological status as tables and 

chairs--they must be things out there in the world that we can simply perceive. This 

conception of norms and values as inhering in the external world gives rise to the 

ontological and epistemic problems mentioned above. The sophisticated model, however, 

makes an important distinction between norms and values. Norms are internal to the 

person and do not exist "out there" in the world. By this I mean that a normative 

capacity, as I have suggested, is the constitutive feature of agency. And, as such, norms 

are "internal" to the person, but external to a certain class of motivations (i.e., what we 

might call brute motivations). Norms themselves are guides or directives and rational 

norms are guides or directives of reasoning. As we shall come to see they play an 

essential role in our psychology and in deliberation. Values, on the other hand, are "out 

there" in the sense that we attribute them to external things which are the objects of our 

evaluation. Values are the result of our exercising our normative capacity in accordance 

with the appropriate norms. The simple model sees norms/values as part of the external 

world and in this sense lays claim to the title of an external theory of reason. The 

sophisticated theory is an external theory in two distinct senses. First, and perhaps most 
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importantly, it maintains that norms (those considerations which provide justification for 

our values) are external to our brute motivations (though they are decidedly internal to 

ourselves). Second, values are the properties of external objects constructed by our 

reflective deliberation about those objects. 

In summary, a sophisticated theory of external reason, then, is one that gives up 

the correspondence conception of objectivity for a coherence account that proceeds in 

terms of norms, adopts a more sophisticated psychology than the belief-desire psychology, 

utilizes a more complicated conception of reflective deliberation, and makes an important 

distinction between norms and values. The ultimate question is whether a theory that does 

all of this can do so in a way that sensibly fits together and captures psychological reality. 

The theory that I shall go on to develop in the remainder of this chapter is a sophisticated 

external theory of reason. However, before I proceed I should caution that the theory I 

offer is in many ways speculative and incomplete. It is certainly beyond the bounds of this 

project to attempt to address all the relevant questions and concerns. What I hope to 

show is that a sophisticated external theory (or what I shall call a "normative theory of 

reason") is a viable alternative to the dominant theory of practical reason. Of course, the 

ultimate aim of the project is to show that such a theory can help us to address important 

skeptical concerns in moral theory and we should not lose sight of this. 
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4.4 The Normative Foundation 

Before we seek to establish the normative foundation of the external theory I think 

it would be helpful to take up some important methodological issues regarding the 

development of the internal and external theories. When we developed the internal theory 

we did not even discuss norms--this is because the internal theory purports to be a 

naturalistic theory.24 Justification it maintains is internal to motivation, and so the picture 

we get is of theoretical reason channeling desires (natural psychological states) to their 

objects. But the theory must rely on theoretical norms for arriving at justified beliefs, and 

here it is always rather quiet (thinking that there is nothing problematic about such norms 

and its reliance upon them2s). The external theory makes no apologies about justification 

being external to motivation and so it cannot begin with natural psychological states, but 

must instead begin with what it takes justification to reside in (i.e., norms). Hence, we 

must begin with norms when developing the external theory. This will allow us in the next 

section to layout what I shall call a "normative psychology. II On this psychology some 

states are essentially tied to certain norms in the sense that they are the product of 

deliberation that proceeds in terms of certain norms of reasoning. Following the section 

on the psychology will be a section on deliberation, detailing the norms that guide 

deliberation and lead to the formation and revision of normative states. 

~4There is, of course, another option for the internal theory and that is to naturalize norms. We considered 
this option as developed by Allan Gibbard and rejected it. 
~sThese theoretical norms are often candidates to be naturalized by internal reason theorists. 



201 

The above methodological point makes clear the foundational role that nonns have 

on the external theory of reason. But what does it mean to give norms such a 

foundational role? It means that we are fundamentally normative beings. We may view 

ourselves in one of two ways. First, we may see ourselves as we see the world of things 

(i.e., as objects): This is to see ourselves as natural entities like billiard balls, automobiles, 

and other natural phenomena. The same causes and forces which operate on these things 

operate on us. To understand ourselves is simply to understand all the operating causes 

and forces. The second alternative is to see ourselves as agents (i.e., as subjects). To see 

ourselves as agents is to see ourselves as beings that have the capacity to understand the 

world about ourselves and to act upon it. To see ourselves in this way is to see ourselves 

as somehow importantly different from the rest of the natural world that does not have this 

capacity for agency. We find that we cannot help but to see ourselves as agents in virtue 

of our capacities rather than as simply objects operated on by causes and forces. It should 

be clear that the internal theory views us part of the world of things, while the external 

theory views us as distinct beings--as agents. An interesting consequence of this is that 

the internal theory asks us to see ourselves from the outside in an alienating way. If our 

agency is what is truly unique about us--if it is what is definitive of us--then the internal 

theory is problematic in that it asks us to neglect that. The external theory, however, has 

us see ourselves first from the inside. We are to begin by understanding what makes us 

what we are. This requires that we understand norms and our normative capacity. A 

normative capacity is simply a capacity to recognize and be guided by norms. 
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Furthennore, having this capacity, as we shall see, is constitutive of our agency. Once we 

have an understanding of ourselves from the inside, only then may we come to view 

ourselves as we come to view the world of things. The idea that we are fundamentally 

nonnative beings with a nonnative capacity will have an essential role to play in 

developing the nonnative theory of reason and will distinctively set it apart from other 

theories of reason. 

Let us now tum to our discussion of nonns. The fundamental assumption of the 

theory is that rationality must proceed in tenns of nonns. Rationality, as we shall 

ultimately come to see, is an inherently nonnative enterprise. Without recourse to a 

theory of nonns rationality would make no sense--we have already witnessed this in the 

arguments against the internal theory of reason. Given the important role of nonns in the 

theory it will be necessary to complete the following tasks: (1) to define and make sense of 

nonns, (2) to provide an account of how norms are justified, (3) to provide an account of 

the various norms of practical and theoretical deliberation, (4) to show that such an 

account makes sense, in the wider context, as a theory of rationality. We shall take up (1) 

and (2) in this section, we will tackle (3) in some of the remaining portions of this chapter, 

while (4) will have to await the next chapter. 

We shall start with the question of how nonns are to be defined. What is a nonn? 

In its most basic sense a nonn is simply a guide or directive that also contains an intrinsic 

standard of appraisal. To say that a nonn is a guide or directive is simply to point out the 

imperitival character of a nonn. This component of the idea of a nonn speaks to the 
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person to whom the nonn is addressed about what they ought or ought not to do. To say 

that a nonn contains an intrinsic standard of appraisal is to say that guiding or not guiding 

one's action by the nonn is the basis for positive or negative assessment according to that 

norm. This appraisal component of a nonn speaks not only to the person to whom the 

norm is a guide but also to all others who are capable of assessing that person. These are 

the two key components ofnonns: (1) an imperitival component, and (2) an appraisal 

component. There are many guides and directives which are not also standards of 

appraisal. For instance, arbitrary or simple commands. In fact, any imperative which does 

not have justificatory authority contains an imperitival component but lacks an appraisal 

component (it aims to guide or direct, but does not possess the proper authority to 

provide for positive or negative assessment). However, all standards of appraisal contain 

an imperitival component. Positive and negative assessment presuppose that an 

imperative applies to someone which they either have or have not appropriately responded 

to. Something must have both components to be properly considered a nonn. 

Given these two structural components of a nonn we can also distinguish norms 

based on the subject to which they apply. The subject ofa norm is detennined by the 

subject of the practice, activity, or exercise which the norm aims to guide or direct. For 

example, take the nonns oflogic. The nonns oflogic are guides or directives to inference. 

The norms oflogic tell us what inferences we may draw and what inferences we may not 

draw. Furthennore, the subject ofa norm also detennines the standard(s) of appraisal. If 

one is properly guided by the nonn in the activity or practice to which it applies, then one 
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is appraised positively in the tenns that appropriately relate to that subject. For instance, if 

one follows the nonns of logic in perfonning inferences, then one is appraised as logical, 

while if one does not follow these nonns one is illogical. In addition to having a subject 

norms also have an object. The object of a nonn is the end or aim of the practice to which 

it applies. In the case of logic the end or aim is preserving truth. 

Another important way to classifY nonns is according to whether they are universal 

or particular. Universal nonns apply to all agents irrespective of what practices or 

activities they engage in. For example, the nonns of logic are universal and apply to all 

agents. Particular nonns apply only to certain individuals or groups based on the 

practices or activities in which they are involved. The nonns of chess, for instance, apply 

only to chess players, the nonns of billiards to billiards players. Now this way of putting 

the difference between universal and particular nonns may make the difference seem wider 

than it really is. For we have characterized the difference in tenns of the activities or 

practices that agents engage in--where universal nonns but not particular nonns apply to 

all agents regardless of the activities or practices they engage in. However, when we note 

that agency itself is a practice this difference vanishes. Universal nonns, then, are actually 

nonns that guide or direct agency, they are conditions of agency as such. An agent, then, 

is one who has the capacity to be governed by the various universal nonns that constitute 

agency. One must be capable of some measure oflogic to be an agent (Le., be able to 

engage in the practice oflogic), but one need not engage in the practice of chess to be an 

agent (though one must do this to be a chess player). So the important difference that we 



should take note of between universal and particular norms is that universal norms are 

really the norms of agency, while particular norms are the norms governing the various 

practices and activities that agents may choose to engage in. 

We should also note a difference between individual norms and social norms. 
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There may be a tendency to confuse this with the previous distinction between universal 

and particular norms, but it is important that it not be. As we noted universal norms are 

the norms that provide the conditions of agency, while particular norms merely apply to 

the various activities that agents may engage in. The difference, however, between 

individual and social norms is that individual norms govern individual practices while 

social norms govern social practices. To more clearly understand this difference we must 

clearly differentiate individual and social practices. An individual practice is one in which 

the norms governing that practice apply to individuals as discrete and distinct individuals-

i.e., what it is rational for one person to do is not dependent upon what others do or have 

reason to do. A social practice, on the other hand, is one in which the norms governing 

that practice apply to individuals as members of some kind of social unit (two or more 

people). In the case ofa social practice what it is rational for one person to do is 

dependent upon what others do or have reason to do. Individual norms, then, are not 

responsive to other norms; social norms are responsive to other norms. For example, the 

norms of nutrition are individual norms--what is nutritionally appropriate for me to eat 

does not influence what it is nutritionally appropriate for you to eat. While the norms of 
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investment are social norms--what is economically sound for me to invest in is influenced 

by what it is economically sound for others to invest in. 

Norms also come in two other'important varieties that we should note: content

based norms and procedural norms. The difference between these two types of norms 

concerns how they govern and direct practices. Content-based norms directly govern 

practices by specifYing what an agent mayor may not do in engaging in that practice. 

Content-based norms are generally codifiable into clearly defined rules that may be applied 

in an almost mechanical sort of way. Content-based norms, then, simply suppose that we 

have a capacity to recognize the norms and be guided by them in our actions. Many of the 

most common nonns are of this variety. For instance, the nonns that make up the rules of 

a game are generally content-based norms. The rules of chess which specifY that the 

bishop may only be moved to a square that is on an unobstructed diagonal line from the 

current position. Most content-based norms are simply norms that we have created to 

define a practice and they are simply to be followed insofar as they constitute that practice. 

The norms of chess define the game and one who does not follow the norms of chess 

cannot be considered to be playing chess. Procedural norms, on the other hand, 

indirectly govern a practice in that they specifY a procedure or method that is to be utilized 

to engage in a practice and accomplish the ends of the practice. Procedural norms then do 

not specifY a detenninate action but rather specifY the use and employment of a procedure. 

The outcome of a procedural nonn is not specified in advance, but must await the careful 

application of the procedure. Procedural norms rely upon our having not only a capacity 
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to recognize and be guided in our actions by the norms themselves, but also additional 

capacities involved in the utilization of a procedure or method. Procedural norms thus 

presuppose more sophisticated capacities and they are not readily transformed into a 

clearly defined set of rules. Procedural norms, then, work roughly as follows: the norm 

guides and directs us in the use of a procedure; our engagement in the procedure requires 

the use of additional capacities on our part; and the outcome of the procedure then guides 

or directs us in action. However, the outcome(s) of procedural norms may ultimately be 

systematized and cast into clearly defined rules or something more like them. In this way 

procedural norms can give rise to content-based norms. Procedural norms are perhaps 

less common, but we can provide some examples from the legal domain. For instance, the 

norms which constitute the practice of trial by jury. A procedure is to be followed to 

assess the defendant's guilt or innocence--an adversarial trial by jury. The outcome of the 

procedure is considered trustworthy if the procedure has been carefully applied. 

Finally, norms are not all equal. Some norms are more basic than other norms. 

We have already seen that procedural norms may give rise to content-based norms. When 

this occurs the procedural norms are the more fundamental. The resulting content-based 

norms fall under those procedural norms. Content-based norms may also give rise to 

additional norms. This results in a hierarchical structure of norms. Let us call this 

hierarchical structure of norms the "normative network". The idea of a normative 

network has a couple of important implications. First, adhering to a particular norm may 

result in positive appraisal in that subject or domain, but may simultaneously violate more 
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fundamental nonns and so result in overall negative appraisal (or vice versa). Second, the 

elimination or revision of more fundamental nonns may call into question less fundamental 

norms. Third, the recognition of additional nonns is constrained by the more fundamental 

nonns that one already recognizes. We shall further discuss these implications of the 

normative network where appropriate as we proceed. 

Our concern here is to explicate rational norms, so the question we must ask 

ourselves is what are rational norms? Recall that norms are guides or directives that 

function as standards of appraisal. So our question can be rephrased as, "what kinds of 

guides or directives are rational norms and how do they function as standards of 

appraisal?" Rational norms, first of all, pertain to the subject of reasoning. So they are 

guides or directives about reasoning. And they function as standards of appraisal in the 

sense that one who is guided by them is rational, while one who fails to be guided by them 

is irrational. Second, rational norms are universal and not particular nonns. Rational 

norms apply to all agents irrespective of the practices in which they engage because 

rationality is a condition of agency itself. An agent, as we ordinarily understand it, is 

simply a rational being. It does not make sense to speak of an "irrational" agent (in the 

broadest sense of the tenn). Third, rational nonns are individual nonns. Rational norms 

apply to individual agents discretely in the practice of agency itself. Rational norms 

themselves are not directly contingent upon the rationality of other agents and whether or 

not they are properly guided by those nonns. Fourth, rational nonns are procedural 

norms. They guide those to whom they apply indirectly in the use of a procedure or 
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method of reasoning where the end of reasoning is not reasoning itself but an end beyond 

reasoning. Fifth, rational norms are the most fundamental norms in our normative 

network. As norms which are constitutive of agency itself rational norms provide us with 

the most fundamental guides and standards of appraisal and constrain the adoption, 

revision, and elimination of other norms. So, in summary, rational norms are universal 

individual procedural norms that govern and direct reasoning that are the most 

fundamental norms in an agent's normative network. 

Thus far we have considered what norms are and some of the different types of 

norms. But now we come to the important question of how norms are justified. There is 

not any kind of simple and straightforward answer to this diffic~lt question. Ifthere was 

there would not be so much controversy surrounding norms. But at the same time we 

should not fall prey to thinking that this controversy is an indicator of the non-existence or 

non-justifiability of norms. There are, in fact, a few important things we can say about the 

justification of norms. First, recall that we have already defined norms as guides or 

directives that also function as standards of appraisal. We have called these two 

components of norms, respectively, the imperitival component and the appraisal 

component. Now norms can only be justified when the imperitival component and the 

appraisal component stand in the proper relation to one another. That is to say that norms 

may be justified when they are effective as guides and directives (to that which they are 

guiding and directing) and when the standards of appraisal are appropriate and contribute 

to the effectiveness of the norm. We might put this point by saying that for a norm to be 
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justified it must first pass a test of internal coherence, which requires that the two 

components of the norm stand in the proper relation to one another. Any norm which fails 

to be internally coherent cannot be justified. Second, we must consider where the norm 

fits into the normative network. Less fundamental norms can be criticized from the point 

of view of more fundamental nonns. Perhaps there is a higher level norm that would 

constrain the norm in question. Justification must always consider whether the norm is 

sanctioned or not by more fundamental norms. But this form of justification does nothing 

for the norms we are now concerned with (i.e., rational norms). For we have already said 

that rational norms are the most fundamental norms. So how can rational norms be 

justified, if not by recourse to other more fundamental norms. A complete answer to this 

question will have to await an explication and discussion of rational norms themselves, but 

in the meantime there are two things we might say. 

First, it is important to keep in mind that rational norms are the most fundamental 

norms that constitute the very condition of agency. If this is right, then rational norms 

cannot be justified by other more fundamental norms. However, we might begin to justifY 

the fundamental norms of rationality by offering a kind of transcendental justification. The 

best proof or justification we can offer for the most basic of norms is that they are 

required to make sense of our life as agents. We take our agency itself as a given and 

from that we ask ourselves what must be the case if we are to be capable of agency. In 

this way we transcend from an intimate acquaintance with our own agency to the 
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conditions which make it possible, where these conditions require the postulation of the 

fundamental rational norms. 

Second, once we have this transcendental justification in hand we might then 

proceed to address whether these fundamental rational nonns justify themsel,-:,es, since we 

cannot appeal to anything beyond the norms themselves in the attempt to justify them. 

The idea is simply that being fundamental rational nonns must be self-justifying. Now if 

rational nonns were simply content-based norms, then it is not at all clear how they could 

be self-justifying unless they are self-referential norms (in which case they could not really 

function as fundamental norms). However, rational nonns are procedural norms and not 

content-based norms. This allows us the possibility of applying the procedure to itself to 

determine whether it sanctions itself. We may begin by applying procedure P(l) to itself 

which may sanction most of P( 1) but which might require some revisions. Let us call the 

revised P(l), P(2). Ifwe then apply P(2) to itself we may find additional revisions are 

called for. This process of reflective justification may ultimately reach some kind of 

equilibrium such that procedure P(n) is self-justified. This is not to say that we will ever 

clearly and conclusively reach this point. Part of rationality must surely be occasionally 

putting ourselves through these paces and carefully revising our conception of rationality 

itself Whether the conception of rationality we go on to fonnulate can pass such a test by 

approximating the self-justifying state is an open question. However, I simply do not see 

any other ways in which we might justify the most fundamental norms which constitute 

agency. 
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4.5 A Normative Psychology 

A psychology is really nothing more than a framework for conceptualizing the 

mental life of agents. Agents, unlike mere things, reason and act and a psychology is 

necessary for understanding each of these. When an agent acts we want to be able to 

explain that action not simply as the result of ordinary causes and effects that are in some 

sense happening to the agent, but as emanating from the agent herself. We want to see the 

agent's act from the inside and not just from the outside. Some actions, such as those the . 

agent had little or no role in, may be better seen from the outside. But many actions can 

only be properly understood from the inside--these actions are commonly referred to as 

"intentional." A complete understanding of intentional actions also requires that we 

have some conception of how an agent reasoned prior to performing an action. What 

processes went into the agent seeing things the way she did? A psychology provides us 

with the concepts necessary for this understanding. Furthermore, though the 

contemporary emphasis in psychology is in explaining behavior, things were not always 

this way. In fact, psychology has its primary origin in the aim of ascertaining what we 

ought to do. In the Republic Plato formulates a psychology to address fundamentally 

normative issues--what is the best life to lead? And the subsequent history long continued 

in this vain (from Hobbes to Freud). The current focus on explanation to the exclusion of 

justification is, I think, an aberration. Thus, we can add that a psychology must also 

provide a reasonable foundation upon which to offer an account of justification. All in all, 
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the three things that a psychology must provide include: (1) an account of action (or the 

external manifestation of the interaction of an agent's psychological states); (2) an account 

of deliberation (or the internal interactions of an agent's psychological states); and (3) a 

foundation for a justificatory theory. 

The belief-desire theory that is essential to the internal theory, I have already 

argued in Chapter 3, can neither explain action nor account for deliberation. The belief

desire psychology is a naturalistic psychology. The states it invokes are natural 

phenomena that may be investigated empirically. The naturalistic character of the belief

desire theory is responsible for seeing these states as dispositions--for otherwise they 

would be difficult to investigate. Desires are taken to be impelling forces and beliefs are 

taken to be things which connect and channel desires. A consequence of this naturalistic 

psychology is that it fails to see us from the inside. The price we pay for trying to subject 

human action and reasoning to empirical investigation is that we lose all of the subtlety of 

human action and reasoning. The perspective of the empirical psychologist is typically far 

removed from that of the agent. We are thus alienated from the way we see things and 

when we try to understand others via a naturalistic psychology we do not get an accurate 

picture of their mental life either. The belief-desire psychology in its various permutations 

cannot account for psychological reality. Even in its sophisticated form when it makes a 

distinction between first-order and second-order desires it cannot account for the 

commitment of certain psychological states, nor can it account for the authority of 
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reflective deliberation. Hence, I believe, we must reject the belief-desire psychology of the 

internal theory for what I shall call a "normative psychology. " 

A normative psychology, I will argue, allows us to make much better sense of 

human action and reasoning and is necessary to a complete understanding of justification. 

A normative psychology involves a radical reform of the belief-desire psychology in that it 

maintains that there are two importantly different kinds of psychological states: normative 

psychological states and non-normative psychological states. An entirely new kind of 

psychological state is being added to the non-normative states of the belief-desire 

psychology. The normative psychology makes a levels distinction like a two-level desire 

theory, but the nature of the levels is importantly different. On a two-level desire theory 

the ultimate problem is that no account can be offered of the authority of the second-order 

desires. But ,vith the normative psychology the normative level is inherently superior to 

the non-normative level. 

Joseph Butler sought to develop just such a psychology in his Fifteen Sermons. 

He criticizes the Hobbesian psychology as a psychology of "brutes". Brutes act according 

to the strength of their instincts or desires. This strength model, however, does not 

adequately characterize humankind. Instead, Butler opts for an authority model. 

Appetites, passions, affections, and the principle of reflection, considered merely as 
the several parts of our inward nature, do not at all give us an idea of the system or 
constitution of this nature: because the constitution is formed by somewhat not yet 
taken into consideration, namely by the relations, which these several parts have to 
each other; the chief of which is the authority of reflection or conscience. It is 
from considering the relations which the appetites and passions in the inward frame 
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have to each other, and above all the supremacy of reflection or conscience, that 
we get the idea of the system or constitution of human nature. 26 

This idea of the relation between a superior part and an inferior part is key to 

understanding human psychology according to Butler. It is essential, according to Butler, 

if we are to make sense of the idea of humans being "by nature a law unto themselves". 27 

And for this idea (i.e., autonomy) Kant is indebted to Butler. Brutes are not fully agents--

they are acted upon by forces rather than act themselves. Only a psychology which 

invokes a superiority relation among the faculties that make up our psychology can make 

sense of agency. 

It is by this facuIty, natural to man, that he is a moral agent, that he is a law to 
himself: but this facuIty, I say, not to be considered merely as a principle in his 
heart, which is to have some influence as well as others; but as considered as a 
faculty in kind and in nature supreme over all others, and which bears its own 
authority of being SO.28 

This superior facuIty, according to Butler, has the role in practical reasoning of passing 

judgment on the inferior faculties. 

But there is a superior principle of reflection or conscience in every man, which 
distinguishes between the internal principles of his heart, as well as his external 
actions: which passes judgement upon himself and them; pronounces determinately 
some actions to be in themselves just, right, good; others to be in themselves evil, 
wrong, unjust. 29 

Butler then goes on to develop and defend his authority model alternative to the 

Hobbesian strength model. I mention Butler's theory not because I think it an adequate 

~6ButJer (1991, p. 327). 
~7ButJer (1991, p. 3.\.9). 
~8ButJer (1991, p. 351). 
~~utJer (1991, p. 351). 
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account (in fact, there is much that is undeveloped in Butler's account), but because it is a 

genuine alternative to what is surely the dominant conception of practical reason and 

deserves further attention. Hume would later come along and incorporate some of 

Butler's ideas, but without ultimately moving outside the confines of the Hobbesian 

conception of reason. 

We must now proceed to take a closer look at the psychology invoked by the 

normative theory of reason. Within each of the two levels ofthe theory (i.e., the 

normative and the non-normative) there are states that correspond roughly to beliefs and 

desires as we ordinarily think of them (i.e., beliefs as representational states and desires as 

motivational states). Within the class of non-normative states there are what I shall call 

impressions and inclinations. Within the class of normative states there are what I shall 

call cognitions and evaluations. Beliefs (broadly construed) divide into impressions and 

cognitions, while desires (broadly construed) divide into inclinations and evaluations. 

This, however, is only the most basic overview of the normative psychology. An 

adequate explication and defense of a normative psychology will require four things: (1) a 

specification of the nature of normative (Le., cognitive/evaluative) states; (2) ajustification 

of the independence and existence of normative states; (3) the relationship between (the 

various psychological states) normative and non-normative states (Le., between 

evaluations/cognitions on the one hand and impressions/inclinations on the other in 

accounting for action and deliberation); and (4) the success of the normative psychology 

as a psychological theory (i.e., its success in accurately rendering the various features of 
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our mental life, such as commitment). I shall focus on (1) and (2) in this section. We will 

turn to (3) in subsequent sections of this chapter, while (4) will have to wait until Chapter 

4. 

What is it that distinguishes non-normative and normative states? We have already 

said what non-normative states are. What, then, about normative states? First of all, 

normative states, in brief, are states that are arrived at after deliberation guided by norms 

(we shall have to wait until the next section when we discuss deliberation to see how this 

process works). Normative states thus presuppose a capacity to deliberate in accord with 

norms. A precondition for a being having normative states is that that being has a 

normative capacity. This means that normative states are more sophisticated than 

impressions and inclinations since they are arrived at only after the agent in question has 

utilized her normative capacity in deliberation--a capacity that a being capable of only non

normative states does not have. Related to this is a second difference: that normative 

states involve a kind of judgment. Normative states are not simply impressed upon us like 

non-normative states, but rather we take an active role in forming them. We are afflicted 

with inclinations and are impressed upon by impressions, but we judge whether to believe 

in the case of cognitions or whether to value in the case of evaluations. Normative states 

are up to us in a way that non-normative states are not. Third, normative states aim at 

something and can be assessed according to how well they meet that aim. Cognitions aim 

at discovering truth or fact; evaluations aim at discovering value. Now since we have 

already rejected a simple correspondence conception of truth, the aim of cognitions cannot 
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be seen in any such simple respect. The aim of cognitions (and so the theoretical agent) is 

fact (or loosely truth, where truth must be understood as the best warranted judgments 

that result from theoretical reflective deliberation governed by the norms of cognitive 

inquiry). Normative states may be assessed according to how well they approximate to 

their respective aim. It is supposed that normative states such as the cognition that "high 

cholesterol leads to heart disease II can be assessed as right or wrong, more or less true, 

rational or irrational, probable or improbable, etc.. Normative states are intrinsically 

subject to rational appraisal. This however is not the case for non-normative states. 

States such as impressions and inclinations are not themselves capable of being rationally 

appraised. We may of course do so in a kind ofindirect way (or an extended sense). But 

we do not say that the impression that the stick appears bent in the water is itself 

irrational. We are merely afilicted with non-normative states and since they are not a 

matter of judgment we are not to be held rationally responsible for them.30 The person 

who loses touch with reality and is insane is in a different position than the person who 

misapplies certain norms of reasoning which leads to poor judgment--the former may not 

even be a rational agent, the latter is irrational. Fourth, normative states, but not non-

normative states, are persistent and stable over time. Insofar as normative states are 

arrived at after deliberation guided by norms and involve a kind of judgment they reflect 

an agent's best judgment and for this reason take on a kind of inertia or persistent 

character. They reflect a kind of commitment on the part of the agent--note that we often 

3o.rhough, as we shall come to see, we can be held responsible for acting upon them or allowing them to 
have undue influence upon our normative states. 
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refer to such states as an agent's convictions. This is not to say that normative states are 

permanent. Normative states may be revised, but revision requires weighty competing 

considerations. The persistent or stable character of normative states means that they are 

stored in memory and may be recalled for future use. Non-normative states, however, are 

fleeting and do not embody any kind of commitment on the part of the agent. Fifth, 

normative states, given their stable character and commitment, are rationally controlling or 

authoritative in ways that non-normative states are not. Non-normative states may affect 

their control on us by influencing us or causing us to reason or act in some way. In such 

situations we would actually say we lack control over ourselves. Normative states, 

however, exhibit rational control over our reasoning and action. Cognitions will typically 

exert control over our reasoning, while evaluations will typically exert control over our 

actions. A cc;>gnition that flying is very safe may enable us to overcome our ungrounded 

(no pun intended) fear of flying. Likewise, an evaluation that our long-term health is very 

important may enable us to resist the urge to eat fatty and unhealthy foods. They have this 

kind of influence because of the norms they embody. Since normative states are the result 

of deliberation guided by norms they come to inherit the justificatory force of the norms 

that gave rise to them. In summary, then, normative psych910gical states are states that 

are arrived at after deliberation guided by norms of reasoning available to beings with a 

normative capacity. They involve judgment, are subject to rational appraisal, are 

persistent over time, and they are rationally controlling. One is attached to one's 

normative states in a way unlike one's non-normative states. The totality of one's 
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cognitions one's beliefs, and one's evaluations one's values. This, I think, satisfactorily 

completes our first task: an explication of the nature of nonnative states. 
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What reason do we have to accept the independence or existence of nonnative 

states? In other words, given the above definition of nonnative states do we have reason 

to think that there are any such states as opposed to mere beliefs and desires in the narrow 

sense? A complete answer to this question will partly depend upon whether or not we can 

make sense of deliberation guided by nonns in the next section. However, there are a 

number of reasons that we can adduce here for thinking that there are nonnative states. 

First, intuitively we all know the difference between impressions that we cannot but hold 

(that there is a table before me) and cognitions (that gun control will reduce crime and 

death) and between inclinations (I want some ice cream) and evaluations (I should eat a 

healthy diet). We find that some states impinge upon us, while others we arrive at after 

careful judgment. So there is clearly this kind of experiential evidence. The distinction 

may not be entirely hard and fast, but that is okay since nothing we have said precludes the 

view that some nonnative states are more justified or firmly established than others. 

Certainly there are clear cases of nonnative and non-nonnative states. Second, even non

nonnative states are not entirely free of all aspects of nonnativity. A state that allows me 

to believe that the thing before me is a table requires concepts. Concepts such as a 

"thing", "table", "out there" or "not me", and some notion of identity (the "is" relation). 

IdentifYing both objects of belief and objects of desire requires various concepts and 
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categories. We may organize the world in different ways and how we do so may have 

implications for how the world impresses itself upon us. So even though we are afflicted 

by impressions it is not as though they are entirely free of our influence. The conceptual 

underpinnings of impressions and inclinations may well be subject to some kind of 

normative assessment, but this will be rather subtle and complicated and is not generally 

relevant to their status as non-normative states. The upshot of this is that entirely non

normative states are not a genuine possibility and so necessarily we must admit that there 

are normative states. Third, and connected with this idea is that normative states are 

essential for understanding action. Beliefs and desires narrowly conceived as non

normative states cannot alone provide us with a coherent account of action. The entire 

belief-desire psychology is too mechanistic in its reliance on the metaphor that beliefs are 

inert and simply direct desires which are motivationally efficacious to their objects. The 

picture is one of beliefs as switches on train tracks, while desires are the powerful trains. 

But this picture should not be taken seriously. It does not tell us anything about how 

beliefs and desires (or non-normative states in general) hook up or can fail to hook up. 

Simple beliefs and desires do not automatically generate action, instead they rely upon an 

aim, a context, an awareness, and practical reasoning. We currently have many desires 

and beliefs that could hook up to result in action but do not. What separates those beliefs 

and desires that do generate action or change in belief from those that do not is 

deliberation that results involves the formation of normative states--Le., cognitions and 

evaluations. Unless we deliberate in such a way that we realize that we desire X, evaluate 
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that we ought to desire X, believe that we can obtain X by doing Y, we will not Y in a 

fully intentional way. We may well Y in some situation without quite knowing why, and 

upon reflection we may come to attribute our Y -ing to certain beliefs and desires. But in 

this latter case it is almost as if the beliefs and desires are acting upon us rather than us 

acting. So it turns out that normative states are essential to understand fully intentional 

action. 

We have thus far completed the first two steps of our defense of the normative 

psychology. First, we elaborated on the nature of the normative psychological states that 

comprise the building blocks of the normative psychology. Second, we elucidated some 

of the justifications for positing normative states. Our remaining tasks are to outline the 

relationship between the various psychological states in terms of action and deliberation 

and to show that the normative psychology can better account for the various features and 

phenomena of our mental life and so provides a more accurate rendition of practical 

reasoning. However, as we noted at the beginning of this section, these tasks requires that 

we completely develop the theory before we are able to assess the normative psychology 

in these respects. It would be premature at this point to even speculate about how 

successful the theory could be until we have worked out all the relevant implications. 

Hence I will put this on hold for the time being and will move on to discuss the next 

.' 
component of the theory--the account of deliberation--and finally how the psychology plus 

deliberation guided by norms together generates a conception of rationality. Once this is 

done we can begin the arduous process of working out the implications of the theory in 
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the next chapter at which point we will be in a better position to judge the worth, not only 

of the normative psychology, but of the entire normative theory of reason of which the 

normative psychology is a central part. 

4.6 Normative Deliberation 

An account of deliberation, when combined with an appropriate psychology, is 

what allows one to formulate an account of justificatory reasons. Deliberation is nothing 

but a mental process which results in either belief (in the case of theoretical reason) or 

action (in the case of practical reason). Justificatory reasons, then, for believing or acting 

are understood to be reasons to believe or act as one would were one to "deliberate 

correctly" as Williams claims.31 It is for this reason that we must develop an account of 

deliberation. What is it to "deliberate correctly"? Williams thinks that deliberation is 

constrained to teleological forms, though this as we saw is problematic--since he wants to 

allow for rather sophisticated forms of deliberation. Can we deliberate only from 

antecedently given ends or may we deliberate about our ends themselves? In at least some 

forms of reflection we at least take ourselves to deliberate about ends. However, the 

internal theory seems as though it might be able to account for something much like this 

by distinguishing between first-order and second-order desires. One might try to account 

for the reflective standpoint as the standpoint of second-order desires where one 

deliberates from these desires to one's first-order desires. But we argued that this "two-

31Williams (1981. p. 109). 
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level" theory, though better than the prior formulations of the internal theory, still suffers 

from a dilemma: either second-order desires explain the capacity for reflection or the 

capacity for reflection explains the second-order desires. The first hom of the dilemma 

leads to what we called the problem of the second-order wanton--a reflective capacity is 

reduced to the motivational priority of second-order desires whatever they happen to be. 

The second hom of the dilemma seems to be the better choice. This is certainly the way 

that one ought to go. But this approach is inconsistent with the tenets of the internal 

theory. However, it is interesting that it is not inconsistent with the tenets of the external 

theory. In fact, such an account is precisely what the external theory calls for when it 

comes to accommodating reflective deliberation. 

The sophisticated external theory, like the sophisticated internal theory, invokes a 

two-level psychology as we witnessed in the prior section. But instead of referring to 

these two levels as "first-order" and "second-order" the external theory stresses the 

difference in kind between the two levels as we noted above. Thus, we have: the non

normative and the normative. The non-normative level is comprised of psychological 

states that afllict us or impinge upon us. The normative level is comprised of 

psychological states that we arrive at by deliberation utilizing our normative capacity. 

This normative capacity is what allows us to engage in reflective deliberation. This 

normative capacity is constituted by our capacity to reason in accordance with norms 

(whether they be instrumental or reflective norms). This normative capacity is the core of 

who we are and is responsible for our being agents as we noted above. I am not primarily 
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concerned to address the issue of instrumental norms of reason, but we should note that 

the internal theory in effect invokes these as if they are somehow categorically different 

from other sorts of norms and not problematic in the least. But these are definitely norms 

in the sense that they are taken to issue requirements about how one's motivations are to 

be channeled and it seems to be covertly supposed that they do not issue from one's 

motivations (to suggest that they do would be circular--it would be to say that they 

regulate one's motivations and one's motivations generate such regulations).32 The 

external reason theorist, however, contends that these instrumental norms are full-blooded 

norms which have authority over us insofar as they are constitutive of a portion of 

rationality and it is in virtue of our capacity to recognize this that we rational agents of at 

least this sort. Let us now turn to the issue of the norms of reflective deliberation. 

Reflective deliberation, as we noted in Chapter 3, involves a stepping back from 

one's standpoint to a more "reflective" standpoint. From one's engaged and incomplete 

standpoint one may fail to give proper regard to all the relevant considerations. In the 

case of the internal theory we said that reflective deliberation involves two structural 

components: (1) generation, and (2) weighing.33 These two structural components are 

also part of the external theory's account, but they work somewhat differently. I argued 

that part of the problem with the internal theory's account of reflective deliberation about 

3~his could be rendered non-circular if one simply stipulated that we are constructed such that the 
"norms" of instrumental reasoning were somehow built into us. Not only is this an uninteresting thing to 
sav, it is also clearlv false. 
33in the case of m~s-oriented reflection it involves the generation of alternative means and a weighing 
of the alternatives. In the case of ends-oriented reflection it involves the generation of other ends that 
support or compete with the end in question and a weighing of whether these other ends support or oppose 
the end in question. 
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ends is that it failed to capture genuine reflective deliberation. It understands reflective 

deliberation to be something which aids one in furthering the ends that one antecedently 

happens to have. I shall now try to formulate the external theory's account of reflective 

deliberation in a way that captures the genuine nature of reflective deliberation about ends. 

Let us suppose that there are correct and incorrect answers to questions about 

value (I shall aim to show this subsequently). And let us also suppose that we have a 

capacity to experience value (I shall also take up this issue below). And finally, let us 

suppose, as seems plausible, that if there are correct answers to questions about value that 

we can be and are sometimes wrong or mistaken. We are not infallible in the case of 

cognitions, nor are we infallible in the case of evaluations. Given these kinds of 

suppositions reflective deliberation is understood to be the way for us to exercise our 

capacity to experience value such that we discover the correct answers to our questions 

about value. Reflective deliberation about ends, then, aims at properly forming 

evaluations--a kind of normative state. We form evaluations out of our inclinations--a 

kind of non-normative state. We do this by subjecting our inclinations to reflective 

deliberation. Reflective deliberation proceeds in terms of various norms which help us to 

get at the right answers about questions of value. There are multiplicity of such norms. 

We utilize these norms so that we may generate an experience of all the relevant values for 

the object of our consideration. Having done this we are in the difficult position of 

weighing the competing values so that we may assign a value to that object. The norms 

which I shall elucidate include the following: (1) proper state of mind, (2) sufficient 
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experience, (3) imagination, (4) attention, concentration, or focus, (5) ample or repeated 

reflection.34 

When we form evaluations out of our inclinations we must be sure that we are in 

the proper frame of mind. Being in the proper frame of mind ensures that we are not 

unduly influenced by various extraneous factors. When sick, under stress, intoxicated, 

emotionally troubled, depressed, etc. we are significantly more likely to mis-evaluate (or 

mis-perceive in the case of belief) and, furthermore, to fail to realize that we are doing so. 

The norm which requires we evaluate from a proper state of mind is reflective in two 

senses. First, in that it requires that we be self-aware. We must as we go about the 

business of evaluating, simultaneously attend to our state of mind and the influence it may 

have on our evaluations. Second, to the extent that we can it requires that we remove 

ourselves from colored state of mind and attempt to adopt a more neutral state of mind. 

Having targeted those aspects of our state of mind which might exert an undue influence 

we must then try to eliminate them. If this cannot be properly done, then it may be that 

we ought to postpone our attempt at evaluation. Reflectively deliberating with the proper 

state of mind is a norm that we all recognize. For instance, we acknowledge that it is not 

good for people to make decisions about whether to commit suicide when clouded by 

depression. A proper state of mind is no doubt a prerequisite for proper evaluation. 

Second, correct evaluation requires that we have sufficient experience with the 

object of our evaluation. Both Plato and John Stuart Mill realized that sufficient 

34There may be still other norms, these are meant to give an idea of what sorts of things reflective 
deliberation involves. A fully worked out theory would require that considerably more be said. 
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experience is essential to proper evaluation. Plato captures this idea in the following 

dialogue: 

In this dispute about the pleasures of each class and as to which of the 
three lives as a whole is not merely better and nobler but actually pleasanter or less 
painful, how is one to know whose judgement is the truest? . 

I am not prepared to say. 
Well, think of it in this way. What is required for a sound judgement? Can 

it rest on any better foundation than experience, or insight, or reasoning? 
Surely not. 35 

Plato then proceeds to argue that the best judge is he who has experience of all of the lives 

in question. Mill seems to almost borrow this very idea from Plato in his account of 

higher and lower pleasures, he writes, 

If I am asked what I mean by difference of quality in pleasures, or what makes one 
pleasure more valuable than another, merely as a pleasure, except its being greater 
in amount, there is but one possible answer. Of two pleasures, if there be one to 
which all or almost all who have experience of both give a decided preference, 
irrespective of any feeling of moral obligation to prefer it, that is the more desirable 
pleasure.36 

The proof of value is to be found in experience. However, not just any amount of 

experience since we realize that we tend to change our minds about things early on, but 

after repeated experience our responses tend to stabilize. We know that many of the finer 

qualities of things are lost on us at first experience and that these things may be "acquired 

tastes". MdnY times in such cases we trust the findings of those who have gone before us 

and tell us that there are subtle appreciations that await our patience and often we find 

them to be right. We must give our capacities an adequate chance to become engaged 

35Plato (1974. pp. 307-308). 
36Mill (1979. p. 8). 
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with all the qualities that are there for our potential experience. The norm of sufficient 

experience is reflective in that it requires that we realize our unexperienced evaluations 

may be wrong and that we must step back from this standpoint and gain more experience 

before we are in a position to judge. The norm of sufficient experience, then, requires that 

we engage the world with our evaluative faculties. 

Third, proper evaluation requires that we fully utilize our imaginative powers. As 

important as experience is it is notoriously incomplete. We can never be certain that we 

have fully experienced the object(s) of our evaluation. In some cases it may simply not be 

possible to do so. In such cases utilizing our imaginative powers can supplement or stand 

in for this absence of experience.37 We can ask our imaginative powers what something 

would be like. Take the problematic case of evaluating two alternate lives--the doctor and 

the artist. We cannot, as it were, live each of these lives before we choose, rather we must 

choose and then live with our choice. In such a case imagination has an important role to 

play. For we can imagine what each of these lives might be like--the life of the doctor 

busy, exhausting, financially rewarding, alternately personally rewarding and frustrating, 

stressful, etc.; the life of the artist lonely, financially trying, alternately creatively rewarding 

and frustrating, etc.. The more powerful our imagination the better we will be able to 

bring out these various value considerations and factor them into our choices. 

Imagination is clearly reflective in that it asks us to remove ourselves from our present 

situation and place ourselves into another situation that we might possibly find ourselves 

37Though, of course, effective imagination itself requires some measure of experience. 
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choices we face in our lives. 

230 

Fourth, proper evaluation requires what we might call attention, concentration, or 

focus. The idea is that by attention one can make the best use of one's evaluative faculties. 

Given the constraints and fallibility of our faculties the possibility of misapprehending 

value increases greatly when we spread them too thin by failing to fully focus on the object 

of our evaluation. In addition, it is not enough simply to carelessly experience something. 

Our experience must be of a certain qualitative character. Attention also allows us to gain 

the full impact and vividness of an experience. Instead of merely coming to understand or 

experience something in a dry or mundane cognitive fashion we come to understand it in 

all its vividness and robustness. We have all noticed how when we focus our attention on 

some task at hand how much more effective we become--the same hold for exercising our 

evaluative capacities. 

Fifth, we must amply and perhaps repeatedly engage in reflection. Reflection is 

not reasoning that involves a decision procedure. There is no formula or set of rules that 

we can mechanically apply to get the right answer to questions of value. This should 

neither come as a surprise, nor should it be consid~red problematic. In science we do not 

have rules that we can mechanically apply to get the right answers about the world. 

Science is a serendipitous enterprise and so too is evaluation. We never really know how 

and when our discoveries will come, but we do generally know that the only way they will 

come is if we engage in reflective deliberation. The norm of ample or repeated reflection, 
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then, may be understood in a number of ways. First, it supports or supplements some of 

the other norms we have discussed. Repeated reflection ensures that we minimize the 

possibility of being unduly influenced by the improper state of mind. And it maximizes the 

impact of experience, imagination, and attention. Second, it is important to our general 

development as rational beings. Only if we continually scrutinize our basic commitments 

will our values truly reflect who we are. 

These, then, are norms of reflective deliberation about ends (though perhaps not 

all). They guide us in forming our evaluative states. They do not, as it were, guarantee 

that the evaluative states we form will correctly discern value, but they do constitute our 

best method for getting at values. These norms operate for both the process of generating 

the various value features of objects and for weighing the value of alternative objects. 

People who do not subject their non-normative states to reflective deliberation in 

accordance with these norms fail to evaluate in a fully rational manner. They are the 

proper subjects of our rational censure. When we follow these norms of reflective 

deliberation we reason rationally and ensure that our values are authentic to the fullest 

degree that our capacities are capable of. 

4.7 Rationality and Irrationality 

We now have all the main parts of the sophisticated external theory before us and 

so it should be fairly clear what it is going to say about rationality (at least rational 

deliberation), but there is more to rationality than rational deliberation (despite the internal 
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theory's contrary implications--yet another shortcoming as we shall come to see). The 

psychology and account of deliberation are supposed to join together (under either a 

naturalistic or nonnative framework) and give us an account of practical reasoning and so 

the rationality of action (our ultimate concern in a theory of practical reason). So we must 

now tum to the conception of rationality itself on the sophisticated external theory of 

reason. 

I will argue that rationality/irrationality divides into three main types: (1) capacity 

rationality, (2) deliberative rationality, and (3) the rationality of action. However, it is 

important to note that failures of each kind can influence our assessment of action as 

rational or irrational. Failures in rational deliberation lead to what I shall call impure 

irrationality of action (the action is irrational insofar as it is founded on irrational 

reasoning--i.e., improperly fonned cognitions or evaluations). But there are also failures 

of the rationality of action as such--I call such actions purely irrational. In what follows I 

shall discuss this different fonns of rationality/irrationality. 

However, before we are productively able to do this we must look at the three 

possible levels of action on the nonnative psychology we have described. First, non

nonnative states (i.e., impressions and inclinations) may interact to produce action as on 

the standard belief-desire model. This provides us with a sufficient explanatory account of 

behavior, but such action is what we might call sub-intentional action. Second, an 

impression may combine with an evaluation to produce action or a cognition and an 

inclination may combine to produce action--I shall call either of these semi-intentional 
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action. For instance, 1 may have evaluated and reached the conclusion that reducing my 

fat intake would be good and so 1 start eating lots of movie theater popcorn because it 

seems to me (i.e., 1 just happen to believe it) to have little fat. Or, 1 may have cognized 

and reached the conclusion that movie theater popcorn has very high levels of fat because 

it is popped in coconut oil, but 1 go ahead and eat it simply because 1 want it. Finally, 

there is action that is the result of only nonnative states (i.e., cognitions and evaluations). 

This type of action 1 shall call fully intentional. Though there are these three levels of 

action 1 do not intend to imply that only fully intentional action can be rational and that 

sub-intentional is the least rational. Any type of action can be subject to some kind of 

rational assessment and may succeed or fail (I shall discuss this later). 1 only offer these 

three types of action as better capturing the degree to which we are aware of what we are 

doing. Sub-intentional action, is often not something the agent is fully aware of. It is an 

explanation that we (the spectator) may offer of an agent's action or a kind of subsequent 

assessment that the agent may give of her action Gust as 1 have suggested the belief-desire 

model does). Semi-intentional fonns of conduct are the result of some kind of awareness 

on the part of the agent, but not fully. Fully-intentional action involves a (more or less) 

complete awareness on the part of the agent. Having said this we are now in a position to 

look at practical rationality and irrationality. 
, 

The most profound type of irrationality (if it can even be properly called 

irrationality) is the inability to recognize and respond to the fundamental nonns of 

rationality (this type of rational recognition is a threshold capacity). The reason this is 
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questionably a fonn of irrationality is that a being which lacks the capacity to even 

recognize any of the fundamental nonns of rationality does not even count as a rational 

agent and it is only rational agents who, strictly speaking, can be assessed as irrational. 

Rocks, tables, trees, and viruses are not rational agents. Things get more difficult as we 

move up the psychological continuum, but it is questionable at least that many animals and 

the severely impaired are rational agents in the fullest sense of the tenn. If, in fact, they 

are not, then our references to them as irrational is in an "inverted commas" sense. It 

might be better to refer to such beings and their behavior as non-rational. We can refer to 

this kind of irrationality (or non-rationality) as capacity irrationality. Beings suffering from 

capacity irrationality of necessity can only act in a sub-intentional manner. A nonnative 

capacity is a prerequisite for any type of action beyond sub-intentional action. However, 

there is also the possibility that some beings may have limited rational capacities. We 

might think of impaired humans, children, and certain intellectually talented animals as 

faIling in this class. Having a rational capacity is not an all or nothing matter. Some are 

able to recognize and to reason and act according to more of the nonns of rationality than 

others. On a complete theory of rationality, then, it would be useful to categorize the 

various kinds of rational agents. This task, however, is well beyond our present aims. 

The second kind of irrationality is deliberative irrationality. Actions that result 

from unjustified nonnative states (Le., nonnative states fonned as a result of deliberation, 

but failing in some particular way to be fully or properly guided by the nonns of 

deliberation) are also irrational (but only impurely irrational). Deliberative irrationality can 
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only take place in the case of semi-intentional or fully-intentional action (Le., forms of 

action that involve at least one normative state). Normative states may fail to be fully 

rational in two primary ways. First, they may not be properly formed in accordance with 

the norms of reflective deliberation, as we spelled it out above. Second, they may also fail 

to be fully rational in that they do not properly cohere with one's antecedent normative 

states. Our antecedent normative states represent our best and most careful judgments 

about what is true and what is valuable. These states have a kind of authority and express 

our commitments. New states to be added to this set must properly cohere with these 

states--if they do not, then further deliberation is called for to resolve the incoherence. 

Furthermore, deliberative irrationality can infect the rationality of action. This has long 

been recognized in the case of belief. For instance, even Hume acknowledges that an 

action is irrational when it is based on a false belief. But the external theory adds to this 

the irrationality of values. Evaluations, as well as cognitions, can fail to be fully rational as 

we have seen. This allows the external theory of reason to make sense of the irrationality 

of the ends themselves on which action is based. This is important because we ordinarily 

do think that there are such forms of irrationality. 

Thus far the two forms of irrationality that we have discussed (capacity 

irrationality and deliberative irrationality) are both forms of irrationality that can be a basis 

for impure irrationality of action but none of them are yet, strictly speaking, forms of 

purely irrational action. What exactly does this distinction between purely and impurely 

irrational action involve? Let's start with the idea of impurely irrational action. Actions 
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which are the result of states that are themselves unjustified may be rational relative to the 

content of those states. For instance, take the following case (i.e., Williams's case that he 

uses to reject the sub-Humean model) under the internal theory: Relative to the belief that 

the stuff in the glass is gin (when it is really petrol) and my desire to drink gin, my drinking 

the stuff in the glass is rational. The only way it can be said to be irrational is that my 

belief that the stuff in the glass is gin is false. The irrationality of the action piggybacks on 

the irrationality of the state, just like all the forms of irrationality we have just discussed 

above. On the normative theory of reason this would be a case of deliberative 

irrationality. Thus, the case Williams describes is not really a form of purely irrational 

action. Indeed, this is one of the problems of the internal theory--it simply cannot provide 

an account of irrational action (Le., purely irrational action). On the internal theory 

beliefs and desires causally hook up to result in action. In fact, on most versions of the 

belief-desire psychology the respective states are simply defined in terms of their 

disposition to produce action (behavior) with another corresponding state. The possibility 

of a belief and desire "not hooking up" is therefore not a possibility (or it is at the very 

least left wholly mysterious). The situation where the agent has the two requisite states 

but does not act would not be interpreted as "not hooking up" but would simply be 

interpreted as involving the absence of at least one of the said states. Purely irrational 

action thus requires the possibility that the states which produce action both exist (and 

each be justified) but fail to appropriately "hook up". Irrational action (in its pure sense) 

is action that violates (or fails to be guided by) the norms for the interface of psychological 
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states. Since non-nonnative psychological states interface in a causal or mechanistic 

manner on the internal theory it cannot account for purely irrational action. Take a well 

noted case of purely irrational action: weakness of will. The internal theory cannot 

adequately explain how someone could suffer from weakness of will. On the simple 

internal theory it is not even possible to represent weakness of will, since on that theory 

one simply acts from the strongest desire whatever that happens to be (and acting from the 

strongest desire is what is rational). So on the simple internal theory one always does 

what one most wants to do. The sophisticated internal theory can represent or model 

weakness of will, but cannot adequately capture its irrationality. The sophisticated theory 

holds that weakness of will is the result of acting in accordance with one's first-order 

desires which fail to be in line with one's second-order desires. For instance, one is weak 

of will if one has a second-order desire to desire to exercise (and for this desire to be 

effective), but one's first-order desire to sit at home and watch reruns on television 

prevails. But if our critique of second-order desires is right, then they lack authority and 

this lack of authority is responsible for the two-level theory mutating back into a strength 

model. 38 If one's first-order desire is simply strong enough to overcome one's second-

order desire, then how is it irrational to act according to the first-order desire? In fact, 

this problem raises a serious dilemma for the internal reason theorist: either it is possible to 

model weakness of will (but not account for its irrationality) by suggesting that first-order 

desires can motivationally outweigh second-order desires or it is possible to account for 

38Second-order desires on the sophisticated internal theory can only acquire their superiority over first
order desires in tenns of strength. 
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suggesting that second-order desires by their nature always motivationally trump first

order desires. 
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What is required to account for rationality of action as such is a normative theory. 

Not only must we adopt a normative psychology and account of deliberation, but we must 

also adopt a normative theory of action. We cannot, in any case, offer a complete account 

of a normative theory of action, but we may offer enough of a sketch to demonstrate its 

superiority to the naturalist approach. Purely irrational action is irrational action that is 

not attributable to the irrationality of states, but to the way they interface. We have been 

working with the problem of accounting for weakness of will. How does the normative 

theory of reason do this? Suppose one has an evaluation that exercise is good (and 

suppose that this state is itself justified) and also suppose that one has a cognition that one 

can exercise by going to the health club (and this state, too, is justified). If one is rational 

one ought to go to the health club and exercise. But one may fail to do so in three broadly 

different ways with different implications for rationality. I shall now proceed to 

distinguish these three forms of purely irrational action. 

First, one may simply fail to make the necessary connection between these two 

states. They may both be part of one's normative psychology, but unless one's recognizes 

that one has both and that they rationally require a particular action, one will not perform 

that action. I shall call this kind of irrationality rational negligence. Rational negligence is 

a failure of rationality, but not the most serious failure of rationality. The reason this 
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failure to make a connection is not a serious instance of rational culpability is because it is 

typically the case that if one were to make the connection that one would act 

appropriately. We may not in this case be flagrantly violating (Le., flouting) a norm, but 

rather we simply lack the memory and processing power to stay on top of all of our 

normative states. But rational negligence does come in varying degrees of severity. The 

more aware one is of the possibility that one is failing to make the appropriate rational 

connections (Le., the closer that rational negligence is to what we might call rational 

recklessness) the more serious the failing (this does begin to involve a kind of flouting of 

norms--Le., the norm to carefully scrutinize one's set of states). There is also a corollary 

to this kind of irrationality of action: where one does action A on the basis of cognition C 

and evaluation E, but where C and E alone do not together provide one reason to do A as 

a result of negligence or, more seriously, recklessness. 

However, rational negligence does not allow us to accommodate weakness of will. 

Weakness of will is typically a more serious rational shortcoming. How do we account for 

rational weakness on the normative theory? We describe weakness of will as involving the 

awareness of what our beliefs and desires rationally require with a simultaneous failure to 

abide by this requirement. Weakness of will, then, involves the cognition that we can 

exercise by going to the health club, the evaluation that exercise would be good and the 

awareness that these states taken together rationally require that we go to the health club, 

but coupled with our failure to do this. The reason (in the sense of "explanation") we do 

this may be because of a strong inclination we have to sit at home and watch reruns. But 
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this strong inclination does not make it rational for us to do this. What it is rational for us 

to do is a matter of what our normative states dictate, not our non-normative states. The 

sophisticated external theory, unlike its internal counterpart, can account for the 

irrationality of weakness of will because it rejects a strength model for an authority model 

of rationality. Despite the greater strength of our inclination, the rational thing to do is 

determined by our normative states because of their inherent authority. The weak willed 

person is like Plato's intemperate person, who lets her worse part prevail over her better 

part. Thus, we have a model of weak willed action and an account of its irrationality. But 

not all weak willed action is equivalent--the strength of the inclination clearly does matter. 

The person who is subject to a very powerful and overwhelming inclination is still 

irrational to act in accordance with it, but is less culpably irrational than the person who 

succumbs to a less powerful inclination. 

However, weakness of will is not the most culpable type of irrational action 

(though along with rational negligence it may be the most common). The most serious 

type of irrational action is rational depravity. Rational depravity is the rational counterpart 

of moral evil. There may be some question about whether it even makes sense, but it does 

offer us another distinct form of irrationality in the logical space. The rationally depraved 

person is not a person who is simply overcome by non-normative inclinations but is one 

who as a result of her normative capacity chooses to reject that capacity. Such a person 

purposely chooses to flout the norms of rationality. There seems to be something 

paradoxical about this and that is why there is some question as to whether it makes sense. 
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But leaving this question aside we can, using the above case, offer the following account 

of it: It involves the cognition that one can exercise by going to the health club, the 

evaluation that exercise is good, the recognition that these states rationally require one to 

go exercise at the health club, and the direct intentional flouting of this rational 

requirement. It is not that one has an inclination that stands in opposition to this rational 

requirement, but rather that one directly opposes rationality as such. There is an 

immediate and direct contradiction in the psyche of the rationally depraved person. She 

rejects the foundation of her own nature. The rationally depraved person is, then, a 

rationally self-destructive person. It is this feature of rational depravity that renders it the 

most serious and culpable form of irrationality. 

This concludes our account of the different types of irrationality available to the 

normative theory. The most fundamental type of irrationality is capacity irrationality-

where the being in question does not have the capacity to recognize and so be guided by 

the norms of rationality (or has only a limited capacity). Strictly speaking, such beings are 

not irrational, they are simply not rational agents (or are rational agents in a restricted 

sense). Second, there is deliberative irrationality. Deliberative irrationality involves an 

agent's failing to be properly guided by the norms of rational deliberation. Actions can be 

impurely irrational if they are based on unjustified cognitions or evaluations. Finally there 

is purely irrational action. Purely irrational action may take one of three forms: (1) 

rational negligence, (2) rational weakness, or (3) rational depravity. The severity of these 

three forms of purely irrational action differ in terms of the lack of commitment given 
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rationality: from neglect to rejection. What, then, is rational action? Rational action, in 

the fullest sense of the tenn, involves action that is not sub par in any of the respects we 

have outlined. Rational action requires an agent with a nonnative capacity that deliberates 

in accordance with the fundamental norms of reasoning and respects these nonns when it 

comes to acting. 

This concludes our discussion of the external theory of reason. It is now time for 

us to pause so that we may summarize and take stock of what we have done thus far in 

this chapter before we proceed. We have argued that the external theory is often 

understood in a rather simple way that opens it up to serious problems. However, we 

noted that it is possible to fonnulate a sophisticated external theory to get around these 

problems. The sophisticated external theory that we have developed we have called the 

nonnative theory of reason. We began with a discussion of the nature of nonns, the 

different types of norms, and how they are justified. We then formulated an alternative to 

the non-nonnative belief-desire psychology that I have called a nonnative psychology. 

The key idea to a nonnative psychology is that there are normative and non-nonnative 

states. Nonnative states are more sophisticated, involve judgment, are subject to rational 

appraisal, entail a kind of commitment on the part of the agent, and they are rationally 

controlling. Thus, nonnative states have a character and justificatory status unlike that of 

non-nonnative states (as they are the result of reflective deliberation). We then went on to 

offer an account of reflective deliberation on the nonnative theory of reason. Reflective 
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deliberation proceeds in terms of certain norms of reasoning. We discussed the following 

norms of reflective deliberation which allow one to assess the rationality of ends: proper 

state of mind, sufficient experience, imagination, attention, and repeated reflection. 

Finally, we discussed the rationality of action distinguishing purely and impurely irrational 

action. I venture to say that this theory better captures psychological reality (and by that I 

include a host of ideas associated with practical rationality) than the internal theory 

discussed in the previous chapter. But the only way we can be sure of this is to directly 

compare the two theories in terms of the associated ideas that go into our conception of 

psychological reality. To this task I shall tum in the next chapter. 
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CHAPTER 5: RATIONAL ACCRETIONS 

Thus far in Part II my concern has been to argue against the internal theory of 

reason and to begin to formulate an alternative external theory of reason. To this end I 

have devoted Chapter 3 to a critique of the internal theory of reason and Chapter 4 to a 

defense ofa sophisticated form of the external theory of reason that I have called a 

'. 
normative theory of reason (to stress the theory's normative character in contrast to the 

. . 

naturalism implicit in the internal theory). I developed a basic account of the normative 

theory that has the rudimentary aim of specifying what reasoning and reasons are. 

Reasoning involves a normative psycholpgy and an account of reflective deliberation that 

is responsive to norms. Reasons are the outputs of the normative psychology and account 

of reflective deliberation when reasoning is properly norm-governed. I have thus offered a 

basic account of rationality on the normative theory. 

However, there is much more of significance pertaining to the theory of rationality 

than what I have presented so far. The issue of rationality has broader connections to 

other issues. I call these other issues "rational accretions" to emphasize their close 

connection to rationality as such. In this chapter I will look at three rational accretions in 

particular: issues concerning the self, the hierarchy of reasons, and rationality over time. 

Whether a theory of rationality can adequately account for these rational accretions will 

determine whether or not it can make sense of what we have been referring to as 

"psychological reality." Hence, my aims in this chapter will be twofold: First, I shall aim 
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to show that these rational accretions can be accounted for by the nonnative theory of 

reason significantly better than they could be by a naturalistic internal theory of reason. If 

this is right, then we have yet another supporting argument for the external theory of 

reason. Thus, only in more fully developing the nonnative theory of reason do we come 

to see its significant advantages over its primary competitor in· tenns of psychological 

reality. Second, in fully developing each of the theories of reason we lay an appropriate 

foundation for our primary goal which is an examination of moral reasons. The rational 

accretions we discuss will be important to a complete explication of how each theory of 

reason aims to accommodate moral reasons (the topic of Part III) . 
• 

5.1 Rational Accretions and Psychological Reality 

Rational accretions are the numerous additions to the basic theory of rationality. 

Since rationality has such a foundational and important role it should come as no surprise 

that the theory has connections with, and implications for, many associated issues. The 

correct theory of rationality, then, should not undermine what we take to be our well-

considered views about these issues. Indeed, there should be some way for the correct 

theory of rationality to fit with our well-considered views about these matters. A theory 

that succeeds in this regard better captures psychological reality than a theory which fails. 

My aim in this chapter is to argue that the internal theory cannot account for these 

rational accretions, or at least not as well as the nonnative theory of reason can. I should 

note that given the multiplicity of issues I shall discuss that I will only be able to offer the 
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briefest of sketches of how each theory would aim to accommodate these important 

issues. They are not, then, intended as knock down objections or fully adequate theories, 

but rather as evidence, when taken together, that the external theory is superior to the 

internal theory when it comes to psychological reality. The arguments that we have 

adduced thus far against the internal theory have been primarily directed at the two core 

components of the internal theory: its psychology and account of deliberation (particularly, 

reflective deliberation). A theory of reason must offer a plausible psychology and an 

account of deliberation. The former is necessary to account for motivation, the latter for 

justification. The internal theory of reason, as I hope to have shown, has serious problems 

with each of these core components. A complete theory of reason, however, requires 

more than these two core components. The two core components are merely the 

foundation for a theory of reason. On top of this foundation it must be possible, as we 

have just noted, to build a respectable theory that allows us to reasonably explicate other 

important issues which are related to rationality. Given the close connection between the 

theory of rationality and these related issues an inadequate theory of reason will reveal 

those inadequacies elsewhere. Problems at the rational core are revealed at. what we 

might call the rational periphery. The rational periphery is composed of related 

substantive issues that are in some sense dependent upon a conception of rationality. The 

peripheral issues that I shall be concerned with include the following (which is not 

intended as a complete list, there may well be other issues of importance that we have 
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overlooked): issues of the self, the multiplicity of reasons, and rationality over time. To 

these I now tum. 

5.2 Issues of the Self 

The theory of rationality is closely tied to issues of the self How one conceives of 

rationality will determine to a good extent how one conceives of the self--this is because 

rationality is commonly understood to be a defining feature of agency (and so the self). 

We do not consider non-rational beings agents. Only those beings who are capable of 

some minimal threshold of rationality do we consider agents. Rationality is the central 

feature of agency and so can tell us much about the nature and various capacities that we 

attribute to those agents. My aim here shall be to examine the implications of both the 

internal theory and the normative theory for the conception of the self There are two self

related conceptions that we shall briefly pause to consider, they are: (1) self-government 

or autonomy, and (2) self-respect. 

Let us begin with the internal theory and the issue of self-government or 

autonomy. We take it that rational agents are autonomous or self-governing. How can 

this be interpreted on the internal theory of reason? Before we can address this question 

we must have some idea of what is involved in being autonomous or self-governing. This 

is a difficult concept to get a handle on, but it seems to involve something akin to the idea 

that a part of oneself rules over another, more specifically, that the better part rules over 

the worse. The autonomous person is similar to Plato's idea of the self-disciplined or 
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moderate person. Support for this conception can be found in that we often think of the 

licentious or immoderate person lacking autonomy or self-government. The licentious 

person like the licentious populace simply pursues whatever strikes his fancy without any 

kind of coherent or uniform guidance. It is important to stress that this rule is self

imposed and not alien to the agent. The idea of autonomy incorporates the idea of self

control. 

So the first possibility on the internal theory is that an autonomous agent is simply 

one who furthers or serves the elements that comprise his motivational set and in so doing 

rules over it. It is the agent's theoretical capacity that is responsible for furthering or 

serving the elements of the motivational set. So we may tentatively identify the 

autonomous agent with his theoretical capacity. That the internal theory gives theoretical 

reason such a large role to play and practical reason such a small role (since the tendency 

is to understand or reduce all practical rationality to theoretical rationality) suggests that 

autonomy should be attributed to this theoretical capacity. However, this leads to the 

unsatisfying view of the autonomous agent as an isolated cognizer who is subject to a set 

of desires and inclinations when it comes to action. Such a cognizer is not capable of 

setting its own agenda and cannot plausibly be considered autonomous. The desires and 

inclinations that this cognizer aims to further are somehow separate from it. Such a 

conception of a self does not seem to capture the idea of autonomy as the self is at the 

whim of the passions. The theoretical capacity does not rule over the motivational set on 
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the internal model, but is, as Hume insists "the slave of the passions". 1 The passions rule 

over reason and they are beyond one's rational control so that no plausible sense can be 

given to autonomy. The internal model tends to give us a picture of the rational agent, not 

as a fully autonomous being, but as an autonomous theoretical agent (if that) chained to an 

uncontrollable motivational set. But this looks more like what Kant called "heteronomy". 

The interesting thing is that if this is an implication of the internal reasons theory, those 

such as Hume are more up front about it than those such as Williams. 

If, however, the internal reason theorist is unhappy with this conception of 

autonomy he might try to reformulate it by understanding it to consist precisely in the 

passions ruling over reason. As a result of this conception it is no longer the case that the 

self is a slave to the passions and therefore lacking in autonomy since the self is now 

understood to be the passions. So the problem of the subjection of the selfis eliminated. 

But another problem appears--the problem of the wanton. The self may not be a slave but 

it stilI lacks effective control or the idea of government that is central to autonomy. Given 

the arbitrary and contingent nature of desire such a conception lacks the control we 

understand autonomy to involve. The autonomous person is not simply identified with a 

set of effective desires and urges or as a mere concatenation of desires strung together. 

We require for autonomy an integrated package composed of a hierarchy and network of 

interests and projects (that the internal theory cannot adequately deal with the various 

components of this package shall be a topic of the next section). Indeed, those people 

IHume (1978, p ... U5) 
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who fail to be properly integrated we think of as less than fully autonomous agents (or, as 

we would more likely say, less than fully persons). So this conception of autonomy will 

not do as it leads to the problem of wantonness and the inability to capture the hierarchical 

nature of the autonomous agent. 

But the resources of the internal theory do not expire here. As we noted when 

discussing the sophisticated form the theory takes, a two-level psychology is invoked. 

The autonomous agent on this view is not to be identified with a being that has first-order 

desires, but rather with only those that have second-order desires (and more importantly 

those with the capacity for forming second-order desires, as we noted Frankfurt seems to 

hold). But in our discussion of the internal theory in chapter 3 we mentioned some 

problems of this two-level account and these problems also reveal its inability to 

accommodate autonomy. Though second-order desires appear to introduce the kind of 

effective guidance and control over one's desires (in this case first-order desires) that we 

identifY with autonomy, the problems are simply reintroduced. A single-level theory 

cannot account for the idea of control (hence the problem of the "wanton" as Frankfurt 

calls it) as we are simply assailed with desires. The two-level theory aims to get around 

this by invoking second-order desires which take first-order desires as their objects. To 

satisfY a second-order desire may require that a first-order desire be acted upon--hence the 

idea of control. There are, however, a few problems with this. First, why think second

order desires have authority and hence control merely by taking another desire as their 

object? Perhaps first-order desires are simply stronger. One response to this problem is 
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to say that such action is not autonomous and that were the second-order desire to win 

out then that action is autonomous. But why consider second-order desires winning out 

autonomous action? Their merely prevailing is not by itself an indication that there is 

effective control going on, it is merely an indication that they are "stronger". Second, just 

as we are assailed with first-order desires, might we be assailed by second-order desires? 

If this is possible, then it seems we are faced with the problem of what we termed: the 

second-order wanton. The second-order wanton lacks control at the level of second-order 

desires--the control evidenced by second-order desires is then a kind of facade. The 

response that might be made to this (and the one that Frankfurt seems to quietly invoke) is 

to suppose a capacity standing behind the formation of these second-order desires. But 

this capacity is never really brought out. In fact, as we noted in Chapter 3, this leads to a 

dilemma: either the second-order desires are taken as basic or a capacity is invoked to 

account for the generation of second-order desires. The former, as we have just argued, is 

problematic. The latter is also problematic in that appears to abandon, or at the very least 

avoid, the fundamental commitments of the internal theory of reason. Even the most 

sophisticated form of the internal theory of reason appears inadequate to accounting for 

autonomy. 

Next we come to the concept of self-respect or self-worth. What does the internal 

theory say about self-respect? Self-respect involves, at least, having some kind of 

approval of oneself But it must also involve more than this. Self-respect must be 
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differentiated from self-esteem.2 Self-esteem involves a positive evaluation of one's 

talents, qualities, and achievements. These sorts of things are not essential to one's core 

self as one's having these things is often a matter ofluck and good fortune. Self-respect, 

on the other hand, involves a positive assessment of one's value, worth, or status as a 

person. And typically this status is understood to be tied to one's autonomy insofar as this 

is what constitutes one's status as a person. Self-respect, then, is reflexive--it involves the 

core of the selffavorably evaluating itself. Furthermore, this recognition has two 

important implications. First, the recognition of one's worth provides one with reasons to 

respectfully treat oneself And second, it provides one with reasons to ensure that others 

treat one with respect.3 The self-respecting person given his recognition of his value does 

not act in ways that are incompatible with this recognition and does not allow others to act 

in ways that are incompatible with this recognition. So, self-respect has two component 

parts: (1) a recognition of one's value, worth, or status, and (2) implications for how one 

relates to one's self and others. 

How does the internal theory make sense of this idea? Given that the internal 

theory has difficulty accounting for autonomy it seems as though it may well have 

difficulty accounting for self-respect. Autonomy is understood to involve one's second-

order desires presiding over one's first-order desires. But this gave rise to the problem of 

the second-order wanton. And a wanton does not seem like the type of being that has 

:See Hill (1992). 
JIn fact. as we shall later come to see it is not just that one has reason to ensure that others treat one with 
respect but also that one believes that those others themselves have reason to treat one with respect. 
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value or, even more importantly, could recognize its value were it to have it. The two

level internal theory seems as though it would have no problem with self-esteem. Self

esteem is simply to have a second-order desire that one have the first-order desires (and 

talents, etc.) that one has. Self-respect, however, is a recognition of one's value as an 

autonomous being. This involves more than the hierarchical idea of one desire taking 

another as its object. It involves the autonomous capacity reflexively seeing itself as 

valuable. But the internal theory does not seem to allow for this reflexive act of 

evaluation. To fonn a desire that one have the second-order desires that one has would 

require third-order desires. We then find ourselves with the problem ofa regress. What 

we need is a self-reflective capacity and, as we noted, this capacity is often tacitly invoked 

by the internal reason theorist but unjustifiably so. We have no reason to think that the 

internal theory can accommodate the self-reflexive perspective that is required for self

respect. In addition, even if it could it is entirely unclear as to how it could see itself as 

valuable given its wanton nature. In what consists the value of one's autonomy (i.e., of 

one's second-order desires being effective)? The answer that seemingly must be given is 

that one's autonomy is valuable because one desires to be autonomous and this requires 

the supposition of third-order desires or a self-reflexive capacity. The issues of autonomy 

and self-respect seem to bring out some problems with the nature of the two-level Q ~sire 

version of the internal theory. 

Let us now tum to the nonnative theory and once again begin with autonomy or 

self-government. The nonnative theory, like the sophisticated internal theory, invokes a 
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two-level psychology. For this reason one might be led to think that it will suffer from the 

same sorts of problems. But this would be mistaken as there is the important difference 

that on the normative theory there is a difference in kind between the two levels and not 

just an added level. The second level (i.e., the normative level) is constituted by a 

normative capacity which is a capacity to recognize and be guided by norms of reasoning. 

It is these norms of reasoning that provide it with autonomy. This difference in kind 

allows the normative theorist to get away from a strength model of rationality to an 

authority model of rationality. From this conception the idea of autonomy follows 

naturally. The normative part of the self rules or presides over the non-normative part of 

the self To allow one's non-normative states to prevail or to fail to subject them to the 

appropriate normative scrutiny is to fail to act autonomously. On this conception one part 

of the self truly and properly governs over the other because of its inherent normative 

authority. This idea is brought out in the following passage from Joseph Butler: 

It is by this faculty, natural to man, that he is a moral [or rational as I maintain] 
agent, that he is a law to himself: but this faculty, I say, not to be considered 
merely as a principle in his heart, which is to have some influence as well as others; 
but considered as a faculty in kind and in nature supreme over all others, and 
which bears its own authority of being so.~ 

The two-level internal theory tries to model this superiority relation by invoking second-

order desires but there is really no basis for their superiority. On the two-level external 

theory, however, there is precisely this difference in kind to make sense of the idea of self-

government or autonomy. One is autonomous when one acts on the basis of one's 

~8utler (1991, p. 351). 
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normative states as these are the states which incorporate one's best judgments formed in 

accordance with one's foundational normative capacity. One's non-normative states, on 

the other hand, are in a sense alien to one's true nature. To give in to these is to be 

subject to one's appetitive nature and to fail to act in accordance with one's true values. 

How does the normative theory aim to accommodate self-respect? As we 

maintained above self-respect involves a self-reflexive positive evaluation of one's own 

status as a person with implications for how one treats oneself and how one allows others 

to treat one. The problem the two-level internal theory faced is that it seemed unable to 

make sense of self-reflexive evaluation. This requires either invoking third-order desires 

or supposing a reflective capacity that is in tension with the theory's fundamental 

commitments. The two-level external theory, because it posits such a capacity, can 

recognize this self-reflexive evaluation. Self-respect involves one's normative capacity 

favorably evaluating itself and recognizing its own value, worth, or status. When 

developing the external theory we noted the difference between norms and values. Norms 

are principles of reason that a being with a normative capacity recognizes as authoritative 

in guiding his reasoning. Rationality is constituted by reasoning in accordance with these 

norms. These norms, then, are best seen as part of the structure of the agent's 

psychology. Values, on the other hand, are defeasibly those things that are favorably 

evaluated by a rational agent deliberating in accordance with the norms of reasoning. 

Typically, values are external to the agent. For instance, the value of a sunset, a good 

meal, or engaging in some project such as mountain climbing. However, in the case of 
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self-respect this is not so. The agent turns his normative capacity for reflection on itself 

and in doing so comes to realize his own value as a person. His value provides him with 

reasons just as the value of mountain climbing provides him with reasons to do it. More 

specifically, this positive value provides the agent with reasons to respect himself and to 

ensure that others treat him with respect. 5 Through reflexive evaluation one discover~ that 

one's value consists in one's status as a person--i.e., as an autonomous agent who is 

capable of self-government. One's agency is itself a kind of precondition of experiencing 

and pursuing things of value and as such has itself a kind of supreme value. Thus, we see 

that the issues of autonomy and self-respect are closely tied together. 

The internal theory has difficulty accommodating the self-related issues of 

autonomy and self-respect, while the normative theory appears better equipped to make 

sense of these important issues. Our discussion here, admittedly, has been brief. There is 

much more that could be said and needs to be said to conclusively make out the case for 

the superiority of the normative theory of reason. But I hope, at the very least, to have 

offered some further support for the prospect of the normative theory--if only some prima 

facie reasons for preferring it insofar as we conceive of ourselves as self-respecting 

autonomous beings. 

S As I shall argue in Chapter 7 this value is what shall also provide one with reasons to respect others. 
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5.3 The Hierarchy of Reasons 

This brings us to the second of the rational accretions we shall be testing our two 

theories of reason against: the hierarchy of reasons. Not all reasons are created equal. 

Some reasons override, trump, silence, or outweigh others. Reasons it seems vary in both 

strength and kind. A theory of reason must be able to make sense of this aspect of 

rationality.6 We might begin by considering what general categories of reasons we 

typically recognize in ordinary discourse. First, some reasons are particularly urgent or 

pressing in a way that others are not. We often refer to such reasons as "needs". Needs 

provide us with the most pressing of reasons, hence the necessity they incorporate. To fail 

to provide for one's needs is a more serious kind of irrationality than a failure to respond 

to other kinds of reasons. Second, there are reasons of a moderate weight, less pressing 

than needs but still fairly important. We often refer to such reasons as "interests". 

Interests come in varying degrees of importance, but they are less stringent than needs. 

We may need to eat and tend to our health, but we have an interest in things like 

philosophy, sporting activities, art and music, etc.. Finally, we come to the least 

compelling of our reasons. Sometimes we have reasons to do things which could not even 

be considered to be interests. Instead the reasons we have are temporary and not of great 

overall importance. Such reasons we typically refer to as "desires" or "preferences". That 

I desire a chocolate ice cream cone provides me with a reason to go to flag down the 

Good Humor truck though it is certainly not a need that I eat a chocolate ice cream cone, 

6r am not yet concerned with moral reasons--this shall be the topic of the next part. My concern right now 
is with what might be called, broadly speaking, self-interested reasons. 
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nor would it be appropriate to consider it an interest. There may well be more types of 

reasons that we coul~ go about differentiating, however these three clearly exist and each 

have a distinctive role to play in rational discourse. Our task is now to tum to the internill 

and external theories of Chapters 3 and 4 and assess how they deal with these types of 

reasons. 

Once again we shall begin with the internal theory of reason. How does the 

internal theory understand the different types of reasons that people might have? On the 

internal theory a person's having a reason to do something is simply a matter of their 

having a motivation that the action in question could be deliberatively connected to. 

Justification is internal to motivation in this respect. The initial response, then, of the 

internal reasons theorist to questions about the strength or importance of reasons is to 

render them a function of the strength of the motivation to which they correspond. If to 

have a reason is to have an appropriate motive, to have a more stringent reason is simply 

to have a stronger or more powerful motive. Our strongest motives comprise our needs; 

our moderately strong motives make up our interests; and our weakest motives constitute 

our desires or preferences. There are at least two problems with this view. First, that it is 

notoriollsly difficult to make sense of the different strength of motives in any sufficiently 

fine-grained manner to distinguish needs, interests, and desires. As we saw in Chapter 3 

the concept of a motive is fraught with deep conceptual problems. It becomes all the 

more important to have a clear sense of motives as phenomenological or dispositional 

entities if we are going to make recourse to their varying strength to understand needs, 
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interests, and desires. Second, and perhaps even more problematic is the fact that the 

strength of motives does not seem to correspond very well at all (as this view requires) 

with needs, interests, and desires. The things toward which we have the strongest motives 

are often not our needs and the things toward which we have weak motives are often not 

our desires. This is a problem that Williams acknowledges but then proceeds to overlook 

for the internal theory. I quote the following section: 

I shall not try to discuss here the nature of needs, but I take it that insofar as there 
are deterrninately recognisable needs, there can be an agent who lacks any interest 
in getting what he indeed needs. I take it, further, that that lack of interest can 
remain after deliberation, and, also that it would be wrong to say that such a lack 
of interest must always rest on a false belief . .. If an agent really is uninterested 
in pursuing what he needs; and this is not the product of false belief; and he could 
not reach any such motive from motives he has by the kind of deliberative 
processes we have discussed; then I think we do have to say that in the internal 
sense he indeed has no reason to pursue these things. 7 

Williams goes on to try to mitigate this claim by asserting how unlikely this is, but this is 

hardly a sufficient response to the radical nature of this sort of claim. The problem, then, 

is that this view ties to give a purely formal account of needs, interests, and desires (as a 

simple matter of the strength of motives), when the difference seems to involve the 

content of the reason. Needs are not simply strong motives, but are things which we must 

have--characteristically things like health, food, clean air, financial security, protection 

from the elements, etc.. Desires are not simply weak motives, but are things which are in 

some sense unimportant but cross the threshold of being at least minimally reason-giving--

for instance, that we like bananas better than apples, that we don't like the itch on our arm, 

'See Williams (1981, p. 105). 
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etc.. The view that needs, interests, and desires are to be accounted for by the differing 

strength of motives is misguided since it doesn't take into account that these reasons differ 

not merely in strength, but that they differ in stringency because they differ in kind. 

However, there may be another way for the internal reason theorist to understand 

the difference between needs, interests, and desires that begins to deal with the above 

objections by invoking a difference in kinds of desires to make the distinction between 

needs, interests, and desires. Ifwe adopt a two-level internal theory needs and/or interests 

might be identified with second-order desires. This would appear to be a better way to 

understand the hierarchy among states than by simply taking their difference to consist in 

strength. At the very least it allows us to formulate a principled distinction between 

interests, on the one hand, and desires on the other. We might say that second-order 

desires, such as the desire to be the kind of person that enjoys classical music, constitute 

one's interest. This desire has some sort of rational guidance and control over one's 

behavior and that this constitutes one's interest in classical music. One has an interest in 

some activity insofar as one has a second-order desire to pursue that sort of activity. One 

desires simpliciter are constituted by one's first-order desires. One might have a first

order desire to listen to Madonna, but one's interest in classical music (consisting in a 

second-order desire) overrides or takes priority over this first-order desire such that one 

has a reason to put on Mozart and not Madonna. This seems a fairly plausible 

interpretation of interests on the two-level internal theory, and though I think it suffers 
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from some problems I will not focus on it since there are more serious difficulties for the 

theory when it comes to needs. 

Let us, then, tum to needs. One important difference between interests and needs 

is that interests are agent-optional in a way that needs are not. 8 By this I mean that 

interests come to provide us with reasons insofar as we "take an interest" in something. 

Prior to are investing ourselves in something we do not have an interest in it. Interests in 

this sense are developed in the course of activity. We do not simply possess interests in 

things like music, but rather we develop an interest in music by listening, playing, and 

studying music. There is, then, no rational necessity in developing any particular interest 

prior to one's taking an interest in it. And for this reason the internal theory has no 

serious problem with interests--as it seems as though it can explain the reason-giving 

nature of interests once we have taken an interest in something, for then we come to have 

a second-order desire to pursue it. But needs are not like this. Someone can fail to take 

an interest in what he needs and when he does fail to do so we consider him to be 

irrational. Needs, we might say, are prior to and independent of our taking an interest in 

them. In fact, we have a reason to pursue them regardless of our desires or interests. This 

is not to say that needs are always rationally decisive, but rather to say that they ought 

always to have some rational weight (and that this weight is typically quite substantial) . 
.• 

Given the essential tenets of the internal theory of reason it is quite puzzling to see how it 

might possibly account for needs. I can think of two ways it might deal with this problem. 

~Someone might respond by suggesting that some interests are not agent-optional--e.g., an interest in 
one's health. But this is to use the tenn "interest" as a kind of synonym for "need". 
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The first is to opt for a deflationary account of needs. This is to admit that there really are 

not needs in the strict sense and that "need" is a term we use for those second-order 

desires that we all contingently tend to share in common: second-order desires about 

health, etc.. Needs on this view are simply common interests. The second approach is 

less revisionary, though certainly more difficult to develop and defend. It involves 

demonstrating that there are some second-order desires which all agents must have. In 

this manner we can presumably obtain the rational necessity associated with needs. The 

idea is essentially this: We all have some desires and interests and given these desires and 

interests we have subsidiary reasons to look out for our health, to obtain an education, to 

• 
find security, etc .. Needs on this view are necessary means to the whole host of ends that 

we have. Of these two conceptions the latter is clearly preferable in terms of rational 

necessity. In fact, this view seems to come very close to the way we understand needs. 

When it comes to attending to our needs we often find doing so burdensome. Attending 

to our needs is not something we do for its own sake, but rather because it will allow us to 

better pursue our interests (Le., those things we do enjoy for their own sake). For 

instance, take the case of the terminally ill patient whose disease is so debilitating that he 

can no longer pursue any of his interests or projects. If this person refused life support we 

would not think that this decision is irrational because he is failing to attend to his needs. 

Such a person no longer has the same needs given the obliteration of his interests.9 Has 

the internal reason theory, then, an adequate account of needs? I think that it is actually 

91n fact. it seem~ that such a person might actually take an interest in dying so as to avoid the physical and 
emotional pain of living such a life. 
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very close (needs are indeed connected to our interests), but it fails due to the way in 

which needs generate reasons. Needs often do not require immediate attention. We need 

an education, but we do not need to be engaged in learning at any given moment. At that 

moment we might actually better further our interests by directly pursuing one of those 

interests. But if we continue to attend to our interests in this way we will neglect our 

needs and pay the price in the future. We might bring this point out in the following way. 

Suppose a person has one interest or project, say, gardening. His needs, then, are those 

things which will allow him to continue pursuing this interest--e.g., eating, sleeping, etc .. 

But this person might reason as follows. Given my interest in gardening I have a reason to 

buy seeds and garden tools, to weed the garden, and to water the garden. All of these 

things directly help me to further my present interest in gardening. Eating does not help 

me to further my present interest in gardening, though it may help me garden more 

effectively tomorrow. So given the conflict it seems as though I ought to buy seeds and 

tools instead of eating since that will directly further my present interest in gardening. I 

ought only to pause and eat if my interest in gardening can provide me with reasons to 

garden tomorrow. Ifwe have reason to attend to our needs it must be because our 

interests are the kinds of states that provide us with prudential reasons. Ordinary desires 

do not seem to provide us with prudential reasons. It here, however, that we shall find 

that the internal theory really fails to accommodate the reason-giving quality of needs. 

Unless the internal theory can account for the rationality of prudence (which in the next 
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section I shall argue that it cannot) it cannot adequately account for needs. This problem 

will have to wait until the next section when we take up the issue of rationality over time. 

Let us now tum to the normative theory. The conceptions of the self that we have 

already developed on the normative theory will help us to better understand the hierarchy 

of reasons. The normative theory it turns out has a much easier time distinguishing the 

following three types of reasons: (1) need-based reasons, (2) interest-based reasons, and 

(3) desire-based reasons. What type of reason something is depends upon how that 

reason stands in relation to the self. Briefly (though not illuminatingly) stated, the 

difference is that the three types of reasons appeal, respectively, to the needs, interests, 

and desires of the agents for whom they are reasons. Let us explicate this by offering an 

account of needs, interests, and desires in tum. 

To provide an account of need-based reasons we must first begin by specifying the 

nature of needs. A need is simply that which is necessary to the effective functioning of 

one's core self--i.e., one's normative capacity. If a person or an agent is ultimately to be 

identified with his normative capacity, then needs are those things which are necessary to 

the maintenance, effective functioning, and development of one's normative capacity. This 

can account for those things we consider to be needs, such as: freedom, sustenance, 

education, security, health, self-respect, etc .. The normative theory can also account for 

affective needs such as companionship and emotional well-being. Even things like 

companionship and emotional well-being are essential to the proper functioning of our 

practical evaluative capacity (an important part of our normative capacity). Without 
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things like companionship and emotional well-being our evaluative capacity will not be 

able to be fully responsive to the norms of evaluation. A person who is not emotionally 

stable will not have the opportunity to pursue things of value and lead a meaningful life 

because they cannot properly engage in reflective deliberation. To determine what our 

needs are we must reflectively deliberate about what is necessary for the continuation of 

our normative capacity--needs in this sense are self-reflective. Needs are basic or primary 

goods that are essential to our effectively engaging in any further valued projects and 

pursuing those things which constitute our interests. The provision for needs alone does 

not constitute a meaningful or valuable life (Le., needs are not sufficient) but they are 

necessary--one cannot have a meaningful life (or least will have a considerably more 

difficult time doing so) without one's needs being met. A rational agent must, therefore, 

take steps to satisfY his needs. The person who is neglectful of his needs is inherently 

irrational. Thus, need-based reasons provide us with the most stringent reasons. 

Next we come to interest-based reasons. One's interests are part of one's interest 

network, a hierarchically structured set of interests. The construction of one's interest 

network is a matter of organizing and framing one's normative states into a coherent set 

that together comprise one's interests. These interests, will have an important role to play 

in planning, make up our substantive identity, and provide us with reasons to pursue 

various courses of action. We do not need to take these courses of action to continue 

effectively functioning as normative beings, however interests are important in that they 

are definitive of who we are because they embody our convictions and values. We have 



266 

invested ourselves in our interests and so the reasons that they provide us with are fairly 

weighty in the scheme of things. If faced with a choice between attending to a need or an 

interest we are generally required to satisfy the typically more weighty need. For instance, 

if the surf gets too rough, seriously jeopardizing one's life, one should get out of the water 

to ensure one's preservation instead of pursuing one's interest in surfing the perfect wave. 

Sometimes, however, people devote themselves to their interests to the extent that they 

jeopardize or sacrifice their needs--this may not be irrational, it depends upon the values in 

question. Some interests may be of such great importance (particularly when they involve 

. the needs of others, perhaps bringing moral reasons into consideration) that sacrificing our 

own needs might be rational. Many accounts of practical reason, such as the internal 

theory, cannot account for the rationality of self-sacrifice, it is a virtue of this account that 

it can. Meaning in one's life comes from one's interests. Even if one's needs are satisfied 

one's life will not be meaningful so long as one does not have certain interests. Part of 

what it is to lead a meaningful life is to invest oneself in valuable or worthwhile projects 

and interests. The satisfaction that comes from successfully completing one's interests is 

the satisfaction of having done something valuable, worthwhile, or important. It is not the 

immediate gratification of here-today-gone-tomorrow pleasure. The successful pursuit of 

one's interests requires careful planning and extended action. Interests, then, require 

serious commitment and, as we shall address shortly, they are capable of generating 

prudential requirements. They are not the kinds of things that we can have and take 

lightly. The importance of and commitment of interests suggests that interest-based 
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reasons are weighty (though typically not as weighty as need-based reasons). Interest

based reasons are largely responsible for the weight we give to our needs. For we could 

not pursue those things which are most important to us (Le., our interests) unless we 

attend to our needs. One important consideration to note is that need-based reasons tend 

to be quite similar across people due to the similar requirements for the preservation and 

effective functioning of our normative capacity. We all need an education, health, 

economic security, a hospitable environment, etc .. However, there is much greater 

variation in our interest-based reasons. The convictions and values that we are led to as a 

result of our normative capacities are quite different. This may be due to our different 

other capacities, the environment we find ourselves in, the influence of prior interests we 

have invested ourselves in, among other things. 

Finally, we come to the last and weakest of the various types of reasons. Desire

based reasons are the reasons we have given the most basic of normative states--those 

inclinations that we admit into our normative psychology, but which play an 

inconsequential role in our interest network. These evaluative states are independent and 

free-floating--Le., they do not hook up with other normative states into a coherent set that 

forms the basis of an interest. For instance, my inclination for an ice cream cone will 

provide me with a desire-based reason so long as reflective deliberation does not rule out 

admitting such a non-normative state into my normative psychology because it interferes 

with my pre-existing interests or because it is in itself rationally problematic. Supposing 

eating an ice cream cone does not interfere with my interests and reflective deliberation 
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reveals to me that eating an ice cream cone is of some kind of value however minor (e.g., 

provides gratification) and is not of any kind of weightier disvalue, then I have a desire

based reason to eat an ice cream cone. Notice how weak this reason is. It is generally 

trumped by interest-based reasons and is certainly trumped by need-based reasons. An 

interest in music clearly provides one with reason to go to the symphony instead, and 

one's need to avoid fatty food due to a heart condition also negates the reason to have an 

ice cream cone. Furthermore, this desire-based reason lacks the stability and permanence 

of both of the other types of reasons. My reason to eat an ice cream cone exists as long as 

I am hungry and would be satisfied by an ice cream cone. As soon as these conditions 

disappear so does the reason. Desire-based reasons have the additional quality of being 

the most diverse across people. Most desire-based reasons are things like tastes which 

vary enormously. We should also be careful to note that inclinations themselves do not 

provide us with any reasons whatsoever. We must be particularly careful not to confuse 

desire-based reasons (which are a very weak kind of normative reason) with so called 

reasons emanating from inclinations. Reason is itself a normative matter. Non-normative 

states such as inclinations cannot provide us with any kind of reason whatsoever without 

first being subjected to normative scrutiny. Desire-based reasons have passed the minimal 

requirements for something to have normative force. 

In summary, need-based reasons provide us with the most weighty reasons and 

correlate with our core self (i.e., our normative capacity itself), project or interest-based 

reasons provide us with the next most weighty reasons and correlate with our substantive 



269 

self (Le., our projects and interests), while desire-based reasons provide us with the least 

weighty reasons and correlate with what we might call our peripheral self(Le., our 

disconnected normative states). Within the different classes of reasons there will be 

reasons of varying strength. Some needs, interests, and desires provide us with stronger 

reasons than their counterparts. Furthermore, it should not be supposed that all the 

reasons of higher class always outweigh all the reasons of the lower. 

5.4 Rationality Over Time 

Next we come to the final issue of this chapter: rationality over time. More 

narrowly this has been discussed in the literature in tenns of prudence and, to a lesser 

extent, regret. Our aim in this section is to examine the implications of prudence and 

regret for the two general theories that we have been considering. However, 

before we proceed we would do well to take a closer look at prudence and regret so that 

we may assess what is at stake for these competing theories. 

Prudence and regret both involve what I have called rationality over time. A 

theory of reason should not merely tell us what it is rational to do right now (though of 

course it should tell us this), but it must also tell us what it was rational to do in the past 

and what it will be rational to do in the future so that we may now, respectively, respond 

to our prior irrationality and take steps to ensure our future rationality. A theory of 

present-rationality is only a start. But why is this? What is the problem with a theory that 

merely tells us what it is rational to do now? Surprisingly, this question is not all that easy 
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to answer. The present-rationality theorist (let us use this term to refer to one who thinks 

no account of prudence or regret is required for a theory of rationality) thinks that it is 

enough for a theory to tell people what it is rational to do now. He will defend this theory 

by supposing that if I know what it is rational to do now and I do it and then at some 

subsequent time I know what it is rational to do then and I do it and so on, then I am as 

rational as I can be. Having always done the rational thing I am rationally blameless. And 

so it might be thought that we don't need prudence or regret. 

How are we to answer this challenge? How can we convince the present

rationality theorist of the importance of prudence and regret? We might begin by taking 

the present-rationality theorist's proposed rational agent and see whether such a character 

really strikes us as rational and if not, why not. So, let us consider the person who always 

aims to do what it is rational to do at that time under some theory of rationality--call him 

Now. What could be the problem? First, it seems reasonable to suppose that Now, ifhe 

is like most of us, will occasionally make rational mistakes. Suppose he makes a mistake 

at t} and simultaneously realizes at that time that "I am now irrational". Time passes and 

at t2 he is rational again. At t2 Now may then say to himself"I am now rational". Since 

what is relevant under the present-rationality theory is only the present time, Now 

acknowledges his mistake at t} but at t2 he is rational and so far as he is concerned t} is 

no longer of any consequence. Now's attitude at t2 is one of rational satisfaction or self

congratulation. Since only the present matters t} has no bearing on Now's attitude at t2' 
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Here lies the problem. Now's irrationality at tl may well have served to limit or restrict 

the possible outcomes available to him at t2. 10 Now may have done the "rational" thing at 

t2, but had he not done the irrational thing at t1 he would be in a position to do some 

alternative and preferable action at t2 (recognizable as such at t2). The implication of this 

is that given the influence of Now's earlier conduct on his later conduct he should not be 

so smug about being rational at t2. Now may well be the person who loses all his assets 

while gambling at t}, but makes much of finding a great deal on a bankruptcy lawyer at t2. 

We think that such a person should not be so smug, but should feel regret. The attitude of 

regret is one characterized by a distress, sorrow, or grief at having missed or failed to 

secure something of value. The appropriateness of regret stems from the role it plays in 

rational deliberation. Regret makes one attentive to the fact that something of value was 

passed up and so it helps to ensure that one will not commit similar mistakes again in the 

future. Regret is a way by which we learn from our mistakes instead of being forever 

condemned to repeat them. Regret has this educative role to play. Regret also, as we 

shall come to see, expresses an agent's commitment to rationality. An agent who does not 

experience regret at the thought of his past irrationality seems not to care and we find this 

troublesome. Now, then, is not properly related to his own past as an agent existing over 

lOIn fact, even if Now did the "rational" thing at tl this problem could arise. This should become evident 
below when I discuss prudence. But the reason is basically that doing the "rational" thing at a given time 
successively is not yet to have any kind of integrated conception of rationality over time. The point being 
that the Present Rationality Theorist's conception of rationality is itself not responsive to the future or the 
past. 



272 

time and so his present actions despite their "rationality" may not be all that rational when 

looked at through the wider lens provided by temporal reflection. 

The problem that Now faces with prudence is quite similar, but prudence is 

forward-looking instead of backward-looking and requires that the agent" perfonn certain 

actions (rather than have a certain response to prior actions as in the case ofregret).ll 

Suppose that Now does what it is rational for him to do at tl without considering the 

future. At t2 he may well come to realize that it would have been better for him to do 

something else at t 1 because doing so would allow him to do something at t2 that more 

than offsets the comparative loss at tl. Now is now like the investor who opts for a quick 

profitable short-tenn investment that precludes him from investing later in a much more 

profitable investment. The problem is that the present-rationality theorist has no way to 

accommodate the importance of the future. In focusing on present conduct the impact of 

present conduct on future conduct is overlooked. Just as regret is an attitude 

characterized by sorrow at failing to secure something of value, prudence is 

characterizable as an attitude of expectation of securing some future value (perhaps 

supplemented, though not dominated, by an aversion to the possibility offuture regret--

functioning in this way as a fortifier of prudence). The prudent person is one who plans 

and considers the future precisely because they .. care about the future and expect that they 

can achieve those things which they value in the future. The prudent person is also 

I I Regret itself is partially fonvard-Iooking in that it applies bach.-ward-Iooking considerations to the future. 
Prudence. on the other hand is purely fonvard-Iooking. 
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committed to rationality precisely in the sense that they care about the future and their 

ability to act rationally in the future. So we see that the relevance of both prudence and 

regret, despite the different directions in which they look, is due to the important 

relationship between temporally prior actions and temporally posterior actions. The world 

is not static; it is effected by our own actions. What we do at one time will influence what 

we can do at another. Hence, we must take into our purview the impact of our present 

actions on our future and the impact that our past actions have had on our present if we 

are to be fully rational. I hope that this lends some credibility to the rationality of 

prudence and regret and that a full theory of rationality must incorporate rationality over 

time. 

Can the internal theory of reason account for rationality over time? We can take 

up this question by examining how the theory deals with both prudence and regret. Let us 

start with prudence. To have a reason to do action X on the internal theory requires that 

one now have a motive in one's motivational set that action X could be deliberatively 

connected to by theoretical reason. If there is no such motive the agent has no such 

reason. This is a consequence of its commitment to naturalism and the transference of 

motivational influence. Hence, I can have a reason now to go buy food that I will need for 

tomorrow only if! now have a motive that going to buy food will further or serve. 

Suppose that right now I have some food and that I'm not hungry. I do not now have a 

motive to which going to buy food now could be deliberatively connected. Thus, on the 

internal theory I do not now have a reason to go to the store. This could be so despite the 
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fact that I may know that tomorrow I will have such a motive (e.g., I know I will be very 

hungry) and that I cannot act on such a motive tomorrow (e.g., the grocery store will be 

closed or perhaps I will not be able to go to the store tomorrow because my ride is going 

today). But knowing that I will have a reason tomorrow does not provide me with a 

reason today. It cannot on the internal theory. The internal theory, as we have witnessed, 

adopts a naturalistic framework: that justificatory reasons must be tied to actual 

motivations since reasons must be capable of motivation and only actual motivations can 

motivate. The mere knowledge of a future motivation is not an acceptable source of a 

reason from within this naturalistic framework. Tomorrow's motive is, as of now, outside 

of the agent's motivational set. If tomorrow's motive is to provide the agent with a reason 

today this would involve a rejection of the tenets of the internal theory of reason and 

violate its naturalistic commitment. So, if it is really true that the agent now has no motive 

to which action X can be deliberatively connected, then the agent does not now have a 

reason to do X even if the agent knows that he will have a motive to do X tomorrow. Put 

simply, reasons, on the internal theory, do not transfer across time because motives do not 

transfer across time. The internal reason theorist must simply bite the bullet. 12 If 

I~See Gauthier (1986) for an example of this. For instance, Gauthier writes, "Our view is that prudence is 
rational for those who have a considered preference for being prudent, but not for those who on full
reflection do not." Gauthier (1986, p. 37) One, of course, wonders what exactly Gauthier has in mind by 
"considered preference" and "full-reflection." The two conditions which he says constitute considered 
preference are: (1) "if there is no conflict between their behavioural and attitudinal dimensions" and (2) 
"they are stable under experience and reflection." The question is why coherence between behavioral and 
attitudinal dimensions should be a requirement and what he means by full-reflection. Full-reflection 
seems merely to be the full consideration of factual information (this would make Gauthier's account 
similar to Brandt's full information account). The view of reflection that I offered in the previous chapter 
must not be confused witli accounts of this sort. Finally, note the similarity between Gauthier on prudence 
and Williams on needs. 
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prudence is rationally required as our above discussion seems to indicate, then the internal 

theory is in serious trouble. 

However, the internal reason theorist does have a way to try to make sense of the 

rationality of prudence. The internal reasons theorist suggests that an agent can have a 

reason to act prudently ifhe has the appropriate present desires to satisfy her future 

desires. What does the internal reasons theorist mean by the 'appropriate present 

desires?" These desires, once again, are second-order desires. However, there are two 

possibilities for these present second-order desires as they can be particular or general. If 

the present desires are particular, then it is possible for it to be rational for the agent to go 

buy food today (if he now has a second-order desire to satisfy the particular desire he 

knows that he will have tomorrow to eat) and it is also possible for it not to be rational for 

the agent to purchase home-heating oil today (if he does not now have a second-order 

desire to satisfy the desire he knows that he will have later to be warm). The particularist 

account of the rationality of prudence indexes the rationality of prudence to the agent's 

having second-order desires now which have as their objects particular desires that the 

agent knows he will have in the future. The primary problem (among others) with such an 

account is that it is not really an account of prudence at all. It renders the rationality of 

prudence an arbitrary matter. Whether some prudent form of action is rational and 

required is simply a matter of an agent's having a particular desire. However, we think 

that prudence is a more general rational requirement. If going to the grocery store today 

is rational, then so is purchasing home-heating oil. 
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On the generalist account of the rationality of prudence it is suggested that the 

appropriate desire is a present second-order desire to satisfy one1s future desires (whatever 

they may be). This desire does not discriminate in its objects concerning one1s future 

desires. Thus, a person with this general desire will have the appropriate present desire to 

which buying food and home-heating oil today can be deliberatively connected once he 

knows that he will have the desire to eat and stay warm in the future. This begins to look 

more like what we conceive of as prudence. But is this account satisfactory? There a few 

problems. The first problem is that the second-order now-for-the-future desire or motive, 

while perhaps strange on the particularist view, is even stranger on the generalist view. 

What could such a thing be? When examining the internal theory we discussed some of 

the problems it encounters in conceptualizing desires or motives. Are they 

phenomenological entities or dispositional entities? The problem is not just the future 

desire: for the agent may infer from prior experience that he will come to have some kind 

of felt impulse or disposition in the future. The problem concerns the "general second

order now-for-the-future" desire. What could a general second-order now-for-the-future 

desire feel like? Or, what kind of a disposition could a general second-order now-for-the

future desire be? The puzzlement that we encounter when confronted with these 

questions reveals the strangeness of a general second-order now-for-the-future desire. 

Whatever problems the internal theory faces in conceptualizing ordinary desires and 

motives (Le., present particular desires and motives) are vastly compounded in the case of 

a general second-order now-for-the-future desire or motive. This problem of 
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conceptualizing such desires points out a second problem. The strangeness of these 

desires lends plausibility to the contention that these types of desires are being attributed 

to agents by internal reasons theorists not because agents actually evidence such desires 

but because the postulation of such desires is essential to the success of the theory. Such 

desires are not only strange, they are ad hoc. Third, on this view of prudence prudential-

like behavior is required only if one has the general second-order now-for-the-future 

desire. But if one does not have this desire, then such behavior is not required. What this 

seems to show is that since there is no rational requirement to have the desire itself there is 

no genuine· prudential requirement. The only agents who are required to act in a 

prudential-like fashion are those who happen to have the relevant desire. Prudence is not 

rational simpliciter, but rather prudence is a hypothetical imperative (be prudent if you 

want--Le., happen to have the desire that constitutes prudence--to be prudent). 13 

However, this is not how we think of prudence. We think that prudence is rational 

simpliciter. We think that people ought to act prudently even if they do not have a desire 

to satisfY their future desires or if they are not disposed to act prudently. That the internal 

theory links justification with motivation renders it incapable of accounting for genuine 

prudential requirements. These problems are not exhaustive of the generalist account of 

13The hypothetical character of prudence (a rational requirement that we tend to think of as categorical) 
raises the question of whether rationality itself (as the internal reasons theorist conceives of it) can be only 
hypothetically required. That is to say, is the satisfaction of one's desires rationally required only if one 
has the general desire to satisfY one's desires? Of course, the further question could then be raised as to 
whether the satisfaction of this desire can be rational only if one has some other desire to satisfy it, such 
that we end up with an infinite regress. To stop the regress the internal reasons theorist must state that 
the satisfaction of one's desires is rational simpliciter (that one need not have a general desire to satisfy 
one's desires). But with this said the question arises as to why things should be any different in the case of 
prudence? 
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prudence but they seem to be the most serious so I will leave offhere. Suffice it to say, 

either way the internal reasons theorist conceives of prudence it is problematic. 

What about regret? Can the internal theory accommodate the rationality of regret? 

Whereas prudence requires action, regret requires a response to prior action. Regret, as 

we noted above, is an attitude of sorrow or mourning in response to irrational action 

(whether culpable or not). When one misses an opportunity or does the wrong thing, it is 

simply a rational response to feel regret at the lost opportunity of obtaining something of 

value. Regret also serves, secondarily, the function of focusing one's attention on past 

mistakes and so aids one in avoiding the same kind of mistake in the future. Furthermore, 

the prospect offuture regret may well factor into one's deliberations about the rational 

thing to do. 14 Returning to our question, it seems to me that just as the internal theory 

cannot account for prudence it cannot account for regret. To account for the rationality 

of regret it must be demonstrated that there is a reason for agents to have regretful 

responses to their prior actions Gust as accounting for the rationality of prudence requires 

showing that agents have reasons to perform certain actions now in preparation for the 

future). For the internal theory to maintain that agents have a reason to feel regret it must 

be the case that the feeling of regret could be deliberatively connected with a motive of the 

agent. But we come upon a problem here. Regret is a backward-looking phenomenon: 

one feels regret in response to one's having done something irrational. On the internal 

14The prospect of regret may well be the underpinning of the more cautious rules of rational choice such 
as disaster avoidance, maximin, etc.. An argument to the effect that regret is rational could demonstrate 
that these more cautious approaches are justified over maximizing expected-utility, since the latter ignores 
the importance of regret. 
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theory one does something irrational when one fails to appropriately further or serve some 

motive. So we may interpret regret on the internal theory as a present feeling of sorrow in 

response to the failure to appropriately further or serve some past motive. So it is 

incumbent upon the internal reason theorist to explain how it is that one has reason to feel 

regret now given that one's past motives have not been appropriately furthered or served. 

Remember that according to the internal theory one can only have a reason to feel regret if 

there is some motive that one now has that would be furthered or served by feeling regret. 

If the prior motive that was not appropriately furthered or served has extinguished, then 

with respect to it one can have no reason to feel regret--what is past may well be no part 

ofthe agent's present motivational set. If the motive has not extinguished, then one has 

reason to further or serve it (and so to perform certain actions) but stilI not any reason yet 

to feel regret. It would appear that the internal theory does not concern itself with regret. 

One's prior irrational actions should either be forgotten about if the motive has 

extinguished or the action that should have been performed should be performed now if 

the motive has not extinguished. 

But, just as in the case of prudence, there may still be a way for the internal reason 

theorist to attempt to accommodate regret. There are two possible ways this may be 

done. First, an agent could be said to have a reason to feel regret ifhe has backward

looking or now-for-the-past second-order desires (i.e., desires that his past desires were 

appropriately furthered or served). So to take the case of someone who rationally ought 

to feel regret at having lost a substantial sum of money while gambling, such a person it 
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might be suggested has a desire now that his past desire to, say, secure more money was 

appropriately furthered by not gambling and, of course, losing. This response is quite 

similar to the response made in the case of prudence discussed above. It carries with it all 

of the problems we discussed there. But it also takes on the additional problem of making 

sense of backward-looking desires as opposed to future-looking desires. We noted that 

the latter are strange, but at least they have the possibility of being satisfied. If one has a 

now-for-the-future desire it is at least conceptually possible to make sense of one taking 

steps to further or serve that desire. Backward-looking (or now-for-the past) desires have 

no possibility of being satisfied in the case of regret (i.e., where the desire was not 

appropriately furthered or served at that time). This raises the question of whether one 

can really have such desires or motives. What is a motive that by its very definition cannot 

be furthered or served? We must reject this view as simply confused. The second 

possibility is that one has a reason to feel regret because feeling regret will further or serve 

some other motive that one now happens to have. So, in the case of the person who 

gambled away all of his money, his feeling regret is rational because it furthers or serves 

his different but related motive to not wantonly waste his resources now and in the future. 

This response is problematic as well. Firs.t, it cannot rely upon his future desires or 

motives if the internal theory cannot account for the rationality of prudence as we argued 

above. The attempt here is to make regret rational by rendering it a prudential aid. But if 

prudence is not rational, then regret cannot piggyback upon it in this way. This, of course, 

leaves present motives but this considerably weakens the power and importance of regret. 
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The second, and perhaps primary, problem with this view is that it detaches regret from its 

real object. What renders regret rational on this view is not the past instance of 

irrationality but related, although incidental, potential cases of present or future 

irrationality. Now I do not deny that regret has this kind of role to play, but it is a kind of 

secondary role for regret. Regret itself, however, has as its object the past instance of 

irrationality and the fact that something of genuine value has been missed and cannot be 

recouped. This should indeed have an educative effect in a rational agent, but that cannot 

be its only role otherwise it is not regret that an agent feels. This is perhaps more evident 

in cases of human tragedy than in the gambling case we have been considering. Regret at 

the accidental shooting of another human being is not rational simply because it is a means 

to averting similar tragedies (though again it should contribute to this), but rather it is a 

rational response to the loss of the inherent value of human life. The internal theory, on 

the interpretation we have been considering, misses this important point about the 

phenomenology of regret. By making regret rational because it furthers or serves some 

incidentally related motive of the agent the internal theory cuts itself off from the value of 

the past and focuses solely on the present. All in all, then, it appears as though the internal 

theory has trouble in making sense of the rationality of both prudence and regret. The 

internal theory attempts to bring the past and future into its purview by relativizing them 

to present aims and motives of the agent. Though the degree to which people are prudent 

and regretful is often solely responsive to their present aims and motives this hardly 

exemplifies full rationality. In fact, it is just another instance of the internal reason theorist 
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confusing motivation and justification. People may well not be prudent or regretful in 

their motivations, but, as our commonsense conceptions rightly realize, this does not mean 

that prudence and regret are not rational. This attempt to bite the bullet, I believe, may 

only leave one shot in the head. 

Having established the rationality of prudence and regret and having examined the 

difficulties that the internal theory has in accounting for either of them, we must now 

assess whether the normative theory of reason can accommodate them. The internal 

theory failed to do so because of its reliance on a non-normative (or naturalistic) 

psychology. What provides me with a reason to do something is having the appropriate 

motive to which my acting now could be deliberatively connected. Future motives cannot 

provide agents with reasons since they are not yet part of an agent's motivational set and 

past motives do not provide agents with reasons since they are no longer part of an 

agent's motivational set. Thus the internal reasons theorist typically attempts to account 

for prudence and regret by postulating now-for-the-future and now-for-the-past motives. 

But as we just witnessed this account fails to adequately capture the nature of prudence 

and regret. 

How, then, does the normative theory propose to account for the rationality of 

prudence and regret? Why, on the normative theory of reason, we have reason to act 

prudently and to feel regret? The internal theory maintains that for all of one's reasons it 

must be possible to deliberatively connect them to some motive that one has. On the 

normative theory, however, reasons stem from one's normative states (or the normative 
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states that one could be brought to by the processes of deliberation that we discussed in 

Chapter 4--Le., deliberation guided by the norms of reflective deliberation). So on the 

normative theory it is not required that one now have a motive that acting prudently or 

responding with regret could be connected with to have a reason. In fact, motives are 

entirely distinct from what we have reason to do and this frees the normative theory to 

incorporate the rationality of prudence and regret, or so I shall argue. 

So, if it is not motives which provide agents with reasons to act prudently or to 

feel regret then what is it that does so? We have seen when looking at the internal theory 

that it must seemingly incorporate present motives since future and past motives cannot by 

themselves ground reasons. Naturalism does not allow for the transfer of reasons over 

time since the "force" of the reason on the internal theory comes from the actual 

motivational efficacy of the motive in question. However, the normative theory, in 

eschewing naturalistic motives as providing the basis of reasons, can make sense of 

reasons being transferred over time. If reasons are understood to emanate from nonnative 

states, then reasons can be transferred over time since normative "force" (I use quotes to 

indicate that it is not really force in the same way that motives have force) is the kind of 

thing that can transfer over time. A rough analogy would have it that reasons are 

conceived of mechanically on the internal model (Le., the transfer of force requires that the 

two things be in contact--like billiard balls) whereas on the normative model reasons are 

thought of like electromagnetic waves (Le., the transfer can function at a distance--like 
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gravity). IS Furthennore, the normative theory reserves a distinctive and important place 

for reflective deliberation on this account of rationality over time. When discussing 

reflective deliberation in Chapter 4 we suggested that it involves stepping back to a more 

neutral point of view. When reasoning about the present reflective deliberation aims to 

remove the undue influence of some states over others by stepping back from them all to 

gain a kind of rational purchase on them. In the case of rationality over time reflective 

deliberation has a similar role to play. We step back to a more neutral point of view with 

the aim to remove the undue influence of present states over past and future states. This 

reflective stepping back and the nonns which govern it is constitutive of rationality in each 

case. This, however, is only a brief and metaphorical sketch of the theory. We must, 

therefore, aim to provide a more thorough analysis. 

Let us start with prudence. There are really two broad ways in which we can 

account for this normative transference and so prudence on the nonnative theory. First, 

the normative state may be one that we already have or know we will come to have--I 

shall call this definite prudence. Second, the nonnative state may be one that we do not 

have and we do not yet know what state we will have in the future--I shall call this 

indefinite prudence. Cases of definite prudence are quite common: the cases we have 

considered thus far (of purchasing groceries and home-heating oil) are each of this type. 

What makes something a case of definite prudence is the fact that the agent knows what 

15Though this is meant solely as an analogy it does nicely capture that the internal theory relies upon a 
simpler or more primitive view of reasons when compared to a theory such as the normative theory. Just 
as we require a conceptual shift to move from Newtonian mechanics to the understanding of 
electromagnetic waves, so we require a similar conceptual shift to move from an internal theory to the 
normative theory. 
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normative state will guide and direct him in the future. Knowing this the agent is able to 

take clear and definite prudential steps in response to this state. However, there are two 

types of definite prudence. First, the agent may know that he will have the state in 

question because he now has that state and given the persistence and stability of his 

normative states he has good reason to think that it will persist. But the state may not be 

active at the time and it may merely be lying dormant (Le., it is not now requiring any type 

of action). Prudence of this sort operates by the agent becoming aware of the future 

requirements of this state and that these future requirements activate the present state. 

The agent's reflective deliberation brings to light that the state he now possesses, say, that 

eating is vital to health and proper functioning, though now dormant because he has food 

and is not hungry will issue requirements in the future (Le., that he eat) but that these 

requirements will only be capable of being met ifhe takes certain steps now (i.e., going 

grocery shopping) and so this dormant normative state becomes activated. In this case of 

definite prudence the future normative "force" of a normative state activates that state in 

its present form. The normative "force" is temporally transferred along a single persisting 

normative state and this is revealed to the agent by engaging in reflective deliberation 

where he assumes or steps back to a temporally neutral point of view. 

The other kind of definite prudence is slightly more complicated, though in the end 

much the same. Instead of the agent now possessing a normative state that can be 

projected into the future and whose future requirements are seen to activate the present 

state, the agent does not now have the normative state in question but begins from the 
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idea that he will come to have it in the future. 16 In coming to realize that he will have the 

normative state in the future he must engage in reflective deliberation and in doing so 

comes to acknowledge the normative character of that future state (i.e., that it has 

persistence, stability, and involves commitment). In accepting that he will come to adopt 

the normative state in question the agent must be seen to presently accept that state in a 

dormant manner. At this point the reason-giving "force" of that future state operates the 

same way as above, with the future requirements of the future state activating the state in 

its present dormant form. Thus, each of these cases of definite prudence involve the 

activation of dormant normative states by their future counterparts. This activation of 

dormant normative states is the result of reflective deliberation revealing the normative 

connection between the future and present states. The difference concerns which state 

comes first. In the former case a presently known state is projected into the future and 

that future state's requirements known by engaging in reflective deliberation that allows 

for the normative "force" of that future state to be transferred to the present state so that 

the present state is activated. In the latter case a future state is revealed by reflective 

deliberation and concomitant with this revelation is the formation of a present state that 

reflective deliberation activates in light of the future state. 

We now come to indefinite prudence which, though hardly taken notice of, is of 

significant importance. Recall that indefinite prudence involves prudential action or 

measures taken in light of unknown or indeterminate normative states. For instance, one 

l~his type of prudence may be less common given the epistemological difficulties of knowing that one 
will come to have such a state in the future. 
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may not yet have any kind of clear idea as to what type of career one now finds and will 

come to find valuable. So to the question, "what sort of prudential measures should I now 

take in light of my understanding of the future?" there is no definite answer. In the case of 

definite prudence one's future normative state becomes activated in the present in a clear 

and determinate manner (e.g., that I shall need to eat tomorrow requires specifically that I 

go grocery shopping today). But this lack of perspicuity in the case of indefinite prudence 

does not mean that there is nothing for the agent to do in preparation for the future and 

that prudence has no role. Indeed, careful attention to prudence in such cases becomes all 

the more important. That one does not have a normative state that can be projected into 

the future or know of a normative state that can be brought back to the present does not 

mean that one will not come to have a relevant guiding normative state. We know this 

from experience. The development of new normative states and the revision of others as a 

result of the application of our normative capacity to the world is a continuous 

phenomenon. A good life will require that we acknowledge this fact and that it become 

relevant in our deliberations about our present actions. The issue, then, is not whether 

there is such a thing as indefinite prudence, but how it is to be accounted for. There is no 

known future state that can activate (and perhaps create) some present dormant state as in 

the case of definite prudence. So the issue becomes one of how unknown future 

normative states can have any kind of normative "force" on the rationality of present 

actions. The story will go something like the following: As we noted above the agent has 

the awareness that he will have some kind of guiding normative states in the future. This 
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awareness renders it rational for him to engage in reflective deliberation to determine (if he 

can) what those normative states will be. The inability to determine this as we noted does 

not eliminate the role of prudence, it simply alters it. 17 The task of the agent, in the face of 

the inability to fix and determine his future normative states, requires that he engage in 

reflective deliberation so as to come to some kind of assessment of the scope of possible 

future normative states. So in the case above, reflective deliberation may enable the agent 

to limit his future normative states to, on the one hand, pursuing a career in law or 

medicine or, on the other hand, not being able to limit the scope at all such that all (or 

almost all)18 careers are a possibility. This limitation, reached by the agent through 

reflective deliberation (the process by which normative states are formed), becomes itself a 

kind of normative state: the agent judges that certain careers are possible and that others 

are not. This normative state, of course, carries with it rational requirements and so is 

conduct controlling. So in the case of our hypothetical agent who does not definitely 

know what career he should pursue, ifhe has been able to restrict the possibilities 

somewhat this may have implications for what he ought to do now. A professional career, 

such as law or medicine, will require a college education and perhaps applying for school 

loans. The less the agent is able to limit the possibilities the more his present actions must 

leave his future options open. Indefinite prudence is prudence under uncertainty and must 

incorporate the flexibility that is a part of rationality under uncertainty. So with regard to 

17Note that if the agent is able to determine what his future nonnative states are, then we have before us a 
case of definite prudence. 
18Usually the scope will not be this wide. In almost all cases reflective deliberation will be able to 
eliminate certain possibilities, say, drug dealer, petty thief, astronaut, or president. 
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definite prudence a future normative state activates a dormant present normative state (in 

this manner normativity is transferred across time from the future state to the present 

state). In the case of indefinite prudence the indefinite nature offuture normative states 

gives rise to reflective deliberation about the nature of those possible states that may result 

in some limitations being placed on those possibilities. The result of this deliberation is 

itself a present normative state (albeit one of an indefinite character) that can rationally 

guide and direct us in our actions in a corresponding indefinite manner. It is worth 

remarking that indefinite states give rise to indefinite rational requirements, such as "keep 

your options open", "don't bum your bridges", etc .. The imprudent person, then, is not 

merely the person who fails to grocery shop today when he knows he will need to eat 

tomorrow, but is also the person who fails to lay an adequate foundation for his future 

developing self 

When considering the internal theory we noted that it could not account for 

definite prudence, however it has even more difficulty accounting for anything like 

indefinite prudence which as I hope we have seen is of great significance in our practical 

lives. The only way for the internal reason theorist to account for indefinite prudence is to 

postulate the existence of general second-order now-for-the-future desires, which as we 

have seen are the most problematic desires of all, and added to this must be the limitation 

that those future desires are indefinite. One interesting thing to note about the distinction 

between definite and indefinite prudence is that definite prudence is more common among 

needs, because needs are both very permanent and stable and well-known to the agent. 
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This is not to say that definite prudence cannot involve deep-seated and well-known 

interests or projects. Indefinite prudence more typically involves interests and projects 

given their changing and developing nature. Desires, however, do not, I believe, give rise 

to prudential requirements of any significant kind given their unstable nature. 

What about regret? How does the nonnative theory account for the rationality of 

regret? Prudence involves present action taken to insure rationality in the future (one's 

future nonnative states transmit their nonnative force to the agent in the present), while 

regret is a present response to past irrationality. In our discussion of prudence we divided 

it into two types based upon whether or not we have a definite conception of our future 

nonnative states. This kind of distinction will not arise, however, with our past nonnative 

states since, having existed, they are the types of things of which we are aware. But this 

does not mean that there will not be different types of regret. In some cases we had a 

nonnative state at the time of our past action that we did not take into full account. In this 

case we simply regret that we did not give it proper consideration. In other cases we may 

well have acted with full regard to our nonnative states at that time, but we now have 

come to transcend those states and we regret that we did not have the greater 

understanding that we now presume ourselves to possess. Examples of these types of 

regret might be, respectively, regretting having an affair when one knew that it was a 

"stupid thing to do" and regretting one's pursuing a career in law when, say, one 

reflectively deliberated about it and sincerely thought at the time that it would be the best 

thing to do but one now realizes that that was wrong. The fonner type of regret I shall 

.. - - ... -.- --.-~- -----
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call action-regret, the latter deliberative-regret. The difference between action-regret and 

deliberative-regret is that action-regret generally involves a higher degree of rational 

culpability. In the case of action-regret, the agent knew at the time what he should have 

done, but he didn't do it. Action-regret is a response to a situation where the agent's 

normative judgment was right but just not listened to, the agent let his non-normative 

states take control of his actions. The feeling of action-regret acknowledges that a 

rational wrong was committed that was clearly avoidable. Accompanying action-regret 

we often find feelings of shame--that the action reflected poorly on the agent's character. 

Deliberative-regret may involve a kind of rational culpability, but not to the same degree 

that action-regret does. Deliberative-regret is a response to a failure to fully deliberate in 

a rational manner and so to forming fully rational normative states. The agent acted on his 

normative states and did not let his non-normative states unduly influence his action, but 

he was not able at the time, for whatever reason, to fully realize all the possible relevant 

considerations that go into the formation of his normative states. This may involve some 

culpability or virtually none since there are many things which no person has the acumen 

to discern ahead of time. If the agent deliberated in a hasty and insufficient manner he may 

well be culpable, but ifhe deliberated fullY,and carefully, being responsive to all the 

appropriate norms, then he would not be rationally culpable. In this latter case it is just 

that he later finds himself in a position to better engage and utilize his normative capacities 

(e.g., being within the legal profession may enable him to now see that the kinds of 

projects that lawyers pursue are not as satisfying as he previously imagined). The person 



292 

experiencing deliberative-regret may say to himself, "If only I had done things differently." 

Such a person regrets what he did in the sense that with his present knowledge he would 

do things differently, but he realizes that he couldn't have known any better at the time. 

However, as we all know from the phenomenology of regret we still feel regret for those 

actions we took under full justification at the time and for which we are not culpable. The 

explanation of this regr.et is that we are rationally responding to the loss of something of 

value. But we must look more closely at this. 

Now that we have a basic understanding and typology of regret we can ask how it 

is that regret is rational on the nonnative theory. The internal theory had some trouble 

explaining this. Regret is rational if we have a reason to feel regret in response to our 

prior irrationality. Is it rational to feel regret in response to a previous failing to heed 

one's nonnative states even though one may now be rational or to feel regret in response 

to a previous deliberative shortcoming? One need not have a motive that will be furthered 

or served by feeling regret for regret to be rational as the internal theory requires. The 

answer is actually quite simple on the nonnative theory. For regret to be rational it must 

simply be the case that when the attention of one's nonnative capacity is turned to some 

prior irrationality that it must now recognize that that instance was indeed an instance of 

irrationality. Regret involves present deliberation about the rationality of one's past 

actions that reveals their irrationality. Regret, then, in the most basic sense is a nonn

directed emotional response. It is an emotional response to a previous case of not acting 
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rationality and/or to a failed opportunity to secure something of value. 
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But how does this past irrationality make it rational to have the emotional response 

of regret now? In the case of prudence we saw that the normative "force" of future 

normative states is transferred to the present. In the case of regret the normative "force" 

(or what should have been the normative force of one's past states) is transferred to the 

present. If we had the power to change the past this normative "force" would of course 

require us to take steps to do so through action. However, since this is not possible and 

since we know this to be the case we in effect feel a kind offiustration that evidences itself 

as the feeling of regret. We wish we could go back in time and do things differently, but 

we cannot. Regret demonstrates a commitment to rationality on the part of the agent: that 

he cares enough about his irrationalities to want to correct them. It is this commitment 

revealed by regret that makes us look favorably on the regretful, but not on those who 

have no such compunction. The person without compunction is flouting the norms of 

rationality all over again. Regret also has an educative role to play. By feeling regret we 

vividly realize and prolong the repercussions of our irrationality and this typically serves to 

strengthen our commitment to rationality in the future. We are able to forgive the 

regretful because we trust that they shall be changed in the future. The commitment to 

rationality expressed by regret and the urge to change things that we cannot may at least 

have the result of encouraging the regretful person to seek to correct things to the extent 

that he can. If his irrational action has had unfortunate consequences for others regret 
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may provide him with reason to make amends or provide restitution where that is possible. 

Regret may have still other roles to play in the lives of rational agents, but I hope to have 

at least demonstrated that the nonnative theory. can provide a sensible answer to the 

question of its rationality. 

In summary, the internal theory has a very difficult time accounting for the 

rationality of prudence and regret. Prudence and regret both involve rationality over time. 

The internal theory fails to account for rationality over time because it relies upon the 

naturalistic notion of a motivational set to explicate reasons. But both future and past 

motives cannot, on the naturalistic framework, provide the necessary foundation for 

reasons. Naturalistic phenomena are not capable of transferring reasons over time. 

Hence the internal theory must rely upon strange and implausible notions to try to 

accommodate rationality over time. The nonnative theory, on the other hand, since it 

understands reasons to emanate from nonnative states can make sense of the transference 

of reasons over time. Nonnative states are capable of transferring reasons forward or 

backward in time simply by one's present nonnative capacity engaging in reflective 

deliberation about the past or future. The knowledge that I will have a particular 

nonnative state can transfer its reason-giving force to me in the present and the knowledge 

of a past irrationality can do the same. Accounting for rationality over time is essential to 
, 

the theory of practical reason. If the nonnative theory, but not the internal theory, can 

account for rationality over time, then this is a very considerable point in its favor. 
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In this chapter we have examined three rational accretions to the theory of 

practical reason. We have argued that a theory of reason must deal adequately with the 

issues of the self: in particular self-government or autonomy and self-respect. We argued 

that the normative theory's resources allow it to deal with each of these better than the 

internal theory can. We also considered the different types of self-interested reasons and 

their differing stringency. We distinguished needs, interests, and projects all as having 

different weights. Once again the normative theory appeared better equipped to deal with 

this important feature of rationality. Finally, we considered how each theory deals with 

rationality over time (i.e., prudence and regret). The naturalistic bent of the internal 

theory renders it incapable of transferring reasons across time, while the non-natural 

character of the reasons on the normative theory allows for the transfer of reasons from 

the future to the present to account for prudence and from the past to the present to 

account for regret. If we are right in these respects, that the normative theory fares better 

than the internal theory, then we have only served to bolster the arguments we have made 

in the two previous chapters--that the internal theory is problematic and that the normative 

theory offers a better account of psychological reality. We have tried to make good on 

our claim that problems with a theory at its core will surface at the rational periphery--i.e., 

in an inability to accommodate psychological reality. My aim in the next and final section 

shall be to expand this argument by attempting to show that problems with the internal 

theory of reason (from the core all the way to the periphery) result in serious problems in 

accommodating moral reasons and that only the normative theory (or something like it) 
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concerns we spelled out in the first section. 
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In Part I I spelled out the skeptical challenge to morality by examining the 

concerns which lead ordinary agents to question both the status and authority of morality. 

In the case of status skepticism the issue concerns whether there are moral facts and in the 

case of authority skepticism the issue concerns whether there are genuine moral reasons. I 

then considered the two approaches to dealing with this dual-pronged skepticism. First, 

one may begin with the problem of status skepticism. The goal is to show that morality 

has the same lIobjective ll status as other objective disciplines. This seems to require that 

morality be favorably compared to science and, more specifically, must fit within a 

scientific framework. The primary problem with such views is to make sense of the 

authority of morality--i.e., to demonstrate its reason-giving force. The second approach 

begins by delving into the problem of authority skepticism. The idea is that one must first 

account for the reason-giving quality of morality and only then does one make the 

transition to dealing with status skepticism. I argued that this approach has some prospect 

of success if the objective status of morality can be found in its authoritative or reason

giving character. If this is right (I have not demonstrated it yet, but I hope to do so in the 

next chapter), then one must first develop an account of reasons and from this account one 

must try to develop an answer to the question about the status of morality. 
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In Part II I undertook an examination of the nature of reasons. I considered two 

possible conceptions of practical reason: the internal theory and the external theory. 

These theories comprise two different attempts to understand justification. The internal 

theory maintains that practical justification is internal to motivation (and theoretical 

justification), while the external theory denies that practical justification is internal to 

motivation. I noted that a primary impetus to the internal theory is a commitment to 

naturalism--the internal reasons theorist tries to fit practical justification within an entirely 

naturalistic worldview. 1 Starting with the internal theory I examined the two arguments 

that Williams adduces in favor of the internal theory of reason: first that only it can explain 

intentional action (since explanation must make recourse to motivation), and second that 

only it can provide an account of justificatory reasons (since justification requires 

deliberation, and deliberation can only proceed from motives to actions that would further 

or serve them). However, I argued that each of these arguments fail. I then considered a 

more sophisticated model of the internal theory of reasons that tries to avoid the problems 

that plague the simple model. I looked at the different alternatives available on the 

sophisticated model with an eye to showing that either they do not succeed in capturing 

psychological reality or in remaining true to the fundamental tenets of the theory. In 

lFor this reason, I believe, the internal theory really doesn't get beyond the underlying problems of those 
attempting to deal with status skepticism. The point being that moral skeptics like Gilbert Harman, J.L. 
Mackie, and Bernard Williams share something quite important with moral realists like David Brink, 
Nicholas Sturgeon, and Peter Railton. They share a commitment to a kind of naturalism that undergirds a 
psychology and a conception of practical reason which entails, depending upon one's other 
presuppositions (for skeptics and realists, respectively, the intrinsic reason-giving or non-reason-giving 
character of morality) that morality is either subjective and unlike science or objective and just like science 
though without any pull. 
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Chapter 4 I turned to discussion of the external theory of reason. Many attacks have been 

leveled against such theories. I dealt with these in two ways. First, in Chapter 3, I replied 

to Williams's arguments against the external theory as these are one and the same as his 

arguments for the internal theory. Second, I distinguished a simple and sophisticated 

external theory. Many of the purported problems with the external theory originate from a 

simple caricature of it. Indeed such simple views are problematic, but what I deny is that 

all external theories must take this form. I then went on to develop a kind of sophisticated 

external theory in an effort to show the plausibility of such views. My aim was not so 

much to say that this exact theory of reason is the correct one, but more that this is the 

direction in which a theory of reason must go. Finally, in Chapter 5 I expanded our view 

of each theory by assessing how it would deal with peripheral rational issues important to 

an understanding of psychological reality; issues such as: issues of the self, the different 

kinds of reasons and their respective stringency, and rationality over time. In each case I 

argued for the superiority of the external theory over the internal theory. If I am right 

about this, then there are strong independent reasons (i.e., reasons not directly bearing 

upon morality) to accept the external theory. 

My aim now in Part III is to turn my attention back to the issue of concern in Part 

I. However, before I can address the issue of moral skepticism in earnest I must formulate 

and consider the conceptions of moral reasons that correspond to the theories of reason 

developed thus far. I have said what reasons are on both the internal and external views, 

but how do they each conceive of moral reasons? And, how successful is each view in 
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accommodating what we ordinarily take moral reasons to be? In this chapter I will 

consider the internal theory and how it might accommodate moral reasons and whether 

this account satisfactorily deals with authority and status skepticism. I will argue that it 

fails to answer the problem of authority skepticism as it cannot make sense of either 

autonomy reasons, altruism reasons, or fairness reasons. Its failure is traceable to its 

inability to get beyond personal reasons and offer a genuine account of interpersonal 

reasons. 

6.1 Personal and Interpersonal Reasons 

Up until this point I have been primarily concerned with what might be called 

personal reasons (sometimes referred to as agent-relative reasons). Personal reasons are 

self-regarding in the broad sense in that they concern an agent and her needs, interests, 

and desires and the reasons they provide her. The agent forms a conception of her own 

good and her aim in deliberation, from the point of view of her personal reasons, is to best 

promote or realize her own good. In Chapters 3 and 4 I examined the account of personal 

reasons offered by both the internal theory and the external theory. 

But personal reasons, thus characterized, do not appear to be moral reasons. We 

can see this if we take another look at the characterization of moral reasons that we 

offered in Chapter 1. We suggested that there are both formal and content aspects to 

moral reasons. The formal aspects of moral reasons are that moral reasons are (1) 

justificatory, (2) regulative or action-guiding, and (3) weighty or stringent. To say that 
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moral reasons are justificatory is to say that they fall into a justificatory framework. We 

do not seek moral reasons as mere explanations. Moral reasons are both offered as 

justifications and require justification. Next, the justification of moral reasons applies to 

actions. That is, moral reasons are regulative in that they prescribe and prohibit certain 

specific actions and forms of conduct. And lastly, this regulative character of moral 

reasons applies with considerable weight. Moral reasons are typically overriding and 

generally trump other kinds of reasons and may not be readily overcome by opposing 

inclinations. We also noted that the content of moral reasons can be divided into three 

types: (1) autonomy reasons, (2) altruism reasons, and (3) fairness reasons. Autonomy 

reasons, we said, are those reasons which have us respect others. They place constraints 

on what we may do to others precisely because others matter--Le., are beings with a 

certain kind of worth, value, or status. Altruism reasons require us to offer assistance or 

aid to those who are in need. While fairness reasons place constraints on the pursuit of 

our own interest by requiring that we do not exploit or take advantage of others because 

they are our equals. These formal and content aspects are ones that we extracted from 

our ordinary moral consciousness. They are not, however, fixed. If we are aiming to 

rebut moral skepticism we shall be concerned with how far we may go in accommodating 

. 
them. Whether we should revise our ordinary moral understanding and whether this 

amounts to a concession to moral skepticism is a matter for careful judgment. Our aim in 

this and the next chapter wiII be to examine whether and how both the internal and 

external theory can support moral reasons of this sort. 
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Personal reasons do not appear to be moral reasons, then, because they do not 

inherently take others into their purview as do autonomy reasons, altruism reasons, and 

fairness reasons. Moral reasons, we might say, have an interpersonal character. The 

broadly self-regarding character of personal reasons thus seems to preclude them from 

being moral reasons. How, then, do we make the move from personal reasons to the 

interpersonality of moral reasons? Each theory owes us an account of how it is that the 

interpersonal quality of moral reasons arises. Not surprisingly, the internal and external 

theory will have very different things to say about how the interpersonal reasons come 

about. Much of whether we find each view plausible will tum on how it understands 

interpersonal reasons--i.e., on whether its account can adequately support our ordinary 

conception of moral reasons. 

We shall start with the internal theory and examine how it understands the 

interpersonality of moral reasons. We noted in Chapter 3 that the internal theory's 

commitment to naturalism requires that justification remain internal to motivation. Hence 

its insistence that to have a reason one must have motive that some action could properly 

be taken to further or serve. This means that all of an agent's reasons are contingent upon 

her motivational set. The reasons that an agent has are a .function of her possibly coming 

to the realization (through correct deliberation) that some motive of hers would be 

furthered or served by some action. The primary aim of deliberation is to identify, 

construct, or discover ways that she might further her motives or desires (some of which 

might be second-order desires on the sophisticated version of the theory). Given these 



303 

resources, how does the internal theory propose to understand interpersonal reasons? The 

internal theory seeks to understand interpersonal reasons by building on its account of 

personal reasons--i.e., the theory seeks to make a transition from personal reasons to 

interpersonal reasons. Specifically, it seeks to make a transition from personal reasons to 

interpersonal reasons by showing how it is that interpersonal reasons can be built up out of 

personal reasons. Instead of offering a separate and independent account of interpersonal 

reasons it simply builds.upon its account of personal reasons. Interpersonal reasons, for 

the internal reason theorist, are derivative upon personal reasons. 

6.2 Internal Autonomy Reasons 

With this outline of how the internal theory seeks to account for interpersonal 

reasons before us let us begin now to examine it in more detail. When discussing moral 

reasons I propose that we examine each type of reason (autonomy reasons, altruism 

reasons, and fairness reasons) to determine how the internal theory deals with each and 

whether it can make sense of the three formal characteristics of moral reasons. We shall 

start with autonomy reasons. 

Straight-away the internal theory seems to be faced with serious problems when it 

comes to autonomy reasons. We said of autonomy reasons that they imply that others 

matter--that, in Kant's language, others are ends in themselves. The idea that others are 

autonomous beings is the ground of their value and entails that morally speaking we must 

respect them and their choices. In effect we might say that the autonomy of others 
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constrains our autonomy. 2 Autonomy reasons are those -reasons captured by the idea that 

we ought not to use or abuse other moral agents--i.e., to treat them as mere means to our 

ends. We said that such reasons seem to be an integral part of our moral experience and 

the moral requirements we acknowledge. Furthermore, we hinted that autonomy reasons 

may well be fundamental in that without the idea that others matter it may well be very 

difficult to make sense of either of the other types of moral reasons. 3 For if others don't 

matter, then it is hard to say why one ought to do things to help others or why one ought 

to deal fairly with them. 

But it seems that no sense can be made on the internal theory that others matter for 

their own sake--Le., that the mere fact of their existence as rational agents provides us 

with any reason to respect them. If we come to the understanding that others are rational 

agents on the internal theory's conception of rational agency we may well have to respect 

others in the sense that they are potentially to be feared for what they can do to us. We 

must respect (i.e., fear) others because they can act so as to harm us or help us, they can 

respond to us in a way that a table or chair cannot. However, this is not the kind of 

respect that we are searching for. We make an important distinction between fear and 

respect in our ordinary moral consciousness. The abusive husband who beats his wife may 

be feared by her, but not respected. Fear is something that may be commanded or 

instilled, but respect is something which must be deserved or earned. The internal theory 

1For instance, Kant writes, "This principle of hwnanity, and in general of every rational creature an end 
in itself, is the supreme limiting condition on the freedom of action of each man." Kant (1990, pp. 47-48). 
3This is an important point that I shall aim to develop as we proceed. 
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cannot accommodate genuine respect and so it must instead understand it as fear. Hobbes 

writes, 

[W]hat quality soever maketh a man beloved, or feared of many; or the reputation 
of such quality, is Power; because it is a means to have the assistance, and service 
of many. 4 

Respect is based on power. And the value, worth, or status of someone is also based on 

her power. We see this quite clearly, for instance, in the following passage from Hobbes: 

The Value, or Worth ofa man, is as of all other things, his Price; that is to say, so 
much as would be given for the use of his Power: and therefore is not absolute; but 
a thing dependant on the need and judgement of another. 5 

One's value, worth, or status is not something that inheres in oneself, but is something that 

must be, as it were, filtered through the desires and motives of others. As Hobbes goes on 

to say, 

An able conductor of Souldiers, is a of great Price in time of War present, or 
imminent; but in Peace not so. A learned and uncorrupt Judge, is much Worth in 
time of Peace; but not so much in War. And as in other things, so in men, not the 
seller, but the buyer determines the Price. For let a man (as most men do,) rate 
themselves at the highest Value they can; yet their true Value is no more than it is 
esteemed by others.6 

Human beings are objects on the market just like all other sorts of goods. The value of a 

person is detennined by his usefulness to furthering the desires and motives of others. I 

have reason to treat you well if you can be of use to furthering my aims or if you can 

frustrate my aims, but if you can do neither then I have no reasQn to respect you. Now 

Hobbes, like Williams (and Hume), is an internal reasons theorist. Where they differ, 

4Hobbes (1991, p. 41, original pagination). 
5Hobbes (1991, p. 42, original pagination). 
6Hobbes (1991, p. 42. original pagination). 
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however, is that Hobbes is more direct about the implications of his views for the worth of 

human beings. To suggest on the internal theory of reason that others have some kind of 

independent moral status or inherent worth that ought to be regarded simpliciter does not 

seem possible. 

Now this problem in making room for autonomy is rather easy to diagnose. If 

reasons are contingent upon motives and the basis for this claim is some kind of 

commitment to naturalism, then it seems to follow that only my motives can provide me 

with reasons and only your motives can provide you with reasons since only my motives 

can motivate me and only your motives can motivate you. The idea is that if practical 

reason involves the mere channeling of motivational forces by theoretical reason, then 

there is a naturalistic roadblock to the notion that other persons matters in and of 

themselves. Of course, it is open to the internal reasons theorist to maintain that as it so 

happens others (i.e., some select others) do in fact matter to us. But this is quite a 

different claim as it does not readily extend to all with the kind of necessity we think 

autonomy reasons to have. For instance, try the following thought experiment: imagine 

the attempt to establish certain fundamental human rights that apply to all people and 

provide all others with reasons to respect those rights upon the basis of the internal theory 

and one sees how difficult the task really is. The right not to be tortured, for instance, 

would have to be based upon the reasons that arise from the multiplicity of subjective 

motivational sets of all others, rather than simply from certain features of the individual in 

question. That we acknowledge that there are fundamental human rights seems to call 
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into question the substance of the internal theory. That the internal theory cannot 

undergird autonomy reasons seems alone enough to warrant its rejection, but we must see 

whether it can make up for this fault by accommodating altruism and fairness reasons. 

6.3 Internal Altruism Reasons 

We shall turn next to altruism reasons. We noted that autonomy reasons may 

place constraints on what we may do to other people given their value, worth, or status. 

Autonomy reasons seem to prohibit, among other things, the wanton destruction of human 

life, cruelty, etc.. However, we also think that there are moral reasons that may require 

positive assistance on our part to aid others, even if this may entail some sacrifice. Take, 

for instance, the case of easy (or perhaps even not so easy) rescue. We commonsensically 

see the situation such that the other person's vulnerable position, say, possibly drowning, is 

sufficiently weighty that it overrides our reason not to get our clothes wet and that we 

therefore have an all things considered altruism reason to assist them. The other it would 

seem has a justifiable claim on our assistance that we would be wrong to deny them. 

Furthermore, it is typically the needs of others that provide us with these sorts of altruism 

reasons. 

How is the internal theory to make out situations such as this calling for altruism 

reasons? Given the theory's rejection of interpersonal reasons it cannot begin from the 

idea that features of others (e.g., their need) provide us with reasons to positively assist 

them. Recall that my reasons are determined by my motivational set and that the other 
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person's reasons are determined by her motivational set. My reasons are not hers and hers 

are not mine. If this is so, how are we to account for the idea that another person's need 

can provide me with a reason to assist them? We said that given the naturalistic character 

of the internal theory it cannot be that their reasons themselves can transfer to me or 

automatically become my reasons. IfI am to have a reason to help them it must be 

because helping them furthers or serves some member of my motivational set. Let us call 

this problem of showing how it is that the plight of another provides us with a reason "the 

problem of altruism". There are a couple of ways the internal reason theorist might 

attempt to deal with the problem of altruism. We shall take them up in turn. 

The first approach is what I shall call indirect altruism. According to this view, 

desires that we might not have thought could provide us with altruism reasons can, as it 

turns out, provide us with reasons to positively assist others. How is this? We take it that 

people have lots of different desires. For instance, we have desires for an ice cream cone, 

a new bicycle, a book, etc.. Let us call these types of desires object-oriented desires as 

their satisfaction merely requires the provision of some external object. But object

oriented desires are not exhaustive of our subjective motivational set. For there are also 

esteem-oriented desires. Many of our desires are not simply desires for things or states of 

affairs that make no reference to others. We also have desires that incorporate or reveal a 

kind of envy or jealousy on our part. That is, we want others to think well of us and not 

to think badly of us. For instance, one might have the desire to appear virtuous, to be 

esteemed, to receive gratitude, to "indebt" another to oneself, to demonstrate one's 
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superiority, to secure power over another, to impress, etc.. Hobbes, for instance, was 

quite aware of such desires and they have a significant role to play in his theory. He 

defines glory as 'Joy, arising from imagination of a mans own power and ability.,,7 

Sometimes this glory is well founded, but more often than not it is not, and then it is said 

to be vain glory. But for Hobbes, glory is one of the three causes of conflict, so how 

could it provide one with a reason to assist another? Hobbes answers this question in the 

following passage: 

The force of Words, being (as I have formerly noted) too weak to hold men to the 
performance of their Covenants; there are in mans nature, but two imaginable helps 
to strengthen it. And those are either a Feare of the consequences of breaking 
their word; or a Glory, or Pride, in appearing not to need to breake it. 8 

The idea is simply the often proffered explanation of altruism by introductory philosophy 

students when discussing psychological egoism: that the reason the person ran into the 

burning building was to secure the esteem, praise, and admiration of others. Our 

seemingly non-moral (some might say immoral) desires (such as envy and glory) can 

apparently be harnessed to generate altruistic behavior. An act of helping is rational 

because we realize through deliberation that it will further or serve certain of our esteem-

oriented desires (it may also further or serve certain object-oriented desires but the 

connection here will be much weaker, hence the reliance on esteem-oriented desires). On 

this view, esteem-oriented desires are a two-edged sword: they can lead to conflict, but 

they can also produce altruistic behavior. 

7Hobbes (1991, pp. 26-27, original pagination). 
8Hobbes (1991, p. 70, original pagination). 
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Does indirect altruism succeed? I do not think so. First, is it really plausible to 

think that esteem-oriented desires could be sufficiently widespread and strong to override 

many object-oriented desires so that we could be said to have reasons to assist even when 

doing so requires significant sacrifice (or risk)? No, it isn't. Hobbes himself recognized 

this. He says that esteem-oriented desires are "too rarely found to be presumed on" and 

that fear is the "Passion to be reckoned upon."9 A second more interesting problem 

concerns a presupposition built into the idea that esteem-oriented desires can give rise to 

altruistic behavior. When Hobbes considers esteem-oriented desires he does so from the 

standpoint of a fundamental desire for self-preservation. The esteem-oriented desire for 

glory is one that furthers or serves the more basic desire of self-preservation since a 

powerful reputation is an asset in the pre-moral state of nature. With a powerful 

reputation I will be feared and let alone or I can merely threaten to obtain what I want in a 

confrontation. Hobbes's view is at least a consistent one. What the indirect altruist 

supposes, however, is that one has a desire to appear moral and to be morally esteemed 

and that this desire provides one with a reason to aid. We might say that esteem-oriented 

desires constitute a kind of moral envy. Thus, the view presupposes that there are moral 

practices already in place such that if I save the child from the burning building I will be 

morally esteemed (and that I know this--since my reason must be based on knowledge of 

the facts). Now there is something paradoxical about this. In trying to provide an account 

of people's moral (in this case altruistic) reasons we are presupposing the existence ofa 

~obbes (1991, p. 70, original pagination). 
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moral practice (at least a practice which says that altruism is morally right). Now either 

there is a justification for this practice or there isn't. If there is, then it must be that people 

have a reason to act altruistically and we find ourselves confronted with a vicious regress. 

My reason to be moral is based upon the existence of a moral practice which is itself 

predicated on my having a reason to be moral ... and so on. If there isn't, then we are 

providing an account of moral reasons which is contingent upon the fact that a practice 

has been foisted upon people by certain self-seeking scoundrels (as Thrasymachus or 

Mandeville might maintain) or that a practice has arisen mistakenly as a kind of 

superstition. Either way morality is at root a farce. Of course, this latter consequence 

does not undermine the internal theory's capacity to assert that I have a reason to assist 

someone so long as I have a desire to be morally esteemed and others will in fact esteem 

me if I assist. But it reveals the true skeptical character of such a view and does not seem 

as though it would be stable under reflection (once we all realize that our reasons to be 

moral are based on some kind of mistake our moral practices would disintegrate and, 

ironically, we would no longer have such reasons). This last point brings up what is really 

the primary problem with the indirect altruist's view, which is that the altruistic reasons it 

generates are not genuine moral reasons. Recall that we said the three formal 

characteristics of moral reasons is that they are justificatory, action-guiding, and 

categorical. But this view does not capture these features of moral reasons. Indirect 

altruism merely attempts to model or mimic moral reasons. Morality says that we have a 

reason to assist, so the indirect altruist looks for a way to show that people have reasons 
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to act as though they are assisting. However, what is clear to us (as it is to the opponent 

of psychological egoism) is that on this account people do not have reasons to assist but 

that they have reasons to do things which will bring them moral glory and it just so 

happens that assisting is one way to do this. But it is not the only one. We can, of course, 

aim to be like Glaucon's perfectly unjust man--in this case to appear altruistic while being 

self-serving. This type of view does not give us an account of moral reasons at all. It is a 

mere moral facade. 

The next proposal takes us closer to the look and feel of morality. The main 

problem with indirect altruism is precisely its indirect character. The internal reasons 

theorist must search for some more direct kind of altruism. There are two different forms 

that direct altruism can take. First, we can suppose that the content of the motivational 

set of the person who is in a position to assist contains elements that have as their object 

the good of others and that this is the case because people just so happen to be constituted 

this way. Let us call this view constitutional altruism. It is not the case that my motives 

are merely contingently connected to an act of assisting. That is to say, I do not have a 

reason to assist because assisting will allow me to further some unrelated goal of 

impressing others or being esteemed. Instead we can suppose that I have motives which 

themselves refer to the good of others. We might express such motives by saying that "I 

care about you" or "I want you to get what you want." My motive is itself a benevolent or 

altruistic one. 
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How does constitutional altruism fare? No doubt it is better than indirect altruism, 

but perhaps not as much as one might think. First of all there is the question of whether it 

is in fact true that we are all constituted such that we have these kinds of altruistic 

motives. And if so, how extensive and strong are these motives? The debate over 

psychological egoism and the plausibility of the view that we are to a large extent selfish 

ought to give us some pause. Second, what kind of motives are these altruistic motives? 

Are they particular or general? This is a problem that Hume recognized. lo It is 

implausible to suppose that I have a basic motive to help John when he is drowning, Sue 

when she is robbed, and Steve when he is in a car accident, etc.. It must instead be that I 

have some kind of general motive to help others. But we do not have any kind of 

unlimited general motive to help others. There are many people in distress whose distress 

leaves us entirely unmoved. Instead we find that we have motives to help those we are 

close to and those who are like us. Evolutionary biologists and anthropologists tell us that 

our altruistic motives are distinctly limited in scope to our kin or perhaps to our 

community. But these limits are decidedly more limited than the altruistic reasons we 

suppose ourselves to be subject to. And in the modem world the evidence appears to be 

lDr"or instance, when discussing how we arrive at our moral judgments (a slightly different concern, but 
similar enough for the point to apply) Hume writes, "From what principles is it derived, and whence does 
it arise in the human mind? To this I reply,jirst, that 'tis absurd to imagine, that in every particular 
instance, these sentiments are produc'd by an original quality and primary constitution. For as the 
number of our duties is, in a manner, infinite, 'tis impossible that our original instincts should extend to 
each of them, and from our very first infancy impress on the human mind all that multitude of precepts, 
which are contain'd in the compleatest system of ethics. Such a method of proceeding is not conformable 
to the usual maxims, by which nature is conducted. where a few principles produce all that variety we 
observe in the universe, and every thing is carry'd on in the easiest and most simple manner. 'Tis 
necessary, therefore. to abridge these primary impulses, and find some more general principles, upon 
which all our notions of morals are founded." Hume (1978, p. ~73). 
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that our altruistic motives are even more limited than this as the case of Kitty Genovese 

and others attest to. Constitutional altruism does not seem to get us what we want. 

Let us consider the second form of direct altruism. According to this view, people 

do not simply have basic altruistic motives, but they are designed such that they can come 

to have them through some sort of psychological mechanism. The most prominent view 

of this type is that altruistic motives are sympathy-induced. I will, therefore, call this view 

sympathetic altruism. This view is commonly attributed to Hume, and though he does 

utilize a conception of sympathy I am not certain that this is his view. II However, we can 

refer to the Humean idea of sympathy as the basis for some such view. How could 

sympathy provide one with a motive to assist another. The idea is that when I witness 

someone in distress I form, as Hume would put it, a lively idea of their state (the result of 

an inference from external signs--e.g., screaming, wincing, sweating, trembling, etc.) such 

that my lively idea of their impression is converted into a copy of the impression itself In 

this manner their motive is transferred to me. And, in this way the internal reasons 

theorist tries to explain, on naturalistic lines, how it is that anothers motive can provide me 

with a reason to assist. It is because their motive is causally transferred to me. Another 

person's motivational set can impact upon mine via the psychological mechanism of 

sympathy. Given their distress, say, a broken arm, they have reason to seek medical care. 

I I There is evidence that Hume's conception of sympathy is utilized to account only for our moral 
evaluations (i.e., approval and disapproval) and that sympathy does not provide us ,vith independent 
motives. This means that Hume has great difficulty providing an account of moral obligation or truly 
moral motivation. His account thus has an aesthetic or epiphenomenal quality but this is all he set out to 
do. Though problematical for him, he does utilize the motivating quality of morality in support of his 
arguments. 
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When I come across them and sympathize with their distress I'come to feel the pain of 

their broken arm and the motive to relieve myself of this pain provides me with a reason to 

help them seek medical care. 

What could possibly be wrong with sympathetic altruism? It looks as though the 

internal reasons theorist can, after all, provide us with an account of how reasons can 

transfer across persons, and a naturalistic one to boot. If this is the case then it seems that 

it can indeed accommodate altruism. The appearances here are deceiving since this view 

faces numerous problems. First, we all seem to know people who are in some respects 

unsympathetic. Do they, because of their condition, have no reason to be altruistic in 

those cases where they do not happen to feel sympathy? We do not ordinarily thi~ this. 

Second, in those cases where people do feel sympathy we need to be more careful about 

the significance of the motive that is transferred. In the case of the injured person, their 

own pain provides them with a reason to seek medical care so that it may be relieved. But 

when I sympathize with them and feel a copy of their pain the question arises as to 

whether this provides me with a reason to relieve their pain or simply my own. Of course, 

relieving their pain may be one way to relieve mine. When their distress is over after 

having been treated at the hospital it is likely (though not certain) that I will no longer feel 

corresponding distress. But it may also be possible for me to tum my back and walk away 

to avoid sympathizing with their distress, while perhaps telling myself that their pain isn't 

really too bad, that someone else will help them, or something of the sort. The internal 

reasons theorist owes us an account of why when a copy of someone's distress is 
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transferred to me it has the one implication and not the other. If the internal reasons 

theorist maintains that it simply is not possible for people to walk away and thereby avoid 

the distress, she is sadly mistaken. However, the same problem could be put in a way that 

would preclude even this escape. Suppose I know, in some very technical sense and 

without any kind of intimate experience, that a child is drowning in the pool behind me. I 

also know that if I tum around and look I will feel as a result of sympathy a motive to 

relieve their distress and that I will then have a reason to save the child (and that I will in 

fact do so). But right now I do not have such a motive and, hence, such a reason. I do, 

however, now have a motive to avoid getting wet--suppose I am in my dress clothes so 

that I can attend a party. It would seem, then, that I have a reason not to tum around and 

look and consequently that I do not now have a reason to save the child. Related to this 

point is the idea that sympathy is a function of intimacy and similarity. The more distant I 

am from someone the less sympathy I feel, as Hume himself noted. This must mean that I 

have less reason to help even if there is more that I can do to help in the distant case than 

in the near case. Again, this seems to have unsavory normative implications. Since Hume 

was not primarily offering a normative theory, but merely trying to "scientifically" explain 

why we happen to make the moral judgments we do, this fact about sympathy is perhaps 

less problematic for him. 12 

I:Though he does try to explain it away by appeal to the common or general point of view. There are, 
however, many problems with this point of view and the role it plays in Hume's theory that go beyond 
what we may consider here. 
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There is a third general type of pro Diem with sympathetic altruism (and this holds 

for constitutional altruism as well) and though this is a less commonly identified problem 

its repercussions are at least as devastating. Many times we sympathize with someone 

such that we want to help them, but they do not want our help. Suppose we witness 

someone who is on a hunger strike to protest some atrocious goveinment policy. We see 

that they are becoming emaciated and that they are hungry and suffering. We sympathize 

with their plight (Le., their suffering) and thus form a motive to relieve their suffering. We 

might have a reason, then, to force feed them against their will. We might think that we 

are acting altruistically, but this is a problematic case. It seems to be a case of unjustified 

paternalism (if you think it justified, simply change the case to match your favorite case of 

unjustified paternalism). How can the internal reasons theorist say, in this case, that we do 

not have a reason to intervene? What seems specifically relevant is respecting the other 

person's considered judgments. But this is to acknowledge the other person's autonomy 

and we have already witnessed that the internal theory cannot accommodate this. The 

likely response is that we have not fully considered the case. What about one's 

sympathetic response to their unwillingness or even indignation? But the fact is we tend 

not to sympathize so much with these things. Thus, we have a reason to see to it that 

something is done to them that they do not have reason to have done. Sympathy seems to 

allow for the distinct possibility of an overzealous altruism in addition to an insufficient 

altruism. 
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Can we draw any kind of general theme from this discussion of sympathetic 

altruism? If so, it seems to be the very thing that Hume himself concluded about 

sympathy: it is extremely variable and temperamental. It may not require altruism when 

we think it required and it may require it when we think it unjustified. At best sympathy 

seems to have an accidental relation to altruism. And when it does require altruism it does 

not seem to require it for the sake of the other's condition but simply as a remedy to one's 

own distress. Thus, even though sympathetic altruism initially seemed to provide a way 

for the internal theory to break the bounds of internal reasons and account for the transfer 

of reasons across persons it in fact fails to do so. The conception of altruism reasons that 

it develops does not fit the way we think of genuine altruism reasons. In the end, the 

reason for this seems to be tied to the fact that the internal theory cannot acknowledge the 

reality of genuine interpersonal reasons. To develop an account of genuine interpersonal 

reasons a theory must demonstrate how it is that features of others provide us with 

reasons. For only if others can be a basis for our reasons can our reasons to assist and aid 

really be reasons to assist and aid for their sake and not simply for our own. Thus, we 

have made good on our claim that altruism reasons cannot be fashioned out of personal 

reasons. 

6.4 Internal Fairness Reasons 

We now come to the final type of moral reason: fairness reasons. Much of our 

moral experience and practice involves considerations of fairness. We disapprove of acts 
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of unfairness and approve of acts of fairness. And, furthennore, we also think that the fact 

that something is fair provides us with a moral consideration (or reason) in its favor and 

places distinct limits on how we may justifiably go about pursuing our own self-interest. 

Fairness reasons constitute an important part of morality that any adequate moral theory 

must accommodate. Can the internal reasons theorist make room for fairness reasons? In 

other words, can the internal theory make sense of those reasons which seem to place 

constraints on one's self-interest in the context of interactions with others? Fairness 

reasons seem to require that when we interact with others in ways that are intended to 

benefit ourselves that we do not take advantage of others and exploit them (because, in 

some sense, they are our equals). Given that the internal theory maintains that my reasons 

are contingent upon my motives, how can I be said to have a reason to act in a way that 

could plausibly be described as fair? We shall spend more time here than elsewhere since 

fairness reasons happen to be the type of moral reason that the internal theory has the best 

prospect of accommodating. We have already argued that internal reasons theorists 

cannot make room for autonomy reasons or altruism reasons (as we ordinarily understand 

them). But despite these failures we must consider whether they can accommodate 

fairness reasons. Many internal reasons theorists are moral revisionists in that they reject 

both autonomy and altruism reasons and maintain that the whole of morality is to be 

understood in tenns of what we have been calling fairness reasons. Though such a view is 

revisionary it has had a considerable place in ethical theory--those who are drawn toward 

the internal theory of reason tend to find it quite appealing despite the revisionary 
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implications. It is therefore incumbent upon us to show that even this revisionary view 

cannot be supported by the internal theory of reason. 

However, before we assess the revisionary view in earnest we must first begin with 

some background considerations. To generate an account of fairness reasons internal 

reason theorists characteristically resort to what has been variously called collective 

action, strategic interaction, or game theory.I3 Hence, before we assess the theory's 

capability with respect to fairness reasons we will need to delve briefly into the nature of 

collective action. In the case of individual action what it is rational for one to do is 

assessed in terms of how one's would be actions causally interact with one's environment. 

In the case of collective action what it is rational for one to do is not simply influenced by 

one's choice (and the environment) but also by the choices of others. And for those others 

it will also be the case that what it is rational for them to do will be influenced by one's 

choice. The important difference is that in the case of individual action one sees the 

environment as responsive to one's choices in a merely causal fashion (Le., the 

environment does not choose what to do based on what I choose to do), but in the case of 

13This is evident in Gauthier (1986). He writes, "Our claim is that in certain situations involving 
interaction with others. an individual chooses rationally only in so far as he constrains his pursuit of his 
own interest or advantage to conform to principles ex 'Pressing the impartiality characteristic of morality. 
To choose rationally, one must choose morally. This is a strong claim. Morality, we shall argue, can be 
generated as a rational constraint from the non-moral premisses of rational choice." Gauthier (1986. 
p . .J., emphasis added) And, "[morality] emerges quite simply from the application of the maximizing 
conception of rationality to certain structures of interaction." Gauthier (1986, p. 9, emphasis added) 
Gauthier is only concerned with generating fairness reasons. He is not concerned with altruism reasons, 
though he would acknowledge that people could have reason to help so long as they care about others--"lf 
I have a direct interest in your welfare, then ... I have reason to promote your welfare." Gautheir (1986, 
p. 7) And he would deny that there are any such things as autonomy reasons--this is perhaps most evident 
in his contention that those, such as the handicapped. who are not capable of benefiting us through 
mutually cooperative arrangements are "not party to the moral relationships grounded by a contractarian 
theory." Gauthier (1986, p. 18) We shall consider Gauthier's theory in some detail below. 
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collective action there is another agent who is rationally responsive to one's choices as 

choices (i.e., the other chooses in part based on her conception of one's choices). It is this 

rational responsiveness that makes collective action problems so interesting and complex. 

Collective action problems come in a number of different types. The type of 

collective action problem depends upon how the relevant parties are related by their 

preferences and interests. We can usefully classify collective action problems into the 

following three types: (1) pure coordination games; (2) mixed-motive games; and (3) 

conflict games. 14 This classification captures how the preferences or interests of the 

parties are related to one another and thereby determine a structure of interaction. In the 

case of pure coordination games the preferences or interests of the various parties are 

mutually supporting--Le., whatever outcome makes one person better offwill make the 

others better off. Cooperation, then, is the natural aim of each participant since it renders 

all better off. For instance, the choice about which side of the road to drive on is a pure 

coordination game. In so far as we all have an interest in avoiding carnage and death we 

are all better off coordinating on driving on the same side of the road. The solution to 

pure coordination games involves having the right knowledge. Are other people driving 

on the right or the left? Whatever they are doing becomes rational for me to do and I will 

follow. For this reason, pure coordination games are easy to solve where the relevant 

knowledge is readily accessible (however this is often not the case). In the case of mixed-

14r borrow this classification from Hardin (1988. Chapter 2). However, it should be noted that matters are 
not quite this simple as there are coordination games (though not pure coordination games) that involve 
some conflict. But such a sophisticated classification is not really necessary for our task. 
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motive games the preferences or interests of the various parties are partly supportive and 

partly in conflict--Le., it is not the case that whatever outcome makes one party better off 

makes the others better off, but there are some outcomes in which both parties are better 

off than in other outcomes. The most familiar example of a mixed-motive game is the 

prisoner's dilemma. There is conflict since each party's best outcome is to not cooperate 

where the other does cooperate. But there is also room for coordination since it is also 

the case that if each party cooperates each will be better off than if each does not 

cooperate. Individually agents have reason to not cooperate, while collectively they have 

a reason to cooperate. So it looks as though agents have reasons to both cooperate and 

not cooperate, hence the term "mixed-motive." Mixed-motive games are considerably 

more difficult to solve than pure coordination games. IS More than knowledge is necessary 

to reach the mutually beneficial outcome in a mixed-motive game. The three most 

common means to achieving the mutually beneficial outcome to the prisoner's dilemma are 

the following: (1) the imposition of external sanctions, (2) the supposition of altruism, and 

(3) the iteration of the game. Each of these has the effect of changing the matrix that 

represents the prisoner's dilemma. If an external power can issue credible threats against 

those pondering non-cooperation, then that person's preferences will be altered. 

I sWhether one wants the game to be "solved" depends upon who one is. If one is a player within the 
game it is clearly in one's interest to "solve" it. However, there are some PO games which people outside 
of the game have an interest in ensuring that they are not "solved". For instance, competing 
manufacturers are in a PO with one another. Each does best by slightly undercutting the others' price, but 
this mutual price cutting makes all worse off. They could "solve" this PO game by agreeing to fix their 
prices. But we as consumers and as a society have an interest in seeing that they do not do this. As 
consumers we benefit from the PD game imposed by a "free" market. I shall be restricting my focus to 
those PO ganles where all the relevant parties are participants in the game. 
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Cooperation becomes their preferred choice and the dominance of non-cooperation is 

broken. In the case of altruism it is supposed that each participant gives the others enough 

weight so that cooperation becomes their mutually preferred choice. While in the case of 

iteration it is supposed that repeated playings of the game will have the effect of changing 

the structure from one of partial conflict to one of coordination. Each agent realizes that 

unless he cooperates the others will not cooperate with him and in the long-term he will be 

worse off. The sacrifice of cooperation today is made up for by the benefits offuture 

mutual cooperation when compared to mutual non-cooperation. Finally, in the case of 

conflict games the parties preferences or interests are in direct conflict with one another-

i.e., whatever outcome makes one party better off makes the others worse off. For 

instance, suppose there is some limited divisible resource that all the participants benefit 

from having and the more of it they have the better off they are. Whenever one person 

gets more there is less left for others. Such conflict games are also called "zero-sum" 

games. Are there even solutions to such games? Certainly not in the sense that there are 

solutions to coordination and mixed-motive games since in the case of conflict games 

there are no mutually beneficial outcomes. 

So where in this morass of collective action problems does the internal reason 

theory locate the origin offairness reasons? First, they maintain that fairness reasons do 

not arise in pure coordination games. Remember that fairness reasons prohibit taking 

advantage and exploitation. But given the structure of pure coordination games it is 

argued that taking advantage and exploitation are simply not possible. If I succeed in 
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making myself better off I shall also make you better off. There is no way for me, then, to 

benefit at your expense. Given this feature of pure coordination games the issue of 

fairness is said to be moot because there is no possibility of unfairness. Individual 

rationality by itselfwiII yield outcomes that are "fair"--Le., where one person does not 

benefit at the expense of another. What each individual ought to do is simply to aim to 

best further his own aims. If there is a breakdown in that the parties are unable to 

coordinate on the better ofthe outcomes, this is not an instance of unfairness. Rather it is 

simply taken to be a failure of rationality in the sense that the parties did not have all the 

appropriate knowledge. We can assume that if they did they would have acted so as to 

further each others motives. So in the case of pure coordination games the motives of the 

various parties are in harmony and each party furthers the other party's motives when they 

further their own. This view that fairness has no place in the context of interaction that 

lacks conflict of interest we can see in Hume's claims about the circumstances of justice. 16 

The same view is essentially the view espoused, albeit in the language of contemporary 

economics, by David Gauthier in Morals by Agreement. 17 

Next we come to mixed-motive games. These games introduce an element of 

conflict, but there are also incentives for cooperation. It is games such as these that the 

internal reasons theorist thinks will have an important role to play in generating moral 

16Hume writes. "Encrease to a sufficient degree the benevolence of men. or the bounty of nature. and you 
render justice useless." Hume (1978. p. 494-495) Eliminating the conflict eliminates the need for justice. 
17 Gauthier writes. "Morality arises from market failure. The first step in making this claim good is to 
show that the perfect market. were it realized. would constitute a morally free zone, a zone within which 
the constraints of morality would have no place." Gauthier (1986. p. 84) ~gain. we shall consider 
Gauthier's view below. 
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constraints that constitute her account offairness reasons. The problem with these games 

is that individual and social rationality pull apart. In the case of the prisoner's dilemma 

non-cooperation is the dominant strategy from the standpoint of individual rationality, but 

this has the paradoxical effect of an outcome less desirable from the collective point of 

view for all would be better off if they cooperated. The most common attempts to solve 

the prisoner's dilemma are, as we witnessed above, the imposition of external sanctions, 

the supposition of altruism, and iteration. Can any of these provide a satisfactory account 

of fairness constraints? External sanctions do not seem characteristic of what we would 

call a moral constraint. Our moral experience and practices seem to support the view that 

moral constraints are not merely externally imposed sanctions. Moral constraints are 

independent of or prior to externally imposed sanctions (i.e., we think external constraints 

must be justified in terms of moral constraints). External sanctions better describe political 

and legal, rather than moral, constraints. We can therefore dispense with a discussion of 

external sanctions. We have already discussed the issue of altruism in the previous 

section. To the extent that altruism is problematic on the internal theory of reason it will 

be of little service here. Furthermore, the reliance upon altruism seems to mis-characterize 

the nature of fairness reasons. IS We accept that we must be fair even to strangers and 

those we do not like. We do not treat others fairly because we like them, but simply as a 

matter of fairness--hence, it would be wrong to take advantage of them even though we 

don't care what happens to them. Altruism may, in some cases, bolster considerations of 

18Hwne recognized this when he argued that the motive of justice cannot be understood as a motive of 
private benevolence. See, for instance, Hwne (1978, p. 482-483). 
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fairness, but in the end they are fundamentally different types of moral considerations. For 

these reasons we can also dispense with the altruistic strategy. 

The iteration strategy is the main way in which internal reason theorists attempt to 

generate fairness reasons. It is an attempt to show that moral constraints can be 

understood as prudential constraints on the pursuit of immediate interest. Morality is 

simply long-term rationality. When looked at in the short-term moral constraints appear 

to be irrational, but they are really rational in the end. This iterated account of fairness 

maintains that though the prisoner's dilemma is structured such that it is rational for you to 

not cooperate right now, it becomes rational for you to cooperate supposing that the game 

will be repeated over and over again since the other party will not cooperate in the future 

unless you also cooperate (the other party, if rational, will not unilaterally sacrifice 

herself). Given the possibility of future exclusion from cooperative arrangements each 

party realizes that in the long run she is better off cooperating now. The sacrifice in 

opting for one's second preferred outcome is made up for by continuing to get one's 

second preferred outcome in the future as opposed to one's third preferred outcome. 

Iteration has the consequence of rendering a game such as the prisoner's dilemma, not a 

pure coordination game, but a game with a greater degree of alignment of preferences and 

interests present in its structure. When iterated, the prisoner's dilemma takes on the 

character of an assurance game with the following structure: 
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B 

C NC 

C 1,1 4,2 

A 

NC 2,4 3,3 

Figure 6.1: Assurance Game 

In this game I prefer to cooperate if the other cooperates and I prefer to not cooperate if 

the other will not. I!> Ifboth parties are aware of this structure, then first party compliance 

is rational since one can count on the other to follow through (whereas in the single-play 

PD one would be taken advantage ot). And once the first party has cooperated the second 

party will cooperate and we are on our way to what appears to be a mutually beneficia.l 

arrangement. Repeated strategic interaction reveals that our interests harmonize and that 

cooperation is therefore rational. Iteration removes the teeth from the prisoner's dilemma 

by transforming it into an assurance game where cooperation becomes the natural aim of 

each participant. 

Does the iterated strategy work? By turning the prisoner's dilemma into a game 

much like a coordination game it would seem that morality is in a sense eliminated rather 

I ~ut it is not a pure coordination game since it is not the case that whatever outcome makes one party 
better off also makes the other party better off. Moving from exploitation to mutual non-cooperation 
makes one party better off and the other worse off. 
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than generated as the internal reasons theorist would have it. For after·all it is the internal 

reason theorist who maintains that coordination games constitute a kind of morally free 

zone. On the iterated strategy it must be that the nature and stringency of moral 

constraints consists in their reminding us of the potentially destructive consequences of 

non-cooperation for us, and that moral injunctions about fairness could be translated into 

reminders about one's long-term interest. But these reasons do not have the look or feel 

of moral reasons as we have characterized them. We think fairness is required even when 

it requires not just short term sacrifice, but real long-term sacrifice. It thus turns out that 

not only does the internal reason theorist offer a revisionary account of morality, she also 

offers a revisionary account of fairness. Aside from this general problem there are a 

number of more specific problems. 

First, the iterated strategy presupposes the rationality of prudence, which, as we 

have seen in the previous chapter, is not something easily accommodated on the internal 

theory. One must have some sort of now-for-the-future desire if cooperation now is to be 

rational. However, we think that cooperation would be rational (not to mention morally 

required) in such a case even if one did not now possess such a desire (so long as one 

knew that one would come to have such desires in the future). The iteration strategy thus 

requires recourse to a theoretical device that the internal theory is precluded from 

invoking. 

Secondly, the iteration strategy does not provide a solution to single-play 

prisoner's dilemmas. Whenever in a single-play PD it counsels non-cooperation (unless 
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one may possibly be in such a situation in the future with that party or some other party 

that is aware of one's prior performance--i.~., one must also factor in reputation effects). 

There are also other well-known related problems with the iteration strategy, such as the 

fact that non-cooperation becomes rational on the last play of a series of finite games, and 

that when each player realizes this it makes non-cooperation rational on the second to last 

play, and so on. Additionally, when the number of players in a PD becomes quite large it 

becomes more difficult to keep track of and exclude free riders from the benefits of 

cooperation. It might be one thing for business partners to form such reciprocal 

arrangements, but it is quite another for people at large who have little regular contact to 

do so. Each of these problems can contribute to the unraveling of the iteration strategy. 

Finally, there is the problem of certain stubborn games that seemingly resist the 

purported mollifying effects of iteration. I have in mind a matrix consisting of a 

combination of the prisoner's dilemma for one player and the chicken game for the other 

player, represented below: 

B 

c NC 

C 2,2 4,1 

. 
A 

NC 1,3 3,4 

Figure 6.2: Exploitation Game 
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Let us call this game the exploitation game as it is the exploiter's delight. A's preferences 

are those of the prisoner's dilemma and B's those of the chicken game. The chicken game 

gets its name from the infamous car game that is a test of one's courage or stupidity 

(depending upon how one looks at it). In the pure chicken game mutual non-cooperation 

is such a disaster that both parties would rather unilaterally cooperate than mutually not 

cooperate. Mutual cooperation is also preferred by both to mutual non-cooperation, but 

each prefers to unilaterally not cooperate to mutual cooperation. The structure of the 

game is such that whatever the other does I prefer to do the opposite (i.e., the opposite of 

an assurance game). Given that this combination game has the structure of the chicken 

game for B and the prisoner's dilemma for A, non-cooperation is dominant for A and this 

makes cooperation rational for B. B is, therefore, open to the possibility of ruthless 

exploitation: A refuses to cooperate and B cooperates giving A her first choice and B her 

third. In a pure PD iteration can lead to mutual cooperation because I realize that if I fail 

to cooperate the other will not and we will both be worse off than if we mutually 

cooperate (if I don't cooperate I will get my third choice which is worse than the second 

choice I could have if! cooperate). But in this combination game iteration will not have 

this effect since if! am A I realize that if! simply refuse to cooperate B will give in since 

she prefers to unilaterally cooperate to avoid what she takes to be a disaster. In the 

exploitation game A is able to take advantage ofB's vulnerability (that she must avoid 

disaster). But, one might ask, can't B refuse to cooperate to punish A so that it becomes 
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rational for A to cooperate? That depends upon how much of a disaster mutual non

cooperation will be for B (as compared to unilateral cooperation) and how much better off 

A could be under mutual non-cooperation as compared to mutual cooperation. Suppose 

we have the following matrix, where the numbers now represent cardinal utilities: 

B 

C NC 

C 10,10 -10,20 

A 

NC 20,0 0,-100 

Figure 6.3: Exploitation Game (cardinal utilities) 

With a matrix like this B seems to be in no position to try to punish A, instead B would 

only be punishing herself and this is precisely what A realizes. B must give in to avoid 

disaster (suppose a disaster is any outcome below -50) and A will triumph. But when we 

look at these numbers we see that A's triumph is rather slight--she does only marginally 

better. The fair outcome would seem to be mutual cooperation, but the iteration strategy 

cannot secure this for us in this game. Thus far, it seems, the internal reasons theorist 

cannot deliver fairness reasons. 

However, fortunately for the internal reason theorist, the iteration strategy is not 

the final possibility. There is yet another more sophisticated approach to the problem of 
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fairness: that formulated by David Gauthier in his Morals by Agreement. Gauthier is 

without a doubt an internal reason theorist. To have a reason he would agree that one 

must have some interest that could be furthered or served.20 So how does Gauthier get 

from a conception of internal reasons to showing that one ought to act according to 

impartial moral constraints? How does rationality generate a model ofmoraiity?21 There 

are four basic steps to Gauthier's argument. The first is one we have already seen: that 

there are certain kinds of interaction that do not introduce moral considerations since the 

outcomes produced by rational agents straightforwardly pursuing their self-interest are 

Pareto optimal and in equilibrium. This domain, Gauthier says, is that of the perfect 

market.22 But, he claims, the perfect market is an idealization since it does not 

countenance externalities. Externalities are the consequences borne by individuals who 

are "external" to an exchange. This is simply to say that the exchanges engaged in by 

~OHowever, there are some distinct differences in Gauthier's account of rationality that may well introduce 
special problems for him, although these go beyond our concerns here. I have in mind things like his 
conception of preference (particularly considered preference) and the requirement of maximization and 
the concept of utility that it utilizes. Interestingly, though Gauthier seems to go too far with these things 
he backs off when it comes to prudence. He acknowledges that prudence (on an account like his) is not 
rational unless one wants to be prudent. This admission is not surprising though since Gauthier believes 
he does not need to rely upon iteration and that he can show that cooperation is rational in single play 
games. 
~lGauthier's model is indeed a revisionary one. He makes no attempt to demonstrate the rationality of 
what we have called autonomy or altruism reasons. He only means to include what we have called 
fairness reasons in his account. 
~~One can see the implausibility of the idea that the perfect market is morally free when one considers that 
though each person can parametrically aim to maximize her utility without costs being imposed upon her 
by others and that she "enjoys the full benefit of her labors." Gauthier (1986, p. 91) Whatever this means. 
it overlooks the potential implications of individuals who suffer disadvantages at the start or suffer 
hardships and misfortune in the course of market interaction. Disadvantages may themselves raise 
questions of fairness while misfortune may call for altruism on the part of others. To deny these possible 
moral considerations seems to beg the question of whether the market really is "morally free." It is 
merely to assert that the market is morally free given that we understand morality to simply involve 
constraints to overcome market failure. 
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various parties may well have consequences for those who are not party to the exchange. 

These consequences can be positive or negative, hence the distinction between positive 

and negative externalities. Positive externalities result in free-riders--i.e., those who 

benefit from someone else's exchange but do not have to contribute. Negative 

externalities result in parasites--i.e., those who are party to the exchange harm others 

without compensating them. The existence of externalities, Gauthier notes, has an impact 

upon the way we interact. We shall aim to free ride and, of course, when we all do this 

we all end up worse off since the collective good will not be provided. And we become 

parasites, displacing the costs of our behavior upon others so that once again we all end 

up worse off. The equilibrium outcome of our actions is sub-optimal. Externalities, 

according to Gauthier, introduce games with the prisoner's dilemma structure. Non-

cooperation dominates, but mutual non-cooperation is sub-optimal. 

Something must be done and this brings us to the second step in Gauthier's 

argument: the choice of a strategy for choosing in such situations. Gauthier supposes that 

agents will cooperate on the choice of a set of strategies (Le., a joint strategy) to guide 

them given their sub-optimal situation and their quest for optimality.23 Gauthier rejects the 

joint strategies of forming a social preference ordering from the set of individual 

preferences and the utilitarian approach of overall welfare-maximization. Instead Gauthier 

~3He says. "we take co-operation for granted. II But this seems problematic. for it presupposes that people 
are disposed to cooperate to find ajoint strategy when the problem to be solved concerns precisely how to 
get people to cooperate. This problem comes to the forefront when we come latter to the issue of 
compliance, but we can set it aside for now. 
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claims that the choice of a joint strategy will be arrived at through bargaining. 24 The 

process of bargaining, Gauthier supposes, would proceed in two-steps. A party puts forth 

a claim and the other offers a concession. Excepting deadlock the process will continue 

until the parties reach compatible claims. What claims will rational bargainers converge 

on? Gauthier says that the compatible claims will be determined by what he calls the 

principle of minimax relative concession (MRC for short). What is the idea behind l'vfR.C? 

First, the task before the parties is how to divide the benefits of cooperation--what 

Gauthier calls the cooperative surplus. No one will want to leave the table with less than 

she arrives with and no one will undergo the burden of cooperation if she gets nothing for 

doing so. l'vfR.C says that the division of the cooperative surplus will be such that the 

. maximum concession made by any party will be as small as possible compared to any other 

division of the cooperative surplus. 2s Justice (or the moral constraint of fairness), says 

Gauthier, is simply the disposition to abide by the constraint of the l\.1RC outcome reached 

in bargaining. Each party must constrain her incentive to maximize and take all of the 

cooperative surplus. Does this procedure yield fair outcomes? There are two separate 

concerns here that Gauthier is careful to distinguish: the initial position from which 

bargaining begins and the process of bargaining itself. The former is particularly difficult 

for Gauthier and particularly important--he comes to it later and so shall we. With respect 

~4We can even suppose that such bargaining is hypothetical. Ifpeople were to engage in bargaining they 
would choose such and such a joint strategy. Note, however, that for Gauthier the choice procedure does 
not take place behind a veil of ignorance-each individual knows who she is and, therefore, what the likely 
outcomes of the joint strategy will be for her. 
:sGauthier has a .technical account of how relative concession is determined and maintains that this is 
interpersonally comparable, and though there may be problems here we need not go into the details. Let 
us suppose that Gauthier is right about this. 
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to bargaining itself Gauthier maintains that it is indeed fair. If the initial positions of the 

parties are fair, then bargaining can be seen as a process which brings about a fair 

distribution of the cooperative surplus. The process of bargaining is one that maintains the 

fairness of the initial position in the outcome reached. rvIRC is claimed to be procedurally 

fair. 

Is this right? We can identifY two specific problems. First, there is the problem of 

strong-arm tactics and manipulation entering into the bargaining process itself Gauthier 

acknowledges this possibility in the following extended passage: 

In ordinary bargaining persons may conceal significant features of their 
circumstances, or the full range of their options, may misrepresent their 
preferences, or the strengths of their preferences. But we suppose each person to 
be fully informed--to know the possible actions available to every person, the 
possible outcomes that may result from those actions, and the utility pay-offs to 
every person of each possible outcome. In ordinary bargaining persons may bluff, 
especially if they are also able to conceal or misrepresent factors, so that others 
have uncertain or mistaken expectations about what the bluffers are willing to do. 
But here there is no place for bluffing; not only is each person fully informed but 
he is a rational utility-maximizer who knows his fellows to be also rational utility
maximizers. In ordinary bargaining persons may make threats, but among fully 
rational persons threats are useless; no one will believe anyone who claims that he 
will act in a non-utility-maximizing way should others not comply with his threat, 
and to say that one will act in a utility maximizing way is not to threaten. Our 
bargainers have no psychological strengths to exploit, or psychological weaknesses 
to be exploited. And we assume that bargaining is cost free, in terms of both 
utility and time, so that no one need come to a decision without full consideration; 
b .. . d 26 argammg IS unpressure . 

But what can possibly be Gauthier's justification for imposing these conditions on 

bargaining? He wants his theory to apply to real and determinate individuals who are 

situated and know their situation (in contradistinction, say, to Rawls's veil of ignorance), 

~6Gauthier (1986, pp. 155-156). 
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otherwise it would not speak to us. But here he is abstracting away from precisely the 

situation we find ourselves in: we do not have full information, those we bargain with are 

not always rational utility-maximizers (if ever), some are psychologically astute bargainers 

while others are incompetent, and bargaining itself is hardly cost free. The justification for 

these kinds of limitations cannot be a moral one as it is in Rawls's case, since Gauthier is 

detennined to generate moral considerations from non-moral considerations. Yet the 

agreements reached in Gauthier's bargaining process are just as hypothetical as those 

reached behind the veil of ignorance. Hence we can ask of Gauthier, as we would of any 

other hypothetical agreement, what the basis for our regarding it is. The advocate of a 

morally substantive hypothetical agreement can answer that these limitations embody 

some fundamental moral conception and, furthermore, that we ought to regard it now in 

so far as we are moral beings with a commitment to morality. This sort of response is not 

open to Gauthier, but there may be an analog. Can't Gauthier say that his limitations 

embody a fundamental conception of rationality and that we ought to regard it in so far as 

we are rational beings of this sort? It doesn't seem so. Why should we care that rational 

agents of the sort that Gauthier describes would agree via bargaining to distribute 

cooperative surpluses according to :MRC?27 Constraining ourselves according to MRC 

might have us do better than straightforward attempts at maximization (since we are at 

least able to produce and divide a cooperative surplus). But for some it is clearly the case 

:7Note that this question is importantly different from Gauthier's concern when it comes to constrained 
maximization (his next task). Constrained maximization brings up the question of whether we do better 
by constraining ourselves according to MRC than by straightfonvard maximization. We can acknowledge 
this here. but point out that some will do better by constraint in accordance with some other bargaining 
procedure and that it is this which raises the problem. 
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that constraint according to an alternative bargaining process, call it MBA (for maximum 

bargaining advantage, where this would allow the things that Gauthier disallows) would be 

better. Now suppose that I am one of those people who would do better under MBA than 

l\.1RC, don't I have a legitimate complaint that I am being treated unfairly in not being 

allowed to reap the benefits of my bargaining skills given Gauthier's presuppositions?28 If 

I have such skills and others do not it is clearly rational for me to utilize them in 

bargaining. Gauthier's exclusion seems to sneak in moral considerations. We think it 

would be wrong for me to take advantage of my bargaining skills, where utilizing them 

would entail deception, bluffing, and threatening. It would seem that Gauthier, in trying 

to slip these considerations by us as somehow an intrinsic part of his conception of 

rationality, is tacitly building in those constraints that we have said are characteristic of 

autonomy reasons (that one not coerce and deceive others). 

The second problem concerns whether the division of the cooperative surplus 

according to l\.1RC really strikes us as fair. Thus, while the first problem leads us to 

question whether the process of bargaining can be reconciled with Gauthier's fundamental 

commitments, this second problem asks, leaving the former aside, whether the l\.1RC 

outcome really is fair. Jean Hampton has made clear that the distribution of the 

cooperative surplus produced by:rv1R.C may differ from that of the proportionality 

principle (where people are to receive an amount of the cooperative surplus that is 

~8Gauthier, in asking me to abide by the MRC outcome, is asking me to allow others to free ride on my 
superior rationality and bargaining talents. This point assumes great force when put in the context of 
Gauthier's claims about the use of natural endowments in Chapter VII. I shall come to this issue below. 



338 

proportional to their contribution to bringing it about).29 For many of us the 

proportionality principle would seem to better capture our intuitions about fairness. The 

reason we think the proportionality principle better captures our idea offairness is that the 

MRC distributions have the result of allotting more to one party when only the other party 

has increased her contribution, thereby enlarging the cooperative surplus. In other words, 

the MRC solution would appear to allow free riding as Gauthier sees it. 

The next step in Gauthier's argument is to show that, as he puts it, the principles 

agreed upon ex ante in bargaining should be recognized as constraints by rational 

individuals ex post. The problem that Gauthier faces is the well known one of Hobbes's 

Foole and Hume's Sensible Knave--it may be rational to form an agreement, but is it 

rational to keep it? The iterated theorist that we considered above addresses the problem 

of compliance by claiming that a failure to comply now will have the result that one will be 

excluded from future cooperative benefits, hence the prudent perspective dictates the 

rationality of compliance. Gauthier, however, does not want to make this move.30 Nor 

does Gauthier want to make Hobbes's move, which involves the establishment of a 

:~ampton (1991). Surprisingly, Gauthier claims that MRC distributes the cooperative surplus according 
to each person's contribution--since to do otherwise involves free riding and parasitism, both of which 
Gauthier sees as the threat to fairness: "[T]he principle of minimax relative concession ensures that 
bargaining impartially relates each person's contribution to co-operation to the benefit he receives from 
it." Gauthier (1986, p. 156) Hampton, however, nicely demonstrates that this is not the case. 
30In the following passage Gauthier makes this clear: "Thus constrained maximization is not parallel to 
such strategies as 'tit-for-tat' that have been advocated for so-called iterated Prisoner's Dilemmas. 
Constrained maximizers may co-operate even if neither expects her choice to affect future situations." 
Gauthier (1986, pp. 169-170) The reason for this could be that he does not think prudence is rationally 
required (as we noted). Or, it could stem from the not implausible realization that people do in fact 
cooperate when it does not seem that their cooperation could be tied to future benefits. If we think that 
such cooperation is justified, an account such as Gauthier's must explain how it could be rational. No 
doubt it would be quite a coup if he could pull it off. 
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political sovereign who enforces a set of laws to regulate behavior. This political 

approach has the effect of externalizing precisely what Gauthier is trying to internalize-

namely, moral constraints. What Gauthier must show is that adopting internal constraints 

(i.e., a disposition to limit one's maximizing behavior) that are expected to lead to MRC 

outcomes enable one to better maximize expected utility than one could do by 

straightforward attempts at maximization. The person who adopts internal constraints 

Gauthier calls the constrained maximizer. In a nutshell, the constrained maximizer is one 

who is disposed to cooperate (i.e., to keep the ex ante agreements) when others are so 

disposed and not to keep them when others are not. The question of whether constrained 

maximizers (CMs) or straightforward maximizers (SMs) do better becomes one of 

whether the cooperative benefits available to CMs will make up for the possibility of their 

exploitation by SMs. The argument proceeds that SMs will not cooperate (since that is 

the dominant strategy), while CMs will cooperate (so long as they are aware that others 

are similarly disposed) and hence they will do better. However, this is too simplistic--it 

assumes that people's dispositions to cooperate are transparent. SMs will attempt to 

appear to CMs as fellow CMs, if only to goad them into cooperating so that they may 

exploit them. eMs, realizing this, will be suspicious and more reluctant to cooperate. 

Gauthier considers, and rejects, the possibility of simply assuming transparency as a kind 

of idealizing assumption since he wants his theory to have "practical import".31 To retain 

this Gauthier instead invokes the idea oftranslucency--that the dispositions of others are 

31Recall that he makes just such idealizing assumptions with regard to the process of bargaining. 
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ascertainable, not with certainty, but with some degree of reliability. Translucent CMs will 

do worse than their transparent counterparts, while translucent SMs will do better. 

Whether this is enough to recommend straightforward maximization over constrained 

maximization is an empirical matter depending upon various considerations (e.g., the 

degree of translucency, the relative distribution ofCMs and SMs, etc.).32 Gauthier 

believes it reasonable to suppose that these conditions are met. 33 

What should we make of this argument? It is ingenious, but it fails. There are a 

number of problems, but I shall consider two that I take to be both significant and 

revealing.34 First, is it reasonable to suppose a translucency sufficiently robust so as to 

make CM recommended over SM? Are the dispositions of others sufficiently available to 

us so that we may determine what we ought to do? Remember Gauthier is not saying that 

CMs are to always cooperate no matter what. He is suggesting that as CMs we are to 

determine whether or not we ought to cooperate in a specific situation based upon 

whether others are so disposed. CMs may be looked upon as conditional cooperators: I 

, 32 He claims, "It is rational to dispose oneself to constrained maximization if and only if the utility 
expected by a eM is greater than the utility expected by an SM, which obtains if and only if p/q is greater 
than {(l-u')/(u"-u') + [(l-r)u']/[r(u"-u')]}." Where, p = the probability that eMs will mutually recognize 
one another; q = the probability that eMs will be exploited by SMs; r = the probability that any given 
member of the population is a eM; u' = the utility of non-cooperation; and u" = the utility of cooperation. 
Defection is assigned a utility of 1 and exploitation a utility of 0, and 1 > u" > u' > O. See Gauthier (1986. 
pp. 175-176). 
33He also attempts to bolster his argument by appeal to narrow compliance as opposed to broad 
compliance. The narrowly compliant person, though less likely to secure the benefits of cooperation in 
some cases. is also less likely to be exploited by others. 
34For a number of those others see the essays in Part III, "The rationality of keeping agreements," of 
Contractarianism and Rational Choice, edited by Peter Vallentyne. 
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shall cooperate so long as you are disposed to cooperate.35 This requires that we 

distinguish CMs and SMs. How are we to determine whether others have such 

dispositions? Ifwe ask, both CMs and SMs will tell us that they are disposed to 

cooperate (with, of course, the SMs resorting to deception). Can we detect this kind of 

verbal deception? Unless we have extensive experience with the person in question (as we 

are supposing that we do not) most likely not. Compounding the difficulty of 

distinguishing CMs and SMs is the fact that those who pursue a course of deception and 

repeatedly fail will (assuming they are rational) adopt constrained maximization, leaving 

primarily those who are successful as SMs. We need more than verbal assurances to 

assess anothers disposition. What it seems we need is to assess the other's past history of 

cooperating when others do so--i. e., we must assess the other's reputation. For us to 

determine that someone is an SM would appear to require that we actually witness an 

exploitation.36 But smart SMs will avoid public exploitation precisely so that this sort of 

information would be difficult to come by. Witnessing a cooperative interaction, 

significantly, is not sufficient to establish that someone is a CM.37 Short of witnessing an 

exploitation we are forced to rely upon secondhand reports to judge dispositions. 

Suppose A reports to us that B is an SM. A could be a CM who believes that we are a 

CM and is simply exhibiting her nature as a CM by exposing exploiters (itself a form of 

3SInterestingly, this raises the possibility that on Gauthier's view it is rational for eMs to cooperate even 
when others do not in fact cooperate so long as they were disposed to cooperate but did not, say, because 
they believed the other to be an SM. 
36E~en witnessing an apparent exploitation is not enough to conclude that someone is an SM, for they 
might not have cooperated solely out of the mistaken belief that the other is an SM. 
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cooperation) and hoping that we shall do the same in return. Or, A could be an SM 

herself wanting to appear as the eM we just described and wanting to cast uncertainty 

over our efforts to sort out eMs and SMs.38 We cannot trust others (unless we know 

their dispositions and this leads to a regress problem) and for this reason our efforts to 

identify eMs and SMs is severely curtailed. Ifwe must simply rely upon our own prior 

experience in dealing with others (eMs are those who have cooperated with us in the past, 

while SMs are those who have taken advantage of us), then Gauthier's account really gets 

us no further than the iterated account that he rejects. There must be reliable indicators of 

dispositions to determine whether initial interaction cooperation is rational for a eM, but 

we do not have this. The problem, in a nutshell, is that we are supposed to dispose 

ourselves to cooperate with those who are similarly disposed (and thereby to exclude non-

cooperative exploiters). But the only way we can seemingly find out if others are so 

disposed is if others cooperate with us, but given the possibility of deception this requires 

that we know how those others are disposed. The epistemology oftranslucency places 

one in a vicious circle. 

Second, Gauthier's attempt to distinguish eM from SM runs into problems similar 

to those faced by utilitarians regarding their distinction between act and rule utilitarianism. 

SM may be compared to act utilitarianism in that it is the foundational position, but it 

yields uncomfortable results. Hence in both cases there is an attempt to fonnulate an 

370ne, or both, of the parties may be cooperating specifically for the sake of their reputation, particularly if 
they know that others are watching (Le., potential future exploitees). This will tie into another problem 
that I shall take up below. 
38Note that since SMs profit from greater opacity they have an incentive to do what they can to create 
conditions favorable to opacity--one such way to do so is by creating false reputations. 
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alternative to bring the theory more into line with our intuitions. But this alternative must 

be seen to come out of the foundational position--to be recommended by it. In the case of 

utilitarianism the supposition is that an ideally placed agent whose sole concern is to 

maximize interpersonal utility would recommend to individuals subject to certain 

limitations that we act in accordance with certain rules of conduct. In Gauthier's case the 

idea is that an ideally situated agent whose sole aim is to maximize her personal utility 

would recommend to her non-ideal self that she dispose herself to conditional cooperation. 

In each case there is a splitting off of the theory into two levels, let us call these, 

respectively, the reflective level and the practical level. The reflective level makes 

recommendations for the practical level. But these types of two-level theories are 

problematic. One the one hand, we are to sincerely adopt and inhabit the dictates of the 

practical realm. And on the other, we are to understand that this is required from another 

more enlightened perspective. This arrangement, however, is unstable. It reminds one of 

the person who sets her watch fifteen minutes ahead of time to ensure that she shall be on 

time. After the initial act of setting her watch ahead she must then proceed to forget--if 

her strategy is to be effective--and furthermore she must continue to do so after each 

reminder (i.e., upon arriving someplace thinking that she is late only to find out that she is 

really on time). Just the same, two-level utilitarianism and two-level contractarianism ask 

us to assume a more reflective standpoint from which we can endorse certain practices or 

dispositions, but to then proceed to forget that we have done so once we occupy the 

practical standpoint. And just the same there will be reminders (or situations that raise the 
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question) that the practical standpoint we inhabit is not the correct one. This raises the 

question of whether we shall be able to continue to inhabit the practical standpoint as we 

know it given this reflective awareness. This constitutes the ever-present danger in two

level theories of reverting back to the reflective standpoint and upsetting the very practices 

and dispositions that it is supposed to recommend. Attempts to block this maneuver seem 

to require that a line be drawn between the two standpoints: between reflective theorists 

and practical agents. Reflective theorists (such as Gauthier) tell us what our practices and 

dispositions ought to be and we as practical agents are not to question this, for to do so is 

to risk upsetting them. This is a worrisome implication, it suggests a kind of moral 

authoritarianism and seems to threaten the autonomy of moral agents. We may summarize 

this problem with the following dilemma: two level theories are either unstable under 

reflection or must deny reflection to moral agents. 

Finally, we come to the fourth and last part of Gauthier's theory: the account of the 

initial bargaining position. When discussing :MRC we noted that Gauthier conceives it to 

be a fair procedure--Le., from a fair initial position it will generate fair outcomes. We 

questioned whether it would in fact do this much, but now we tum to an even more 

problematic aspect of Gauthier's theory. How can Gauthier demonstrate that mutually 

disinterested agents can be rationally required to accept initial positions that are fair? To 

demonstrate that pe~ple are rationally required to accept initial positions that are fair it 

seems that Gauthier must show that it is rational not to take advantage or exploit others in 

the context of natural interaction prior to bargaining. When put this way, the difficulty of 
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the challenge becomes evident. Since, as we have seen above, the outcome of rational 

bargaining is said to be determined by MRC, the position one brings to the bargaining 

table has a direct relation to the outcome of the bargaining process. The stronger one's 

initial position relative to one's fellow bargainers the more of the cooperative surplus one 

can lay claim to'. So, it would seem, that rational utility maximizers have powerful reasons 

to utilize whatever means are at their disposal to improve their initial position prior to the 

bargaining process. Since morality is understood to be generated out of rational 

agreements there can be no morality to constrain people within this natural pre

cooperative state and so among the means to improving one's initial position we must 

include taking advantage and exploitation. Gauthier has to rebut this presumptive 

. argument for advantage taking and exploitation. 

He begins by offering a revised account of Locke's proviso regarding acquisition in 

the state of nature. According to Gauthier's revision, "the proviso prohibits bettering one's 

situation through interaction that worsens the situation of another. ,,39 He claims that this 

makes sense of the idea of not taking advantage or non-exploitation since it prohibits 

parasitism and does not require the provision offree rides (i.e., one may not better oneself 

by worsening others and one need not better others to better oneself). He also explains 

how the proviso gives rise to a scheme of rights. Rights to land or goods are said to be 

established when giving exclusive use of the resource to someone does not worsen the 

position of others and when interference by others in regard to the resource would be to 

39Gauthier (1986, p. 205). 
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worsen that person's position. A right is thus the combination of one's liberty and the duty 

of others not to interfere. Gauthier maintains that these rights "provide the starting point 

for, and not the outcome of, agreement. They are what each person brings to the 

bargaining table, not what she takes from it. ,,40 What remains is for Gauthier to 

demonstrate that acceptance of the scheme of rights determined by the Lockean proviso is 

rational for those seeking to maximize utility. How does he go about this? He begins 

with the idea that cooperation could make each person better off than they are in a non-

cooperative natural state. The aim of agreement and entering into society is mutual 

benefit. This mutual benefit is to be had by dividing the cooperative surplus according to 

the principle ofl\1RC.41 Since MRC divides the cooperative surplus based on what each 

individual brings to the bargaining table, each will have reason to ensure that she begins 

from the best possible position. This, as we noted above, would seem to provide 

individuals with incentives to take advantage and exploit others. To show that it is 

rational for individuals not to engage in such advantage taking and exploitation (i.e., to 

respect the rights determined by the Lockean proviso) Gauthier aims to show that society 

could not be entered into unless the Lockean proviso is respected. His argument for this 

consists in the claim that rational agents would not only not comply with unfair bargains, 

but also that rational agents would not comply with agreements reached from an unfair 

initial position. To defend this claim he distinguishes broad and narrow compliance. The 

broadly compliant person is disposed to comply with cooperative arrangements that make 

40Gauthier (1986, p. 222). 
41Though we questioned this above, we shall grant it here. 
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her better off than she would be in a state of mutual non-cooperation. The narrowly 

compliant person is disposed to comply with only those cooperative arrangements that 

approximate fair optimal outcomes (where this is understood to include both the proviso 

and bargaining in accordance with MRC). If only narrow compliance is rational, then it 

follows, Gauthier argues, that it is rational to abide by the proviso since lI[t]he disposition 

to narrow compliance . . . includes the disposition to accept the proviso as constraining 

natural interaction, in so far as one has the expectation of entering into society.1I42 Given 

that the disposition to abide by the proviso is included within the disposition to narrow 

compliance, the argument comes down to whether narrow compliance is indeed rational as 

Gauthier maintains. In addition to the fact that broad compliance exposes one to possible 

exploitation, Gauthier contends that it is not rational since my being broadly compliant 

makes it rational for others to be less than narrowly compliant. This means, he says, that 

it cannot be rational for everyone to be broadly compliant and "[s]ince broad compliance 

is not rational for everyone, it is not rational for anyone. ,,43 Furthermore, if all people are 

less than narrowly compliant, then society and its cooperative benefits are not possible. 

Thus, Gauthier offers us the following argument for the rationality of narrow compliance: 

It is rational for each person to be sufficiently compliant that society is possible if 
others are equally compliant; it is not rational for anyone to be so compliant that 
society is possible if others are less compliant; therefore it is rational for each 
person to be narrowly compliant. oW 

~2Gauthier (1986, p. 226). 
43Gauthier (1986, p. 226). This passage has the same sort of ring to it as Mill's famous fallacious 
inference that since each person's happiness is a good to that person that therefor the aggregate happiness 
is a good to the aggregate of all. 
44Gauthier (1986, p. 227). 
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Let us now consider this fourth and final step in Gauthier's argument. There are 

two essential questions we must ask ourselves about the Lockean proviso: First, is it a fair 

constraint? That is, does the scheme of rights that it spells out capture what we would 

consider to be a fair initial position (assuming that bargaining is to proceed from this 

point)? Second, is it really rational for people to comply with the proviso? We shall begin 

with the fonner question. Recall that it prohibits bettering oneself by worsening the plight 

of others. But does this really capture our intuitive sense of fairness? Given that the idea 

of bettering and worsening are understood relative to one's natural endowments and the de 

facto distribution of resources in a pre-cooperative condition, it seems that the proviso 

does not include any room for the idea that fairness might require some kind of 

equalization or compensation for being dealt a bad hand in life. This means that it would 

not be unfair to those who are unlucky enough to be handicapped or situated in a resource 

scarce environment to have them enter the bargaining process at a distinct disadvantage. 

John Rawls's conception of fairness, contrary to Gauthier's requires that we take the 

accidental distribution of natural endowments and natural resources into our purview 

when addressing questions of fairness. This view strikes many as the essence of fairness 

and so Gauthier must offer a response. His response is simply that the Rawlsian view 

"demands the giving offree rides" with the implication being that it therefore fails to 

encapsulate fairness. 4s From Gauthier's perspective this may well be true, but when seen 

45Gauthier (1986, p. 220). 
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from the Rawlsian perspective it is Gauthier who allows free rides. 46 For if one's natural 

endowments and resources are undeserved and a mere matter ofluck, then one's use of 

them only for one's own sake must be seen as itself a form offree riding. This idea is 

implicit in both Rawls's contention that such things are common assets and in the idea of 

the veil ofignorance--people are denied knowledge of their natural talents and assets to 

prevent them from using this to their own advantage. Gauthier's insistence that only the 

proviso eliminates free riding and thus captures the idea of fairness begs the fundamental 

question about fairness: how are we to treat natural talents and assets? He has said 

nothing to convince those who do not already share his views and so cannot legitimately 

claim that only the proviso captures our idea offairness. This does not demonstrate that 

Gauthier is wrong, it merely casts some doubt on the proviso as providing for the initial 

fair conditions that Gauthier seeks. 

What, now, about the rationality of complying with the Lockean proviso? First, to 

the extent that the Lockean proviso does not really capture our sense of fairness the 

connection between narrow compliance and the Lockean proviso will be severed. Narrow 

compliance involves a disposition to comply with fair agreements and it is supposed that 

fair agreements are those reached by MRC from the initial position characterized by the 

Lockean proviso (something we have just questioned). If this connection is severed, the 

argument is undermined. Second, granting that the Lockean proviso does adequately 

4~hese perspectives are to be distinguished in that Gauthier begins from the presumption that there is no 
such thing as morality and that it is to be generated by the interaction of determinate individuals that are 
rational utility maximizers, while Rawls works from the presumption that we have a basic conception of 
morality and holds that we can illuminate this through the hypothetical construct of rational individuals 
choosing behind a veil of ignorance. 
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capture fairness it is by no means clear that it will be rational for people to comply with it. 

Gauthier claims that it will only be rational to comply with the proviso if one anticipates 

entering into cooperative interaction with others, while if one does not expect this then it 

would not be rational to cooperate. But what sort of assurances does someone in the 

natural condition have that she will find herself entering into moral society? If she is now 

trying to decide between bettering herself by worsening another or refraining from doing 

so, her decision it seems is to be guided by the likelihood that she will enter into moral 

society. This raises two problems for Gauthier. First, it requires that she engage in 

prudential reasoning (something we noted earlier that Gauthier wants to avoid). She is 

essentially asking herself, "should I give up the prospect of bettering myself now by 

worsening others so that I might secure the benefits of cooperation later?" It appears that 

prudence must be rational to show that it is rational to abide by the Lockean proviso. 

Second, to the extent that moral society is unlikely, or perhaps merely thought unlikely, it 

will not be rational (even assuming prudence) for people to abide by the proviso. Disaster 

avoidance strategies would seem to dominate the reasoning processes of those in the 

natural condition: ifI abide by the proviso but we do not enter moral society then I have 

put myself at great disadvantage while the prospect of my single refusal to cooperate is 

unlikely to single-handedly derail our entering into moral society. 

Gauthier's response to these kinds of criticisms would surely be that they violate 

his equal rationality requirement. He supposes that all the people in the natural condition 

must operate based on the same kind of disposition to comply. As we saw above he 
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considers broad compliance, narrow compliance, and what we might call ultra-narrow 

compliance. He rules out, by the equal rationality requirement, broad compliance. Since 

if some are broadly compliant this makes it rational for others to be ultra-narrowly 

compliant (thereby violating equal rationality). If all are ultra-narrowly compliant 

cooperation is not possible, while if only some are then there must be others who are 

broadly compliant (again violating equal rationality). Only narrow compliance, he claims, 

allows for cooperation without violating equal rationality. But why should we accept the 

requirement of equal rationality? Hobbes realized that some are less rational than others-

e.g., the vain glorious have a definite role in Hobbes's natural condition and must be 

contended with. One could legitimately claim that the requirement of equal rationality 

simply begs the question. It would be akin to claiming that each party in the prisoner's 

dilemma has a reason to cooperate because mutual cooperation is better than mutual non

cooperation and that mutual cooperation and non-cooperation are the only admissible 

outcomes because only they involve equivalent positions toward cooperation. It is 

nothing but an idealizing assumption that removes much of the strategic difficulties faced 

in the natural condition. We may conclude, therefore, that Gauthier hasn't really shown us 

that we have reason to abide by the Lockean proviso. 

Let us now take stock of Gauthier's theory so that we may fairly assess the 

prospects of what appears to be the most sophisticated internal reason defense of fairness 

reasons available. Gauthier begins from the assumption that the perfect market constitutes 

a morally free zone. But given the reality of externalities there is no such thing and this 
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makes room for morality: constraint for mutual benefit. He argues that the distribution of 

the benefits of cooperation is fairly determined by bargaining proceeding according to 

minimax relative concession. Disposing oneself to comply with the bargain thus reached is 

rational because constrained maximizers do better in strategic interaction than 

straightforward maximizers. And finally, the initial position from which bargaining begins 

is fair because the Lockean proviso prohibits taking advantage and exploitation. 

Gauthier's attempt to generate moral constraints from rationality is ingenious even if its 

moral injunctions are not admirable. Most of our criticisms have focused on specific parts 

of the theory, but we should now ask ourselves whether there are any general lessons to 

be drawn from this extended excursion. Gauthier offered his account to demonstrate 

morality's hold over us. It is, therefore, an attempt to address the issue of what we have 

called authority skepticism. Gauthier sees this as perhaps the primary strength of his 

theory: 

A contractarian theory of morals, developed as part of the theory of rational 
choice, has evident strengths. It enables us to demonstrate the rationality of 
impartial constraints on the pursuit of individual interest to persons who may take 
no interest in others' interests. Morality is thus given a sure grounding in a weak 
and widely accepted conception of practical rationality.47 

With Gauthier's theory in han.d we should be able to convince Thrasymachus and similar 

characters that morality is in their best interest (if only Socrat~s had known!). But can 

we? I don't think so and the reasons for why this is the case are revealing. Gauthier walks 

a fine line between developing the theory such that it has determinate appeal and what we 

47 Gauthier (1986, p. 17). 
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might call idealizing assumptions to secure the desired result. Each step along the way 

Gauthier is forced to choose between these two routes and the choices he makes say a lot 

about the nature of this type of project. First, he rejects idealizations when it comes to the 

market. 

Conceived as an ideal type, the perfect market, as we shall see, guarantees the 
coincidence of equilibrium and optimality, and so its structure is the very antithesis 
of the ~risoner's Dilemma.48 

Were the market ideal in this fashion there would be no need for morality and so for 

Gauthier's project. But this is not the case since the market is not ideal: there is the 

problem of externalities. Here Gauthier opts for the non-ideal assumptions to get the 

theory off the ground. Once aloft, we come to the issue of bargaining. Here Gauthier 

adopts idealized conditions for bargaining. The process of bargaining that leads to 

minimax relative concession outcomes is fully infonned, involves fully rational agents, and 

is cost free. The first eliminates deception and misrepresentation; the second excludes 

psychological advantage, in the fonn of bluffing and threats, from entering the process; 

and the last ensures that the process of bargaining will be completed and agreement 

reached. It is not merely that the bargaining is hypothetical--for we could have 

hypothetical bargaining that does not include these idealizations. We noted that to the 

extent the theory admits these idealizations it loses its ability to speak to us. Why should I 

care about the agreements reached in an idealized bargaining procedure? Recall 

Thrasymachus's insistence that morality involves the "interest of the stronger. II If I am 

~8Gauthier (1986, p. 83). 
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stronger than you I will use tlns to my advantage in bargaining; that is, if I bother with 

bargaining at all (I might simply resort to coercion to have my way). This would certainly 

not strike us as fair. It is a hard bullet to bite, even for someone with the revisionary 

approach of Gauthier. The idealizing assumptions, then, have the effect of prohibiting 

coercion, deception, and threats. All of these things are typically prohibited on moral 

grounds, more precisely on the grounds that they violate the autonomy of others. 

Gauthier's view, like all other internal reasons views, cannot accommodate autonomy 

reasons and so must sneak them into the theory as something like conditions of rationality. 

Furthermore, the fact that idealizing conditions are invoked on Gauthier's theory has the 

implication that we cannot say that you ought to be moral (i.e., constrain yourself to abide 

by the agreements reached via bargaining); we can merely say that if you and everyone 

else are rational then you ought to be moral (since only then would you reach these 

agreements). When it comes to the issue of compliance and whether straightforward or 

constrained maximizers will do better Gauthier is tempted by idealizations. 

Since our argument is to be applied to ideally rational persons, we may simply add 
another idealizing assumption, and take our persons to be transparent. Each is 
directly aware of the disposition of his fellows, and so aware of whether he is 
interacting with straightforward or constrained maximizers.49 

Assuming transparency would readily show the rationality of constrained maximization. 

Gauthier realizes that there is a rather obvious problem here. But to assume transparency 

may seem to rob our argument of much of its interest. We want to relate our idealizing 

assumptions to the real world. If constrained maximization defeats straightforward 

490authier (1986, p. 174). 
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under actual, or realistically possible, conditions, moral constraints are rational. 50 
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Hence he must back off and resort to translucency and it is open to serious question 

whether moral constraints are rational under such conditions. Lastly, when we come to 

the issue of the Lockean proviso we once again find idealizing conditions playing a pivotal 

role. In this case the idealizing assumption is that of equal rationality. It is this 

requirement that enables Gauthier to claim that narrow compliance is the uniquely rational 

strategy and so to show that acceptance of the proviso is rational. Without the 

assumption of equal rationality the argument would not go through. In summary, 

Gauthier mistakenly thinks that only the issue of compliance requires realistic or actual 

assumptions if morality is to have a binding quality. But both the initial position and the 

bargaining process itself must avoid recourse to idealizing assumptions if the whole theory 

is to have the desired impact. The question of compliance cannot be completely separated 

from the rest of the theory as a whole as Gauthier seems want to do so long as one 

accepts the internal theory of reason. The thing that one is to comply with must not be the 

result of idealizations if it is to have the proper rational and motivational pull on real and 

detenninate agents conceived of in terms of the internal theory of reason. The result of 

these sorts of idealizations is that they ignore and abstract away from the actual 

motivations that real people have" and substitute others. In so doing they thereby violate 

50 Gauthier (1986, p. 174). 



the basic tenets of the internal reasons theory. We must conclude that Gauthier's novel 

attempt at generating fairness reasons fails, just like the rest. 

6.5 Why Internal Reasons Cannot Be Moral Reasons 

With all of these various efforts to develop an account of morality out of the' 

internal theory of reasons, where are we left? What general conclusions may we draw? 

Can the internal reason theorist adequately address the issues of authority and status 

skepticism? Before directly confronting this last question there are three issues that I 

would like to touch on. 
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First, the internal theory in its account of moral reasons has a strong tendency to 

conflate the aims of explanation and justification. This conflation arises out of the attempt 

to cull justification out of what begins as an explanatory framework. We saw this at work 

in Williams's arguments for the internal theory of reason in Chapter 3; it is also evident in 

the attempt to account for altruism reasons via the psychological mechanism of sympathy; 

and it is even present in Gauthier's conception of rational choice. Interestingly, however, 

one to whom this philosophical tendency may be traced does not seem to make the same 

mistake. Hume is perhaps the progenitor of contemporary internal reasons theorists, and 

though it is perhaps easy to see why, he is decidedly more restrained and cautious in his 

ambitions. Hume, I believe, was not concerned to justify morality, but merely to explain 

it. Hume hoped to be the Newton of the "moral subjects", by which he meant not the 

actions of billiard balls and planets but of human action--he aimed, as he says, to formulate 
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a "science of man." Hume, in writing the Treatise, stood in relation to morality as an 

outside (or scientific) observer. When taking this vantage point morality appears puzzling: 

one sees people making moral judgments and saying things like "so-and-so is virtuous" 

and "that is vicious." From this perspective one is led to ask, "why are they doing this?" 

This question merely demands an explanation. It is really no different than the perspective 

assumed by the scientist when she asks why the stars and planets move as they do. 

Indeed, Hume is not coming to morality as one who is inside it, lives it, and wants to 

know why he should live according to it--Le., he is not attempting to justifY it. Those who 

have followed in Hume's wake, however, have made this fatal slide from explanation to 

justification and, furthermore, they have done so with no explanation or justification. In 

so far as they aim to cull justification out of an explanatory framework they see 

explanation as somehow prior to justification. But it remains a legitimate option to take 

justification itself as prior to explanation and to proceed in this manner. This shall be one 

aim of the next chapter. 

Second, and in deep ways related to the above point, it appears at the very least 

that the internal theory, barring some new and sophisticated developments, does not have 

available a sufficiently robust account of moral reasons. But I think we would be justified .. 
in making an even stronger claim than this. If we take a hard look at the kinds of 

problems we have explicated, it seems reasonable to suppose that the theory might be in 

principle incapable of accounting for moral reasons. No amount of added sophistication, 

it seems, might enable the theory to cross the threshold of acceptability. Though such 
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developments might allow for incremental improvements--with them the internal reasons 

theorist is able to extend the range of morality somewhat--they do not get at the 

fundamental nature of what we take ourselves to be after. We might say that the internal 

theory in its attempts at justification seeks to model morality. Specifically, the internal 

theory seeks to model autonomy reasons, altruism reasons, and fairness reasons out of· 

personal reasons. But each of these types of reasons is interpersonal--Le., each type of 

reason applies to us in virtue of features of the other (e.g., their intrinsic value, their need, 

or their equality). Modeling, then, is importantly different from substantive justification. 

Modeling aims to show that morality is coextensive with, or can be subsumed by, some 

other framework (in this case a restricted or narrow conception of rationality). But 

inevitably the thing to be modeled and the thing used to do the modeling pull apart. It is 

precisely this tendency to pull apart, and its realization on our part, that makes such views 

unstable under reflection. When one realizes that the object of one's contemplation has 

been modeled out of something else one's perception or understanding of it is altered. 

When we realize that the figure we see is a human likeness fashioned out of wax we 

admire the craftsmanship and skill that went into producing it, but we no longer speak to it 

and expect a response. The same goes for moral modeling. We find the work of Hobbes, 

Hume, Williams, Gibbard, and Gauthier to be ingenious and in some instances truly 

edifying, but, in layperson's talk, it 'just ain't the real thing". What we are after is 

substantive justification the aim of which is to justify morality as it appears to us. 

Substantive justification, I think, can only be had supposing that the subject of morality is 
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autonomous (in contradistinction to being modeled). By this I mean that morality (or 

moral theory) is an enterprise unto itself with, as it were, its own standards of justification. 

Attempts to model morality, however, always begin from another enterprise from which to 

get some kind of perspective on morality. Hence, when the internal theory resorts to 

moral modeling it thereby denies the autonomy of the subject of morality. The attempt to 

fashion morality from some other distinct enterprise cannot justify the inherent reason

giving authority of moral considerations since personal reasons are ,?-ot interpersonal 

reasons. The internal theory's account of moral reasons fails. This does not mean, as 

some have supposed it to mean, that morality fails and that we ought to be moral skeptics. 

We are not skeptics about mathematics or logic because they cannot be modeled out of 

biology or physics, and neither should we in the case of morality. 51 Instead, what we must 

do is to delineate and develop an autonomous approach to ethics, one that does not resort 

to modeling but seeks to justify morality as it is. Only when justified in its own right will 

morality maintain its authority over us by demonstrating stability under reflection. How 

this might be done on the external theory will be the focal point of the next chapter. 

Finally, it is worth remarking about Williams's own views concerning the 

implications of his conception of internal reasons for morality. Williams is not a moral 

theorist in the traditional sense. In fact, he might best be described as a kind of anti

theorist (if not a skeptic). He has attacked both utilitarianism and Kantianism (and 

perhaps with some justification). He has claimed that moral theory and reflection can 

SI See Nagel (1980). 
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destroy the only kind of moral knowledge that we can have. How, then, are we to make 

sense of Williams's own writings? The best way, I think, is to see Williams as doing 

metaethics and in so doing taking a skeptical view toward what has traditionally been 

called normative ethics. It is not possible, he would argue, to construct any kind of theory 

that will operate as a kind of decision procedure, in the way that both utilitarianism and 

Kantianism are typically taught in undergraduate philosophy classes. And with this idea I 

am quite sympathetic. Williams takes his skeptical metaethical views to undermine 

normative ethical theory, but he also thinks that so long as we do not engage in (too 

much) reflection we may maintain a kind of practical moral knowledge. The problem of 

skepticism arises when moral convictions (about authority and status) cannot be 

maintained under reflection. To save morality from skepticism, then, would seem to 

require that reflection on it must be avoided. But the question arises as to whether this 

reflective avoidance is possible. Is Williams's "hypertraditional society" a possibility? He 

himself denies that it is. What are we to do, then, in the inevitable face of reflection? We 

cannot, Williams thinks, adopt a certainty model of ethical knowledge--that would require 

the kind of moral reality that Williams rejects. Nor can we adopt a decision model of 

ethical knowledge, where we simply decide what way to live--its existentialist implications 

are too unsettling. What we must seek, according to Williams, is what he calls a 

confidence model. What is involved in this? Since his answer is murky I quote him at 

length: 

Confidence is both a social state and related to discussion, theorizing, and 
reflection; correspondingly, these activities are themselves forms of a practice, 
which take up social space, just as in the individual they take up psychological 
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space. We are led to forget that fact by a series of intellectualist conceptions: that 
our fundamental aim must be to arrive at the answers to ethical questions; that the 
way to do this must be to pay as much attention as possible to the reasons bearing 
on those questions; and that the demands of practice limiting those activities are 
simply that, a practical limitation. The truth is that the basic question is how to 
live and what to do; ethical considerations are relevant to this; and the amount of 
time and human energy to be spent in reflecting on these considerations must itself 
depend on what, from the perspective of the ethical life we actually have, we count 
as a life worth living and on what is likely to produce people who find life worth 
living. One question we have to answer is how people, or enough people, can 
come to possess a practical confidence that, particularly granted both the need for 
reflection and its pervasive presence in our world, will come from strength and not 
from the weakness of self-deception and dogmatism. 52 

There is great ambiguity about this passage. But from what I can glean Williams believes 

that confidence is the offshoot of practical activities that are internalized by individuals. 

Moral practice itself provides us with certain motivations and ends. But can Williams's 

conception of internal reasons step in and secure us the confidence from strength of which 

he speaks? He is right that the basic question is how to live and what to do. But I do not 

think that the internal theory of reasons can offer us the kind of confidence that we seek. 

The best evidence for this is our ordinary reluctance or hesitation to accept the internal 

theory's conception of both individual rationality and moral reasons. In each case we find 

ourselves asking whether that is all there is. We do not believe that ends themselves 

cannot be rational or irrational and that there are no genuine moral reasons. We are 

convinced that there has got to be more, and it is this supposition that keeps us reflecting. 

If we do not repress this reflection and we see internal reasons as the only prospect we 

lose our confidence; we become uncertain; we become moral skeptics. 

S2Williams (1985, pp. 170-171). 
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For this reason I do not think that the internal theory can provide us with an 

answer to the problem of authority skepticism. There are no genuine moral reasons so far 

as the internal theory is concerned, because there are no genuine interpersonal reasons--all 

interpersonal reasons are modeled out of personal reasons. One's reasons to be moral 

have to do with features of oneself and do not arise simply in virtue of features of the 

other as our commonsense understanding of morality requires. And, furthermore, given 

this failure there is no way for the internal theory to respond to the concerns of status 

skepticism. For locating the source of morality in our subjective motivational set as the 

internal theory of reasons does renders morality itself subjective. And just as internal 

reasons theorists attempt to model the authority of morality, so too, they seek to model 

the status of morality by invoking sophisticated "projectivist" explanations of why we 

suppose that there are moral facts. But an awareness of projectivism leads to the 

reflective undermining of the projection and thus fails to provide a basis for agreement, 

and so supports status skepticism. On both counts, then, the internal theory undermines 

our reflective commitment to morality. Whether the external theory's account of moral 

reasons might allow the reflective agent to regain the confidence of which Williams speaks 

is the subject of the next, and final, chapter. 
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CHAPTER 7: EXTERNAL MORAL REASONS 

In Chapter 6 I examined the internal theory's attempt to make sense of moral 

reasons and argued that it failed. The problem stems from the theory's internal character. 

All reasons on the internal theory are personal reasons since for an agent to have'a reason 

requires that that agent have a motive that will be furthered or served. The internal theory 

aims to accommodate interpersonal (and so moral) reasons by attempting to model them 

out of personal reasons. Autonomy reasons are modeled by postulating that others have 

worth or warrant respect only to the extent that they can serve one's ends or are to be 

feared. But this does not capture the sense in which we think that others are due our 

respect. Altruism reasons are modeled in a number of possible ways, but most commonly 

by the psychological mechanism of sympathy. We just so happen to be constructed such 

that upon witnessing someone else suffering we suffer and the motive to relieve our 

suffering provides us with a reason to relieve their suffering. The problem, of course, with 

this attempt to model altruism is that it introduces a kind of psychological contingency 

about whether one has a reason to assist another and fails to capture the idea that we 

ought to help them for their myn sake. In many cases of altruism we think that those who 

are in a position to assist have a reason to do so regardless of any motives they may have 

(indeed, they may have a reason even if helping is contrary to all of their motives). Finally, 

the internal reasons theory attempts to model fairness reasons as those arising out of 

mutually beneficial conventions. They aim to show that when each agent pursues his own 



interest that conventional interaction leads to fair outcomes. But, as I hope to have 

shown, there is little reason to think that the pursuit of individual interest in interaction 

with others will lead to what could plausibly be called fair outcomes. 
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The internal theory is incapable of recognizing that others have an inherent reason

giving status--i.e., that others are the source of interpersonal reasons. On the internal 

theory one might recognize that others have their own personal reasons, but from one's 

own point of view that is not of any inherent significance since they are not my reasons 

and cannot impact upon my reasons unless they have some kind of influence upon my 

motivational set. The problem that this poses for the various kinds of moral reasons is 

substantial. It means that reasons to respect others cannot be reasons to respect them; it 

means that reasons to assist others cannot be reasons to assist them; and it means that 

reasons to be fair to others cannot be reasons to be fair to them. The internal reason 

theory's attempt to model moral reasons is problematic and can never succeed precisely 

for this reason: it leaves out the all important issue of the value, worth, or status of others 

and as such it can never account for genuine moral reasons as it is part of our ordinary 

conception of moral reasons that it is the value, worth, or status of others that is the 

source of our reasons to respect, assist, and be fair to them. 

What I propose to do in this chapter is to address whether the external theory of 

reason might succeed in accounting for genuine moral reasons. This requires 

demonstrating that the external theory can make sense of interpersonal reasons. With this 

aim in mind I shall begin by considering some arguments offered by Bernard Williams to 
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the effect that the attempt to establish the interpersonality of moral reasons cannot 

succeed. I will argue that Williams's arguments fail. Having done this I will go on to 

examine two attempts to establish the interpersonality of reasons (Thomas Nagel's and 

Christine Korsgaard's) and will argue that each of these attempts fails. Finally, I will offer 

a few brief remarks about how one ought to develop an account of interpersonal reasons 

and how this account might allow a resolution of the problems of authority and status 

skepticism. 

7.1 Williams's Challenge to External Moral Reasons 

What the external theory of reason must provide ifit is to be successful is some 

account of how the status of others is morally significant. In other words, the external 

theory must offer an account of how others can be the source of reasons for me in virtue 

of their status. This is to offer an account of what I have called genuine moral reasons 

(Le., interpersonal reasons). In this section I want to consider some arguments against the 

possibility that any such theory could succeed. Once again, and not surprisingly, the 

antagonist is Bernard Williams. 

In Chapter 4 of his book Ethics and the Limits of Philosophy, entitled 

"Foundations: Practical Reason", Williams considers and rejects two interpretations of a 

distinctively Kantian view which seeks to illuminate "certain structural or formal features 

of ethical relations." 1 Each sees morality as issuing from rational agency itself: the first 

I Williams (1985, p. 54). 



366 

from the fact that rational agents must necessarily want to be free and the second from the 

self-conception of rational agents as reflective beings who act on reasons. If Williams's 

arguments go through, then the external theory of reason is doomed from the start; while 

if they don't go through, then the external theory of reason at least offers us the possibility 

of success. 

Williams begins the first argument with the following question: 

Is there anything that rational agents necessarily want? That is to say, is there 
anything they want (or would want if they thought hard enough about it) merely as 
part or precondition of being agents?2 

The answer that the Kantian gives, according to Williams, is that when agents act they 

want an outcome. Furthennore, given that we know that the outcomes we want do not 

simply materialize it follows that we also want to produce them. Finally, Williams says, 

"we do not want it merely to tum out that we produced it; we want these thoughts of ours 

to produce it.,,3 The idea here is that we want to produce outcomes as agents, aware of 

what we are doing, and not simply accidentally as if we only want the outcome itself. We 

want, then, to stand in a certain relation to the outcomes of our action: an intentional 

relation. 

Reflecting on all this, we can see that we have a general, dispositional, want not to 
be frustrated, in particular by other people. We have a general want, summarily 
put, for freedom. 4 

~Williams (1985, p. 55). 
3Williams (1985, p. 56). 
4Williams (1985, p. 56). 
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Given our want to act as agents to bring about wanted outcomes it is necessary that we 

also have a general want to be free. So the argument continues: 

Since I necessarily want my basic freedom, I must be opposed to courses of action 
that would remove it. Hence I cannot agree to any arrangement of things by which 
others would have the right to remove my basic freedom. So when I reflect on 
what arrangement of things I basically need, I see that I must claim a right to my 
basic freedom. In effect, I must lay it down as a rule for others that they respect 
my freedom. I claim this right solely because I am a rational agent with purposes. 
But if this fact alone is the basis of my claim, then a similar fact must equally be the 
basis of such a claim by others. If, as I suppose, I legitimately and appropriately 
think that they should respect my freedom, then I must recognize that they 
legitimately and appropriately think that I should respect their freedom. In moving 
from my need for freedom to "they ought not to interfere with me," I must equally 
move from their need to "I ought not to interfere with them. "S 

Let us put the argument into the following form: 

(1) as a rational agent I necessarily want my basic freedom, 
(2) I therefore claim a right to my basic freedom (by laying down a rule that others 

respect my freedom), 
(3) given that I claim a right to my basic freedom I must respect the freedom of others 

If this argument works, then morality is bound up with rational agency: simply in virtue of 

being rational agents we must respect the freedom of others. 

But Williams does not think the argument works. He does not claim that it fails in 

the move from (2) to (3), as one might be led to think, since this move simply requires a 

weak principle of universalizability, as he puts it. This principle would have it that if! 

believe my rational agency itself to ground my claim-right to freedom, then consistency 

5Williams (1985, pp. 59-60). The right of which Williams speaks, we should note, must be a claim-right -
-where my right to freedom generates constraints for others with regard to me. A claim-right to freedom 
provides each with a sphere of freedom. Nptice that a liberty-right does not generate these constraints on 
others--if we are each at liberty to pursue our freedom, then the problem of interfering with each other's 
freedom arises. 
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requires me to acknowledge that the rational agency of others grounds their rights to 

freedom (thereby introducing the same claims on me with respect to them that I take them 

to have with respect to me). The move from (2) to (3), then, is not problematic (if the 

right in question is a claim-right) since it simply asserts that rights must be universalized. 

In other words, if it can already be demonstrated that my rational agency gives rise to 

"normative" constraints on others, then it seems a small step to suppose that others could 

place such constraints on me. 
.. 

Instead, Williams maintains that the argument fails in the move from (1) to (2), 

where a claim-right is first claimed. One thing that seems to animate Williams's 

identifying the problem with the move from (1) to (2) is that it is where a "normative" 

notion (Le., a claim-right) first comes into play. To bring out the problem with the move 

between (1) and (2) Williams more carefully analyzes what is going on in the claim to this 

right. The agent in question, Williams calls him A, prescribes "let others not interfere with 

my freedom" --Williams refers to this prescription as Pa. A thinks that Pa is reasonable 

(i.e., that his being a rational agent requires that others not interfere with his freedom). 

Now suppose there is another agent, say B, who makes the corresponding prescription Ph. 

The question now is whether B must agree that Pa is reasonable (for only if it is 

reasonable for B not to interfere with A's freedom can there be a basis for A's claim to a 

claim-right to freedom). It might appear that universalizability requires that B agree 

(given B' s own corresponding prescription), but according to Williams this is mistaken. B 

can agree that Pa is reasonable for A, but what he cannot agree to, and what appears to 
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be necessary to get the idea of A's right off the ground, is that Pa is reasonable for him 

(i.e., B).6 Williams offers the following reasoning to support this conclusion: 

[O]ne could never get to the required result, the entry into the ethical world, just 
from the consideration of the should or ought of rational agency itself, the should 
of the practical question. The reasons that B has for doing something are not 
themselves reasons for another's doing anything. The should of practical reason 
has, like any other, a second and a third person, but these forms merely represent 
my perspective on your or his interests and rational calculations, the perspective of 
"if! were you." Considering in those terms what B should do, I may well 
conclude that he should interfere with my freedom. 7 

To say that one has a claim-right seems to imply that others have reasons not to interfere 

with one's freedom. So Williams's argument is that such rights do not exist because we 

cannot make sense of the reasons upon which such rights are based because of the 

relativity of reasons to the aims and motivations of particular individual agents. Hence, 

we see that it is precisely Williams's insistence on a conception of internal reasons that 

constitutes his objection to the move from (1) to (2). To generate my right to my freedom 

I must hold not only that there is a reason for others to respect my freedom from my point 

of view (of course I, and even others, can agree to that), but that there is a reason for 

others to respect my freedom simpliciter (and so from their point of view). This reveals 

why the move from (2) to (3), according to Williams, is trivial: for if! have already 

acknowledged that others have reasons which are not relative to their own motives, then 

consistency requires me to acknowledge that such reasons apply to me as well. Williams, 

6The same considerations will apply, mutatis mutandis, to A with respect to B's right. 
7Williams (1985, p. 61). 
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then, is arguing that the Kantian foundation for morality fails because there are no external 

reasons. 

However, this argument is seriously problematic. Williams's rejection of the 

Kantian view appears to be based on his rejection of external reasons, and this raises two 

problems. First, though not terribly important, is that this seems to suggest that 

Williams's interpretation of Kant is inconsistent. For Williams insists at one point that 

Kant is an internal reasons theorist. 8 And if this is right, then the Kantian foundation for 

morality could not be based on external reasons and so it would seem to be misguided of 

Williams to try to prove that the Kantian foundation fails because there are only internal 

reasons. In yet another place, however, Williams says the following about Kant's theory, 

which would seem to indicate that Kant should be considered an external reason theorist: 

"Kant's outlook indeed requires that there be no reason for morality, if that means a 

motivation or inducement for being moral, but it does not imply that morality has no 

foundations.,,9 Second, the argument Williams offers is incomplete as it stands. For the 

argument to go through what he owes us is a rejection of external reasons if indeed an 

account of external reasons is an essential features of Kant ian theories. Of course it would 

be absurd to argue that morality issues from rational agency as such if one holds an 

internal conception of reason. Williams is surely right about that and I hope to have 

demonstrated this in the previous chapter. But ifthere are external reasons, then the idea 

that morality issues from rationality is at least a coherent one. Williams's rejection of the 

8See• for instance, Williams (1985, p. 223, footnote number 19). 
9WilIiams (1985, p. 55). 
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first argument, then, is at root question-begging. It is worth making one qualification 

about this. To the extent that there actually are Kantian-like theorists (such as Gewirth 

and Hare) who actually do subscribe to an internal theory of reason, Williams does us a 

service. Their arguments are indeed flawed. My point is simply that this leaves unscathed 

those Kantian theorists that reject internal reasons, and it is these Kantian theorists who 

are, or who should be, Williams's opponents. So, if the argument is offered against those 

Kantians who are external reason theorists it is question-begging, while if it is offered 

against those who are internal reason theorists it is on track. What we may take from our 

discussion thus far is that if one wants to develop a workable Kantian theory one ought to 

be an external reason theorist. 

Williams may unwittingly realize this implication of his discussion of this argument 

for in response to it he writes, 

The Kantian project, if it is to have any hope, has to start farther back. It has to 
be, in a vital way, more like Kant's own project than the argument I have just 
outlined. 10 

The argument considered above attempts to formulate a Kantian theory along the lines of 

the internal theory of reason. Such views I called "Kantian-like", to emphasize the fact 

that they are not Kantian in a deep sense. Hence, to firmly reject the Kantian approach 

Williams must say why it is that those more deeply Kantian views fail. The argument that 

Williams offers is compact, yet complex, and so I shall quote it at length: 

The argument might go something like this. We have already agreed that the 
rational agent is committed to being free, and we have said something about what 
is required for that freedom. But we have not yet reached a deep enough 

IOWilliams (1985, p. 64). 
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understanding of what that freedom must be. The idea of a rational agent is not 
simply the third-person idea of a creature whose behavior is to be explained in 
tenns of beliefs and desires. A rational agent acts on reasons, and this goes 
beyond his acting in accordance with some regularity or law, even one that refers 
to beliefs and desires. If he acts on reasons, then he must not only be an agent but 
reflect on himself as an agent, and this involves his seeing himself as one agent 
among others. So he stands back from his own desires and interests, and sees 
them from a standpoint that is not that of his desires and interests. Nor is it the 
standpoint of anyone else's desires and interests. That is the standpoint of 
impartiality. So it is appropriate for the rational agent, with his aspiration to be 
genuinely free and rational, to see himself as making rules that will hannonize the 
interests of all rational agents. 11 

The central idea behind this Kantian argument is that assuming a reflective impartial point 

of view is an essential part of seeing oneself as a rational agent who acts on reasons and, 

furthennore, that from this point of view reason-giving moral rules are made that go 

beyond the particular points of view of individuals. 12 So, once again, the attempt is made 

to establish the foundation of morality in rational agency: in one's self-conception as a 

rational agent who acts on reasons. 

Williams, however, rejects this argument for the assumption of an impartial point 

of view, and his reasons for doing so are, I think, quite interesting and revealing. He 

begins by noting that this sort of Kantian argument is intended to apply to factual 

deliberation in addition to practical deliberation, and that when we examine the two cases 

we see that it succeeds in the case offactual deliberation but not in the case of practical 

deliberation. Williams claims that the move to an impartial standpoint applies to factual 

lIWilliams (1985, pp. 65-66). 
I~Such a view appears to reject the internal theory of reason and to embrace the external theory of reason 
in so far as it takes moral reasons to be those arrived at from the impartial point of view and not simply 
those arrived at from the motivational sets of particular individuals. 
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deliberation "because factual deliberation is not essentially first-personal." 13 However, 

"[i]t fails to apply to practical deliberation, and to impose a necessary impartiality on it, 

because practical deliberation is first-personal, radically so, and involves an I that must be 

more intimately the I of my desires than this account alloWS.,,14 Williams suggests that 

factual deliberation is not essentially first-personal because it involves thinking about the 

world. The idea seems to be that we have, as Williams comes to express it later in 

Chapter 8, "an absolute conception of the world". According to Williams, 

[W]e should form a conception of the world that is "already there" in terms of 
some but not all of our beliefs and theories. In reflecting on the world that is there 
anyway, independent of our experience, we must concentrate not in the first 
instance on what our beliefs are about, but on how they represent what they are 
about. We can select among our beliefs and features of our world picture some 
that we can reasonably claim to represent the world in a way to the maximum 
degree independent of our perspective and its peculiarities." 15 

This absolute conception implies about factual deliberation that "what anyone truly 

believes must be consistent with what others truly believe, and anyone deliberating about 

the truth is committed, by the nature of the process, to the aim of a consistent set of 

beliefs, one's own and others,.,,16 Factual deliberation allows for a move to the impartial 

perspective because it seeks the truth about a world which is out there and is independent 

of our experience. The move to the impartial perspective in the case offactual 

deliberation, then, is justified by appeal to the absolute conception itself. 

13Williams (1985, pp. 66-67). 
14Williams (1985, p. 67). 
ISWilliams (1985, pp. 138-139). 
16Williams (1985, p. 68). 
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This appeal to the absolute conception introduces two serious problems. The first 

problem is that the appeal to the absolute conception introduces a kind of circularity. On 

the one hand the absolute conception is what justifies assuming the impartial perspective in 

factual deliberation for it is the assumption that there is some way the world really is 

independent of us which licenses the move to impartial or third-person deliberation. 17 But, 

on the other hand, the absolute conception itself is simply understood to be that 

perspective which is maximally independent of our particular perspective and its 

peculiarities (Le., the impartial perspective). The absolute conception is understood to be 

that perspective which is maximally independent of our particular perspective because 

Williams realizes that we do not have direct access to the way the world is in and of itself 

What we "should" do, then, according to Williams, is to "form [might he mean construct?] 

a conception of the world that is 'already there' [note the scare quotes he uses]" as that 

which is maximally independent of our perspective, by "reasonably" selecting from among 

our beliefs and world picture. 18 So the circularity problem is that the absolute conception 

is simultaneously taken to be a construction otassuming an impartial point of view and to 

explain why we may assume an impartial point of view. But if the absolute conception 

plays the former role, then it cannot play the latter role (it could, only play the latter role if 

it amounted to a conception of the way the world is in and ofitselt). And, ifit cannot play 

17What is really required to justify the move to the impartial point of view. and to make Williams's 
argument go through. is an appeal to a substantive notion of reality, So one way oflooking at this is that 
in Chapter 4 Williams assumes that there is such a notion available. But later in Chapter 8. realizing the 
difficulties involved in such a view. he backs off and develops the idea of the absolute conception. There 
is. then. a kind of equivocation going OD. 
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the latter role, then whatever it is which justifies the move to impartial deliberation in the 

factual case might also justify the move to impartial deliberation in the practical case. 19 

So, when Williams says of the Kantian argument: 

Reflective deliberation about the truth indeed brings in a standpoint that is 
impartial and seeks harmony, but this is because it seeks truth, not because it is 
reflective deliberation, and those features will not be shared by deliberation about 
what to do simply because it too is reflective. 20 

We see that this remark is fundamentally mistaken because the truth to which factual 

deliberation appeals is simply taken to be, in some sense, constituted by a maximally 

reflective perspective. If this is right, then it remains open to the Kantian to maintain that 

value is analogous to truth (Le., the absolute conception) in that it should simply be 

understood to be the result of the appropriate reflective deliberation. 

The second problem concerns the notion of an absolute conception itself (and not 

with the circular role it ends up playing in his argument). The absolute conception is taken 

by Williams to have some kind of fundamental explanatory status, but at the same time it 

appears to be infused with normative considerations. He writes, "In terms of that 

conception, we may hope to explain the possibility of our attaining the conception itself, 

and also the possibility of other, perspectival, representations. ,,21 Despite the fact that he 

ISIt is certainly revealing that Williams says we "should" form this conception and that we must do so by 
"reasonably" selecting from among our beliefs. Where, we might ask, do these requirements come from? 
I shall take up this issue below. 
19This is one way to reject Williams's argument. The other is to stand firm on the idea that practical 
deliberation can be about "the way the world is" injust the same way that factual deliberation can be--in 
the case of practical deliberation we are deliberating about whether certain things are good or bad, 
valuable or invaluable, and not simply about what we desire. That reflective practical deliberation must 
be about our desires is, once again, simply to presuppose the internal theory of reason, 
:!°Williams (1985, p. 69). 
"IWilliams (1985, p. 139). 
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leaves it entirely unclear as to how it will (or even might) do this;we are left to wonder 

whether it might also explain that we "should" form such a conception and how we are to 

"reasonably" select those beliefs which will go into its formation, as Williams suggests in 

the quote from above. Such expectations seem presumptuous at best and so, we might 

add, that the absolute conception is problematic in its own right. Williams's attempts to 

drive a wedge between theoretical and practical reasoning do not succeed and so there still 

appears to be a foundation for morality in the idea of rational agency itself. 

7.2 Solipsistic Arguments for External Moral Reasons 

Having diffiIsed at least one attempt to refute an external reasons account of moral 

reasons, we must now proceed to assess whether such accounts succeed. With this aim in 

mind I will briefly consider two of the most prominent accounts of external reasons: those 

of Thomas Nagel in The Possibility of Altnlism and Christine Korsgaard in "The Sources 

ofNormativity.,,22 Ultimately, each of these views finds the source of reasons in the 

rejection of solipsism and it is this common feature that leads to their mutual failure. I 

shall first briefly layout each view and afterward discuss why I believe them to fail. 

Let us begin with Nagel's view. Nagel's argument is quite complex, so we must 

be content with a somewhat condensed reconstruction. That Nagel's view is an external 

reasons view is evident in the following passage: 

~2Nagel (1970). Once again, I shall refer to Korsgaard (1993)--an unpublished manuscript that is the 
basis for a forthcoming publication by Cambridge University Press. Korsgaard (1994) is a less developed 
version of this has been published as patt of The Tanner Lectures on Human Values. 
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The position which I defend ... provides an account of ethical motivation which 
does not rely on the assumption that a motivational factor is already present among 
the conditions of any moral requirement. On this view the possibility of 
appropriate motivation must be guaranteed by the truth of the moral claim itself-
but not because the existence of such motivation is included in advance among the 
independently comprehensible truth conditions of every moral claim. There are 
reasons for action which are specifically moral; it is because they represent moral 
requirements that they can motivate, and not vice versa. 23 

Nagel's account of moral reasons (Le., of altruism) begins with his account of 

prudence. He understands prudential reasons as requirements which emanate from one's 

conception of oneself as a being existing over time, where the present is understood to be 

one temporal stage among others equally real. To act imprudently is, then, to deny the 

reality of one's future. This involves a kind of dissociation between the standpoint of the 

present and the standpoint of timelessness as one fails to make the same practical 

judgments from each standpoint.24 Prudence, then, entails that reasons are timeless. 

Altruistic reasons are taken by Nagel to bear a structural similarity to prudential 

reasons. Altruistic reasons are requirements which emanate from one's "conception of 

oneselfas merely a person among others equally real.,,2S To fail to be motivated by 

altruism is, in the end, to deny the reality of others and to embrace solipsism. Solipsism, 

according to Nagel, is taken to involve a dissociation between the judgments made from 

the personal and impersonal standpoints. Nagel describes these two standpoints in the 

following way: 

23Nagel (1970, p. 13). 
24From the standpoint of timelessness the imprudent person judges that there is a reason for him to 
promote some future aim. while from the standpoint of the present be judges that there is not a reason for 
him to now to promote that future aim. 
2sNagei (1970, p. 14). 
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The essence of personal judgments, beliefs, attitudes, etc., is that they view the 
world from a vantage point within it, and their subject or author is the locus of that 
vantage point. The impersonal standpoint, on the other hand, provides a view of 
the world without giving one's location in it. 26 

However, Nagel contends that a description of the world from the impersonal standpoint 

will "accommodate all phenomena describable from the person~l standpoint" by recasting 

"in impersonal terms everything that can be said about that individual in the first person. ,,27 

It is from the impersonal standpoint that one makes sense of the idea that one is merely 

one person among others--as from the impersonal standpoint one is seen simply as 

someone and not as I. One avoids solipsism (the idea that the judgments from one's 

personal standpoint cannot be accounted for from the impersonal standpoint) only if one is 

committed to making the same judgments that one makes from the personal standpoint 

from the impersonal standpoint. 

To demonstrate that we are indeed committed to making identical judgments from 

the personal and impersonal standpoints Nagel aims to show that we are not, what I shall 

call, "theoretical" solipsists.28 Theoretical solipsists are those who deny that there are 

other persons beside oneself"on the ground that the concepts which one applies to one's 

own experiences do not include the possibility of application in the same sense to anything 

which is not one's experience. ,,29 The theoretical solipsist focuses on those judgments 

which involve the description our own experience. In effect, the theoretical solipsist 

~6Nagel (1970, p. 101). 
~7Nagel (1970, p. 101). 
~8Nagel simply uses the tenn "solipsist"; but for the sake of clarity I shall..use the tenn "theoretical 
solipsist" to carefully distinguish tIllS view from what Nagel hlmself calls "practical solipsism." 
~~agel (1970, p. 104). 



379 

denies that the judgments he makes about his experience from the personal perspective can 

be captured from the impersonal perspective. Accordingly, the theoretical solipsist's 

judgments from the personal and impersonal standpoints pull apart. Consequently, 

[T]he avoidance of solipsism requires that the conception of other persons like 
oneself (not necessarily the belief that there are any) be included in the idea of 
one's own experiences from the beginning. This is achieved by a conception which 
permits every feature of one's own situation and experience to be described and 
regarded, without loss of content, from the impersonal standpoint. If that can be 
shown to be a general condition of the idea of one's own experiences, then there 
will be no chasm between that idea and the idea of other persons, and hence no 
insunnountable difficulty in applying the same concepts to both.30 

At this point Nagel does not so much try to refute the solipsist, as to note that "we are not 

solipsists". When it comes to describing our experience it must be that we are also 

committed and able to do so from the impersonal standpoint. Our own rejection of 

solipsism entails a capacity to view ourselves impersonally and a commitment to forming 

the same judgments from this viewpoint. 

With this discussion of theoretical solipsism in hand, Nagel turns to the issue of 

what he calls "practical solipsism" which is "an analogue of solipsism in the practical 

sphere: an inability to make practical judgments about other persons in the same sense in 

which one can make them in one's own case.,,31 Whereas in the case of theoretical 

solip~ism one fails to make the same judgments from the personal and impersonal points of 

view when it comes to describing experience (i.e., mental states), in the case of practical 

solipsism one fails to make the same judgments from the personal and impersonal points of 

3~agel (1970, p. 106). 
31Nagel (1970, p. 107). 
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view when it comes to judgments about what to do (i.e., about practical reasons). To 

avoid this practical solipsism one must be able to describe everything about oneself in the 

personal standpoint from the impersonal standpoint without loss of content, otherwise 

there will be dissociation between the two standpoints that is the distinguishing feature of 

solipsism. This may seem like a very strong claim, but it is indeed Nagel's view as we can 

see in the following passage: 

Thus the impersonal standpoint should be able to accommodate all phenomena 
describable from the personal standpoint, including facts about the subject 
himsele2 

Now what is distinct about first-person practical judgments is that they possess 

what Nagel calls "motivational content". The idea behind this is that "the acceptance of 

such a [practical] judgment is by itself sufficient to explain action or desire in accordance 

with it, although it is also compatible with the non-occurrence of such action or desire. ,,33 

And, "I maintain that the first-person acknowledgment of a sufficient reason for doing 

something is the acknowledgment of a justification for doing it, and is sufficient to explain 

one's doing it.,,34 The idea behind the motivational content of first-person judgments is 

that judgments themselves can, and often do, have a genuine role to play in motivation. 

Since one's first-person practical judgments possess motivational content, it must be that 

nNagel (1970, p. 101, emphasis added). 
33Nagel (1970, p. 109). 
J4Nagel (1970, p. 110). 
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one's practical judgments from the impersonal standpoint also possess motivational 

content, if one is to avoid practical solipsism.3s 

Unless, therefore, some version of this motivational content can also be found in 
an impersonal practical judgment about the same situation, the principles which 
yield the first-person conclusion can be employed only at the cost of dissociation 
from the impersonal standpoint. 36 

A consequence of our rejection of solipsism and our commitment to capturing our 

practical judgments from the impersonal point of view is that we are thereby committed to 

what Nagel calls "objective" reasons. Subjective reasons are expressible in a formula 

which contains a free agent-variable (i.e., a reference to a particular person such that the 

reason only applies to that particular person), while objective reasons are those which are 

not. 37 Nagel then claims, 

that only obj ective reasons permit the motivational content of practical judgments 
to be retained when those judgments are brought into accord with the impersonal 
conception of oneself as merely someone. Objective reasons retain their 
motivational content from this standpoint because they do not represent values for 
particular agents, but are rather reasons/or things to occur or obtain, simply.38 

Objective reasons apply not just to a particular individual from the personal point of view, 

as do subjective reasons, but also apply to all insofar as they assume the impersonal point 

350ne might wonder why impersonal judgments must possess motivational content or, more 
fundamentally. whether it is even possible for impersonal judgments to possess motivational content. 
What is impersonal motivation? Motivation is a feature of persons and so it would seem that impersonal 
motivational content is non-sensical. Indeed. given what Nagel says of motivational content--that the 
acceptance of a judgment is sufficient to explain action-it is hard to see how motivational content could 
be ascribed to impersonal judgments: for how do we demonstrate that the acceptance of an impersonal 
judgment is sufficient to explain action. 
3~agel (1970, p. HI). 
370nce again, this is intended to be structurally similar to the account of prudence, where dated reasons 
are those which include a tense and timeless reasons are tensless. It should also be noted, as Nagel notes, 
that these objective reasons are parasitic on subjective reasons. That is, my reason to help you get the 
hospital is parasitic on your reason to get to the hospital. 
38Nagel (1970, p. 100). 
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of view. Objective reasons, then, impose a requirement of altruism in so far as the 

motivational content of the practical judgment must be retained from the impersonal point 

of view. The altruistic implications of objective reasons is evident in the following 

passage: 

If one acknowledges the presence of an objective reason for something, one has 
acknowledged a reason for anyone to promote or desire its occurrence--at least to 
desire it, even ifhe is not in a position to do anything about he matter. This is 
because objective reasons represent the values of occurrences, acts, and states of 
affairs themselves, not their values for anyone. Since they ascribe non-relative 
desirability to events or circumstances, impersonally described, it follows that they 
retain their motivational content when applied impersonally; so the condition of 
congruency [between the personal and impersonal standpoints] is met.39 

Suppose some person, say X, needs to get to the hospital. When described from the 

impersonal point of view this is expressible as "someone has a reason to get to the 

hospital." Now if we add the personal premise that I am that person, then I have a reason 

to get myself to the hospital. 40 Ifwe add the personal premise that I am someone in a 

position to get X to the hospital, then I have a reason to get X to the hospital. And, 

finally, if we add the personal premise that I am not someone in a position to get X to the 

hospital, then I merely have reason to desire that X be gotten to the hospital. Moral 

reasons, then, on Nagel's view, are ultimately traceable to one's capacity to assume an 

impersonal point of view and the rejection of solipsism. 

3~agel (1970, pp. 119-120). 
4'The role of the personal premise is merely to determine what the situation provides one with a reason to 
do depending upon who one is. However, the motivational content, according to Nagel, must already be 
contained in the impersonal judgment and is not added by the personal premise. As Nagel puts it, from 
the impersonal point of view one acknowledges there is a reason that someone do something and this 
when properly filled in by the personal premise gives rise to a reason to do it. For more on the role of the 
personal premise in Nagel's discussion see section 7 of Chapter XI. 
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Let us now tum to Korsgaard's view. While Nagel begins his argument from an 

analysis of prudence and then goes on to develop a structural analogue for altruism, 

Korsgaard begins with an analysis of normativity in the individual case and then moves to 

normativity in the context of others.'u In "Lecture Three: The Authority of Reflection", 

Korsgaard argues that normativity issues from reflection, which "gives us a kind of 

distance from our impulses which both forces us, and enables us, to make laws for 

ourselves, and it makes those laws normative.,,42 Normativity, reason-givingness, or 

obligation, is a feature of our practical conception of ourselves as autonomous. An 

implication of this is that an account of moral reasons can be formulated "only if we can 

conclude that valuing humanity in your own person somehow implies, entails, or involves 

valuing it in that of others. ,,43 This is the task Korsgaard takes up in "Lecture Four: The 

Origin of Value and the Scope of Obligation". Let us now tum to her account. 

She begins by distinguishing two ways in which one might go about showing how 

it is we must value others. The first way is shared by both Hobbesians and some Neo-

Kantians. 

[B]oth assume that an individual agent has private reasons, that is, reasons that 
have normative force for her, and they try to argue that those private reasons give 
the individual some reasons to take the (private) reasons of other people into 
account. Either the individual's private reasons are served by attention to other 

41By "nonnative" Korsgaard seems to mean, roughly, "reason-giving". Take, for instance, the following 
passage: "Consistency can force me to grant that your humanity is nonnative for you just as mine is 
nonnative for me. It can force me to acknowledge that your desires have the status of reasons for you, in 
exactly the same way that mine do for me. But it does not force me to share in your reasons, or make your 
humanity nonnative for me." Korsgaard (1993, Lecture 4, p. 2). Still other times she seems to have a 
stronger idea in mind and equate "nonnative" with the notion of obligation, as is evident from her 
concern in Part II of Lecture 4--to account for how we obligate one another. 
4~Korsgaard (1993, Lecture 3, p. 22). 
43Korsgaard (1993, Lecture 4, p. 1). 
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people's reasons, as in the Neo-Hobbesian arguments; or the individual's private 
reasons are found logically to commit her to taking other people's reasons into 
account, as in the Neo-Kantian arguments. If public reasons are reasons which 
have nonnative force for everybody, then we can see these arguments as trying to 
constroct the public character of reasons, starting from the assumption that reasons 

• 44 
are pnvate. 

She rightly notes that the problem with these sorts of arguments is that they either do not 

succeed in showing that one has a reason to take the reasons of others into account or that 

if they do they do so in the wrong way .. ~5 The other way, according to Korsgaard, is "to 

show that reasons are not private, but public in their very essence.,,46 Now there are two 

ways to show that reasons are essentially public. According to one view, 

Reasons are public because they are derived from or refer to certain objective 
features of the public world, namely objective values. We might call this view 
"publicity as objectivity". 47 

The other view, which Korsgaard calls "publicity as shareability", holds that reasons are 

essentially public because if they were not then they could not be shared or exchanged.48 

She says, "what both enables us and forces us to share our reasons is, in a deep sense, our 

social nature.,,49 What she claims must be demonstrated is that "[t]o act on a reason is 

~4Korsgaard (1993, Lecture 4, p. 2). What Korsgaard here refers to as "private" and "public" reasons is 
equivalent, respectively, to what I have called "personal" and "interpersonal" reasons. It is also worth 
noting that her contention that these arguments seek to "construct" public reasons out of private ones is 
similar to my claim that the internal theory seeks to "model" moral reasons out of internal reasons. There 
is this difference, however, that to "construct" something is to build it up, while to "model" something is 
to mimic it in appearance. The former does not seem to have quite the same skeptical connotations as the 
latter. 
-15 As I argued in the last chapter this approach does not capture the genuine quality of moral reasons, 
where it is something about the other that provides one with a reason to respect them, help them, or treat 
them fairly. 
46Korsgaard (1993, Lecture 4, p. 3). 
-I

7Korsgaard (1993, Lecture 4, p. 3). 
48 As we shall come to see shortly, there are serious problems with what Korsgaard understands to be 
involved in "sharing" reasons. 
~~orsgaard (1993, Lecture 4, p. 3). 
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already, essentially, to act on a consideration whose normative force may be shared with 

others. ,,50 

Let us now take a look at how she goes about doing this. If obligating oneself 

arises out of one's consciousness of oneself, as Korsgaard claims, then for another to 

obligate one that person must be able to enter into one's reflections. Practical reasons are 

thought to be private, she claims, because of the inherent privacy of consciousness. But, if 

it can be shown that consciousness is itself inherently public, then practical reasons will be 

public as well. To illustrate the publicity of consciousness Korsgaard makes use of 

Wittgenstein's private language argument. Wittgenstein argues that there cannot be an 

essentially private language because, as it turns out, meaning itself presupposes norms. 

Suppose I try to develop my own private language by referring to a certain experience as, 

say, S, such that by S I mean that experience. But in virtue of what can S be said to mean 

that? For in the future I might refer to some new experience as S and if! do then either 

my referring to the new experience as S is mistaken because S means that other experience 

and this requires norms or standards which entail that my language is no longer essentially 

private but may in principle be communicated to others or if my language is to remain 

private it must simply be that S is simply that sensation that leads me to call it S. But .the 

latter, however, is not a case of S meaning anything it seems. The point, according to 

Korsgaard, is that it is not possible to have a language which is in principle 

incommunicable to others. The normativity of language binds others to use terms 

S~orsgaard (1993, Lecture 4, p. 4). It is interesting that she says "may" here, instead of "must". 
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according to the same norms that you use. This means that it is a mistake to think that 

meaning is a mental entity and, furthermore, to think that reasons are mental entities. 

Korsgaard claims that, 

this has implications for the supposed privacy of human consciousness. For it 
means that I can always intrude myself into your consciousness. All I have to do is 
talk to you in the words of a language you know, and in that way I can force you 
to think. The space oflinguistic consciousness is essentially public, like a town 
square. 5 1 

Korsgaard doesn't complete the argument for us, but simply asks the following questions 

(or, makes the following assertions): "But if we have to grant that meanings can be shared, 

why not grant that practical reasons can be shared toO?"S2 and "Why shouldn't language 

force us to reason practically together, in just the same way that it forces us to think 

together?"s3 

How do others present us with moral obligations on this view. Korsgaard sees 

this happening in the following way: 

How does the obligation [not to torment another] come about? Just as Nagel says 
that it does. I invite you to consider how you would like it if someone did that to 
you. You realize that you would not merely dislike it, you would resent it. You 
would think that the other has a reason to stop. And that obligation would spring 
from your own objection to what he does to you. You make yourself an end for 
others; you make yourself a law to them. But if you are a law to others insofar as 
you are just human, just someone, then the humanity of others is also a law to you. 
By making you think these thoughts, I force you to acknowledge the value of my 
humanity, and I obligate you to act in a way that respects it. 54 

SIKorsgaard (1993, Lecture 4, p. 5). 
52Korsgaard (1993, Lecture 4, p. 6). 
S3Korsgaard (1993, Lecture 4, p. 7). 
54Korsgaard (1993, Lecture 4, p. 7). 
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Language it seems, in Korsgaard's view, has an inherent normativity or reason-giving 

quality to it. Insofar as one is a social being who participates in a language community 

one necessarily becomes subject to the reasons of others. In summarizing she says, 

Human beings are social animals in a deep way. It is not just that we go in for 
friendship or prefer to live in swarms or packs. The space oflinguistic 
consciousness--the space in which meanings and reasons exist--is a space that we 
occupy together. 55 

These two views, Nagel's and Korsgaard's, are distinct in some ways yet they 

share much in common. The fundamental similarity is that each holds that reasons must 

apply to others or be shareable if we are to avoid a kind of solipsism. According to Nagel, 

we must adopt objective reasons as only they avert the dissociation between the personal 

and impersonal standpoint and since, as Nagel claims, "we are not solipsists.,,56 

Korsgaard, we see, explicitly endorses Nagel's view, "Nagel characterized the egoist as a 

practical solipsist and of course he was right. And no form of solipsism is an option for 

us. ,,57 But now we are in a position to see the two problems for views such as these which 

tie the necessity of moral requirements to the rejection of solipsism. In what follows I 

shall argue, first, that they covertly presuppose precisely what they need to prove: they 

must explain why we must not be solipsists but in the end they simply claim that we are 

not solipsists. And second, I shall argue that given this first failing they ultimately 

generate moral requirements to others out of features of ourselves (i.e., our refusal to be 

55Korsgaard (1993, Lecture 4, p. 8). 
5~agel (1970, p. 106). 
57Korsgaard (1993, Lecture 4, p. 8). 
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solipsists) instead offeatures of those others and in so doing rely in a very deep sense on 

the internal theory of reason. 

Consider Nagel's view. Solipsism for Nagel is a matter of the personal and 

impersonal standpoints pulling apart. If we fail to make the same judgments from each 

standpoint we have embraced solipsism. We have, in effect, acknowledged that there are 

some things about us (and others) which are not describable from the impersonal point of 

view. Solipsism, as Nagel says at one point, is a metaphysical position that "denies sense 

to the supposition that there are other persons besides oneself. ,,58 

First, there is a problem with Nagel's conception of solipsism itself. For it doesn't 

seem that if in some instances one fails to make the same judgments about others from the 

impersonal point of view which might be made about them from the personal point of 

view that this is to deny the reality of others. For I might not make the same judgments 

about myself from the impersonal and personal points of view, but in doing so I needn't be 

denying my own existence--all I need be doing is recognizirig that there are features of my 

own existence which are essentially perspectival. For instance, many people have 

suggested that the experience of secondary qualities, say, color, is peculiar to the personal 

point of view and cannot be described at the impersonal point of view. If this is right we 

can even suppose that this would make one a solipsist about color, but it hardly seems to 

involve the denial that there are others. So it would seem that denying that judgments 

5SNagel (1970, p. 104). 
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from the impersonal perspective have motivational content need not involve denying the 

reality of others. It is simply to deny that reasons are impersonal. 59 

Second, why think that people do reject solipsism? Nagel says, 

What is important is that we are not solipsists, and that the rejection of solipsism 
involves a capacity to view ourselves and our circumstances impersonally.60 

This de facto rejection of solipsism is problematic on at least four counts. First, it 

amounts to a mere bald assertion. We require some serious evidence that we are 

committed to the rejection of solipsism given the fundamental role it plays in the 

argument. Second, it might be true that we are not, as I have called it, theoretical 

solipsists. But this would not imply that we are not thereby practical solipsists. It is 

certainly consistent to admit that there are others with experiences describable in terms 

which also describe one's own experiences, while denying that the reasons of others 

provide one with reasons. The point is that the seeming plausibility of Nagel's claim that 

we are not practical solipsists might piggyback on the plausibility of the very different 

claim that we are not theoretical solipsists. Third, the claim that we are not practical 

solipsists is itself problematic in that it would seem to imply that there are no egoists. 

59This strikes me as quite sensible. For I do not know what it means to suggest that a reason could be 
impersonal. What does make sense to me, however, is that a reason for another can also be a reason for 
me--but this introduces no impersonality as such; reasons must always attach to persons. To what else 
could they apply? 
6<Nagel (1970, p. 106). It is worth noting that this claim is in tension with his conception of solipsism 
itself. For on the one hand, the assumption of the impersonal point of view is a constitutive feature of the 
dissociation of solipsism (Le., mclking different judgments from the impersonal and personal points of 
view). On the other hand, this passage seems to suggest that we aren't solipsists simply because we have 
a capacity to assume an impersonal perspective. But this can't be right. More succinctly, a constitutive 
feature of solipsism (Le., the impersonal point of view) cannot simultaneously be the solution to the 
problem of solipsism. 
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Both Nagel and Korsgaard suggest that egoists are practical solipsists. Nagel thinks so 

because the egoist doesn't make judgments from the impersonal point of view which have 

the same motivational content as those made from the personal point of view and 

Korsgaard because the egoist does not think that reasons can be shared. So, to simply 

claim that we are not solipsists amounts to saying that there are no egoists. But we know 

this isn't right. This point, then, goes to show that not only do they not offer evidence for 

this claim but that there is actual evidence against it. And fourth, why think that the de 

Jacto rejection of solipsism will have any role to play in necessitating moral requirements? 

To this end, one might formulate the following sort of argument: First, we suppose that 

people do in fact reject solipsism. Second, we show that the rejection of solipsism and the 

rejection of moral requirements (i.e., egoism) are inconsistent. Hence, it seems, we must 

accept that there are moral requirements. Now the egoist might acknowledge that such an 

argument demonstrates the inconsistency of his thinking he is not a solipsist and his 

rejection of moral requirements, but he might then simply say "so much the worse for 

moral requirements, I'll become a practical solipsist." Inconsistency entails that he must 

give up egoism or his rejection of solipsism, what makes Nagel think it must be the 

former? 

This brings up the third"general point, why think that we must (Le., ought to) 

reject solipsism? The only way to address the problems of simply supposing that we do in 

fact reject solipsism and to thereby strengthen the argument is to show why it is we must 

reject solipsism. For unless we must reject solipsism it does not follow that we must 
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accept moral requirements. I see no answer offered in response to this important 

question. Nagel seems to suppose that there is a serious problem with theoretical 

solipsism and that therefore there must be a serious problem with practical solipsism. But 

. 
this certainly does not follow. What we need is a reason not to be practical solipsists. 

Why must we make impersonal judgments with motivationa1 content and therefore accept 

that there are objective reasons? Nagel has this to say about this matter: 

It is possible to ask why one should feel compelled to avoid dissociation of the two 
standpoints in practical matters. It is certainly conceivable that someone should be 
capable of arriving at motivationally effective practical judgments only from the 
personal standpoint; he would then be incapable of making the same judgments 
about others, or about himself conceived impersonally, but that involves no 
contradiction .... What further objection can be raised if someone remains 
unabashed about coming apart in this way?61 

Consistency itself, then, cannot require the rejection of practical solipsism. But what does 

Nagel say in response to his own (and our) question? 

Until another argument appears which raises the cost of scepticism further by 
pushing the roots of moral motivation still deeper, there seems to me nothing more 
to be said. The fact is that although various pressures tend to cause the two 
standpoints to diverge in practical reasoning, and although we sustain our natural 
selfishness by regarding the world primarily from our own point of view, still, 
when the impersonal standpoint is forced upon us it becomes difficult to resist the 
pressures toward congruency. When they are wronged, people suddenly 
understand objective reasons, for they require such concepts to express their 
resentment. 62 

In the end, then, Nagel appeals to force--there are "pressures" toward divergence and 

"pressures" toward congruence. This reliance upon force or pressure, however, seems to 

61Nagel (1970, p. 145). This admission seems to be inconsistent with something else Nagel says: "All of 
our personal judgments, including first-person psychological claims, commit us to corresponding 
impersonal judgments about the same circumstances, viewed impersonally." Nagel (1970, p. 106). 
62Nagel (1970, p. 145). 
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bring the internal theory of reason back into the picture--one must reject practical 

solipsism because the pressures of congruence are greater than the pressures of 

divergence. The reason one must reject practical solipsism is that one has a strong urge 

toward congruence of the two standpoints and not, it seems, because of some feature of 

others. For instance, Nagel says of practical reasoning from the personal and impersonal 

standpoints that "These are forms of thought and action which it may not be in our power 

to renounce.,,63 But we are now in a position to see how weak this answer really is: for in 

our everyday lives our selfish or egoistic side often wins out in this battle offorce. It is for 

precisely this reason, we discover, that Nagel titles his book as he does. 

The word 'possibility' occurs in the title of this book for a reason. Even though 
altruistic motives depend not on love or on any other interpersonal sentiment, but 
on a presumably universal recognition of the reality of other persons, altruism is 
not remotely universal, for we continually block the effects of that recognition.64 

Let us now turn our attention to Korsgaard's argument. Practical solipsism is 

simply the view that all reasons are, as Korsgaard puts it, private. So, in summary, we 

might say solipsism involves a commitment to private reasons in practical debate and 

exchange. 65 For instance, Korsgaard offers us the following exchange of reasons among 

egoists (considered practical solipsists by her): 

[E]ach of you backs into the privacy of his practical consciousness, reviews his 
own reasons, comes up with a decision, and then reemerges to announce the result 
to the other. And the process stops when the results happen to coincide, and the 
agents know it, because of the announcements they have made to each other.

66 

63Nagel (1970, p. 144). 
64Nagel (1970, pp. 145-146). 
65Interestingly, it would seem that only practical solipsism is possible for Korsgaard given her insistence 
that the private language argwnent entails that we cannot be theoretical solipsists. 
66Korsgaard (1993, Lecture 4, p. 6). 
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What is required, then, to overcome practical solipsism is a demonstration that reasons are 

public? As we noted above, Korsgaard claims that there are two ways to demonstrate the 

publicity of reasons. There is the realist approach which Korsgaard refers to as "publicity 

as objectivity" --reasons are public because there are objective features of the world to 

which all have access. And there is her preferred approach which she calls "publicity as 

shareability" --reasons are public because "[i]f these reasons really were essentially private, 

it would be impossible to exchange and or to share them.,,67 Korsgaard's argument suffers 

from the same problems as Nagel's (and then some). 

First, just as Nagel's conception of practical solipsism is problematic so too it 

would seem is Korsgaard's, though for different reasons. On Nagel's conception of 

practical solipsism the solipsist is unable to make the same judgments from the two 

standpoints. Korsgaard invokes nothing as sophisticated as this. In fact, she doesn't 

really define practical solipsism, so we must speculate as to what she means by it. For her 

it seems that practical solipsism just is the view that there are only private reasons. 

Furthermore, the view that there are only private reasons is essentially that of the egoist. 

So we see that Korsgaard argues against egoism by simply appealing to the fact that "no 

form of solipsism is an option for us. ,,68 But this would seem to indicate that her argument 

is question begging: she rejects egoism (Le., the view that there are private reasons) by 

claiming that solipsism is not an option for us, and this amounts to saying that she rejects 

67Korsgaard (1993, Lecrure 4, p. 3). 
68Korsgaard (1993, Lecrure 4, p. 8). 
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egoism because we are not egoists. This point may be brought out by contrasting 

Korsgaard's approach with Nagel's. Nagel avoids this problem of question-begging ness 

by offering a distinct conception of solipsism (it involves the dissociation of the two 

standpoints) and does not simply define solipsism as egoism. For Nagel, a rejection of 

solipsism entails a rejection of egoism not because they are the same but rather because 

the egoist it turns out is committed to solipsism. The extra intermediate step renders 

Nagel's argument more illuminating than Korsgaard's. At the very least Korsgaard owes 

us a more developed account of practical solipsism and the role it plays in her argument 

against the egoist. 

Second, we must consider why Korsgaard thinks that we do or must reject 

practical solipsism. Why, in other words, does Korsgaard think that "no form of solipsism 

is an option for us"? Her argument seems to be (once again it is not at all clear) that we 

cannot ignore the reasons of others because we cannot ignore the meaning of language 

(and we cannot do the latter, as she argues, because of the private language argument). 

This connection between the normativity of language and practical reasoning is evident in 

at least the following four claims: 

(1) 

(2) 

(3) 

But if we have to grant that meanings can be shared, why not grant that 
practical reasons can be shared toO?69 
Why shouldn't language force us to reason practically together, in just the 
same way that it forces us to think together?70 
You can no more take the reasons of another to be mere pressure than you 
can take the language of another to be mere noise.71 

6~orsgaard (1993, Lecture 4, p. 6). 
7"Korsgaard (1993, Lecture 4, p. 7). 
71Korsgaard (1993, Lecture 4, p. 8). 
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(4) I believe that the myth of egoism will die with the myth of the privacy of 
consciousness.72 

Unfortunately, other than these sort of passing remarks she does not offer us any 

argument for why there is this connection between language and reasons. So we will have 

to interpret her view. There are two ways one could do so. On the strong interpretation, 

the normativity of language itself has direct implications for the normativity of practical 

reasoning (passage (2) seems to suggest this and, perhaps, passage (4». On the weak 

interpretation, the normativity oflanguage itself does not have direct implications for the 

normativity of practical reasoning, but merely provides a useful structural analogy by 

which the normativity of practical reasoning can be brought out (this interpretation is 

consistent with passages (1) and (3), though these passage are also consistent with the 

stronger interpretation). On the strong interpretation the normativity of practical reason is 

derived from the normativity of language, while on the weak interpretation practical 

reasoning is seen to obtain its normativity in a way that it is similar to that oflanguage. 

Let us first consider the strong interpretation. The question Korsgaard ought to 

address is: Why does language force us to reason practically together and how does it do 

this? It is not enough to merely suggest that it exerts some "force" or "pressure" on us to 

recognize the reasons of others. One could agree that some, such phenomenon is part of 

our ordinary moral experience, but how language is behind this is precisely what 

Korsgaard needs to explain. She seems too willing to rest content with the supposition 

that if language is normative that this normativity somehow carries over to practical 

nKorsgaard (1993, Lecture 4, p. 8). 
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reasoning itself But there is good reason for thinking that this is not the case and that the 

strong interpretation fails. Consider how language is nonnative on the private language 

argument she advances--if we are to communicate we must all use tenns in the same ways, 

and it is this that renders language inherently shareable. Now this nonnativity of language 

certainly does imply that if we are to communicate our practical reasons to one another we 

must use the terminology of practical reasoning in the same way. "Reason" and "yellow" 

are both words of a language that must be used according to the nonns of a language. So 

we might say that practical reasons are "shareable" in this sense. But this is not the sense 

of shareability that Korsgaard must aim to establish, for the egoist's practical reasons are 

shareable in this sense since egoists can communicate about practical reasons because 

egoists, like everyone else, must share ~eanings. However, to demonstrate that we can 

obligate one another (i.e., to reject egoism) as Korsgaard aims to do she must show that 

practical reasons are shareable in the substantive sense that your reasons become my 

reasons (and vice versa). And this, it seems, language itself cannot do. This argument 

reveals, I think, that Korsgaard equivocates on what it is to "share practical reasons". The 

strong interpretation is certainly too strong. 

Let us, then, have a look at the weak interpretation. Is there an argum~nt for the 

shareability of practical reasons which parallels the argument for the shareability of 

meaning? The private language argument suggests that language must be in principle 

communicable (i.e., public) and cannot be essentially private. To fonnulate a "private 

reasons argument" one would have to argue not that reasons must be in principle 
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communicable (as we noted above, the egoist can acknowledge that), but that reasons 

must be in principle public--that one person's reasons can become another person's 

reasons. The argument must be that just as meanings cannot only be normative for an 

individual, so too reasons cannot only be normative for an individual. But now we are 

able to see that the weak interpretation is inconsistent with her admission that private 

reasons are a possibility in a way that private meanings are not. 

Now consider an exchange of ideas, of meanings, rather than an exchange of 
practical reasons. Here we do not find these two possibilities [i.e., sharing or 
privacy]. If meanings could not be shared, there would be no point in announcing 
the results of one's private thinking to anybody else. If they can be shared, then it 
is in principle possible to think the issues through together, and that is what people 
do when they talk. But if we have to grant that meanings can be shared, why not 
grant that practical reasons can be shared toO?73 

She acknowledges that both sharing and privacy are coherent views in the case of practical 

reasons, but maintains that only sharing is a coherent view in the case of language. So it 

doesn't seem that we are required to adopt the sharing conception in the case ofpracticai 

reasons after all--note how cautious she is in the last sentence of the above quote. 

Korsgaard, we must conclude, has not told us why we must not be practical solipsists and 

so why we must recognize moral requirements. 

What sort of general lessons, if any, can we take from this discussion? There is a 

general structure to what we might call "the argument from solipsism". This argument 

takes on the form of a dilemma: either we must accept practical solipsism or moral 

requirements; but we cannot accept practical solipsism; therefore, we must accept moral 

73Korsgaard (1993, Lecture 4, p. 6, emphasis added). 
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requirements. What any version of this argument must do is: (1) offer us a plausible non

question-begging conception of practical solipsism and show how it is inconsistent with 

moral requirements; and (2) explain why we do in fact reject solipsism or why we must 

(i.e., ought to) reject it. Both Nagel's and Korsgaard's arguments fail, seemingly, at each 

step, but the primary problem is that they fail to say why we must reject solipsism. 

Neither Nagel, nor Korsgaard has any kind of answer to this--each simply resorts to 

assertion. This failure, I think, is precisely why each ultimately falls back on the view that 

we do in fact reject solipsism. At bottom they hold that we simply do not want to be, or 

to consider, ourselves solipsists. But here each simply relies upon the force or pressure of 

our self-conception as non-solipsists to generate moral requirements and thereby 

overcome the force or pressure of self-interest. 

Views such as this which seek to find the source of moral requirements in, 

admittedly, deep features of the agent (such as his self-conception) invoke the following 

structure: if one conceives of oneself as a being of type X, then one must act according to 

the set of requirements Y. Such theories take the source of reasons to reside, not in the 

superficial desires or inclinations of agents, but in supposedly more substantive and deeper 

features of agents. But the hypothetical structure of such views coupled with their 

reliance on features of the agent render them versions of the internal theory of reason. We 

might refer to such views as deep internal theories of reason, to distinguish them from 

their more superficial counterparts. One has a reason to respect others not because those 

others might further or frustrate one's desires, but because respect for others is 
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inconsistent with the way one thinks of oneself--when pondering some action one thinks "I 

am not that kind of person". 

Such views it might be thought capture the connection between morality and 

integrity. For the person with integrity, it is suggested, is the person who unflinchingly 

acts in accordance with his commitments, principles, or self-conception. But this would 

be mistaken. The person with integrity is the person who does what is right because it is 

right (or because he sincerely believes it to be right), so the idea of integrity presupposes 

reflection--for how else would one know (or be reasonably assured about) what is right? 

Importantly, the idea of integrity precludes doing something simply because it issues from 

one's commitments. This reveals, I think, two conceptions of integrity. Let us call them 

"integrity as honesty" and "integrity as consistency". The former is a commitment to what 

is right, true, good, etc .. The latter is a commitment to one's commitments whatever they 

may be. These two conceptions are revealed, I believe, in the ambiguity of the term 

"integrity" and how we use it in ordinary language, but I think integrity as honesty is really 

the fundamental conception. If this is right, then the person with integrity is someone who 

scrutinizes and reflects upon his commitments and does not simply cling to them because 

they are his. The person with integrity, then, will always be led to question and reflect 

upon what is right. The argument from solipsism, therefore, will have little hold over him. 

He will not be content with the idea that his self-conception generates certain 

requirements--for he will always want to know whether his self-conception is the right 

one, the one he ought to have. He will be led to Socrates's question: "Who am I?" The 
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silence of the deep internal theory on this question will provide a toehold for skepticism 

and undermine the authority of his reasons. He might see that certain requirements issue 

from his self-conception, but he will always have lurking doubts about his self-conception 

-- "should I be the kind of person I am?" Such skepticism is, no doubt, skepticism of a 

profound, and perhaps remote, sort. But such skepticism is what we must address if we 

wish to provide a solid foundation for morality. 

7.3 How to Develop an Account of External Moral Reasons 

We have now considered and rejected two versions of the external theory of moral 

reasons. But, interestingly, we have rejected them because they are not truly external 

theories of reason--in the end they are what we have called "deep internal theories of 

reason." The failure of these views, then, is no commentary on the feasibility of the 

external theory of reason. In fact, it seems to be still further evidence that the internal 

theory of reason is inadequate. What is required is that we develop a genuinely external 

theory of moral reasons. However, we cannot do this here. This is a task which raises 

numerous substantial philosophical issues. What we can do is to say a few things about 

what direction one must go to develop an adequate account of external moral reasons. An 

adequate account of external moral reasons is one that deals with both authority 

skepticism and status skepticism. So what we are asking is: how could one develop an 

account of external moral reasons which addresses the concerns of both authority and 

status skepticism? 
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Let us begin with authority skepticism. Authority skepticism calls into question 

whether there are genuine moral reasons (reasons to respect others, to help them, and to 

treat them fairly--as I suggested in chapter 1). The failure of the internal theory, and even 

the deep internartheory, in this regard is that they fail to capture the genuineness of moral 

reasons--that it is something about others (Le., their inherent value, worth, or status) that 

is the basis of moral reasons. Another way of putting this point is to say that moral 

reasons are interpersonal reasons. The internal theory, I argued in chapter 6, must resort 

to moral modeling (modeling the interpersonality of moral reasons out of personal 

reasons) and the deep internal theory, as I argued above, renders moral reasons contingent 

upon our own self-conception (it is still something about us and not about others which is 

the basis of its account of moral reasons). Capturing the genuineness of moral reasons, 

then, requires a demonstration that the inherent value, worth, or status of others is capable 

of providing us with reasons. This would be to directly show that there are real 

interpersonal reasons. 

How could this be done? It seems to me that what is primarily required is an 

alternative metaphysical conception of reasons. For it is the metaphysical commitment to 

naturalism on the internal theory that in effect establishes an interpersonal gap because my 

motives are mine and not yours and yours are yours and not mine. Hence, on the internal 

theory, we might say, it is the mediation of reasons through motives that creates this 

interpersonal motivational gap which necessitates an interpersonal bridge. With an 

external theory of reason, however, there is no gap and hence no need for a bridge. This 
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is a result of its metaphysical conception of reasons: reason-giving states on the external 

theory are not to be viewed as reason-giving in virtue of having certain natural properties 

(Le., being motivationally efficacious), rather they are held to be reason-giving in virtue of 

the normative properties they inherit (Le., being justified) as a result of the normative 

process by which they were formed .. Once we realize that it is the normative properties of 

states that provide agents with reasons and not their natural properties, then, interpersonal 

reasons simply emerge in the same way that personal reasons do--there is no normative 

gap on the normative theory in the way that there is a motivational gap on the internal 

theory. On this metaphysical conception of reasons, we see that reasons (in virtue of their 

normativity) are inherently the kind of thing which can transfer their authority across time 

and persons. Given the nature of normativity itself there is no inherent obstacle to its 

being transferred in these ways. It appears to be a metaphysical implication of a model of 

external reasons that normativity may extend beyond the bounds of an individual, because 

the concept of normativity itself does not preclude this. To deny that reasons can be 

transferred in this way appears, then, to involve a commitment to the metaphysics of 

naturalism and so to the internal theory of reason. 

In conjunction with this metaphysical conception of reasons one must offer some 

account of the normative features of others that is the basis for their value, worth, or 

status. Many accounts have been offered (e.g., rationality, sentience, etc.), none of which 

seems fully satisfactory so this is an area in need of further theorizing. Furthermore, 

though the normativity of reasons allows for them to transfer across persons they do not 
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always do so--not all reasons are "agent-neutral". It is sometimes supposed that all 

reasons are agent-relative or agent-neutral, but neither of these views seems right to us. 

Therefore, we shall need to supplement an account of the normativity of practical reasons 

with principles for the transfer of reasons--these are, roughly, guides which tell us which 

reasons transfer to whom. They may incorporate things like the relation in which the two 

agents stand to one another, the importance or weight of the reason, etc.. One must also 

provide an epistemology of external reasons--how exactly do we discover the reasons 

which apply to us? Presumably, it would involve securing the appropriate evidence of the 

reason-giving normative features in question. 

Finally, such an account would need to say something about the issue of 

motivation. It is often thought that the problem of authority skepticism requires that we 

demonstrate the motivational efficacy of moral requirements. This follows on the internal 

theory of reason since to provide someone with a reason that individual must have some 

motive that could provide the basis for that reason. This does not follow on the external 

theory of reason since justification is independent of and prior to motivation. One way of 

putting this is that the external reason theorist is a reasons internalist (i.e., he holds that 

moral considerations necessarily provide agents with reasons) and a motivational 

externaIist (i.e., he holds that moral considerations do not necessarily provide agents with 

motivation to act, though, as we shall see, they typically do because people are rational).74 

74For more on this distinction see Brink (1989, Chapter 3, Section 1). In fact, reasons internalism and 
motivational externalism are only consistent on an external theory of reason since only the external theory 
maintains that justification and motivation are independent. 
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So for the external reason theorist the problem of authority skepticism is handled by 

demonstrating that there are genuine moral reasons. Whether or not an agent is motivated 

to act on the basis of these reasons, then, is a function of whether he recognizes these 

reasons and whether he is rational. To the extent an agent recognizes a moral reason and 

is rational he will be motivated to act. The external theory of reason, then, supposes that 

rational motivation is possible because reason itself (contrary to the Humean view) is an 

active faculty, and so he also owes us an account of this faculty. 

Let us now tum to status skepticism. Status skepticism calls into question whether 

there are moral facts. This form of skepticism arises. from the problem of disagreement. It 

is supposed that the fact of moral disagreement is evidence for the view that there are no 

moral facts, but that moral views are the result of different customs and ways of life. The 

internal reason theory accounts for our proclivity to believe that there are moral facts by 

appealing to the idea of a projection. Just as moral reasons are based in our desires so too 

are moral facts. Moral facts, as Hume claims, are not out there in objects but rather are 

facts about our sentiments. We suppose that there are moral facts out there only because 

we project our sentiments onto the world. Such a view clearly has skeptical implications 

for the reflective person--as the awareness of the projection undermines the belief in moral 

facts and supplants it with the belief that morality is "subjective". The external theory, 

then, must show how it is that moral facts are "objective". 

To show this the external theorist could argue that moral facts are not projected, 

but rather are constructed. The difference is more than terminological. A projection is an 
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unwitting psychological mistake--we take ourselves to perceive moral facts, but careful 

reflective scrutiny reveals that there are no such things. And it is for this reason that 

projected moral facts are reflectively unstable. A construction, on the other hand, involves 

a deliberate norm guided impartial reflective process to generate "moral facts". Moral 

facts are taken to be those moral reasons that we can all agree on (presumably those from 

an impartial point of view that we can all assume). A construction does not undermine 

our belief in moral facts and thereby lead to the supposition that morality is "subjective" 

because the process by which we arrive at our belief in moral facts is itself a rational 

process we undertake and not merely a mistaken psychological process to which we are 

subjected as on the projectivist account. Moral facts, then, are objective not in the sense 

that they are out there independent of all human reasoning, but in the sense that proper 

norm guided human reasoning must invoke them (i.e., reasoning from the appropriate 

impartial point of view). Furthermore, in so far as moral facts are understood to be those 

moral reasons that we can agree on, a construction allows for a way to deal with the 

problem of disagreement which is at the root of the issue of status skepticism--to the 

extent that we are rational we will tend to agree about the moral facts. How exactly such 

a construction would proceed is altogether another matter. 

In this section I have only tried to say what sort of things one must do to develop 

an adequate external theory of moral reasons. My aim has not been to offer anything like 

a developed external theory of moral reasons. Such a task goes well beyond the bounds of 
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this project as any proffered theory will have to contend with numerous difficult 

philosophical questions and issues. In summary, let me simply say that I believe the 

external theory of reason (unlike the internal theory) at least holds out the possibility of 

resolving the problems of authority and status skepticism, respectively, through its 

alternative metaphysical conception of reasons and a constructivist account of moral facts. 

Whether or not this possibility is realized, I think, will ultimately depend upon the 

imagination and critical skills of whoever seeks to formulate such a theory. 



407 

REFERENCES 

Abelson, Raziel. 1967. "Ethics, History of" In The Encyclopedia of Philosophy, edited 
. by Paul Edwards. New York: Collier Macmillan Publishers. 

Alston, William P .. 1967. "Motives and Motivation." In The Encyclopedia of 
Philosophy, edited by Paul Edwards. New York: Collier Macmillan Publishers. 

Annas,. Julia. 1981. An Introduction to Plato's Republic. Oxford: Clarendon Press. 

Annas, Julia. 1992. "Skepticism in Ancient Ethics." In Encyclopedia of Ethics, edited by 
Lawrence C. Becker. New York: Garland Publishing Company. 

Benedict, Ruth. 1946. Patterns of Culture. New York: Pelican. 

Bratman, Michael E .. 1987. Intentions, Plans, and Practical Reason. Cambridge, MA: 
Harvard University Press. 

Brink, David. 1989. Moral Realism and the Foundations of Ethics. New York: 
Cambridge University Press. 

Butler, Joseph. 1991. Fifteen Sermons. In British Moralists 1650-1800, Volume I, 
selected and edited by D. D. Raphael. Indianapolis: Hackett Publishing Company. 

Dancy, Jonathan. 1993. Moral Reasons. Cambridge, MA: Blackwell. 

Darwall, Stephen; Gibbard, Alan; and Railton, Peter. 1992. "Toward Fin de siecle Ethics: 
Some Trends," The Philosophical Review 101. 

Frankfurt, Harry. 1988. "Freedom of the will and the concept ofa person." Reprinted in 
The Importance of What We Care About. New York: Cambridge University 
Press. 

Gauthier, David. 1986. Morals by Agreement. Oxford: Clarendon Press. 

Gibbard, Allan. 1990. Wise Choices, Apt Feelings. Cambridge, MA: Harvard University 
Press. 

Hampton, Jean. 1991. "Equalizing Concessions in the Pursuit of Justice." In 
Contractarianism and Rational Choice, edited by Peter Vallentyne. New York: 
Cambridge University Press. 



REFERENCES--Continued 

Hardin, Russell. 1988. Morality Within the Limits of Reason. Chicago: University of 
Chicago Press. 

Hare, R. M.. 1981. Moral Thinking. Oxford: Clarendon Press. 

Harman, Gilbert. 1977. The Nature of Morality. New York: Oxford University Press. 

408 

Harman, Gilbert. 1984. "Is There a Single True Morality?" InMorality, Reason, and 
Truth, edited by David Copp and David Zimmerman. Totowa, NJ: Rowman and 
Allanheld. 

Hill, Thomas. 1992. "Self-Respect." In Encyclopedia of Ethics, edited by Lawrence C. 
Becker. New York: Garland Publishing Company. 

Hobbes, Thomas. 1991. Leviathan, edited by Richard Tuck. Cambridge: Cambridge 
University Press. 

Hume, David. 1975. Enquiries Concerning Human Understanding and Concerning the 
Principles of Morals, edited by L. A. Selby-Bigge, revised by P. H. Nidditch, 3d. 
ed.. Oxford: Clarendon Press. 

Hume, David. 1978. A Treatise of Human Nature, edited by L. A. Selby-Bigge, revised 
by P. H. Nidditch, 2d. ed .. Oxford: Clarendon Press. 

Kant, Immanuel. 1990. Foundations of the Metaphysics of Morals, trans. by Lewis 
White Beck, 2d. ed. New York: Macmillan Publishing Company. 

Korsgaard, Christine. 1993. "The Sources ofNormativity" (unpublished manuscript). 

Korsgaard, Christine. 1994 (delivered November 16 and 17, 1992). "The Sources of 
Normativity", Tanner Lectures on Human Values: 15, edited by Grethe B. 
Peterson. Salt Lake City: University of Utah Press. 

Mackie, J. L .. 1977. Ethics: Inventing Right and Wrong. London: Penguin Books. 

McDowell, John. 1978. "Are Moral Requirements Hypothetical Imperatives?" The 
Aristotelian Society Supplementary Volume. 

McDowell, John. 1993. "Might There Be External Reasons?" Unpublished manuscript. 



REFERENCES--Continued 

McNaughton, David. 1988. Moral Vision. New York: Basil Blackwell. 

Mill, John Stuart. 1979. Utilitarianism, edited by George Sher. Indianapolis: Hackett 
Publishing Company. 

Montaigne, Michel de lao 1922. "Apologie de Raimond Sebond." In Les Essais de 
Michel de Montaigne, edited by Pierre Villey. Paris: F. Alcan. 

409 

Nagel, Thomas. 1970. The Possibility of Altruism. Princeton, NJ: Princeton University 
Press. 

Nagel, Thomas. 1980. "Ethics as an Autonomous Theoretical Subject." In Morality as a 
Biological Phenomenon, edited by Gunther Stent. Berkeley: University of 
California Press. 

Nietzsche, Friedrich. 1968. Twilight of the Idols, translated by R. 1. Hollingdale. New 
York: Penguin Books. 

Nietzsche, Friedrich. 1969. On the.Genealogy of Morals, translated by Walter Kaufinann 
and R. J. Hollingdale. New York: Vintage Books. 

Nozick, Robert. 1974. Anarchy, State, and Utopia. Padstow: Basil Blackwell. 

Nozick, Robert. 1981. Philosophical Explanations. Cambridge, 'MA: Harvard 
University Press. 

Plato. 1974. Republic, translated by G. M. A. Grube. Indianapolis: Hackett Publishing 
Company. 

Putnam, Hilary. 1992. "Bernard Williams and the Absolute Conception of the World." 
In Renewing Philosophy. Cambridge, MA: Harvard University Press. 

Rachels, James. 1993. The Elements of Moral Philosophy, 2nd ed .. New York: 
McGraw-Hill. 

Smith, Michael. 1994. The Moral Problem. New York: Basil Blackwell. 

Stroud, Barry. 1984. The Significance of Philosophical Scepticism. Oxford: Clarendon 
Press. 



410 

REFERENCES--Continued 

Sumner, William Graham. 1906. Folkways. Boston: Ginn and Company. 

Wallace, R. J.. 1990. "How to Argue About Practical Reason," Mind 1990. 

Williams, Bernard. 1981. "Internal and External Reasons" Reprinted in Moral Luck. 
New York: Cambridge University Press. 

Williams, Bernard. 1985. Ethics and the Limits of Philosophy. Cambridge, MA: 
Harvard University Press. 


