
Chimaera: A high-bandwidth network
interface supporting cooperative tasks.

Item Type text; Dissertation-Reproduction (electronic)

Authors Pagels, Michael Alan.

Publisher The University of Arizona.

Rights Copyright © is held by the author. Digital access to this material
is made possible by the University Libraries, University of Arizona.
Further transmission, reproduction or presentation (such as
public display or performance) of protected items is prohibited
except with permission of the author.

Download date 19/05/2023 15:25:07

Link to Item http://hdl.handle.net/10150/187177

http://hdl.handle.net/10150/187177


INFORMATION TO USERS 

This manuscript):las been reproduced from the microfilm master. UMI 
films the text directly from the original or copy submitted. Thus, some 
thesis and dissertation copies are in typewriter face, while others may 
be from any type of computer printer. 

The quality of this reproductiOD is dependent upon the quality of the 
copy submitted. Broken or indistinct print, colored or poor quality 
illustrations and photographs, print bleedthrough, substandard margins, 
and improper alignment can adversely affect reproduction. 

In the unlikely. event that the author did not send UMI a complete 
manuscript and there are missing pages, these will be noted. Also, if 
unauthorized copyright material had to be removed, a note wiD indicate 
the deletion. 

Oversize materials (e.g., maps, drawings, charts) are reproduced by 
sectioning the ori~ beginning at the upper left-hand comer and 
continujng from left to right in equal sections with small overlaps. Each 
original is also photographed in one exposure and is included in 
reduced form at the back of the book. 

Photographs included in the original manuscript have been reproduced 
xerographically in this copy. Higher quality 6" x 9" black and white 
photographic prints are available for any photographs or illustrations 
appearing in this copy for an additional charge. Contact UMI directly 
to order. 

UMI 
A Bell & Howell Information Company 

300 North Zeeb Road. Ann Arbor. MI 48106-1346 USA 
313/761-4700 800:521-0600 





CHIMAERA: A HIGH-BANDWIDTH NETWORK INTERFACE SUPPORTING 

COOPERATIVE TASKS 

by 

Michael Alan Pagels 

A Dissertation Submitted to the Faculty of the 

DEPARTMENT OF COMPUTER SCIENCE 

In Partial Fulfillment of the Requirements 
For the Degree of 

DOCTOR OF PHILOSOPHY 

In the Graduate College 

THE UNIVERSITY OF ARIZONA 

1995 



UMI Number: 9534683 

OMI Microform 9534683 
Copyright 1995, by OMI Company. All rights reserved. 

This microform edition is protected against unauthorized 
copying under Title 17, United States Code. 

UMI 
300 North Zeeb Road 
Ann Arbor, MI 48103 



THE UNIVERSITY OF ARIZONA 
GRADUATE COLLEGE 

2 

As members of the Final Examination Committee, we certify that we have 

read the dissertation prepared by Michael Alan Pagels 

entitled __ ~C~H~I~MA~E~RA~:~A~H~IG~H~-~B~AN~D~W~I~DT~H~N~E~T~W~O~RK~I=N~T~E~R~F~A~CE~ ____________ __ 

SUPPORTING COOPERATIVE TASKS 

and recommend that it be accepted as fulfilling the dissertation 

the Degree of Doctor of Philosophy 

Date 

Date 

Final approval and acceptance of this dissertation is contingent upon 
the candidate's submission of the final copy of the dissertation to the 
Graduate College. 

I hereby certify that I have read this dissertation prepared under my 
direction and recommend that it be accepted as fulfilling the dissertation 
requirement. 



3 

STATEMENT BY AUTHOR 

This dissertation has been submitted in partial fulfillment of the requirements for an 

advanced degree at The University of Arizona and is deposited in the University Library 

to be made available to borrowers under the rules of the Library. 

Brief quotation from this dissertation are allowable without special permission, 

provided that accurate acknowledge of source is made. Requests for permission for 

extended quotation from or reproduction of this manuscript in whole or in part may be 

granted by the head of the major department of the Dean of the Graduate College when in 

his or her judgement the proposed use of material is in the interests of scholarship. In all 

other instances, however, permission must be obtained from the author. 

SIGNED:--tjA,'------,r--,<~:....__,~..:....r_--



4 

ACKNOWLEDGMENTS 

There have been many people over the years that have contributed to my success; 

many through technical support and a few through personal support. This is my 

opportunity to recognize some of those individuals. 

In 1986, after deciding to leave the corporate world, Dr. Barbara Sirvis recommend 

an outstanding college within the State University of New York system which focuses 

upon non-traditional students. I'm sure that without her involvement and support I never 

would have made the return. My mentor throughout that time was Dr. Louvan Wood of 

Empire State College. Even though a physicist at heart, his dedication to education and 

learning was an example I could follow in my study of computer science. 

Dr. Larry Peterson as my research advisor and dissertation director has provided 

insights and motivational shoves whenever necessary. Current and past members of the 

Network Systems Research Group have provided endless hours of technical discussion 

and critical review; both of which are essential to research. Dr. Mary Bailey has been 

instrumental in the development and elaboration of the concepts contained within 

Chimaera. Dr. Peter Downey has been a constant source information, and was always 

available as a technical sounding board. 

All of the support provided by the above individuals would have been for naught 

without the extraordinary support of my wife, Dr. Diane Ryndak. Now we can get back to 

living. 



5 

Table of Contents 

LIST OF ILLUSTRATIONS ................................................... 7 
LIST OF TABLES ......................................................... 9 
ABsTRACT ............................................................ 10 
1. INTRODUCTION . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11 

1.1 Operating System Design. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12 

1.2 Network Subsystem and Cache Interaction ............................. 13 

1.3 A New Network Interface ........................................... 15 

1.4 Order of Presentation ..................................•........... 16 
2. THE EVOLUTION OF OPERATING SYSTEM DESIGN ............................ 18 

2.1 Historical Perspectives ............................................. 19 

2.2 Increasing Complex Resources ....................................... 24 
2.2.1 ALU ...................................................... 24 
2.2.2 Registers ................................................... 25 

2.2.3 Cache ..................................................... 25 
2.2.4 Main Memory ............................................... 26 
2.2.5 I/O Devices ................................................. 27 
2.2.6 Bus Resources ............................................... 28 

2.3 Fair-Use? ....................................................... 28 

2.4 A Darwinian View ................................................ 30 
2.4.1 Biologic Perspectives ......................................... 30 
2.4.2 Darwinian Resource Management ............................... 32 

2.5 Supporting Cooperative Tasks ....................................... 35 

2.6 High-Bandwidth I/O ............................................... 38 
3. CACHE AND TLB EFFECTIVENESS IN SUPPORTING A HIGH-SPEED NETWORK I/O 

SUBSYSTEM .................... , .................................. 41 
3.1 Experimental Method .............................................. 42 

3.2 Results .......................................................... 48 
3.2.1 Coarse-Grained Results ....................................... 48 
3.2.2 Mach ...................................................... 52 
3.2.3 BSD ....................................................... 57 

3.3 Discussion ....................................................... 62 

3.4 Concluding Remarks ............................................... 65 
4. THE CHIMAERA HIGH-BANDWIDTH NETWORK INTERFACE ..................... 66 

4.1 Motivation ....................................................... 68 



6 

4.1.1 Related Work ............................................... 69 

4.1.2 Design Rationale ............................................. 72 

4.2 Design Strategy ................................................... 75 

4.2.1 Packet Classification and Demultiplexing ......................... 75 

4.2.2 Packet Data Routing .......................................... 77 

4.3 Network-Based Constraints ......................................... 80 

4.3.1 Latency .................................................... 82 

4.3.2 Throughput Requirements ..................................... 83 

4.4 Design Details .................................................... 86 

4.4.1 PathFinder Design Overview ................................... 87 

4.4.2 Simple Router Design Overview ................................ 91 

4.5 Software PathFinder ............................................... 93 

4.5.1 Software Implementation ...................................... 94 

4.5.2 Software Performance ......................................... 98 

4.6 Hardware PathFinder ............................................. 104 

4.6.1 Simulation ................................................. 105 

4.6.2 Hardware PathFinder FPGA ................................... 106 

4.7 Concluding Remarks .............................................. 109 

5. CONCLUSIONS ........•.......... " .................................. 110 
5.1 Contributions ................................................... 112 

5.2 Future Work .................................................... 113 

REFERENCES .......................................................... 115 



7 

List of Illustrations 

Figure 1.1, Design Spectrum . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13 

Figure 1.2, Network Subsystem/Cache Design Point ........................... 14 

Figure 1.3, Chimaera Design Region ........................................ 15 

Figure 2.1, Simplest Operating System Design ................................ 19 

Figure 2.2, Separate Operating System ...................................... 20 

Figure 2.3, Multiprogramming ............................................ 21 

Figure 2.4, Resource Control Firewall ....................................... 23 

Figure 2.5, Simplified Computer Architecture ................................ 24 

Figure 3.1, Structure of the UDPIIP Protocol Stack ............................ 43 

Figure 3.2, Mach Fragment Overhead Histogram with Large Intermessage Gaps ..... 48 

Figure 3.3, BSD Fragment Overhead Histogram with Large Intermessage Gaps ...... 49 

Figure 3.4, Mach Fragment Overhead Histogram with Small Intermessage Gaps ..... 50 

Figure 3.5, BSD Fragment Overhead Histogram with Small Intermessage Gaps ...... 51 

Figure 3.6, Mach mbufs Forced into TLB with Large Intermessage Gaps ........... 53 

Figure 3.7, Mach mbufs Forced into TLB with Small Intermessage Gaps ........... 54 

Figure 3.8, Mach mbufs Forced into TLB with Checksumming with Large Intermessage 

Gaps ................................... '" ............... 56 

Figure 3.9, Mach mbufs Forced into TLB with Checksumming with Smalllntermessage 

Gaps. '" ........................................... , ..... 56 

Figure 3.10, BSD with Large Socket Buffers and Large Intermessage Gaps ......... 58 

Figure 3.11, BSD with Large Socket Buffers and Small Intermessage Gaps ......... 59 

Figure 3.12, BSD with Increased Load, n = 23 ................................ 60 

Figure 3.13, BSD with Increased Load, n = 24 ................................ 60 

Figure 3.14, BSD with Increased Load, n = 25 ................................ 61 

Figure 4.1, Structure of Nector's Communications Adaptor Board ................ 69 

Figure 4.2, Structure of the Protocol Engine and Network Adaptor Board ........... 70 

Figure 4.3, Structure of Aurora Host-Network Interface ......................... 70 



8 

Figure 4.4, Sources of Network Latency ..................................... 82 

Figure 4.5, PathFinder Cell Object ......................................... 87 

Figure 4.6, PathFinder Line Object ......................................... 88 

Figure 4.7, PathFinder Line Collection Object ................................ 88 

Figure 4.8, EthernetlIPffCP Header Format .................................. 90 

Figure 4.9, Simple Router Design .......................................... 91 

Figure 4.10, Extended Simple Router Design ................................. 92 

Figure 4.11, Software PathFinder's Form ............. : ...................... 94 

Figure 4.12, TCP Classification Fields ...................................... 95 

Figure 4.13, IP Pattern Fragments .......................................... 97 



9 

List of Tables 

Table 3.1, Measured OS and Memory Performance ............................ 45 

Table 3.2, Summary of Coarse-Grained Results ............................... 52 

Table 3.3, Summary of Mach TLB Forced Results ............................. 57 

Table 3.4, Summary ofBSD Load Results ................................... 61 

Table 4.1, Processing times based on word size ............................... 84 

Table 4.2, Clock Rates vs. Processing rates .................................. 84 

Table 4.3, Processing Rate for Various Packet Sizes ........................... 85 

Table 4.4, PathFinder Per-Packet Latencies .................................. 99 

Table 4.5, Per-Packet Latencies versus Protocol Stack Depth ................... 100 

Table 4.6, Per-Packet Latencies ........................................... 100 

Table 4.7, Acceptable Performance Domain ................................. 10 1 

Table 4.8, Comparison of Setup Latencies .................................. 102 



10 

Abstract 

The recent history of operating systems development has focused on the time

sharing paradigm. Given the characteristics of early computer use, time-sharing based 

operating systems provided the techniques to insure the fair distribution of computer 

resources among a number of users. Hardware development has brought us to the point 

where single-user workstations have become the most common computing platform. As 

all of the programs executed on a single-user workstation are for the benefit of a single

user, these programs may be seen as more cooperative than competitive. A number of 

trends in current operating system design and development have focused upon providing 

improved resource allocation among cooperative programs since many of the time-sharing 

derived methods are no longer appropriate. This dissertation focuses upon this trend and 

presents a new resource management paradigm structured around cooperative tasks and 

fine-grain resource management. 

In this context, the dissertation also examines existing architectural and operating 

system structures that may provide support for cooperative tasks. Specifically it focuses 

upon the effectiveness of the cache in supporting the processing of network data by an 

application. We have found, through experimentation, that the monolithic BSD kernel had 

significantly better cache and TLB utilization than the Mach microkernel. These results 

suggest three general rules for network subsystem design: (a) efficient TLB utilization; 

(b) sensitivity to the effects of context switches; and (c) minimization of buffer access 

self-interference. 

Finally, a new architecture is presented for a high-bandwidth network interface

Chimaera. As the components of the architecture may be implemented either as hardware 

devices added to the hardware network interface, or as very-low level software 

components added to the lowest levels of the network protocol stack, trade-offs can be 

made between flexibility and the level of support provided for fine-grain resource 

allocation decisions. The dissertation concludes with the results of simulation, and 

implementation details of both hardware and software Chimaera components. 
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CHAPTER 1: INTRODUCTION 

The emergence of high-speed networks soon may increase the network bandwidth 

available to workstation class machines by two orders of magnitude. Combined with a 

dramatic increase in CPU performance, these technological advances make possible new 

classes of applications, including multimedia workstations and high performance parallel 

computers that are built by utilizing networks of workstations. However, limited memory 

bandwidth on these workstations often stands between the improvements in network 

bandwidth and the advantage to be gained by application programs. 

The problem, simply stated, is that network bandwidth is increasing to the point 

where it is within an order of magnitude of the memory bandwidth available on a desk-top 

workstation. This bandwidth limitation makes it necessary to constrain the number of 

times network data crosses the memory bus if one hopes to deliver this network bandwidth 

through to the application program. With this in mind, much attention recently has been 

paid to the design of the network interface, and how this interface interacts with operating 

system mechanisms that are designed to reduce the number of times network data is 

copied. 

In order to design a new effective network interface, however, attention also must 

focus upon the characteristics of the application environment, including user-level 

application programs, and those portions of the operating system that participate in user 

directed activities. Historically, operating systems have been designed to insure the 

fair-use of a computer's resources when they are shared by more than one competing user 

or application. This focus on applications as competing tasks limits opportunities for 

efficient resource management among cooperating applications and tasks. 

This dissertation considers the interplay of operating system structure, application 

data use, and networking in affecting fair-use of a computer's resources. Specifically this 

dissertation explores the changes in computer architecture and usage patterns that have 
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precipitated the need to reconsider operating system resource management models. Based 

upon this framework, this dissertation examines (a) why an existing resource management 

model fails for the interaction between the network subsystem and the cache; and (b) the 

design of a network interface supporting an improved resource management model. 

1.1 Operating System Design 

Computers have changed fundamentally in the last 20 years. Architectural 

improvements have increased dramatically the processing rate, memory size, and 

complexity of modem computers. These architectural changes have enabled the creation 

of new classes of applications, and these changes have altered the usage pattern of most 

computers. While mainframe computers were designed for use by entire enterprises, 

current workstations are designed for use by a single user. Whereas applications executed 

on a mainframe generally were independent and competitive in their resource utilization, 

workstation applications are owned by a single individual with a goal of maximizing 

overall work output. Considering the magnitude of architectural-induced changes, this 

raises the question: should operating systems undergo changes of a matching scale? 

Development of mainframe operating systems is focused upon insuring the fair-use 

of computer resource among more than one competing application, which was sufficient 

when computers were enterprise-wide resources with numerous users. Since modem 

workstations support a single user, however, all of the computer's resources are available 

to meet the goals of that user. This change implies a paradigm shift in the focus of 

operating system design, from managing collections of competing tasks to managing 

collections of cooperative tasks. This shift minimally requires a change in how computer 

resources are managed. Existing systems convert all resource utilization to a time-based 

metric which then is used to manage a time-sharing task scheduler. This technique has two 

problems: (a) not all resource costs can be modeled effectively with a time-based metric; 

and (b) applications can transfer costs to the operating system or other applications that 
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breach the operating system's promise of fair resource use. Attainment of the goal of 

fair-use requires that resource management be performed in a more fine-grain manner. 

Cooperative 
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Parallel 
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Network 
Subsystem 

Window 
Subsystem 
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Figure 1.1: Design Spectrum 

Architectural 
Features 

Illustrated as a design spectrum in Figure 1.1, this paradigm shift provides 

opportunities for changes in two dimensions. First, given numerous collections of 

cooperating tasks, we need to determine the facilities that are required for their efficient 

support. Second, since operating systems manage numerous resources, we need to identify 

those that can benefit from a cooperative management strategy. Chapter 2 examines in 

detail each dimension of the design spectrum. 

1.2 Network Subsystem and Cache Interaction 

Initially, this dissertation focuses upon one point in each dimension of the design 

spectrum; the pair consisting of the network subsystem and its interaction with the cache 

(see Figure 1.2). While other pairs exist, the intent was to focus the initial examination 

upon components that have known techniques for instrumentation. When processing 

incoming packets, the network subsystem acts as a cooperative agent for a user-level 
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application and performs actions on its behalf. In Unix™, the network subsystem consists 

of a collection of processing layers, each able to be scheduled independently. These layers 

are scheduled in an order that is specified by the contents of an incoming packet. Based 

upon data contained in the packet, each layer determines the next layer to process. Each 

layer of the network subsystem cooperates with the layers above and below it in the 

sequence to completely process a packet. The final layer of the network subsystem 

provides the user-level application with the resulting data. 

Data contained in the network packet is transferred to the user application in the final 

layer of the operating system's network subsystem. If network data is brought into the 

cache during processing, the most efficient transfer occurs when the application is able to 

make use of the data directly from the cache. Ideally, the user application would find all of 

the requested data already cache resident. This observation also applies to each layer of 

the network subsystem; it is most efficient for data to remain cache resident until its final 

access. 
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In the experiments detailed in Chapter 3, the cache residency of network data often 

was low. One cause is the existence of scheduling points between layers of the network 

subsystem. When scheduling occurred, data that had accumulated in the cache was 

removed before use by the next layer. These scheduling points exist because the 

processing path taken by a packet through the network subsystem is not determined by the 

initial layer. Instead, each layer redirects the packet to the next, based upon data included 

in the packet. 
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Figure 1.3: Chimaera Design Region 

1.3 A New Network Interface 

As described previously, the interface between the cache and the network subsystem 

is shown to be inefficient. Much of this inefficiency is attributed to the design of the 

network subsystem. Next, the design of a new high-bandwidth network interface is 

presented. This interface was designed to support efficient resource management within 

the network subsystem. Chimaera demonstrates the feasibility of supporting cooperative 

tasks and efficient resource management for at least one region in the design spectrum (see 

Figure 1.3). 
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The design of Chimaera was based upon the following observation: in order to 

provide for fine-grain management of the resources involved in processing network data, 

packets must be classified in a manner that identifies their resource utilization. This 

identification may indicate the collection of cooperative tasks to which a packet belongs, 

or the priority level at which the packet is to be processed. The packet's classification also 

may indicate the processing path the packet will take through the network subsystem's 

various layers. Once the processing path has been identified, scheduling points between 

layers may be removed, thus improving cache utilization. To be most effective, 

classification must occur as soon as possible after receipt of the packet. Delaying packet 

classification potentially increases the amount of resources inappropriately applied in 

processing the unclassified packet. 

1.4 Order of Presentation 

This dissertation presents the arguments outlined above in the following manner. 

Chapter 2 begins with a historical perspective of the development of operating systems, 

and then considers the changes which have occurred in computer architecture that effect 

operating system resource management decisions. Next, an operating system's ability to 

insure fair-use of computer resources is examined, in light of architectural and user profile 

changes. This leads to the presentation of a new model of operating system design, which 

focuses on the support of cooperating tasks through fine-grain resource management. This 

model acts as a framework for the discussions in Chapter 3 and Chapter 4. 

Chapter 3 presents an experiment that focuses upon the interaction of the 

cooperative tasks in the network subsystem and the cache. This experiment examines the 

behavior of the cache as it is used to process an incoming network data stream for two 

operating systems. 

Chimaera, a high-bandwidth network interface, is described in Chapter 4. The 

chapter begins by motivating the interface's design by contrasting it with related work. 
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This is followed by an examination of the operating characteristics of the interface, 

including its design strategy and operating constraints. The chapter concludes with 

implementation and performance details of the hardware and software realization of an 

important component of Chimaera. 

Finally, Chapter 5 presents the conclusions of the dissertation. This includes the 

dissertation's contributions and opportunities for future research. 
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The recent history of the design and development of operating systems has focused 

around the time-sharing paradigm. This paradigm evolved out of the need to utilize 

efficiently expensive mainframe computing resources. Given the characteristics of early 

computer use, time-sharing based operating systems provided the techniques to insure the 

fair distribution of computer resources among a number of users. A common characteristic 

of early computer use was the focus upon single programs. Originally computers would 

prepare a single program, execute it to completion, and then prepare the next. All resource 

allocation decisions were focused upon the requirements of the single executing program. 

With the advent of time-sharing, multiple programs potentially were executable, but 

resource allocation decisions still focused upon a single program. Individual programs 

were seen to be in direct competition with each other over computer resources. 

Hardware development has brought us to the point where single-user workstations 

have become the most common computing platform. This change in computing 

environment also is reflected in a change in the types of programs executed between 

mainframe systems and single-user workstations. As all of the programs executed on a 

single-user workstation are for the benefit of a single-user, these programs may be seen as 

more cooperative than competitive. A number of trends in current operating system design 

and development have focused upon providing improved resource allocation among 

cooperative programs since many of the time-sharing derived methods are no longer 

appropriate. 

This chapter presents a new operating system design framework addressing the 

changes in computing platforms and computing environments. This framework is used to 

focus the discussions in Chapter 3 and Chapter 4. The following sections: explore the 

evolution of operating system design focusing upon resource allocation techniques used to 

insure fairness; propose a unique interpretation and framework for a set of issues 
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surrounding operating system design; and suggest a number of areas for further research. 

The remainder of this dissertation then focuses upon two of the suggested research areas: 

the efficacy of existing cache support for cooperative agents; and a technique for 

supporting cooperative agents in high-speed networking. 

2.1 Historical Perspectives 

In the beginning there was the hardware, and it was without/orm. 

The evolution of operating systems in the early years can be viewed as driven by the 

need to improve efficiency. The number of computers were limited, and their relative cost 

was high. Originally, single programs were loaded into the computer by the programmer 

via front-panel switches, punched cards, or paper tape. During the loading process the 

central processing unit (CPU), the most costly component of the computer, in effect was 

idle. In order for the use of a resource to be efficient, its idle time must be kept to a 

minimum. In order to improve computer efficiency, therefore, future operating system 

designs had an explicit goal of decreasing the idle time for the CPU. Initial operating 

systems did not exist as separate entities; they were part of the loaded program. Access to 

resources, memory allocation, input-output(I/O) device control, and control over program 

flow all were built into the loaded program by the programmer (see Figure 2.1). 

Program 

CPU and I/O 
Memory Devices 

Figure 2.1: Simplest Operating System Design 

Improved JJO system hardware technology provided a means to decrease the amount 

of time the computer was idle while performing loads. Programs could be loaded by the 

programmer onto magnetic tape off-line and away from the computer, then loaded into the 
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computer at a later time. Loading programs from magnetic tape was substantially faster 

than previous methods as magnetic tape access had a substantially higher data transfer 

rate. Decreasing load times improved efficiency as the amount of time the computer was 

idle during loading also was decreased. 

Control programs (Bratman & Boldt, 1959), the next step in the evolution of 

operating system design, collected common control functions into a preloaded package. 

The programmer no longer needed to provide code for all low-level system functionality. 

Control programs also provided automatic loading of the next program upon a program's 

completion, thereby decreasing further the computer's idle time. Even with more efficient 

program loading, computers still experienced substantial idle time. This class of idle time, 

however, was based upon I/O and was created by the executing program. 

Historically, and generally still true today, I/O devices perform tasks at rates up to 

106 times slower than the computer's central processing unit (CPU) (Hennessy & 

Patterson, 1990). This difference in processing rates introduced another source of idle 

time. When it became time during program execution to access an I/O device, the CPU 

would become idle until the I/O task was completed. Spooling and buffer techniques 

helped minimize the problem (Kilburn, Howarth, Payne, & Sumner, 1961), but single 

programs generally were unable to keep both I/O devices and the CPU continuously busy 

(see Figure 2.2). 

Program J 
SpoolinglBuffering 

r 

--I 
Operating System 

I-

CPU and I/O 
Memory Devices 

Figure 2.2: Separate Operating System 
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Again, improving technology provided a means to improve efficiency, though this 

time through software rather than hardware. Multiprogramming (Dennis, 1965; Dennis & 

Van Horn, 1966) provided a substantial modification of the control program concept and 

was a major innovation in operating system design. Within a multiprogramming 

environment, more than one program could be loaded into memory. When the currently 

executing program becomes unable to continue due to an outstanding 110 request, the 

operating system could select and restart the next loaded program able to continue its 

execution. Context switching, as this technique became known, provides a technique to 

dramatically improved efficiency-CPU idle time was reduced to only those times when 

all available programs were waiting upon 110. While improving efficiency, 

multiprogramming introduced a number of complications, as computers no longer 

executed only a single user program with control program support. To maximize 

efficiency, numerous programs ideally were co-resident, requiring control over each 

program's resource utilization (see Figure 2.3). 

Operating System 

CPU and 110 
Memory Devices 

Figure 2.3: Multiprogramming 

With multiprogramming's introduction of the context switch (i.e., changing from 

one executing context or program to another), the stage was set for time-sharing operating 

systems (Strachey, 1959). Time-sharing was a moderate extension of mUltiprogramming. 

It was based upon the premise that there was no reason to wait for a program to become 

blocked before a context switch was performed. In time-sharing, each program that was 

available for execution was executed for a small quantum of time, a time-slice. Slicing 
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access to the CPU into small units helped overcome a shortcoming of the original 

multiprogramming systems-an executing program does not need to perform 110, so it 

might never have become blocked, thereby allowing other programs to execute. Even 

without performing 110, programs in a time-sharing system were context switched, 

allowing other programs the opportunity to execute. 

Multiprogramming made it possible for multiple programs to be run able at the same 

time-the question that arose, however, was which program should execute next? In 

time-sharing environments it often was the case that the majority of programs were 

submitted by different programmers. Programs also used ~d required access to hardware 

resources other than the CPU (e.g., memory and disk space). In a multiprogramming or 

time-sharing environment it was possible for a program to monopolize resource use to the 

apparent detriment of other run able programs, even to catastrophic levels (Dijkstra, 1965; 

Holt, 1972). 

Insuring that each programmer received a fair share of the computer's resources, as 

observed by their executing programs, became an operating system design goal. Fairness 

was defined in terms of a single program and its individual resource utilization and 

requirements. Programmers mainly were interested in the rapid completion of their 

programs; they were competing for the computer resources required to complete their 

program execution. It was an operating system design goal to insure that no program was 

given precedence above its peers. This approach to insuring fairness placed a conceptual 

firewall around each program (see Figure 2.4). 

One intent of the firewall was to restrict, as much as possible, the effects of one 

program on another, which could include limiting a program's ability to damage another 

by accessing its memory. Because of this, the firewall evolved to provide memory 

protection between programs. Another, perhaps unplanned, effect of the firewall was its 

ability to limit the operating system in its resource control design options. Once the 

firewall was in place, the simplest paradigm to resource control was to focus upon the 
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single task. Still in effect was the assumption from previous operating systems that the 

pool of user programs were competing users which required that each be isolated from the 

others. To insure fairness, therefore, resource decisions must be made on a program by 

program basis. 

Operating system control strategies for resource utilization can be grouped into two 

primary categories: hard allocation limits and time derived limits. These categories can be 

differentiated by the way in which they penalize programs which exceed their resource 

utilization limits. When hard allocation limits are exceeded, the offending program is 

terminated. Resources managed with hard allocation limits (e.g., disk allocation, total 

CPU time, and total maximal memory allocation) tend to accumulate during the execution 

of the program. In contrast, when time derived limits are exceeded, the offending program 

is context switched and scheduled for subsequent execution. Resources managed in this 

fashion typically are allocated by the time-slicing operating system; that is, when a 

program exhausts its time-slice it is context switched. 

Even though strategies based upon time-slicing were originally envisioned as a 

means to insure fair-use of the CPU, they have become the core for control mechanisms 

over the majority of resource utilization arbitration. The following section explores a 

number of architectural features managed by strategies based upon time-slicing. 
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2.2 Increasing Complex Resources 

Early resource control primarily focused on insuring the fair-use of the CPU 

resource among competing programs. Advances in computer architectural complexity 

have increased the number of available resources requiring potential utilization control 

(see Figure 2.5). 

ALU 

Registers 

Cache 

Data 
Data 

Figure 2.5: Simplified Computer Architecture 

Even with the substantial changes that computer architecture has undergone in the 

evolution from mainframes to minicomputers, and lately to desktop workstations, most 

modem operating systems still utilize a fairness policy primarily based upon a time-based 

metric. A strategy based upon time-slicing requires that resources managed in a 

nonterminal way, must have their cost-to-fairness demonstrated via time penalties, if 

fairness is to be insured. Consider the following six principal architectural components. 

2.2.1 ALU 

As the ALU is the core processing element of a CPU, a time-slice consists of the 

opportunity to execute a limited number of program instructions. Due to the interaction of 

the ALU with its environment (i.e., pipeline staging, branch prediction, and instruction 

and data fetches), the number of actual instructions executed in a given time-slice may 

vary. This variation implies that a time-slice represents differing amounts of work to 

different programs, perhaps even at different times. This variation also implies that a 
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fairness policy based upon elapsed time, as in time-slicing, is not based upon actual work 

accomplished by the program. 

2.2.2 Registers 

Registers are nearly the fastest memory device within a computer, with only internal 

ALU buffers faster. Inefficient use of registers by a program generally results in an 

increase in the number of loads and stores between the registers and main memory. 

Register loads and stores typically suspend ALU execution until the memory operation 

has completed. In fact, in architectures with multilevel memory hierarchies the ALU may 

be idle from one to hundreds of instruction cycles. For example, in the hardware designed 

for the V operating system idle periods caused by memory accesses deep into the memory 

hierarchy would cause the loading program to context switch (Cheriton, 1988; Cheriton, 

Gupta, Boyle, & Goosen, 1988). 

Registers are generally managed monolithically as a component of the ALU, though 

at least one operating system makes use of more explicit management (Agarwal, Lim, 

Kranz, & Kubiatowicz, 1990). As programs exist within firewalls, failure by a program to 

make use of all available registers can not, in away way, be made to benefit other 

programs. Unused registers may be considered an idle resource, contributing to the 

inefficient use of the computer. 

2.2.3 Cache 

Efficient cache utilization is recognized as a primary contributor to rapid program 

execution. Existing architectures are optimized in a way that provides for rapid data 

transfer between registers and cache. These transfers, if serviceable by the layer of the 

cache nearest the registers, may suspend ALU execution for only 1 or 2 instruction cycles. 

It is, therefore, in the best interest of a program to make efficient use of the first layer of 

the cache. Access times, and therefore the number of idle execution cycles experienced by 

the ALU, increase as accesses deeper into the memory hierarchy are required. Inefficient 
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use of the cache, therefore, penalizes the program by increasing the number of idle 

instruction cycles it experiences thereby increasing its total execution time. 

The amount of data that can be stored in a cache at any time is limited. There are 

numerous cache design strategies (Przybylski, 1990), but due to the finite size of the cache 

and the inability to predict future accesses, they all are based on a zero-sum game (Von 

Neumann & Morgenstern, 1953). In this form of a zero-sum game, cache resources used 

by one program may effect adversely another program. Consider a simple cache design: 

virtually indexed, physically tagged and direct mapped. In this environment, when an 

executing program makes a memory reference to a data element not already within the 

cache, a cache line must be made available to process the request. First, consider when this 

cache line is already in use by the executing program. Then, the executing program pays a 

time penalty in filling it with the required data. Moreover, it may pay an additional penalty 

if the data which was previously contained in the cache line will be used again, requiring 

reloading. Second, consider if the cache line were in use by a second program. Upon 

execution the second program would experience a penalty, caused by the need to reload 

cache data flushed by the first program. This results in the first program transferring a 

penalty to the second program, and thus adversely effecting the second's execution time 

(Hwu & Conte, 1994). 

When considering firewalled programs, it is in their best interest to use cache lines 

owned by other programs before reusing their own, since the reload penalty then would be 

transferred to the other program. This form of resource competition can accrue a large 

penalty because for each context switch a program may spend a substantial portion of its 

time-slice reloading required cache lines (Mogul & Borg, 1991). 

2.2.4 Main Memory 

In this discussion the memory system is considered that portion of the multilevel 

memory hierarchy after the cache levels excluding the paging system. Typically there is a 

substantial difference in access times between the major layers. Access time differences of 
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one hundred instruction cycles is not uncommon between the last cache layer and the first 

main memory layer. Main memory resource allocation strategies also typically are 

designed as a zero-sum game. 

When insufficient main memory exists to meet the requirements of all active 

programs, data is be copied to a backing store with greater volume but slower access 

times, for example, virtual memory (Denning, 1970). Programs required to reload data 

from the backing store accrue a substantial performance penalty. Similar to the cache, an 

executing program may cause another program's main memory data to be migrated to the 

backing store, causing that program to experience a performance penalty if access to the 

migrated data is required. 

2.2.5 110 Devices 

Most programs make use of substantial 110 resources. Access to data stored on 

magnetic disk may be the result of a direct program request, or may be needed to reload 

main memory from the backing store. When a program makes an 110 request its execution 

generally is suspended until the 110 can be serviced by the operating system. In systems 

that support non-blocking 110, the program may continue execution while the 110 request 

is being serviced. 

The cost of an 110 operation consists of two parts: (a) the time to perform the 

physical 110 operation; and (b) the time spent by the operating system in executing its 110 

management functions. In most operating systems a program making an 110 request loses 

only the fraction of time remaining in its time-slice; in non-blocking systems not even this 

penalty is accrued. The program's run-time does accrue the time spent servicing its 110 

request, but the actual total cost is not considered since a portion of the penalty is 

transferred to the operating system, and thereby to all other programs. 

The time spent by the operating system processing an 110 request is dependent upon 

the bandwidth of the 110 channel being accessed and an overhead that typically is 
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constant. Magnetic disks have a bulk transfer rate of approximately 2MB/s, whereas 

modem optical networks have a bulk transfer rate of approximately 155MB/s (sometimes 

represented as 1240Mb/s). This increase in transfer rates, between historical and modem 

110 devices, simply increases the time penalty transferred from the 110 requesting program 

to the 110 service provider. 

2.2.6 Bus Resources 

Data are transferred between different portions of the computer architecture over 

high-speed buses. For example, cache line loads are accomplished by transferring data 

over a bus connecting the cache and memory subsystems. Direct memory access (DMA) 

110 resources typically transfer 110 data from the 110 hardware subsystem to the memory 

subsystem over a shared bus; that is, all 110 devices use the same communication channel 

to memory. 

In modem computer systems there may be more than one agent attempting to access 

a single bus at a given time. For example, a DMA-based 110 operation might be occurring 

while the cache is attempting a cache line load. In that case the cache line load will not 

begin until the 110 transfer has completed, thereby leaving the ALU idle longer than a 

cache line load that did not experience contention. This means that the program requiring 

the cache line load will pay a penalty caused by an 110 transfer which may not have been 

caused by an 110 request issued by the penalized program. 

2.3 Fair-Use? 

Over time, architectural complexity increased with the addition of multi-level 

memory hierarchies, complex high-speed 110 devices, and sophisticated internal 

interconnection structures. Time-sharing was developed with the goal of providing 

fair-use to a computer by a number of competing programs generally submitted by 

different users. Originally, fair-use policy focused upon the equitable sharing of the CPU, 

since it was the most costly and generally most frequently utilized resource. An attempt 
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was made to expand the time-sharing model to manage equitably these additional 

resources, even though they had vastly different characteristics and management 

requirements. These additional management requirements became obvious with the 

advent of caches and virtual memory, because it now was possible for one program to 

effect adversely the performance characteristics of another program by forcing it to sustain 

reload penalties. The ability of one program to effect adversely another program, without 

the first accruing additional penalty, greatly diminishes time-sharing's intent of insuring 

fair-use. 

Typical time-sharing based operating systems also allow costs attributable to one 

program to be transferred to other programs indirectly. Consider the resource utilization 

costs absorbed by the operating system in performance of operations on behalf of a 

requesting program. These costs then are amortized over all programs, including those 

programs that are not participants in any benefit accrued from the use of these resources. 

As an example, high-speed I/O systems in effect can cause the transfer of substantial 

processing loads from the requesting program to the operating system. This transfer 

distributes the cost of performing 110 to all programs equally, rather than solely charging 

the requesting program. 

Time-sharing systems also may suffer from the misallocation of costs due to priority 

inversion. In modern architectures it is often the case that multiple independent devices 

share an interconnected resource. For example, both DMA-based I/O devices and the 

cache share access to the main memory, typically via a data bus. If a program is executing 

and requires that a cache line be loaded from main memory, it may be delayed if an 110 

operation already is in progress accessing main memory. This delay will occur even in the 

case where the I/O requesting program is of a lesser priority than the one requiring a cache 

line load. Additionally, the program whose I/O caused the delay will not accrue any 

additional penalty to account for it delaying another program. 
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Time-sharing allows the transfer of resource utilization costs both directly, through 

the transfer of reload penalties and though priority inversion, and indirectly, through the 

failure to account accurately for operating system transactions. In total, it appears that the 

advance in architectural development has caused the goal of fair-use offered by 

time-sharing to be abrogated. 

2.4 A Darwinian View 

Simply stated, an individual who maximizes his friendships and minimizes 

his antagonisms will have an evolutionary advantage, and selection should 

favor those characters that promote the optimization of personal relation

ships. (Williams, 1966) 

An interesting analogy can be drawn between the evolution of operating systems and 

the evolution of biological organisms. Like biological organisms, operating systems have 

evolved to reflect changes in their environment. These changes, driven by both the 

advancement of hardware technology and the changing composition of the user 

community, are occurring at an increasing pace. Similar to biological organisms, the need 

for rapid evolution in those operating system designs that have survived, may cause the 

persistence of extant traits that were supporting adaptations in ancestral versions. 

Similarly some traits of biological organisms, like the human appendix, no longer may be 

totally beneficial. 

2.4.1 Biologic Perspectives 

Cooperation and self-sacrifice among individuals in groups of social insects 

presented Darwin with a number of difficulties in Origin of Species (Darwin, 1859). It was 

unclear that either a bee's death after it has stung an intruder, or an ant's sole purpose for 

its existence as a food store, or the fact that many members of a community are sterile, 

would tend to propagate those insect's descendants into the next generation. The problem 

was solved by the discovery of genes, the carriers of genetic information. Ants, bees, and 
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many other single parent social insects are identical to other members of their nest at the 

level of the gene. So to a large extent it does not matter if any individual survives, just that 

the community-at-Iarge survives. 

The discovery of genes also provided a solution to another evolutionary conundrum; 

why do blood relatives assist in raising their younger kin, rather than spending their efforts 

solely upon their own offspring? As each parent contributes Y2 of the genes to their child, 

the brothers and sisters of each parent may have in common with the child up to IA of his 

or her genes. As it is the continuation of the genes into the next generation that is 

important in an evolutionary sense, assisting a niece or nephew assists lA of your genes to 

achieve that goal. Kin selection (Hamilton, 1963a; Hamilton, 1963b) proposed a 

mathematical approach to describe cooperation among kin; the level of assistance offered 

to kin is in direct proportion to the number of shared genes. 

Many social creatures, including humans, have been observed providing assistance 

to individuals to whom they were unrelated. For a long time it was unclear to biologists 

how providing assistance to such individuals could assist in insuring the survival of your 

genes in future generations. The field of evolutionary psychology (for a summary see 

(Wright, 1994)) was formed out of the conclusions that behavior may be molded by the 

drive of the genes to survive in future generations in the ancestral environment. This field 

suggests that these acts (Le., providing assistance to unrelated individuals) were not solely 

altruistic. 

An altruistic act is based upon a zero-sum game. For example, if you have two 

pounds of meat and you share one pound, you have lost the benefit that could have been 

gained by eating that one pound of meat. Evolutionary psychologists suggested an 

alternate explanation-reciprocal altruism (Trivers, 1971; Williams, 1966; Williams, 

1975). Reciprocal altruism exists when the intent of an interaction is based upon a 

non-zero sum game. Consider again the previous example, except add that you are well 

fed, and that the individual requiring assistance is not. In that case while the pound of 
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shared meat is still worth a pound to you, it has increased value to the needy individual. 

The total value of the entire game is no longer zero-there has been a gain and the value 

of the resources has increased. In fact, at some later time you may be the needy individual, 

and your previous assistance may have caused the other individual to survive, and they 

may now offer you assistance. 

In part the survivability of any trait, in an evolutionary sense, is based upon that 

trait's ability to assist the genes in reaching the next generation. Studies and simulations 

(Axelrod, 1984; Axelrod, 1987; Rapoport, 1960) suggest that a community based upon 

reciprocal altruism has increased survivability at both the individual and group levels. 

That increase helps insure the survival of genes carrying that trait in future generations. 

The primary observation in non-zero sum games is that the value of a resource may be 

different between players, and those values may change over time. 

2.4.2 Darwinian Resource Management 

From the previous sections, a number of observations may be drawn. All of the 

resource control strategies based upon time-sharing control techniques share two main 

premises: (a) all of the tasks in the system are unrelated competitors with identical goals 

of minimal run-time; and (b) all resource allocation decisions can be made in a fair 

manner relying solely upon a time-based metrics. This view of the environment induces 

the general focus on benchmarks of single tasks rather than collections when measuring a 

system's performance and operating characteristics (Gee, Hill, Pnevmatikatos, & Smith, 

1993). Additionally: 

• Pure time-sharing resource management systems using solely time-based metrics are 

unfair as not all resources have reasonable and complete time-based penalties. 

• Time-sharing resource management does not allocate correctly the cost of operations 

to the operations requestor. 

• Time-based metrics do not have sufficient fidelity to measure fine-grain resource 

utilization. 
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• Cooperation among related individuals is beneficial in proportion to their level of 

relatedness. 

• Cooperation among unrelated individuals is beneficial as long as the cooperative inter

action is based upon a non-zero sum game. 

A broader concept of fair-use would be based upon the total cost of resources 

utilized by a program-both those directly used and those denied to other programs. This 

broader concept has at its core two facets. First, it is unfair to push cost off on another task, 

even indirectly-not doing so requires support for full accountability of all resources 

utilized. Second, it also is unfair to not give up "excess" resources to another task-this is 

the core of the a non-zero sum approach. 

Hardware advances have transformed the typical computer platform from multiple 

programmer time-shared access to a mainframe, to single user workstations. In the 

workstation environment, in many senses, executing tasks are not competitive since they 

all belong to a single user. In this environment, the completion of a single task has less 

importance. It is the prioritized performance of the collection of all executing tasks in 

which the user finally is interested. It is important to note that this does not imply that all 

tasks are created equal. There is a prioritizing of tasks, perhaps known only by the user, 

that directs the user's definition of appropriate work completed (Le., updating the clock 

display may not be as important as rapidly completing a program compilation). 

The applicability of evolutionary biology and evolutionary psychology to the 

operating system resource management question may not seem obvious. The change, 

however, in operating environments from independent multiple users to a single user 

system has moved the collection of executing programs from isolated entities to 

collections-communities if you will-of cooperating entities. These communities are 

tasked with the goal of providing a user with the completion of a prioritized set of 

operations within time-lines also specified by the user. These communities have many of 

the constraints of real-time systems, but the penalties are less severe, and there are more 
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degrees of freedom in determining appropriate resource allocations (Silberschatz, 

Peterson, & Galvin, 1991). This model of cooperating tasks requires a finer grain of 

resource control than that offered solely by time-based penalties, because it must also 

provide support for resource management decisions based upon non-zero sum games. 

Resource utilization in this model not only is concerned with the direct utilization of 

a resource, but also with how the use of that resource effects the entire community. For 

example, a correct choice would effect the total work output positively. This is a 

side-effect of changing the goal to reflect total work completed rather than just single job 

run-time. The underlying concept is changing the view of resource utilization from a 

zero-sum game to a non-zero-sum game. Historically, resource scheduling did not try to 

account for the fact that at different times, and for different tasks, each resource may be 

assigned a different importance to the consuming or waiting task. If task A really does not 

need to finish for some time-to contribute to total workload-and its delay does not 

effect other tasks, to it CPU time has minimal value. Whereas if task B has high CPU 

demands or a rapidly approaching deadline, every CPU cycle is precious. So in this case 

grabbing a CPU cycle from task A and giving it to task B penalizes task A little, but helps 

task B greatly. 

For another example of the implications of such a change in view, consider a task 

that accesses many cache lines, that is, has a large cache footprint. Use of time-slicing to 

manage the cache resource between this task and others induces two negative effects. 

After a context switch the large footprint task requires substantial time in which to reload 

its cache lines. These cache loads also potentially could flush cache lines in use by other 

tasks; inducing additional reloads when those tasks become active. In a time-slice resource 

managed environment this would be considered appropriate. An alternative approach 

would be to consider maximized-total-work-performed as the target metric. Then by 

increasing the size of the large footprinted jobs time-slice, and increasing the delay 

between time-slices, negative cache effects could be minimized, and provide increased 

throughput. 
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The development of a resource management strategy based upon cooperative, 

reciprocally altruistic tasks presents a number of broad research questions: 

• How fine-grain does the resource management strategy need to be to insure fairness? 

• Must all of the participating tasks be trusted, or is there a way to assure or force recip

rocal altruism? 

• Are there any existing resource management techniques that support cooperative 

environments? 

o Do tasks need to be able to predict their future resource needs? 

• What types of support services are necessary to implement this model of resource 

management? 

• Is cooperation limited to a small set of tasks efficacious, or is global cooperation nec

essary, to be effective? 

2.5 Supporting Cooperative Tasks 

Not necessarily with specific intent, a number of operating system features do 

provide some level of support for specific features of cooperative tasks. All of these 

supporting features attempt to either make improved fine-grain resource allocation 

decisions, or improve resource cost accounting fairness by charging the appropriate 

consuming task. With the exception of improved CPU scheduling techniques, however, all 

of the supporting features focus on improving the performance of single tasks. The 

concepts underlying these techniques may be combined and extended to provide 

additional support for sets of cooperative tasks. 

Perhaps the earliest indirect support for cooperative tasks can be found in general 

purpose time-sharing operating systems (Dennis, 1965; Dennis & Van Hom, 1966). Many 

operating systems of this type were designed to target both an individual program's 

execution time and overall system throughput for improvement. Virtual memory 

(Denning, 1970) techniques provided a method to improve the fair use of main memory. 

Programs with excessive memory requirements were penalized by forced access to the 

slower backing storage. Unfortunately, programs with excessive memory use also may 
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cause other programs to accrue penalties as their memory pages were flushed to backing 

storage. Generally, these systems did not provide support for explicit resource 

management sensitive to the existence of cooperative tasks within the job pool. Instead, 

overall system throughput was improved because it was a simple broad measure of 

computer center efficiency. 

Cooperative tasks may make use of communication primitives in order to mediate 

their cooperation. Even on uniprocessor systems the cost of communications is high and 

this cost may not be allocated fairly. Light-weight communication routines, for example, 

LRPC (Bershad, Anderson, Lazowska, & Levy, 1990}, URPC (Bershad, Anderson, 

Lazowska, & Levy, 1991), and active messages (von Eicken, Culler, Goldstein, & 

Schauser, 1992), provide techniques to improve the efficiency of message- arbitrated 

active cooperation. These techniques generally focus on reducing the cost induced by 

protection domain crossings and cache reloading. Reduction of this cost supports 

cooperative tasks in two ways. First, simply reducing a cost, which may be inherent to 

cooperating tasks, improves the efficiency of those tasks. Second, many of the techniques 

used to reduce this cost also decrease the system's portion of the cost. As transference of 

any cost to the system generally penalizes non-participants, decreasing these costs 

increases overall resource allocation fairness. 

Heavier-weight communication platforms, such as user-level protocols (Maeda & 

Bershad, 1993), provide techniques to improve global resource allocation through more 

precise resource cost accounting. User-level protocols attempt to transfer the majority of 

resource utilization required in processing network messages into a user-level task, rather 

than the operating system. This transference improves resource cost accounting as the 

system portion of the cost is decreased. A nontrivial amount of resource utilization 

primarily pertaining to memory management, however, still remains within the operating 

system. Additionally, these techniques do not address effectively process prioritization in 

order to appropriately manage CPU allocation. Mechanisms described in Chapter 4 can be 
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used to reduce the amount of resource utilization misassigned to the operating system and 

improve process prioritization. 

Improvements in CPU and low-level memory management resource allocation 

present the greatest difficulties due to their pervasiveness and low-level nature. 

Scheduling and low-level memory management techniques should not contribute to the 

transference of cost to the operating system; techniques with substantial overhead may not 

provide any improvement. Lottery scheduling (Waldspurger & Weihl, 1994) provides low 

overhead techniques, which enable the equable distribution of CPU time-slices while 

providing the capability for scheduling decisions based upon the requirements of 

cooperative tasks. Establishing these requirements, however, is obvious only in a limited 

number of cases. With lottery scheduling, a task may donate a portion of its CPU 

allocation to another cooperating task that is performing it a service. For example, when a 

number of tasks are cooperating via the client-server model, a server may be allocated 

only enough CPU resources to support its overhead functions. When a client task makes a 

processing request, it may wish to donate CPU resources to the server to insure efficacious 

processing of its request. Lottery scheduling, however, does not provide any method to 

insure that donated resources are used to benefit the donator; malicious tasks could still 

make server requests without donating resources, thereby transferring the cost of those 

services to other tasks. Low-level memory management through software cache (Cheriton 

& Duda, 1994) and software translation look-a-side buffer (TLB) management (Black, 

Rashid, Golub, Hill, & Baron, 1989; Nagle, Uhlig, Stanley, Sechrest, Mudge, & Brown, 

1993) provide techniques which could allow cooperative tasks to manage their memory 

resources. Cooperating tasks could arbitrate among themselves the most efficient use of 

cache and TLB resources. These techniques, though, generally are focused upon 

improving single task performance and provide no specific support for the definition of 

cooperative resources. 
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2.6 High-Bandwidth 110 

Cooperating tasks may exist in supporting a number of user desirable functions and 

features. For example, in a user interface based upon a window manager, the window 

manager arbitrates among a set of tasks all displaying user requested information. In a 

cooperative environment display, and therefore task, priority may be controlled by a 

window's visibility; background windows execute at depressed resource allocation 

priority. 

Another area that provides potential for the existence of highly cooperative tasks is 

in the processing of high-bandwidth network I/O. High-bandwidth network I/O presents 

operating system designers with a number of conundrums. The emergence of high-speed 

networks soon may increase the network bandwidth available to workstation class 

machines by two orders of magnitude. Combined with a dramatic increase in CPU 

performance, these technological advances make possible new classes of applications, 

including multimedia workstations and high performance parallel computers built on 

networks of workstations. However, as most applications cooperate via memory-based 

communication, limited memory bandwidth on these workstations often stands between 

the improvements in network bandwidth and the advantage to be gained by application 

programs (Melesis & Serpanos, 1992). 

The evolution of both hardware and software systems has been paralleled by 

changes in typical user workloads. Today, efficient handling of network I/O is important 

as it has become the basis for new classes of applications. These applications range from 

multimedia information browsers such as Mosaic, to multicomputers consisting of 

network interconnected high-performance workstations. A large fraction of data upon 

which these, and other, applications process enter the computer via the network 

interface-this fraction only will continue to increase as network bandwidth increases. 
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A substantial problem in the processing of network data is that network bandwidth is 

increasing to where it is within an order of magnitude of the memory bandwidth available 

on a desk-top workstation. In order to maintain effective handling of network I/O, this 

bandwidth limitation makes it necessary to constrain the number of times network data 

crosses the memory bus if network bandwidth is to be delivered through to the application 

program (Druschel, Abbott, Pagels, & Peterson, 1993; Ousterhout, 1990). With this in 

mind, much attention has been paid recently to the design of the network interface, and 

how this interface interacts with operating system mechanisms designed to reduce the 

number of times network data is copied (Druschel, Peterson, & Davie, 1994; Partridge & 

Pink, 1993; Ramakrishnan, 1993; Smith & Traw, 1993; Traw & Smith, 1991). 

The processing of high-bandwidth network data tends to occur in at least two sets of 

tasks-those representing communication control functions, and those composing user 

application processing of the incoming and outgoing data. Communication control 

functions need to insure correct reception and transmission of data, appropriate allocation 

of the buffer space used to stage the data, and proper prioritization of the tasks processing 

the data. All of these functions require efficient cooperative management of the computer 

resources needed to process these tasks. User-level application processing of the data also 

may require efficient cooperative management as more than one task may be involved. 

The remainder of this dissertation focuses upon the interaction of shared resources 

and cooperative tasks in the context of network I/O. Chapter 3 examines a single shared 

resource and its interaction with a single collection of cooperative tasks. In this instance 

the collection of cooperating tasks is represented by a network subsystem servicing input 

requests. The shared resource examined is a representative cache system. Chapter 4 

presents the design for a new high-speed network interface. Here the network interface 

still represents a single collection of cooperative tasks, the network subsystem. The 

collection of shared resources considered, however, is broadened to include all of the 

resources involved with processing network data. Also described is the network 
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interface's hardware and software implementations of a specific technique that provides 

for the fine-grain allocation of resources used during network I/O. This technique is a first 

step towards demonstrating the feasibility of fine-grain cooperative resource management. 
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As noted in the previous chapter, providing support for cooperative tasks both 

increases resource allocation fairness, and potentially improves overall system through

put. Also noted was the importance of efficient network I/O to new and existing classes of 

applications. In the context of a network reliant user application, the operating system's 

network subsystem is acting as a cooperative agent on behalf of the application. Much of 

the communication that occurs between the user application and the operating system is 

mediated through main memory. In fact, the various tasks which make up the network 

subsystem also communicate via main memory. As previously noted, network bandwidth 

rapidly is approaching main memory bandwidth. Because of this trend, much attention 

recently has been paid to the design of the network interface, and how this interface 

interacts with operating system mechanisms designed to reduce the number of times 

network data is copied. This chapter focuses upon a related issue: the effectiveness of the 

cache in supporting the processing of network data by an application. 

Workstations employ caches to bridge the gap between CPU and main memory 

speeds. Additionally, caches may act as an efficient communications media for 

cooperating tasks. Data accessed, and therefore placed into the cache, by one cooperating 

task may be accessed rapidly by another cooperating task. Maximum efficiency occurs 

when the second task finds all of the data involved resident within the cache. Block 

memory operations, common to network data protocol processing, have been shown to be 

responsible for a large fraction of a system's memory reference cost (Chen & Bershad, 

1993). Efficient cache utilization also could reduce the stress that processing network data 

places upon the memory bus. 
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Cache design, however, historically has been influenced by application program 

behavior (e.g., the SPECmark suite (Gee, et aI., 1993»; little is understood about the 

interaction of caches and the network subsystem. In other words, the question to be 

addressed is: once network data is brought into the cache, for whatever reason, how much 

of it is still there when the application is ready to process it? If the networking subsystem 

is acting as an efficacious cooperative agent, the application should find substantial 

portions of the requested data cache resident, thus indicating efficient cache utilization. 

Note that when referring to "cache behavior", also included is the translation 

look-aside buffer (TLB). In many architectures the TLB must contain an appropriate 

mapping for cache accesses to succeed. This is true for all architectures in which the cache 

is either physically-indexed or physically-tagged, and includes HP's PA-RISC, Digital's 

Alpha, and MIPS' R3000/4000 architectures. 

This chapter makes the following contributions. First, it quantifies, through 

experimentation, cache and TLB utilization in two operating systems with significantly 

different structure and implementation details. The main finding is that regardless of 

underlying operating system structure, the network subsystem experiences lower than 

expected cache and TLB utilization indicative of poor cooperative design. Additionally, a 

micro-kernel based single-server system (Mach) experiences poorer cache and TLB 

behavior than a monolithic system (BSD Unix). Second, it examines factors that 

contribute to depressed cache and TLB utilization in network subsystems. Techniques are 

discussed which attempt to overcome these factors to produce better cache and TLB 

behavior. Third, it considers the extent to which these factors and techniques will continue 

to be relevant with increases in network bandwidth and overall system performance. 

3.1 Experimental Method 

To quantify the effect the cache has on the network subsystem, we instrumented the 

receiving side of the UDPIIp1 protocol stack running on top of an Ethernet. Although 



43 

today an Ethernet is no longer considered a high-speed network, data arriving at even a 

modest 10 megabits/second was sufficient to expose important cache-based behaviors. 

Scheduling 
Point 

Copy Packet into 
User Buffer 

Copy Packet Into 
Kernel Buffer 

t 
14792 byte message divided 
evenly into 10 IP fragments 

Figure 3.1: Structure of the UDPIIP Protocol Stack 

Figure 3.1, which is modeled after the BSD implementation, illustrates the basic 

structure of the UDPIIP protocol stack. When an Ethernet packet arrives, it is copied into a 

kernel buffer, called an mbuf,2 by the network device driver. If fragmentation occurs, a 

datagram will have been broken into multiple packets. Once all of the fragments have 

1. The User Datagram Protocol(UDP) of the Internet Protocol(IP) suite. 
2. For the purpose of this chapter, we do not distinguish between 128 byte mbufs, 

and larger (page-sized) mbuf clusters. 
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arrived, IP reassembles them into a UDP datagram. This datagram is then demultiplexed 

by UDP to the appropriate socket. Eventually, the application program reads the datagram, 

which causes it to be copied into a user buffer. 

As denoted in Figure 3.1, the UDPIIP protocol stack contains three points at which 

network data processing may be suspended due to non-preemptive rescheduling: 

(a) following processing of the network device interrupt; (b) when IP discovers that due to 

fragmentation more packets need to arrive before the datagram is complete; and (c) when 

the application program is selected to run. Preemptive rescheduling may also occur 

throughout the code, but this is unlikely as each protocol stack level can typically be 

processed in a single time-slice. It is the non-preemptive (voluntary) rescheduling that is 

suspected of having the most substantial effect on the network subsystem's cache efficacy. 

In this study, the sender transmits a sequence of 14792 byte UDP messages to the 

receiving host. IP fragments each of these messages into ten equal-sized Ethernet packets, 

which are then stored by the device driver at the receiving host into ten mbufs. Processing 

by IP and UDP redistribute the message over 20 mbufs: ten small mbufs containing 

mostly headers, and ten large mbufs containing 1460 bytes of data each. 

At the point the user process copies the data from these mbufs into its own buffer

this occurs in the soreceive routine of the BSD implementation-a measurement is made 

to determine how long it takes to perform the copy from each of the ten 1460 byte mbufs. 

Assuming the network data is in the cache as a result of the device driver's copy into the 

mbuf, how long the copy out of the mbuf takes provides a measurement of the 

effectiveness of the cache. This effectiveness is indicative of the benefits an application 

could obtain in a copy-free implementation; the application would obtain, at best, this 

level of cache residency. 

Direct measurement of cache residency was the simplest method available to obtain 

the required data. While intrusive, it generates a workload similar to that produced by a 
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single-reader consuming network data in a single read pass; the data receiver does not 

make an additional pass over the data. Trace-based techniques, while producing slightly 

more detailed measurements, often require added hardware support and increased result

processing complexity. Additionally, the unique hardware often required to produce trace

based results dramatically decreases the reproducibility of those experiments. 

The measurements were taken on a 50 MHz HP Apollo 720 workstation (Gleason, 

Johnson, Mangelsdorf, Meyer, & Forsyth, 1992; Lee, 1989). These workstations contain a 

256KB data cache and a 128KB instruction cache. The data cache is write-back, direct

mapped, virtually-addressed and physically-tagged, with 32 byte cache lines. This 

memory system design requires an appropriate mapping to exist in the 76 entry data TLB 

for a successful data cache access. The PA-RISC 1.1 implementation in these workstations 

provides an interval timer-a user-accessible register that increments every clock cycle. 

This register was used to count the number of cycles required to copy each mbuf, taking 

special care to ensure that the data-recording machinery did not overly influence the 

results. The timing measurement code was preloaded into the instruction cache to 

minimize instruction cache effects during data collection. 

Event Cycles Time 

Cache line fill requiring writeback 23 460ns 

Cache line fill not requiring writeback 18 360ns 

Mach TLB entry load 170 3400 ns 

BSD TLB entry load 91 1820 ns 

Table 3.1: Measured OS and Memory Performance 

More precisely, we measured how long it took to load the data from the mbuf, not 

how long it took to perform the whole copy. In this context, if the data is in the cache, it 

could be loaded at a rate of one word per cycle. If the data is not in the cache, how long the 

load takes depended upon whether or not the cache line to be filled was dirty. A cache line 

is dirty if its contents have been altered, and therefore requires write-back to main 
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memory. Table 3.1 gives the measured cycle count required to fill a cache line in both the 

dirty and clean cases. It also reports the cycle count for loading a TLB entry under the two 

operating systems we measured-the University of Utah implementation of Mach with an 

OSF/I Unix server (MK69 and server release 1.0.4.B.!), and the University of Utah 

implementation of 4.4 BSD. 

Two operating systems were used to maximize the number of structural and 

implementation details exposed in the analysis. Both Mach's and BSD's UDPIIP protocol 

stacks were derived from similar sources, thereby allowing examination of fundamental 

structural and implementation detail differences not related to the internal implementation 

of the network protocol stack. Although similar, there are important differences. The most 

notable were that in Mach: (a) the protocol stack was implemented in the Unix server-a 

user process, rather than in the kernel; (b) the copy at the bottom of the stack was from a 

Mach message into an mbuf-rather than from the network device into an mbuf; and 

(c) the copy at the top of the stack was from an mbuf into an emulator buffer-rather than 

from an mbuf into a user buffer. 

Finally, the experiment was varied along five additional dimensions. The relevance 

of each dimension is discussed in the following paragraphs. 

Inter-Message Gap: The delay was varied between each message transmitted by the 

sending host.3 With a sufficiently large inter-message gap, one message is completely 

processed by the time the next one arrives. With a sufficiently small inter-message gap, the 

receiving host is saturated; the host is receiving messages at least as fast as they can be 

processed. Unless otherwise stated, a large gap of 20 ms (unsaturated case) and a small 

gap of 0 ms (saturated case) was used. Note that while the saturation point actually falls 

between Oms and 20 ms, these gaps were safely on one side or the other of the saturation 

point across all other dimensions. The difference between any two gaps on either side of 

3. Note that independent of the inter-message gap, the ten fragments that make up 
one message are always sent back-to-back. 
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the saturation point had no effect on the first-order behavior of the system. The second

order effects will be discussed when appropriate in subsequent sections. 

Checksumming Enabled: UDP has an optional checksum. When enabled, 

checksumming ensured that the network data was in the cache when UDP completes as 

checksumming required accessing every byte in the incoming message. Thus, there was 

only a single scheduling point permitting context switches to effect cache residency 

between the time the data was known to be in the cache, and when the measurement was 

made to determine cache residency. Unless otherwise stated, checksumming was disabled. 

TLB Forced: To ensure that accessing the mbuf would not cause a TLB miss, a 

word in the same page as an mbuf was accessed just prior to the cache residency 

measurement. The word was selected such that it was not shared by a cache line within the 

mbuf's data. Unless otherwise stated, the TLB was not forced. 

Receive Queue Size: The number of UDP messages that could be waiting to be read 

by the application program was adjusted by altering the queue size of the incoming socket. 

Unless otherwise stated, the queue size was set to one. 

Load: The background job(s) load could be adjusted during the experiment. An 

artificial application was designed that walked down each received UDP message, and for 

each word of the message, accessed a distinct randomly selected state variable. These state 

variables were blocks of a fixed sized, evenly distributed over a 256KB address range. 

Due to the characteristics of the cache, they were uniformly distributed over the data 

cache. This synthetic application simulated programs that access received network data 

more than a single time; compilers and linkers typically behave in this fashion. Unless 

otherwise stated, no artificial load was placed on the system. 
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3.2 Results 

This section reports on a series of experiments designed to isolate and quantify the 

effects of different system features on cac.he and TLB behavior. It begins with coarse

grained measurements based on varying the inter-message gap, and continues with 

experiments that isolate individual cache and TLB behavior factors. 

3.2.1 Coarse-Grained Results 

To ~egin, measurement were taken of the number of cycles required to read the data 

about to be copied from the mbufs into the user buffer for both operating systems. In all 

cases, the default settings described in Section 2 were used, including both 20 ms (large) 

and 0 ms (small) inter-message gaps. A timing measurement was taken per mbuf. Only the 

large data mbufs, however, provided meaningful measurements. The small header mbufs 

were typically less than a cache line in length and accessing their control information 
~ 

loaded their data portions into the cache, hiding their prior cache residency. 
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Figure 3.2: Mach Fragment Overhead Histogram with Large Intermessage Gaps 

Figures 3.2 and 3.3 provide histograms of overhead cycles for both operating 

systems in cases with large inter-message gaps. Note that the histograms have different y

axis scaling to improve readability. Overhead cycles are those required beyond the number 
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necessary if the data were in the cache. A zero overhead indicates no cache misses. Less 

than 1 % of the mbufs had overhead times in excess of 2000 cycles. These large overheads 

can be attributed to context switches or interrupts that occurred preemptively during the 

timing interval; these outliers have been excluded from the reported data. In each case, the 

histogram consists of 3000 mbuf timing measurements. Clearly, the histograms portray 

substantially different cache residency values between the differing operating systems and 

execution domains. 
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Figure 3.3: BSn Fragment Overhead Histogram with Large Intermessage Gaps 

First, consider Figure 3.2, the execution domain where for Mach there is a 

substantial inter-message gap. Peak 'A' indicates that out of 3000 mbufs, 148 of them 

were found to reside totally within the cache at copy-out time. Accessing that data 

required zero overhead cycles, indicating a 100% cache hit rate. Next, consider peak 'B', 

which occurs at a bin containing values between 840 and 849 cycles. Using data from 

Table 3.1 and computing that a 1460 byte mbuf contains either 46 or 47 (if the mbuf is not 

perfectly aligned) cache lines, a mbuf with a 100% miss rate of clean cache lines would 

require 828 or 846 overhead cycles to access. This suggests that Peak 'B' corresponds to 

the timing measurements of mbufs that occupied 47 cache lines and experienced a 100% 

miss rate of clean cache lines. It is important to note that this does not mean that all 

measurements in this bin were caused by a 100% clean miss rate,4 just that the 
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measurement is consistent with that conclusion. Performing the same computation with 

the dirty miss overhead penalty generates overhead values of 1058 and 1081 cycles; peak 

'C' corresponds to this value within the Mach histogram. The overhead times computed 

for 100% clean and dirty miss rates do not ·change with operating system, they are solely 

architecture dependent. We conjecture that the histogram bars between peaks 'P.: and 'B' 

were caused by interference from at least two additional operating system components. 

BSD's histogram, see Figure 3.3, is much simpler to describe. The major peak 'D' 

indicates .that 2100 out of 3000 (70%) of the mbufs resided totally within the cache at 

copy-out time. 

500 1000 

Overhead Cycles 
1500 2000 

Figure 3.4: Mach Fragment Overhead Histogram with Small Intermessage Gaps 

The histograms in Figures 3.4 and 3.5 represent 3000 mbufs per operating system 

where the sender transmitted messages as fast as possible. Due to the small inter-message 

gap, the receiver had few cycles with which to process the packet. As the receiver had a 

single receive buffer in this configuration, there was a substantial dropped packet rate. 

This execution domain approaches that expected to occur with increasing network 

bandwidth. 

4. A combination of a lower clean miss rate plus dirty misses could compute to the 
same bin. 
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Within Mach's small inter-message gap histogram (Figure 3.4) peak 'G' indicates a 

substantial decrease in the number of mbufs found to be totally cache resident; 5% in the 

large gap case to 0.2% in the small gap case. Peaks 'H' and 'I' indicate the cases with 

either 100% clean or dirty misses. The most significant change occurs at the peak centered 

at 'J'. There, mbuf access overheads were greater than that explained by 100% dirty 

misses; mbufs with these overheads required more time to access than can be explained by 

cache fills alone. 

BSD continues to exhibit high cache utilization (Figure 3.5) but there is some 

decrease in the number of totally cache resident mbufs. Peak 'K' represents a change from 

70% of the mbufs totally cache resident with large inter-message spacing, to 60% totally 

cache resident when the gap in minimized. 

Table 3.2 summarizes significant data computable from the histograms. This table 

introduces the metric of "average overhead cycles per word access". An average overhead 

cycles per word access value of 0 indicates that all of the data were found within the 

cache. A 100% clean miss rate is equivalent to 2.25 overhead cycles per word access, and 

a 100% dirty miss rate implies a 2.875 overhead cycles per word access penalty. For 

example, Mach had a 0.96 average overhead cycles per word access penalty in the large 
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inter-message gap case. This is 7 times worse than BSD. Note that this disparity between 

the average overhead cycles per word access penalties of the two systems shows up in the 

actual throughput they support-Mach only was able to achieve 700KB/s, while BSD was 

able to achieve 980KB/s. 

Large Gap Small Gap 
Observation 

Mach BSD Mach BSD 

% mbufs totally within cache 5 70 0.2 60 

% mbufs less than 100% clean miss 83 95 71 90 

% mbufs less than 100% dirty miss 87 99.7 73 91 

% m bufs greater than 100% dirty miss 13 0.3 27 9 

average overhead cycles per word access 0.96 0.13 1.7 0.45 

Table 3.2: Summary of Coarse-Grained Results 

In the following sections, potential non-cache memory system effects contributing to 

Mach's high overhead numbers are explored, along with an in-depth examination of the 

details ofBSD's network cache behavior. 

3.2.2 Mach 

In the previous histograms, Mach contained a number of mbufs whose access times 

were in excess of that explained by 100% misses on dirty cache lines. There are two 

additional potential contributors to memory access overheads. First, on the HP Apollo, 

DMA transfers from other devices compete with the cache for access to memory. If a 

DMA transaction is underway when a cache miss occurs, the cache line fill would not 

have begun until the DMA transfer had finished. This delay would increase the ideal cache 

fill times provided in Table 3.1. Second, the HP Apollo uses a physically tagged cache. In 

order for a cache line to be accessed, a mapping from the requested virtual address to its 

physical location must have been made prior to cache tag matching. As shown in Table 

3.1, the penalty for a TLB miss can be substantial. Note that Mach's large TLB miss 
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handling time is probably due to the portable nature of portions of the TLB miss handling 

code; BSD has highly tuned machine-specific TLB miss handlers. 
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Figure 3.6: Mach mbufs Forced into TLB with Large Intermessage Gaps 

In order to assess the impact of TLB miss handling on cache behavior, we collected 

data for mhuf access times with the mbuf's virtual to physical mapping forced into the 

TLB. Care was taken to insure that the TLB forcing operation did not load into the cache 

any mbuf data to be timed subsequently. Figures 3.6 and 3.7 provides the histogram of 

those measurements with both a large and small inter-message gap. The peak at 'N ' 

indicates that with TLB forcing, substantially more mbufs were found totally within the 

cache-5% without forcing and 11% with forcing. It is important to note that the number 

of mbufs with times less than that expected with a 100% clean miss rate essentially were 

equal in both the forced and unforced experiments. This indicates that TLB forcing had no 

significant impact on the underlying cache miss rate. 

The change in height of the peaks occurring at the time expected for 100% dirty 

cache line misses-peak ' C' in Figure 3.2 and peak 'P' in Figure 3.6-and the 

corresponding increase in the peak at '0 ' suggests that most of the mbufs at peak 'C' were 

probably 100% clean cache line misses plus a TLB miss. This leads to a more consistent 

interpretation of the three sets of results. 
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Peak 'Q', representing the 1% of the mbufs totally contained within the cache, is 

nearly a nine fold improvement over peak 'G' in Figure 3.4. Thus, the high overheads 

previously seen were not solely the fault of poor cache behavior-TLB miss overhead was 

a substantial contributor. Moreover, the increase in height of peak 'R' indicates that many 

of the mbufs previously assumed to have experienced 100% dirty misses most likely were 

100% clean cache line misses with the addition of a single TLB miss. 

A peak at the same location as Figure 3.4's peak 'J' -corresponding to the expected 

time of 100% dirty cache line misses plus one TLB miss-does not occur in Figure 3.7. 

Instead, these mbuf measurements now occur at peak 'S', corresponding to the expected 

time of 100% dirty cache line misses without a TLB miss. Finally, data lying beyond the 

time expected with 100% dirty cache misses-peak 'T'-cannot be explained by either 

ideal cache load times or TLB miss handler overheads. We attribute this peak to DMA 

transfers interfering with the cache for access to the memory system. 

With TLB effects accounted for, we now tum our attention to other factors that effect 

cache efficacy. Specifically, cache residency can be affected adversely in two primary 

ways: (a) a task may self-interfere-different addresses are accessed which happen to map 

to the same cache line; or (b) another task may be executed whose cache accesses flush the 
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cache lines loaded by the original task (Mogul & Borg, 1991). The structure of the UDPIIP 

stack (see Figure 3.1) provides a number of scheduling points where an unrelated task may 

effect adversely cache residency of network data at copy-out time. 

Due to the scheduling point caused by IP reassembly, mbufs that make up earlier 

portions of a message can experience more context switches than those later in the 

message; they are resident in the system longer awaiting the arrival of the remainder of the 

message. If the number of context switches that occur between the initial copy-in and the 

copy-out measurement point is significant, the mbufs that make up the earlier portions of 

the message should have less cache residency than those that make up later portions. 

In order to test this hypothesis, separate distributions were constructed for each mbuf 

by combining mbuf access timing data with the mbufs' position within the message-as 

there were ten mbufs per message, there were ten distributions. The average overhead 

cycles per word access value for the mbufs that made up the later portions of the message 

was smaller than for the earlier mbufs. A Kolmogrov-Smimov Z test for two independent 

samples (Smimov, 1948) was used to determine that there were no resolvable significant 

differences between the distributions made up of temporally adjacent mbufs, whereas a 

significant (p < 0.05) difference existed between distributions for mbufs at least four 

message positions apart. 

To better isolate the effects of a single context switch, UDP checksumming was 

enabled. Enabling checksumming reduced to one the number of scheduling points that 

occurred between the last cache load of mbuf data and the copy-out point. UDP 

checksumming entails an access of all data within an UDP message, ensuring that the data 

has been placed into the cache. Figures 3.8 and 3.9 provides histograms of mbuf access 

time overheads when UDP checksumming is enabled and mbufs were forced into the 

TLB. 
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Peaks 'U' and 'W' indicate a substantial increase in those mbufs that are totally 

within the cache-30% with large inter-message gaps and 6% with small inter-message 

gaps, versus 11% and 1% with checksumming disabled. With large inter-message gaps, an 

incoming message can be completely processed prior to the receipt of the next message. 

Additionally, as the system was lightly loaded, few tasks were available to adversely effect 

cache residency within a single scheduling point. These factors both contribute to the 

small number of mbufs experiencing a 100% miss rate. It is still somewhat surprising, as 

there was but a single intervening context switch point, that not more of the mbufs were 
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found totally within the cache. This can be attributed only to the combination of cache 

self-interference and a significant light-load cache footprint. 

In the small inter-message gap execution domain, there is insufficient time to 

complete message processing prior to the receipt of the next message. This resulted in the 

potential for a number of tasks to interleave at a single scheduling point. The large peak at 

'X' occurs at the time expected for mbufs with 100% clean cache line misses, indicating 

that other tasks were executing at the scheduling point flushing mbuf data from the cache. 

As the checksum operation accesses data read-only, most of these cache lines are clean. 

Table 3.3 summarizes these results in the case of Mach. 

No Checksumming Checksumming 
Observation 

Large Gap Small Gap Large Gap Small Gap 

% mbufs totally within cache 11 1 30 6 

% mbufs less than 100% clean miss 85 72 98 51 

% m bufs less than 100% dirty miss 98 81 98 83 

% mbufs greater than 100% dirty miss 2 19 2 17 

average overhead cycles per word access 0.6 1.3 0.3 1.7 

Table 3.3: Summary of Mach TLB Forced Results 

3.2.3 BSD 

Both TLB forcing and checksumming enabled experiments were run using BSD. In 

the TLB forcing experiment, there was an improvement in the number of mbufs found 

totally within the cache-from between 70% (large gap) to 60% (small gap) without 

forcing, to 80% (both gaps) with forcing. BSD with checksumming enabled showed a 

slight decrease in the number of mbufs found totally within the cache when there were 

large inter-message gaps. Both large and small inter-message gap execution domains had 

60% of the mbufs totally within the cache, down from 70% for the large inter-message gap 
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domain. This lack of change in the access time histograms implies that even in the case of 

heavy network load (small inter-message gaps) and moderate load (checksumming) BSD 

mbufs experienced little or no self-interference. 

The experiments presented up to this point have been simplistic in two ways: they 

assumed a single receive buffer, and the application did not process the incoming data. As 

BSD performed well under these simplistic conditions, would it continued to perform well 

under more realistic conditions? The following two experiments where design to measure 

BSD in a more complex environment. 
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Figure 3.10: BSn with Large Socket Buffers and Large Intermessage Gaps 

First, to accommodate bursty traffic, most network connections are established with 

buffering for more than one message. Increased buffering potentially increases that 

amount of time a message is in the cache prior to copy-out; that is, rather than being 

dropped, the message is buffered. Figures 3.10 and 3.11 presents the histogram of mbuf 

access times when the socket buffer had been increased to 246467 bytes, the maximum 

size allowed in the experimental BSD configuration. This provides buffering for up to 16 

experimental messages. The most significant change is the drop in the number of mbufs 

found totally within the cache when there is a small inter-message gap-from 60% in the 

previous execution domains to 52% with increased buffer space. This execution domain 
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still reflects a largely unloaded system, and with BSD's limited cache self-interference 

between mbufs, a small change was expected. 
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Figure 3.11: BSn with Large Socket ButTers and Small Intermessage Gaps 

Second, the execution domains considered so far made no use of the incoming 

message data. This is not typically the case. In this experiment, a network synchronized 

load is simulated; that is, where each word of an incoming message caused the receiving 

user program to access a randomly located block of n bytes. The starting addresses of 

these blocks ranged over 256KB, and due to the direct-mapped nature of the HP Apollo 

cache, were distributed over the entire cache. This access pattern simulated a program 

accessing "state" information based upon network data. No other load was applied to the 

system and the messages were sent with a large inter-message gap. 
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Figures 3.12, 3.13, and 3.14 present histograms of mbuf access times with varying 

state block sizes. With moderate amounts of extra load there was a substantial decrease in 

BSD cache efficacy. Loads beyond 25 bytes per word induced a non-zero drop rate as the 

receiver was unable to process incoming packets at a sufficient rate. Table 3.4 provides a 
I 

summary of these results. These values are 4.6 to 10 times larger than the unloaded BSD 

results, and are similar to unloaded Mach results. A 10% increase in the bytes accessed per 

word induced a 10 fold decrease in BSD's cache utilization. This implies that with 

increasing network bandwidth BSD can experience a substantial decrease in cache 

efficacy. Under heavier load conditions, BSD's cache efficacy decreased significantly. 

Observation 23 bytes/word 24 bytes/word 25 bytes/word 

% mbufs totally within cache 5 0.3 0.3 

% mbufs less than 100% clean miss 96 92 86 

% mbufs less than 100% dirty miss 97 93 90 

% mbufs greater than 100% dirty miss 3 7 10 

average overhead cycles per word access 0.6 1.1 1.3 

Table 3.4: Summary of BSD Load Results 
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3.3 Discussion 

This section distills the results presented in the previous section, summarizes the 

impact that various factors have on network effectiveness, and provides a "recipe" for 

building cache-efficient network subsystems. 

First, it is clear that TLB misses can have a substantial performance impact on 

network data. On the HP Apollo, the data TLB contains 76 slots covering 304KB of 

physical memory. Even though this is 1.2 times the size of the cache, network data 

typically occupies quarter pages, which in effect, requires more TLB slots unless careful 

management reduces scattering. Furthermore, the number of different pages used to buffer 

network data influences the effectiveness of the TLB. A follow-on experiment measured 

the number of unique virtual pages accessed when either system processed a stream of 

3000 messages-Mach made use of 86 unique pages, whereas BSD made use of only 10. 

In the case of Mach, TLB misses caused a 50-85% increase in the average number of 

overhead cycles per word access; this is a substantial penalty. Minimizing the number of 

different buffers used to process incoming data can be accomplished using a LIFO reuse 

policy. 

Many modern architectures, including the HP Apollo, support "group" or "super" 

TLB slots. These special TLB slots map many contiguous virtual pages to contiguous 

physical pages, thereby decreasing the likelihood of a miss because they tend to stay 

resident longer, and decreasing the number of potential misses for any data within the set 

of grouped pages. Group TLBs also present special problems as virtual pages are no 

longer a single size containing a single physical page. None of the operating systems in 

these experiments used group TLBs to minimize TLB misses. Using group TLBs in 

conjunction with a buffer management mechanism like fbufs (Druschel & Peterson, 

1993)-which makes network buffers available in multiple address spaces accessible via 

the same virtual address-will make the TLB even more effective. 
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Second, checksumming and other forms of system access of network data provide 

substantial opportunity for self-interference to decrease cache and TLB efficacy. This was 

not apparent readily from our checksum experiments as all packets were checksummed, 

that is, we did not collect data where only a portion of the packets required checksum 

processing. Had this been the case, those packets not being checksummed would have 

been effected adversely (i.e., flushed from the cache and TLB) by those packets being 

checksummed. This is an important secondary effect of poor cache utilization-flushing a 

cache line still in the working set of another process penalizes that process by requiring it 

to perform a reload on the flushed line. The BSD load experiments provide some insight 

into this process, however, they are not measuring specifically cache interference. The 

lack of apparent self-interference within BSD is likely an artifact of our experiments, not 

necessarily the design of BSD. 

Third, BSD's cache efficacy may be indicative of a light-weight kernel's small cache 

footprint when processing under light load conditions. Increasing the workload, which 

simulates increases in incoming network bandwidth, was seen to decrease BSD's cache 

effectiveness. Operating systems with larger cache footprints, such as Mach, provide 

sufficient load internally to depress cache effectiveness, even with no additional load. 

Fourth, distributing operations among different user tasks induces the penalty of 

increased TLB and cache misses. Protection mechanisms on many common hardware 

architectures limit processes from making use of TLB and cache loads perfonned by other 

processes in other address spaces. Monolithic operating systems benefit from a smaller 

number of context switches in the network data processing path. The entire path also is 

contained within a single address space, thereby decreasing the cost of cache and TLB 

loads induced by address space transitions. The measurements made at copy-out time in 

these experiments were optimistic, especially for Mach. There are at least two context 

switch points which occur after the measurements made at copy-out time when data is 

transferred from the emulator's buffers to the user's buffers.5 
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Fifth, since context switches provide opportunities for active data to be flushed from 

the cache (Mogul & Borg, 1991), access patterns should be optimized to improve temporal 

and spatial locality. One way to do this is to delay bringing network data into the cache 

until as late as possible (e.g., when the data is checksummed). In addition, integrated layer 

processing (Abbott & Peterson, 1993) or application data units (Clark & Tennenhouse, 

1990) could be used to accumulate data accesses in attempts to improve temporal and/or 

spatial locality. At the very least such attempts should result in data accesses not being 

scattered across multiple domains. 

In those cases where a microkernel-based system is being used, these results suggest 

that the majority of network data processing could be migrated into the user's application 

(Maeda & Bershad, 1993; Thekkath, Nguyen, Moy, & Lazowska, 1993). Implementing 

network protocols in the application's domain-as opposed to separate network servers

would improve cache effectiveness by causing all network data accesses to occur with the 

user's address space. Cache interference is still a potential problem, but since many 

applications would be involved in network data processing the likelihood of self

interference would be decreased. Context switch points would be minimized to those 

required to process the network data, without those necessary to isolate the Unix server. 

Sixth, the BSD kernel allocates mbuf clusters from a large pool, potentially 

scattering them throughout physical memory with no significant explicit control over their 

self-interference potential. These experiments used such a small number of mbufs that this 

scattering did not cause an adverse effect. Improvements in cache effectiveness could be 

achieved by considering the layout of data in memory to minimize self-interference

uniform distribution over the cache helps minimize interference within direct-mapped 

caches. 

5. Only one additional copy is required as the Unix server and emulator use shared 
memory to transfer data. 
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3.4 Concluding Remarks 

This chapter reports on a set of experiments designed to evaluate the effectiveness of 

data caches in proving support for the cooperative tasks involved in processing network 

110. The results suggest the following two broad observations. 

First, the monolithic BSD kernel had significantly better cache and TLB utilization 

than the Mach microkernel. Although one reason for this result is that Mach has a larger 

cache footprint than BSD, a second reason seems to be more intrinsic to conventional 

microkernel design; as Mach's network subsystem is implemented in a user-level network 

server, it is not able to exploit the TLB entries loaded by the kernel. On the other hand, 

once load was introduced, even BSD's cache efficacy began to suffer. 

Second, these results suggest three general rules for network subsystem design: 

(a) efficient TLB utilization; (b) sensitivity to the effects of context switches; and 

(c) minimization of buffer access self-interference. In response to the observation that 

TLB usage has such an important impact, operating systems should be designed to 

minimize TLB misses. Group TLB entries, where the group consists of all of the 

cooperative tasks requiring access to data, would increase efficiency by decreasing TLB 

load penalties. Cache utilization could be improved by bringing incoming network data 

into the cache as late as possible. This delay would minimize the number of context 

switches experienced by the data, potentially decreasing reload penalties. Additionally, 

tasks could be scheduled for execution in a manner that is sensitive to the state of the 

cache; priority could be given to a task which is known to be cooperating with the current 

task. Generally, task memory access benefits when memory buffers are managed in a 

manner that minimizes self-interference (e.g., BSD network I/O buffers are managed 

LIFO). Cooperative management of memory buffers minimizes self-interference by 

taking into account buffer access patterns. 
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Efficient processing of network data by a set of cooperative tasks requires that the 

network subsystem provide support for fine-grain resource management. As argued in 

Chapter 2, fine-grain resource management helps insure that resources are allocated to 

tasks in a way which is fair. In networking terms, fine-grain resource management 

decisions are based upon the determination of a packet's destination as a specific set of 

cooperative tasks. That is, resource management decisions regarding the processing of a 

packet are based upon the policies in effect for its consuming cooperative tasks. In the 

simplest case, the determination of a packet's set of cooperative tasks can be limited to 

those used by the operating system to process the packet. For example, the cooperative 

network subsystem tasks involved in processing an incoming packet are the pr'Jtocol 

layers specified in the packet's headers. More generally, the determination can include all 

tasks along the processing path-from the lowest network interface task, to consumption 

by the final user-level task. 

High-bandwidth network 110 stresses computer architecture and operating system 

design through incoming and outgoing data channels whose transfer rates approach those 

provided by the main memory system. If tasks are to communicate efficiently on those 

channels-that is, tasks communicate at a rate approaching the underlying network 

bandwidth-substantial attention must be paid to the design of the network subsystem, 

including the network interface. The hope that existing architectural techniques for 

bandwidth bridging (i.e., caching) are sufficient to meet the demands of high-bandwidth 

network 110 has been shown to be misplaced. As presented in Chapter 3, the effects of 

context-switches and large operating system cache footprints generally negate positive 

cache benefits on performance. High-bandwidth network 110, when coupled with the 

design of existing network subsystems and interfaces, does not meet the same assumptions 

placed upon systems that can make use effectively of caches for bandwidth bridging. 
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This Chapter describes and puts forth a rationale for the design of a new high-speed 

network interface architecture first presented in (Bailey, Pagels, & Peterson, 1992) called 

Chimaera. Fine-grain resource management, as one facet of the issues surrounding 

efficient high-bandwidth network liD, is addressed by this architecture. The Chimaera 

interface architecture emphasizes two design goals: (a) to provide sufficient integration 

with the underlying hardware and operating system software to support fine-grain 

resource allocation techniques; and (b) to achieve a design that insures effective 

availability of incoming network bandwidth to user-level tasks. These goals are achieved 

through two interface components. The first, PathFinder, classifies incoming network 

packets based upon network subsystem supplied characteristics. The resulting 

classification determines the packet's destination as a specific set of cooperative tasks. 

The second, Router, addresses the need for efficient high-speed transfer of packet data 

between the network interface and memory. 

Through the realization of these two goals, Chimaera provides cooperative tasks 

with efficient access to high-bandwidth network 110 supporting fine-grain resource 

management. Additionally, attention to end-to-end issues and fine-grain resource 

management provides for improved cache utilization through better resource 

management. Components of the Chimaera architecture were designed to be implemented 

either as hardware devices added to the hardware network interface, or as very-low level 

software components added to the lowest levels of the network protocol stack. With this 

implementation approach, tradeoffs can be made between various design goals. For 

example, software implementations may provide only modest improvements in fine-grain 

resource management. These improvements occur, however, with reduced development 

expenses over a hardware implementation. 

The structure of this chapter mimics the steps taken in the design and realization of 

Chimaera. First, an examination is made of the general issues involved in the design of a 

high-bandwidth network interface. This includes a review of existing high-bandwidth 

interfaces, and an identification of the specific characteristics necessary to achieve 
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Chimaera's two high-level design goals. Next, a design strategy is identified which 

develops the interface's functional characteristics. Specific details of these characteristics 

are determined by constraints induced by hardware requirements, operating system 

requirements, and the operating features of the network fabric. The accumulation of these 

details allows for the generation of specific design for each component. As Chimaera's 

components are implemented in both hardware and software, the chapter concludes with 

implementation details for two versions of PathFinder. 

4.1 Motivation 

In order to understand the capabilities required in a network interface that provides 

fine-grain resource management and efficient cache utilization, this section begins with an 

examination of host-network interface issues. An important issue in the design of host

network interfaces is how much protocol processing is to be done in hardware (Le., on the 

network device) and how much should be done in software (i.e., on the host). For 

example, a hardware solution tightly coupled to the network fabric-that is, the hardware 

can access network information as soon as possible-supports fine-grain resource 

allocation in its broadest sense. Early access to network data provides resource 

management techniques the information necessary to make correct resource allocation 

decisions before any resource utilization. As discussed in following sections, hardware 

based solutions also present additional issues. Software solutions, while maintaining 

maximal flexibility, consume resources while making resource allocation decisions thus 

decreasing the fidelity of any resulting resource allocation decision. These issues become 

increasingly important as improving network performance places increased levels of 

memory access load and processing burden on the end host. 

Increasing network performance stresses the host by placing expanded demands on 

the system to accomplish network protocol processing. These demands include an 

increased percentage of CPU time spent processing network data. Additionally, there is an 

increased load placed upon the memory subsystem in servicing network derived requests. 
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As a result, there recently have been several efforts to experiment with different points on 

the high-speed network interface design spectrum. The following section discusses that 

earlier work, and uses this discussion as a basis for introducing the design rationale for 

Chimaera. 

4.1.1 Related Work 

The following examples of ongoing network interface research reflect exploration 

into what is the appropriate amount of network protocol support to provide on a 

high-bandwidth network interface. Consider the following three examples, roughly 

ordered from systems that provide maximal protocol support in the network device to 

systems that provide minimal protocol support in the device. 

Host 
Processor Interface 

t 
All 
Protocol 
Processing 

Network 
Fabric 

Figure 4.1: Structure of Nector's Communications Adaptor Board 

Nector's communications adaptor board (CAB) (see Figure 4.1) (Arnould, Bita, 

Cooper, Kung, Sansom, & Steenkiste, 1989) contains a general purpose processor, 

supports a protocol implementation environment, and runs an arbitrary protocol suite. 

Although flexible, CAB suffers from a dilemma as it contains a general purpose processor. 

As the host processor's performance improves due to technological advances, one of two 

situations occur. Either the performance of the adaptor board processing component 

degrades to the point where the host can run the protocols faster then the adaptor board 

processor, or the adaptor board processor continually must be upgraded. Generally this 
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means that the host really contains a co-processor with poor price versus performance 

characteristics. 

Host 
Interface 

Network 
Processor Fabric 

t t 
All other Single-level 
Protocol Protocol 
Processing Processing 

Figure 4.2: Structure of the Protocol Engine and Network Adaptor Board 

The Protocol-Engine (PE) (Chessen, ) and the Network Adaptor Board (NAB) (see 

Figure 4.2) (Kanakia & Cheriton, 1988) run a single transport protocol on the network 

device. Both systems have the same limitation of restricting the host to exactly one, 

unchanging, transport protocol. Also, because the device must be able to run a complex 

protocol, it generally contains a processor, thereby suffering from the same dilemma as 

systems like CAB. 

Host 
Interface 

Network 
Processor Fabric 

t t 
All other Link-level 
Protocol Protocol 
Processing Processing 

Figure 4.3: Structure of Aurora Host-Network Interface 

The Aurora gigabit network testbed (see Figure 4.3) (Davie, 1991; Traw & Smith, 

1991) includes an ATM-based host-network interface. This interface contains two general 

purpose processors that control link-level packet fragmentation and reassembly. During 
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fragmentation conventional sized network packets (approximately 1024 bytes) are 

repackaged into 53 byte ATM cells. The cells then are transmitted over the network fabric. 

Once received, the small cells then are reassembled back together into network sized 

packets at the receiver. All high-level protocol processing-for example, the transport 

level-is done in software on the host. Thus, although the Aurora network device does 

considerably more work than a typical Ethernet controller, the result from the host's 

perspective is nearly the same. 

In summary, each of these experimental architectures implements one or more 

protocols on the network device-in the case of CAB, it is an entire protocol suite; in the 

case of PE and NAB, it is a single high-level (transport) protocol; and in the case of 

Aurora, it is a single very-low level protocol. Each also provides the host with differing 

amounts of assistance in reducing the total stress placed upon the system by increasing 

network bandwidth. It should be noted in Aurora's case that the protocol executed on the 

interface is nearly minimal. The minimal interface, however, would have the host 

processor handle cell fragmentation and reassembly while the network interface only was 

responsible for physical-level framing. 

This chapter introduces another point in the design spectrum: the Chimaera network 

interface. Rather than implement one or more protocols on the network device, Chimaera 

implements a collection of protocol-independent functions either in hardware on the 

network device, or as very-low level software components of the network subsystem 

protocol stack. Chimaera does not replace the software implementations of network 

subsystem protocols; instead, it provides hardware and/or low-level software assistance to 

improve the efficiency of these protocols. The functions provided are simple enough to be 

implemented by highly specialized processing components, thus eliminating the need for 

general purpose processors. Or, when implemented as low-level software components, 

these routines are simple to implement and highly efficient software components with 

minimal overhead costs. 
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Chimaera is an outgrowth of work on the x-kernel-a software architecture that 

supports protocol implementations (Hutchinson & Peterson, 1991). A design philosophy 

of the x-kernel has been to identify tasks that are common to all protocols, and to provide 

general tools that support these tasks. Chimaera takes this philosophy one step further by 

moving certain aspects of the support tools into hardware or very-low level software, with 

the ultimate goal of vertically integrating the network device and the system software 

infrastructure. This level of integration provides a framework for accomplishing fine-grain 

resource allocation based upon the network data liD stream. As many tasks at both the 

user and system levels are involved in processing network data, cooperative management 

becomes possible once fine-grain resource allocation is achieved. 

4.1.2 Design Rationale 

The decision about what functionality to move into the network device or to provide 

as very-low level software components revolves around three primary factors: processor 

cycles, memory cycles, and resource utilization and scheduling. An important 

consideration in deciding the focus of the optimization is the ratio of processing cycles 

consumed to memory cycles consumed for a given operation. For example, computing 

checksums typically requires very few processor cycles for each word of network packet 

data accessed-computing a checksum is a memory intensive operation. On the other 

hand, some forms of decompression require numerous processor cycles for each word of 

network packet data processed-decompression is a processor intensive operation. The 

goal is to optimize these factors individually and collectively to obtain the most 

efficacious design. 

Processor Cycles 

In optimizing for processor cycles, the goal is to reduce the total number of cycles 

used to process network data. This minimization then, in general, leaves available more 

processor cycles for user-level use than in an unoptimized system. The greatest number of 

processor cycles is consumed in the network subsystem by two tasks: servicing network 
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interrupts; and inspecting and/or manipulating the data contained in each network packet. 

Note that there is no particular concern about the processing cycles devoted to the flow of 

control through the protocol stack, as the number of these cycles usually is very small 

(Clark & Tennenhouse, 1990). 

In the simplest case, the number of processor cycles used to service network 

interrupts is reduced by decreasing the number of interrupts that require processing. To 

insure fairness, network interrupts only need be processed when: (a) a resource is about to 

be exhausted (e.g., direct memory access buffers consumed by the network device); or 

(b) an entire user-level message is available for processing (e.g., due to fragmentation a 

single incoming message may arrive as many network packets). Chimaera employs both 

of these optimizations. 

Network packet data inspection and/or manipulation also causes the network 

subsystem to consume many processor cycles. For example, with incoming network data 

these cycles are used to: (a) verify the validity of the incoming data through computing 

and comparing checksums; (b) process network packet header information to guide the 

packet through the protocol stack to its eventual user-level location; or (c) change the 

layout or structure of the data through movement, data decryption, or data decompression. 

As discussed in Chapter 3, caches provide only moderate assistance for improving the 

overall processing of network data. Processor cycles also are consumed in moving data 

from one buffer to another, either due to inefficient protocol design or as a simple means 

to address protection boundary crossings. An efficient network interface design provides 

techniques to reduce network data movement and manipulation. 

Memory Cycles 

Clearly, reducing the number of memory cycles consumed in processing network 

data is related closely to reducing the number of processor cycles devoted to inspecting 

and/or manipulating those data. Highly-local memory-intensive operations, such as 
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checksumming, obtain some benefit from the cache simply due to the amortization of 

overheads caused by memory access. However, memory accesses required to process 

packet demultiplexing typically occur with intervening context-switches, thereby 

removing most positive cache effects. For memory cycles, the optimization goal is 

achieved best by reducing the number of times a network packet's data is accessed. 

Resource Utilization 

Finally, in resource utilization and scheduling, the goal is to support informed 

fine-grain scheduling decisions for incoming data packets. In other words, there is a need 

to distinguish among different classes of packets, so that appropriate system-level policy 

decisions are made regarding the allocation of resources (e.g., processor, display, outgoing 

network connections, memory pools) to those packets. This packet differentiation is 

similar to that required in user-level packet demultiplexing, however, it can be less 

fine-grain. Placement of packets into appropriate classes sufficiently early helps insure 

fairness in processing-for example, priority inversion is reduced if a packet's priority is 

known before substantial processing resources are expended. Similarly, packet 

classification used to select an appropriate memory buffer pool insures fairer use than is 

obtained from a unified memory buffer pool. For example, fulfilling quality of service 

guarantees, one measure of fairness, is difficult to maintain when utilizing unified buffer 

pools. 

To achieve the most efficacious network interface design, all of the above factors 

must be optimized collectively. If network subsystem memory cycle utilization was 

reduced via a technique that greatly increased network subsystem processor cycle 

consumption (e.g., through the use of an inefficient software packet classifier), overall 

system throughput would not be improved. Collective optimization must entail a system

wide metric when evaluating effectiveness. 



75 

4.2 Design Strategy 

Now that the factors required to implement an efficient design have been identified, 

this section identifies two key network interface functions: packet classification and 

demultiplexing; and packet data routing. Provision of these functions allows the 

implementation of an efficient network subsystem minimizing processor and memory 

cycles, while providing fine-grain resource management. Intuitively, providing these 

functions in hardware takes advantage of the higher performance available in hardware 

implementations, and direct access to the lowest-level interface of the network fabric. 

Very-low level software components also can support these functions nearly as effectively 

as a hardware implementation, with the added benefits of increased portability, decreased 

cost, and potentially increased flexibility. Attention to vertical integration occurs in the 

design of all components. Each component must provide simple and efficient command 

and data transfer operations to and from the network subsystem. The functional 

characteristics discussed in the following two sections apply to both hardware and very

low level software implementations. 

4.2.1 Packet Classification and Demuitiplexing 

Important functions performed by network protocols are the multiplexing of 

independent data streams onto a single outgoing (possibly logical) channel, and the 

demultiplexing of packets arriving on a channel into distinct data streams. The 

demultiplexing half of the problem has serious consequences on performance 

(Tennenhouse, 1989). In a network architecture with multiple protocol levels, a 

demultiplexing decision is made at each level. This requires multiple protocols processing 

the packet before the ultimate data stream is determined (Feldmeier, 1990). For example, 

the Ethernet protocol decides that a given packet is an IP packet, IP decides that it is a TCP 

packet, and TCP decides that it should be delivered to a particular application. The packet 

is handled more expediently, however, if the ultimate data stream to which it belongs is 

determined immediately upon its arrival through packet classification. Packet 
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classification provides each packet a classification tag that identifies for the network 

subsystem a packet's membership in a collection of cooperative tasks. In simple 

demultiplexing, the classification tag identifies a packet's path through the network 

subsystem. 

Efficient support of cooperative tasks is provided via the classification tag. Based 

upon its classification tag, a packet is identified as a member of a specific collection of 

cooperative tasks. That identification then is used to manage subsequent processing of the 

packet, including fine-grain resource allocation decisions-for example, to select 

processing priorities or memory buffer pools. Classification tags facilitate the 

implementation of Fbufs (Druschel & Peterson, 1993), which provides support for very 

efficient use of network data among cooperative tasks. 

Chimaera's PathFinder facility provides classification tags based upon properties of 

a packet's layout and contents. The classification tag, for example, is used to demultiplex 

each incoming packet into a different buffer pool or processing stream. As more than one 

protocol layer may be in line to process the packet before it is delivered to the application, 

a classification tag supported demultiplexing decision is based on an arbitrary bit pattern 

in the message, not a single header field. Note that the classification tag only selects a 

processing stream in which to put the packet; each protocol still must process the packet. 

However, these protocols only affect the flow of control through the protocol stack as the 

packet is not moved from the receive buffer determined by PathFinder. Consider the 

following two scenarios, which illustrate the advantage of making an early demultiplexing 

decision. 

First, suppose there are multiple applications running on the host, each in its own 

address space. Making the demultiplexing decision as early as possible in hardware allows 

the incoming packet to be placed into the address space of the eventually consuming 

application. In contrast, if the demultiplexing is done in software, the incoming packet is 

first placed in a general network buffer, then examined by each protocol layer, and finally 
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copied to the application's destination buffer. Thus, the early demultiplexing decision 

avoids a message copy. This advantage is magnified on a multiprocessor, where the packet 

is placed in memory close to the processor running the requesting application. Placement 

of the packet in its final user-level location also provides for efficient user-level protocol 

processing (Maeda & Bershad, 1993). 

Second, suppose the host distinguishes incoming packets into different data streams, 

providing a different quality of service for each stream (Abbott & Peterson, 1993; Montz, 

Mosberger, O'Malley, Peterson, Proebsting, & Hartman, 1994). This happens on an end 

host receiving both real-time and bulk-transfer streams. Generally, packets in the real-time 

stream are scheduled for processing at a higher priority than bulk-transfer stream packets. 

A similar requirement occurs on a host that routes incoming packets onto one or more 

outgoing lines. Here, the incoming packets are placed in different priority queues for 

servicing; that is, FCFS servicing is not appropriate. For both cases, demultiplexing in 

hardware allows packets to be distinguished at the earliest possible moment. In contrast, 

only demultiplexing in software requires packets in different classes to visit one or more 

protocol levels-most likely in FCFS order-before being distinguished. These visits 

potentially could induce a priority inversion, thereby consuming resources without 

attention to the packet's underlying priority. 

4.2.2 Packet Data Routing 

Generally, the data contained in incoming network packets is in neither the correct 

location nor the correct layout. Prior to being transmitted over a network fabric, header 

information is prepended to the user's data; these headers must be removed before the data 

is presented to the user. In some cases, due to network fabric limitations, data provided by 

the user is fragmented into smaller packets that can arrive out-of-order. These packets are 

reassembled, restoring both their linearity and ordering, before presentation to the user. 

Most operating systems receive data in special purpose buffers not intended for user-level 

access; these network data are copied to user-level buffers before use. During the design of 
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the network interface these data movement operations were considered similar; Chimaera 

provides a specific facility to address these requirements. Data movement also may be 

more elaborate, requiring simple application specific computation. Chimaera's application 

specific routing facility is an extension of simple routing that provides support for these 

elaborate situations. 

Simple Routing 

A common function performed by many protocols is fragmenting a large outgoing 

message into multiple network packets on the sending host, and reassembling multiple 

incoming packets into a single message on the receiving host. As with 

multiplexing/demultiplexing, the receiving side of the function is the most critical to 

performance. It is advantageous if the network device places packets that belong to the 

same message into consecutive buffers. This eliminates the need to copy individual 

fragments into a contiguous buffer. The device interrupts the host only once for the entire 

message, rather than for each fragment/packet. 

Chimaera provides a facility, called the Simple Router, to place related packets into 

successive offsets of the same buffer, and to interrupt the host only when a collection of 

related packets have been received. Determining when to interrupt the host is the tricky 

part-the most detrimental situation that must be avoided is that in which all the related 

packets have arrived, but the device does not recognize this fact and, therefore, does not 

interrupt the host. The system, therefore, must work-in-concert with the protocol that 

provides fragmentation and reassembly to determine the right circumstances under which 

an interrupt should be generated. 

One conclusion provided by the x-kernel was that it was useful distinguishing 

between the user data and the set of headers added to the message by the network 

subsystem. Chimaera's Simple Router was designed to distinguish between these two 

parts of the message for messages that arrive over the network, and to scatter the incoming 

packet over multiple buffers. 
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For incoming messages, storing the header in a buffer separate from the data has 

three advantages. First, it simplifies the process of mapping pages that contain user data 

into the application's address space. Second, for a sequence of packets reassembled into a 

larger message, the user data contained in those packets are contiguous; that is, there are 

no headers embedded between them. Finally, knowing where the user data begins 

simplifies computation performed on the data, such as checksumming, decrypting, and 

decoding. 

Application Specific Routing 

The simple router function provides limited capabilities. Based upon PathFinder's 

classification tag, a packet's data may be scattered to only a limited number of contiguous 

memory regions. With the addition of a small amount of computational ability, routing is 

expanded to provide additional data placement options. For example, a packet can be 

routed over multiple buses in support of a multiprocessor. Additionally, if the application 

specific router is made user-programmable, routing possibilities are increased greatly. 

Image processing provides a rich set of examples of potential application specific routing 

possibilities; as described in the following sections. 

Pixel Placement: Packets contain pixel information where destination image location is 

more complex than simple raster ordering. For example, situations occur in which 

contiguous pixels in the incoming packet are not located contiguously in the destination 

image. A standard encoding of this type is given by p-adic quadtree numbering. 

Pixel Decompression and Scaling: Packets contain pixel information that requires a 

small lookup table or a mathematical transformation before placement in the destination 

image location. For example, 8-bit values can act as indices into a 256 entry table 

containing 24-bit color maps. 

Clipping: Packets contain information used to limit the pixels transferred to the 

destination image buffer. For example, the packet might contain both a set of pixels and 
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the corresponding bounding box; the router then uses the bounding box information to 

selectively fOlWard meaningful pixels. 

Subsampling: Packets contain pixel information at a standard resolution; subsampling 

techniques can be applied to the packet to down-size the image resolution. For example, 

for every set of four pixels in the packet, the router computes an average and outputs one 

pixel. 

In effect, application specific routing captures data operations performed with little 

or no state information on a stream of data. This produces a design spectrum for an 

application specific router in two dimensions: (a) the amount of state maintained both in 

term of size and persistence; and (b) the complexity of the operations involved in the data 

transformation. 

Conceptually, application specific routers in Chimaera are an extension of the simple 

router. They present, however, a substantial increase in the complexity of the overall 

interface, along with presenting additional resource management issues to the operating 

system. If, for example, an application specific router is implemented in hardware, the 

operating system's network subsystem must be aware of the status of the router. For 

example, it would be critical to know whether it has finished its current assignment so that 

its state may be over written with a new request. 

4.3 Network-Based Constraints 

With the key functions required by Chimaera specified, it is important to consider 

the constraints placed upon the final implementation. Important constraints in network 

interface design consist of minimally acceptable throughputs or latencies, or total power 

consumption requirements. As Chimaera is a high-bandwidth network interface, 

constraints occur from three sources, including constraints placed upon the interface due 

to (a) computer hardware requirements, (b) operating system requirements, and (c) the 

operating characteristics of a high-bandwidth network fabric. It is also important to note 



81 

that these constraints are not independent. For example, consider the situation where a 

Chimaera interface is attached to a system that has a memory to CPU bandwidth of 1600 

Mb/s and a network bandwidth of 1000 Mb/s. Although the CPU could process network 

data at 1600 Mb/s, the network only provides data at a rate of 1000 Mb/s. Therefore, the 

performance requirement placed upon the interface is for a sustained bandwidth of 

1000 Mb/s. Generally, the performance characteristics of the interface are limited by the 

slowest system component. 

Another concern when designing hardware or software is the effect of potential 

changes in other components of the system. For example, a computer system may be 

upgraded by replacing a 50 MHz CPU with one operating at 100 MHz. Assuming 

sufficient memory bandwidth, the instructional throughput of this system has been 

doubled. If, previously, the system's total throughput was limited by its instructional 

throughput-that is, the CPU was the bottleneck-then doubling the instructional 

throughput may cause another system component to become the limiting factor. 

A goal in Chimaera's design is that it not become a bottleneck due to changes in 

other system components. This happens, for example, if Chimaera made use of a general 

purpose processor on the network interface to process network packets. This goal is 

achieved if one requirement is fulfilled-for a given system, network bandwidth does not 

increase. For example, given a 1000 Mb/s network, a Chimaera interface designed for 

1000 Mb/s never will become a system bottleneck regardless of improvements in other 

system components. This requirement is not unreasonable considering that substantial 

investment is required to modify an enterprise's network fabric and network 

infrastructure. There also are historical precedents for expecting slow network fabric 

migration. The Ethernet has been available in its present 10 Mb/s form (Digitial 

Equipment Corporation, Intel Corporation, & Xerox Corporation, 1980) since 1978, but 

still, only recently have higher bandwidth network fabrics begun to penetrate typical 

installations. 
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Of the three constraint sources-hardware requirements, operating system 

requirements, and network fabric operating characteristics-requirements generated from 

the operating system and network fabric characteristics are the primary focus of the 

following sections. Hardware constraints typically are very platform dependent; a goal of 

this work was an abstract solution, rather than one that was platform specific. When 

implementing hardware prototypes, hardware limitations caused by using readily 

available implementation platforms often only demonstrate proof-of-concept, rather than 

adherence to actual hardware system constraints. When necessary, this distinction is 

elaborated upon in the following sections. 

I Application I I Application I 
*Delay Delay* 

Operating Operating 
System System 

*Delay Delay* 

*Delay Delay* 

Delay Delay 

Delay --. 
Network Fabric 

Figure 4.4: Sources of Network Latency 

4.3.1 Latency 

In general, network latency is the total delay between a sender's request to transmit 

data and the data being available to the receiver. As illustrated in Figure 4.4 network 

latency consists of the accumulation of several delays. In this Chapter, the latency 

discussed is limited to the delay between the receipt of data at the network interface and its 

availability for use by its final consumer. More concretely, the latency discussed in this 
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Chapter is the sum of all delays caused by staging, processing, or buffering of network 

data on the path from the network fabric to a user-level program, as indicated by asterisks 

in Figure 4.4. Generally, it is desirable to keep this latency to a minimum as the amount of 

network packet data that must be buffered on the receiving host is determined by the 

product of latency times throughput; by definition a high-bandwidth network has a high 

throughput. The x-kernel was designed to be a low latency network subsystem, so in the 

following discussion we address only the components of latency involved in PathFinder 

and the Routers. 

For both PathFinder and the Routers, latency is implementation specific. In 

hardware implementations, latency is proportional to the number of logic gates on the 

longest path through the device over which data is transferred. That path length is 

dependent both upon the efficiency of the design, and upon the components used to build 

the device. Section 4.6.2 provides details of a prototype hardware implementation of 

PathFinder based upon field programmable gate arrays (FPGAs). Latency for a software 

implementation is based upon the execution time of the code required to perform the 

operations. Evaluation and prediction of execution time are complex, as the amount of 

time required to execute a given piece of code is dependent upon several system-level 

factors generally outside program control-for example, the state of the cache or the 

delays caused by preemption. Section 4.5.2 provides a number of experimental results 

detailing the performance of a prototypical software implementation. 

4.3.2 Throughput Requirements 

As noted in previous sections Chimaera's performance is bound primarily to the 

performance characteristics of the underlying high-bandwidth network fabric. Of course, 

care must be taken to insure that the interface has overall low system overhead; time spent 

on overhead processing is not available for user-level data processing. To prevent data 

loss, Chimaera must process data at a sustained rate, matching or in excess of the network 

fabric's throughput. As network data rates tend to be bursty, software implementations 
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make use of buffering if the sustained rate can not be achieved. When buffering is utilized 

for this purpose, however, data losses still occur since it is possible to run out of buffers. 

Typically, hardware implementations are pass-through devices with fixed latency, and 

both fixed and limited buffering. In these implementations, the sustained rate must equal 

the maximum rate if data loss is to be prevented. 

Table 4.1: Processing times based on word size 

SONET Mb/s 8 bits 16 bits 32 bits 64 bits 

STS-l 51.84 154.32 ns 308.64 ns 617.28 ns 1234.57 ns 

STS-3 155.52 51.44 ns 102.88 ns 205.76 ns 411.52 ns 

STS-6 311.04 27.72 ns 51.44 ns 102.88 ns 205.76 ns 

STS-12 622.08 12.86 ns 25.72 ns 51.44 ns 102.88 ns 

STS-24 1244.16 6.43 ns 12.86 ns 25.72 ns 51.44 ns 

STS-48 2488.32 3.22 ns 6.43 ns 12.86 ns 25.72 ns 

The maximum data rate expected is established by the characteristics of the 

underlying network fabric. Table 4.1 provides details for a number of classes of SONET 

based network fabrics. Network fabric throughput is specified in bits per second of data 

transferred-for example, a STS-12 class network fabric has a maximal throughput of 

622.08 Mb/s. Note that these throughput figures are for the underlying fabric's 

throughput; transport layer overheads exist that decrease slightly the throughput that 

would be provided to a network interface. Therefore, in order to support no data loss due to 

lack of buffering, a Chimaera interface on an STS-24 class network fabric would need to 

provide a sustained throughput of 1244.16 Mb/s. 

Table 4.2: Clock Rates vs. Processing rates 

Clock Rates Processing Rates 

10 MHz 50.0 ns 

25 MHz 20.0 ns 
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Table 4.2: Clock Rates vs. Processing rates 

Clock Rates Processing Rates 

50 MHz 10.0 ns 

100 MHz 5.0ns 

200 MHz 2.5 ns 

Throughput of a device or procedure also can be expressed as the amount of time 

required to process a data element of a specific length. For example, a device required to 

maintain a sustained throughput of 622.08 Mb/s, must process an 8-bit byte every 

12.86 ns. Similarly, 32-bits of data must be processed every 51.44 ns. These processing 

times provide a means to determine the clock rates-the rate at which a single data 

element is processed by the device-required to support a given network fabric class. 

Table 4.2 provides details on the processing rates available for devices with various clock 

rates. For example, a device with a 50 MHz clock rate processes a data element every 

10 ns. Based upon the data in Table 4.2, if such a device processed data in units of 8-bits it 

could service STS throughput rates up to 622.08 Mb/s-Iarger throughput rates require 

faster processing times. 

Table 4.3: Processing Rate for Various Packet Sizes 

Packet Size 
Network Fabric Throughput 

51 Mb/s 155 Mb/s 622 Mb/s 1244 Mb/s 2488 Mb/s 

128 bytes 19.8 J.lS 6.58 J.lS 1.65 J.lS 0.82 J.lS 0.41 J.lS 

512 bytes 79.0 J.lS 26.3 J.lS 6.58 J.lS 3.29 J.lS 1.651ls 

1024 bytes 158 J.lS 52.7 J.lS 13.2 J.lS 6.58 J.lS 3.29 J.lS 

2048 bytes 316 J.lS 105J.lS 26.3 J.lS 13.2 J.lS 6.58 J.lS 

4096 bytes 632 J.lS 210 J.lS 52.7 J.lS 26.3 J.lS 13.2 J.lS 

8192 bytes 1264 J.lS 421 J.lS 105J.lS 52.7 J.lS 26.3 J.lS 
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Most network interfaces provide high-level software layers with packet size data 

elements. Performance characteristics of software implementations, therefore, focus upon 

these larger data elements. For network interfaces with software components it is 

important to know that an entire network packet can be processed at a rate that matches 

the required sustained throughput. Table 4.3 provides details on the amount of time 

available to process packets of various sizes-this value is the number of bytes in the 

packet multiplied by the per byte arrival rate. For example, using Table 4.3, as long as the 

Chimaera interface can process a 2048 byte packet within 13.2 JlS, there will be no loss on 

a 622 Mb/s network fabric due to processing delays. 

4.4 Design Details 

The previous sections have presented general issues and goals that contributed to the 

design of Chimaera-the following sections focus upon specific design details and 

techniques required to meet those goals in implementation. As noted earlier, Chimaera's 

architecture emphasizes two design goals: (a) to provide sufficient integration with the 

underlying hardware and operating system software, to support fine-grain resource 

allocation techniques; and (b) to achieve a design that insures effective availability of 

incoming network bandwidth to user-level tasks. Effective implementation of these goals 

hinges upon Chimaera providing two capabilities: (a) packet classification, based upon 

application supplied descriptions; and (b) efficient data transfer, so that applications 

realize substantial portions of the network's bandwidth. Section 4.4.1 provides an 

overview of PathFinder, Chimaera's packet classifier. Section 4.4.2 provides an overview 

for a simple router-the design of application specific routers is left as future work. These 

sections describe specific approaches for the realization of Chimaera's design goals. 

Design overviews provide a general roadmap used during implementation to achieve 

overall design goals. Actual implementations of software and hardware components also 

must address specific platform requirements. For example, in hardware, the 

implementation may be constrained by the hardware devices in which the design may be 
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realized. Sections 4.5 and 4.6 describe specific software and hardware implementations 

produced in a collaborative effort and first presented in (Bailey, Gopal, Pagels, Peterson, 

& Sarkar, 1994). These sections include descriptions of design modifications induced by 

platform considerations and performance characteristics of the completed 

implementations. 

Load/Read Signals 

Input Data 
Match? 

Figure 4.5: PathFinder Cell Object 

4.4.1 PathFinder Design Overview 

The underlying primitive object in PathFinder is the cell (see Figure 4.5). It is given 

by the tuple < offset, length, mask, value >. Two operations are allowed on a cell: 

comparison to data in a packet, or loading a cell's value from data in the packet. In the 

former case, length bytes at offset bytes from some point in the packet are logically AND 

masked with mask and compared to value. The cell matches when the masked packet 

contents equals the specified value, that is, the cell extracts information from a packet and 

compares it with a stored known value. In the loading case, length bytes at the specified 

offset are masked and loaded into value. That is, information extracted by a cell from the 

incoming packet data stream is stored in the cell as the basis for future matching 

operations. 

Higher in PathFinder's object hierarchy, a line (see Figure 4.6) corresponds to a 

collection of cells. If all the cells in a line match data in an incoming packet's data stream, 

then the line matches that packet. A line participates in processing incoming packets as 
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Match? 

long as at least one cell in the line is loaded with valid data; other cells in the line may be 

inactive. Intuitively, the matching process is hierarchical; a line attempts to match (is 

loaded from) a single protocol header, whereas each cell matches (is loaded from) a 

different field in that header. 
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Figure 4.7: PathFinder Line Collection Object 
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The highest level in PathFinder's object hierarchy is the collection of all active lines 

currently participating in processing incoming network packets (see Figure 4.7). This 

collection of classification patterns describes either (a) all of the incoming network 

packets expected by the network subsystem, or (b) only those packets receiving special 
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handling (e.g, high priority processing). In the former case, all packets that do not match a 

pattern are discarded. In the later case, packets received without matching patterns are 

processed through a standard network subsystem protocol stack. The main difference is 

that those with matching patterns are processed either more efficiently, or through a 

different path through the network subsystem. These techniques provide for both 

flexibility-all packets are processed even if they can not be specified before reception

and for efficiency, packets are processed based upon their classification tag providing 

fine-grain resource management. 

PathFinder's internal abstractions are significantly different from those used in three 

well-known systems: MPF (Yuhara, Bershad, Maeda, & Moss, 1994), BPF (McCanne & 

Jacobson, 1993), and CSPF (Mogul, Rashid, & Accetta, 1987). These systems are based 

upon an abstraction wherein the classification description is specified by a block of 

imperative code, with the classifier acting as an interpreter. In PathFinder, the 

specification is given by a pattern to be matched, through declarative statements. As was 

noted in (Yuhara, et al., 1994), without using great care during the design process it is 

possible to create on overly complex classifier-such as the Turing complete packet 

classifier CSPF-thereby inducing substantial processing overheads. PathFinder's use of 

declarative statements allows for a very efficient implementation either in hardware or 

software. 

Figure 4.8 describes the fields present in the header portion of an EthernetlIPffCP 

network packet. When constructing a pattern, not all of the data contained in the header is 

required to produce a unique match. For example, in TCP only the TCP source port and 

TCP destination port are necessary to determine a specific user-level connection. With the 

addition of a sequence number, a final user-level location can be determined for the 

packet's data payload. The remaining fields in the header control flow rates and verify the 

integrity of the delivered data; these operations can be performed independently of packet 

classification and routing. The IP header, due to fragmentation, introduces several 

additional issues; which are discussed in the following section. 
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Destination Address Source Address 

Type 

Version I. : 1 LengUt IP Type Total LengUt Ident 1 Fragmentation 
Offset Time 1 Proto 1 

Checksum Source IP Address 
Destination IP 
Address 

TCPSource 
Port 

TCP Destination 
Sequence Number 

Acknowledgment 
Offset 1 Code Port Number 

Window Checksum 1 Urgent Pointer 

Figure 4.8: EthernetlIPffCP Header Format 

Network protocols are designed to operate over a number of different network 

fabrics. Generally, each packet based network fabric has a limit on the maximum size of a 

transmitted packet-the maximum transfer unit (MTU). To provide flexibility and 

network fabric independence, most network protocols support transfers of packets larger 

than the MTU. For example, UDP allows datagrams of up to 65536 bytes, whereas the 

typical Ethernet MTU is only 1500 bytes. For Internet Ethernet, the IP protocol fragments 

outgoing packets received from higher level protocol whose lengths exceed the Ethernet 

MTU. Upon receipt, fragmented packets are reassembled before being transferred to high 

level protocols. Fragmentation introduces two problems for packet classification. First, 

not all packets will contain all of the headers. For example, a TCP packet may be broken 

into two IP packets-the first containing all of the headers, and the second only containing 

the Ethernet and IP headers plus the remainder of the TCP packet data. Second, packets 

may arrive out of order. This implies that an IP fragment may arrive before the initial IP 

header describes that the TCP packet has been fragmented. 

To handle fragmentation, PathFinder associates a pair of lines with each pattern. 

This second line is an inactive template that contains cells to be loaded when the first line 
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matches. The idea is that when the first line matches the first fragment of a multifragment 

sequence, some cells of the second line are loaded with values found in that first fragment 

(e.g., a message id field), and this newly generated line becomes active and matches the 

subsequent fragments. In order to handle out of order arrival of fragmented packets, 

packets known to be fragments where the initial fragment has not yet arrived are delayed 

for subsequent processing. Packet postponement requires substantial buffering and may 

not be appropriate for hardware implementation. 
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Classification ---. Classification Tag ---. Have we ---. Interrupt 
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Stream 

Figure 4.9: Simple Router Design 

4.4.2 Simple Router Design Overview 

Chimaera's Simple Router was designed to fulfill two primary goals: (a) to place 

related packets into successive offsets of the same buffer; and (b) to interrupt the host only 

when a collection of related packets has been received. Consider the following simple 

example-64KB of data are expected in a packet that will be identified with a PathFinder 

classification tag of Ox 1 0 and should be placed in memory starting at location 

Ox84C63A54. Figure 4.9 presents a block diagram of a device meeting this functionality. 

In the block diagram the Simple Router compares a download value with the classification 

tag of the incoming packet-it is assumed that the classification tag arrives with the start 

of the packet to which it is associated, and that the network packet has an identifiable 

termination. If the values are equal, the Simple Router has been programmed with the 

parameters required to route the packet's data to the appropriate memory locations. These 
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routing parameters consist of the number of bytes to transfer, and the memory location for 

the first byte to be transferred. The Simple Router is concerned only with routing 

contiguous regions of memory, so a simple increment can be used to compute the next 

memory location. This simple design, of course, leaves out two important features. First, 

support of a single classification tag is hardly useful. In most situations many 

classification tags will be active, requiring a Simple Router to select the appropriate set of 

downloaded parameters. Second, as noted in section 4.2.2 it often is desirable to route 

network protocol headers and the packet data pertaining to the user's request to different 

contiguous memory regions. These two features can be supported by the addition of the 

following functionality. 
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Figure 4.10: Extended Simple Router Design 
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Similar to the design of PathFinder, the Simple Router (see Figure 4.10) may be 

considered to consist of a collection of lines. Each line is associated with a single 

classification tag whose value is downloaded by the network subsystem. A line becomes 

active when its stored classification tag matches the value of the incoming packet's 

classification tag. Contained in the line is a sequence of cells; initially, only the first cell in 
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the sequence is active. Contained in each cell is a downloaded address, and the number of 

bytes to be routed to the address. Once the correct number of bytes in a given cell has been 

transferred, that cell is deactivated and the next cell in the sequence becomes active-this 

assumes there is additional data within the incoming packet. For example, consider a 

typical TCP packet. An unfragmented incoming packet contains an IP header of 20 bytes 

followed by a TCP header of 20 bytes, followed by user data. The associated Simple 

Router line consists of three cells, the first routing IP header data, the second routing TCP 

header data, and the third routing user data. The host is interrupted upon completion of the 

transfer of the third cell's data. Generally, routed to locations are selected for efficiency; 

for example, user data is routed directly to final user-level memory locations. Sequences 

of packets with the same classification tag are used to support collections of packets that 

are routed to contiguous memory locations. This is accomplished by having a line begin 

routing based upon the last cell that was active, rather than always starting with the first 

cell in the line. Unfortunately, these techniques generally are insufficient to address 

complex forms of fragmentation. 

Fragmentation only can be addressed by a Simple Router if the fragmenting network 

protocol can describe sufficiently the format of incoming fragmented packets. This 

requires the use of additional PathFinder classification tags to identify fragments with 

specific characteristics. Within the network protocol software, multiple classification tags 

then are merged into a single classification tag for protocols downstream of the 

fragmentation protocol. This allows protocols that are not involved in fragmentation to 

make use of a single classification tag for packets of a specific class, regardless of whether 

they underwent fragmentation. 

4.5 Software PathFinder 

This section presents a specific software implementation of Chimaera's PathFinder. 

Section 4.6 follows with the presentation of a hardware implementation. A software 

implementation of Router was not attempted because the primary benefits obtained by 
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Router are due to direct physical memory and data bus access-both of which are 

unavailable to a software implementation. The general form of the software 

implementation of PathFinder can be seen in Figure 4.11. Here, PathFinder is presented 

with network packets provided by the network interface, and with classification patterns 

supplied by the operating system network subsystem. As output, PathFinder provides a 

classification tag for those packets with matching patterns. The following sections 

describe the architecture used to implement the software version of PathFinder and the 

resulting performance characteristics. 

4.5.1 Software Implementation 

PathFinder receives requests from the network subsystem classification in terms of 

packet descriptions. These descriptions, termed patterns, provide through declarative 

statements all of the information necessary to determine a packet's membership in a 

specific class. Patterns are constructed in an x-kernel based network subsystem by 

accumulating pattern fragments-from the topmost protocol layer to the lowest-during 

the establishment of network connections. Each layer in the protocol stack that 

participated in the connection establishment, contributes a pattern fragment-actually 

only those layers that participate in demultiplexing or define packet header fields are 

required to contribute fragments. Pattern fragments are constructed in network protocol 

code by function calls to Chimaera software library routines. 
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Figure 4.12: TCP Classification Fields 

Each pattern fragment provides the length of that layer's packet header, and a 

description of the header fields required to perform packet classification. In tenns of the 

design overview, < offset, length, mask, value> tuples describing cells are constructed 

from the fields specified in each pattern fragment. It is important to note that not all of the 

fields in a header may be required in packet classification. For example, of the 20 bytes in 

the standard TCP protocol header, only 4 bytes are required in packet classification-see 

Figure 4.12. Once all pattern fragments have been accumulated into a pattern, the pattern 

is associated with a classification tag and transferred to PathFinder. The pattern is the 

software implementation of a single design overview line. 

Consider the pattern fragment-based upon Figure 4.12-contributed by the TCP 

protocol layer. In that pattern fragment the TCP protocol layer specifies that the TCP 

header's length was 20 bytes. Additionally, the pattern fragment specifies that there are 

two, two-byte fields used in packet classification (Le., zero bytes and two bytes from the 

start of the TCP header)-the values expected in those fields for a specific classification is 

also provided. The TCP protocol illuminates an additional complexity; in some cases the 

TCP header may be larger than 20 bytes. When a nondefault header occurs, the offset field 

is used to calculate the actual length of the header. 
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PathFinder pattern fragments can specify values based upon computations 

performed on data contained in arriving packets. For TCP's variable length header, the 

pattern fragment specifies that the length of the TCP header is equal to 

(offset & OxFO) x 2. Exact header lengths must be specified in each pattern fragment, 

as all value declarations are described relative to the start of the current fragment's 

protocol header. 

Once all pattern fragments have been accumulated into a pattern, and that pattern has 

been associated with a classification tag, PathFinder places the pattern into a directed 

acyclic graph (DAG). A DAG was used because it allows rapid searching through pattern 

space. A line is represented in the DAG as the longest directed path from the root of the 

DAG to a terminal node. In this representation, terminal nodes contain the pattern's 

classification tag. Each node in the DAG is used to represent a single cell. Additionally, a 

DAG is efficient in terms of data storage as duplicate cells-those with the same < offset, 

length, mask, value> tuple-may be represented by a pointer rather than duplicating the 

cell. 

Duplicate cells are common due to the hierarchial nature of network protocol 

headers; many TCP connections may originate from the same host, thereby having 

identical IP headers. Near duplicate cells, those differing only by value, also are common. 

An optimization was added wherein a node, representing a specific offset, is implemented 

as a hash table. The hash table is indexed by packet values at the appropriate offset. For 

example, through this technique all of the TCP connections from a single host are 

processed by a single node; the differentiating cell value is based upon the TCP 

destination port. These techniques are sufficient to classify all packets that contain 

complete headers. Fragmentation, however, splits a packet into several smaller packets; 

only the first of which contains a complete header. 
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Fragmentation 

To address fragmentation, fragmenting protocol layers-such as IP-contribute an 

additional pattern fragment. This pattern fragment describes the header associated with a 

fragment, thereby allowing a fragment to be associated with the correct classification tag. 

In actual implementation, these pattern fragments are generated in pairs, called dual 

pattern fragments-the first describes the header of the first fragment, and the second 

describes the headers of all subsequent fragments. The second pattern fragment does not 

become active until the first matches an incoming packet; upon activation of the second 

pattern fragment, the first becomes inactive. 

In a given connection, however, the description of the second pattern fragment is not 

fully known at connection establishment. In IP, each packet that must be fragmented is 

given a unique message ID that is determined when the packet is transmitted. The receiver 

can reassemble the fragmented packet because the message ID is provided in the first 

fragment, along with an indication that more fragments follow. PathFinder's design 

supports this functionality through loadable cells-cells that get their value from data 

present in a network packet. 

• 

more 
fragments 
= TRUE 

~~ - - - - - ;;~~-~~t~~-;~g~~~:' 
Figure 4.13: IP Pattern Fragments 
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Fragmentation also introduces the complexity of out-of-order arrival. A change in 

delivery order could cause a fragment to arrive at its destination prior to the first fragment 

of the packet. In this case, PathFinder would not have acquired the fragment's message ID, 

and would be unable to classify the packet. In a software implementation, buffering was 

used to postpone processing of a packet until a later time. In this situation, PathFinder 

postpones processing of unclassifiable fragments for a configurable amount of time. A 

packet is postponed if the last matching node on the longest matching path through the 

DAG is not a terminal node and has a postponement attribute. If, during the postponement, 

the first fragment arrives, the postponed fragment is classified. If the first fragment never 

arrives or is extensively delayed, after postponement the postponed fragment is dropped. 

Due to fragmentation, complete specification of a classification pattern for an IP 

header requires three pattern fragments; the first specifies an unfragmented packet, and the 

second and third specify the two parts of a fragmented transaction. Figure 4.13 provides 

an illustration of the three pattern fragments fully specifying an IF header. Again, note that 

the second pattern fragment of a dual pattern fragment does not become active until the 

first has been matched. At that point the second pattern fragment is activated and the first 

becomes inactive. 

4.5.2 Software Performance 

The software version of Pathfinder consists of approximately 5,000 lines of C code. 

It was compiled on each hardware platform using the native C compiler with full 

optimization. In the following sections, four areas of performance are considered. First 

discussed is the amount of time required to find a TCP/IP classification and return its 

classification tag. Second is the amount of time required to insert a new classification into, 

or delete an existing classification pattern from, PathFinder's DAG data structure. The 

handling of fragmentation introduces identifiable latency, which is discussed in the third 

section. Finally, performance in terms of memory utilization is presented in the fourth 

section. 
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Lookup Latency 

To determine if a packet classifier constructed along the lines of Chimaera's design 

for PathFinder would have acceptable performance, per-packet latencies for PathFinder 

and the Mach Packet Filter (MPF) (Yuhara, et al., 1994) were determined. At the time, 

MPF was the fastest packet classifier available. This experiment was conducted on the 

DECStation 5000/200 for a TCP/IP protocol stack having ten open TCPIIP connections, 

each waiting for packets to arrive. The experiments were performed with both cold and 

warm caches, because cache effects could have appreciably affected performance. 

Table 4.4: PathFinder Per-Packet Latencies 

Cold Cache Warm Cache 

PathFinder MPF PathFinder MPF 

I Per-Packet Latency 19 JlS 33 JlS 39tH 71 Jls 

This experiment modeled the scenario where 100000 TCPIIP packets were received 

by the host machine. Since the classification tag is based upon only the data contained in 

the TCP/IP header, no additional data was transmitted. The destination port for a given 

packet was selected randomly-a packet might be intended for anyone TCP/IP 

connection, and there was no way to determine which connection it was without invoking 

a classifier. As both Pathfinder and MPF used hash-tables to differentiate TCP destination 

ports, these results would not vary as the number of connections increased. Table 4.4 

presents the per-packet latencies for both classifiers. PathFinder's performance was 

approximately twice as fast as MPF with both cold and warm caches. 

PathFinder performs better than MPF for two primary reasons. First, the DAG is 

constructed carefully, so that only a single path needs to be traversed to classify the packet. 

Second, the operations performed by a cell have simple semantics that allow the 

operations to be implemented efficiently. Although, through the use of hash tables, there is 



100 

no additional cost per connection this technique does not reduce the cost of protocol 

composition. 

Table 4.5: Per-Packet Latencies versus Protocol Stack Depth 

Protocol Stack Depth 

1 2 3 4 5 6 7 

l Per-Packet Latency 19 Jls 31 Jls 42 Jls 54 Jls 66 Jls 77 JlS 89 Jls 

Network protocols are composed in a linear fashion with the primary metric being 

the number of protocols in the chain-commonly referred to as the depth of the protocol 

stack. The following experiment measures the effects on per-packet latency of increasing 

the depth of the protocol stack. In this experiment, a dummy protocol stack pattern was 

composed of a number of pattern fragments, each of which examined two header fields. 

These results are given in Table 4.5. The experimental conditions were similar to those 

described above, and again were carried out on the DEC Station 5000/200. The important 

feature of this result was that per-packet latency scaled linearly with the depth of the 

protocol stack. For the simple pattern fragment examined in this experiment, the increase 

in latency was approximately 12 Jls per protocol layer. 

Table 4.6: Per-Packet Latencies 

System 

SparcIPC Sparc 10151 DS 5000/200 DS 3000/600 
25 MHz 50 MHz 25 Mhz 175 MHz 

I Per-Packet Latency 63 JlS 15 Jls 39 Jls lOJls 
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Finally, the lookup latency of PathFinder on various systems for a TCPIIP protocol 

stack having ten open connections was determined. The results are given in Table 4.6. 

Packet Size 

128 bytes 

512 bytes 

1024 bytes 

2048 bytes 

4096 bytes 

8192 bytes 

Thble 4.7: Acceptable Performance Domain 

Network Fabric Throughput 

155 Mb/s 622 Mb/s 1244 Mb/s 2488 Mb/s 

1.65 J..lS 0.82 J..lS 0.41 J..lS 

3.29 J..lS 1.65 J..lS 

Table 4.7 is a copy of Table 4.3 with the addition of shading that indicates 

combinations of packet size and network fabric throughput in which a software 

PathFinder implementation running on a DS3000/600 system provided acceptable 

performance. Here, performance is considered acceptable if a software PathFinder 

implementation processed the packets as quickly as they could arrive. The definition of 

this domain is flawed in two ways. First, network packet arrivals are bursty-buffering 

could be used to delay the processing of packets if PathFinder falls behind. Second, the 

shaded domain represents an optimistic assumption, since it does not consider the effects 

of other processing occurring on the system that might degrade PathFinder's performance. 

Again, buffering might be used if PathFinder falls behind. Use of buffering, however, to 

address these two issues induces a third issue-since the amount of memory available for 

buffer space is finite, if a PathFinder implementation cannot process packets at the 
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sustained delivery rate of the network, packet loss might occur when buffer space is 

exhausted. In most systems, this form of packet loss is considered acceptable. 

Table 4.8: Comparison of Setup Latencies 

Protocol Status 

New Existing 

MPF 33 Jls < 2 Jls 

PathFinder 78 Jls 45 Jls 

Setup and Removal Latency 

The previous section discussed PathFinder's latency in processing an incoming 

packet after the required patterns had been loaded. For an end-to-end system, the overhead 

required to maintain the state of PathFinder-through setup of new patterns and the 

removal of inactive patterns-must be kept low so as not to cause a bottleneck. The 

following experiment measured the time taken by PathFinder to setup a pattern for both a 

new protocol and an existing protocol. These then were compared with the equivalent 

times in MPF. These results are given in Table 4.8. As shown, PathFinder takes 

significantly longer to set up a pattern than does MPF. There are several reasons for this; 

these reasons also help to explain why PathFinder is faster than MPF in the lookup case. 

First, PathFinder must determine whether a prefix of the new pattern matches any 

existing pattern. This step is required as PathFinder does not duplicate common prefixes; 

only the unique suffix of the pattern is inserted into the DAG. PathFinder also includes 

code to automatically order cells in the DAG, so that it can retrieve the identifier that 

corresponds to the longest matching composite pattern, even when two cells have 

masks/values that overlap partially. 

Second, there is no way to determine ahead of time which part of a new pattern will 

get merged and which part will form a new branch in the DAG. This is why the time to 
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setup a pattern for an existing protocol is not significantly lower than the corresponding 

time for a new protocol. This former time is minimally lower, however, since the DAG 

structure is not modified as some parts of the new pattern are merged with existing 

pattern(s) for that protocol. If the new pattern is composite, then the patterns 

corresponding to the lower protocols always get merged into the DAG, but PathFinder 

cannot determine even this a priori. 

Third, the DAG structure has a common root-node-the header-node of the lowest 

protocol-from which all insertions begin. There is no 'handle' into the DAG where the 

header-cell of a given protocol begins, therefore, insertions cannot begin at some interior 

point in the DAG. Moreover, a protocol can have multiple header-cells, and to handle that, 

it is necessary to traverse the DAG starting at the root to determine at which header-cell 

the insertions should start. 

Finally, PathFinder has to allocate memory for every protocol-specified cell, and 

make a copy of its contents before inserting it into the DAG. Similarly, this memory is 

freed after deleting a cell from the DAG. 

The amount of time it takes to remove the last pattern of a protocol from the DAG is 

about the same as the amount of time it takes to setup a pattern for a new protocol. 

Similarly, the amount of time it takes to remove other patterns of a protocol is about the 

same as the amount of time it takes to setup a pattern for an existing protocol. Note, 

however, that setups and removes are not done frequently-lookups are most critical. The 

software implementation trades setup/remove latencies for lookup latency. 

Fragmentation Overhead 

The fragmentation overhead of PathFinder is the sum of the time taken in the steps 

to: (a) construct a new line based upon data contained in the incoming network packet, 

and the second pattern fragment of the appropriate dual pattern fragment; and (b) insert 

this new line into the DAG. The fragmentation overhead for the IP protocol was measured 
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to be 83 Jls. Since step (b) simply sets-up a new pattern for an existing protocol-the 

latency of which we know was 45 Jls from Table 4.8-subtracting 45 Jls from 83 Jls 

provides the overhead of step (a), that is, 38 Jls. 

Space Requirements 

The space required for the DAG implementation is minimal. On the DECStation 

5000/200, each cell-node in the DAG occupies about 32 bytes, a cell-node with a hash

table occupies about 540 bytes, and a header-node occupies 8 to 16 bytes depending on 

whether the header is of fixed or variable length. Each TCPIIP pattern fragment used in 

these experiments contains six cell-nodes and two header-nodes, and therefore occupied a 

modest 208 bytes. 

4.6 Hardware PathFinder 

Implementing Chimaera's PathFinder functionality in hardware presented several 

additional challenges not encountered in the software implementation. Of prime 

importance was to determine the hardware platform which would be most appropriate for 

design, development, and experimentation. Initial development was based upon 

construction of a custom VLSI implementation to be fabricated by MOSIS-MOSIS is a 

brokerage service funded by DARPA and NSF to support VLSI education and research. 

Initial development was performed and initial layouts were developed for both PathFinder 

and Simple Router. It rapidly became obvious, however, that the long development cycle 

involved in custom VLSI implementation was a severe impediment to experimentation. 

Subsequent hardware-focused development for PathFinder utilized software simulation of 

hardware implementation, and hardware implementation on field-programmable gate 

arrays (FPGAs). 

Once the development platforms were chosen, hardware implementation still placed 

additional constraints upon the final implementation. In the software simulation of a 

hardware implementation, unless the simulation is performed modeling very-low level 



105 

hardware devices-for example, register, counter and comparators-much of the 

flexibility of a software implementation can be utilized. For example, the initial software 

simulation of the hardware version of PathFinder could implement as many cells and lines 

as required-the only limitation being the amount of memory required to maintain the 

line's state. Since hardware devices have limited area, there is a severe restriction placed 

upon the number of cells and lines implementable in a hardware realization. Hardware 

implementations also are constrained in both the number of bits of information that can 

enter the device in parallel (Le., the device's pin count) and in the rate at which those data 

may enter the device (i.e., the rate of the device's clock). Section 4.6.2 discusses how 

those constraints affected the FPGA implementation of PathFinder. 

4.6.1 Simulation 

The goal of the software simulation of PathFinder was to insure that the design goals 

specified by Chimaera could be obtained in a hardware device. In this simulation, all of 

the requirements of Chimaera's PathFinder design were realized, except for 

postponement. Postponement requires that packets to be delayed must be buffered for later 

processing. As the hardware implementation was envisioned as only an aid to improve 

network subsystem efficacy-that is, to act as a cache of patterns for the network 

subsystem-the complexities induced by buffering were considered counterproductive. 

The software simulation consists of approximately 2000 lines of C++ code, and was 

designed to mimic closely the design characteristics described in section 4.4 and Figures 

4.5, 4.6 and 4.7. This was realized by implementing C++ objects that provided the 

functionality analogous to cells. The cell objects then were utilized in the implementation 

of line objects. Line objects, along with objects representing pins that connect the 

simulated device to the external world, were combined to construct a complete 

representation of a hardware PathFinder implementation. This complex object then was 

combined with testbed code that simulated the actions of the network interface in 
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providing incoming packets, and the network subsystem in providing classification 

patterns. 

The simulation was verified through use of a data set consisting of captured Ethernet 

packets. These packets were preprocessed to extract the information required to construct 

appropriate classification patterns. Both the network data and classification patterns then 

were processed by the simulation, thus verifying that the software simulation could 

classify correctly all the packets with matching patterns. As a proof of concept this 

simulation demonstrated that it was feasible to implement a hardware version of 

PathFinder. As this simulator was constructed before the software implementation of 

PathFinder, it also demonstrated the need for close attention to performance details in a 

software implementation, since the simulator performance was totally unacceptable as a 

software implementation of PathFinder. 

4.6.2 Hardware PathFinder FPGA 

As mentioned previously, the PathFinder hardware implementation serves as a cache 

for the software. Intuitively, providing these functions in hardware takes advantage of the 

fact that network packets arriving at a particular host exhibit temporal locality (Le., a 

sequence of packets addressed to the same process arrive in a brief period of time) and 

spatial locality (Le., a small, slowly changing set of processes are receiving packets at any 

given time) (Mogul & Borg, 1991). Since, as a fall back position, network subsystem 

software can be used to process the packets, it is not necessary for the hardware to contain 

all possible patterns. Instead, it simply must handle the common cases quickly. As a full 

implementation of PathFinder contains a great deal of complexity, the hardware prototype 

implements only a subset of Chimaera PathFinder's design goals. This compromise 

allowed the design of a device that meets Chimaera's throughput goals when utilizing 

standard components. 
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Implementation 

The hardware prototype is implemented using an Ahera 881152GC192 FPGA. The 

design was specified using Synario ABEL-HDL and verified using the Silos Simulator. It 

then was fit onto the device using Altera's MaxPlus-II device kit. FPGAs were chosen for 

the prototype to facilitate quick evaluation of the design. A production version likely 

would require utilization of custom VLSI to increase both the speed and capabilities of the 

device. 

Each PathFinder feature was evaluated for its impact on the speed and utility of the 

prototype. Moreover, there were trade-offs between the complexity of each cell, the 

number of cells per line, and the number of lines. To obtain maximal performance without 

substantial loss of flexibility, the hardware prototype processes a 16-bit input stream, 

rather than a byte stream. Because fragmentation is common and has reasonable 

complexity, the hardware prototype supports the handling of fragmentation, but not 

out-of-order packets requiring postponement. 

As in the basic PathFinder mechanism, the offset, mask, and value are used to 

compare the input stream with the stored data in the cell. The cell matches if the masked 

packet content equals the specified value at the correct offset in the packet. As stated 

above, the hardware prototype processes a 16-bit stream rather than a byte stream. This 

decision was made to support processing of data with a throughput of 1244 Mb/s utilizing 

a 50 MHz device. While faster devices are available, they wer{. inappropriate for 

prototyping. A 16-bit stream does place two restrictions on the classifier: (a) all cells have 

a fixed length of two bytes; and (b) all cells must start on even byte boundaries. These two 

restrictions only effect the way patterns are specified, and do not restrict the generality of 

the classifier, since the mask always can be used to ignore parts of the cell that are not of 

interest. It may mean that additional cells are required to handle the case where the two 

bytes of interest begin at an odd byte offset. Here, two cells now are required instead of 
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one. The 16-bit design does not preclude packets whose length in bytes is odd- network 

adaptors can pad such packets to make their length an even number of bytes. 

The hardware prototype also is limited in that it cannot handle variable length 

headers-that is, all headers are assumed to be of fixed length. This allows the byte offsets 

of all patterns for a single packet type to be determined when the patterns are loaded into 

the device, which vastly simplifies the hardware design and allows for very high clock 

rates in the prototype. Variable headers were not considered common enough to justify the 

necessary additional hardware. 

The final restriction of the FPGA implementation is the fixed and limited amount of 

space available for each pattern. The total number of cells available is limited by the 

characteristics of the FPGA. There is, therefore, a trade-off between the number of lines 

supported and the number of cells provided in each line. 

Although it realizes only a subset of the PathFinder specification, the hardware 

prototype can process a large majority of network packets, including TCP/IP and RPC 

packets. In the current implementation, one FPGA contains a single pattern consisting of 

twelve 16-bit cells. As stated above, a custom VLSI implementation would increase both 

the number of cells and the resulting speed, and is likely the better candidate for a 

production implementation. As technology increases the size and speed of FPGAs, more 

space will be available for use in either adding more cells, more patterns, or more features. 

Performance 

The implementation was verified through simulation at 50 and 100 MHz using 

simplified delay analysis. The design ran properly at 50 MHz, but did not completely 

function at 100 MHz. The major cause of failure at 100 MHz was asynchronous inputs. 

These errors may have been due to the simplified delay model. Translating this into per

packet latency, it would take approximately 200 ns to process a 40-byte TCPIIP message; 
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that is, one that contains a header and no data. This speed is sufficient to handle data rates 

of 1244 Mb/s. 

4.7 Concluding Remarks 

The Chimaera network interface was designed to achieve two goals: (a) to provide 

sufficient integration with the underlying hardware and operating system software to 

support fine-grain resource allocation techniques; and (b) to achieve a design that insures 

effective availability of incoming network bandwidth to user-level t~ks. The prototype 

implementations demonstrate that these goals are realizable. 

PathFinder classification tags provide the basis for a fine-grain resource 

management system for network I/O. Arriving packets are identified as to their user-level 

location, priority level or membership in a collective of cooperating tasks. When 

implemented at the lowest level, PathFinder provides efficient allocation of resources 

without substantial cost transfer to the operating system, thereby improving the system's 

fairness in resource allocation. Since the data intended for cooperative tasks can be 

identified, scheduling strategies can be put in place to maximize cache efficacy. 

Based upon classification tags, Simple Router provides a means to transfer data 

effectively from a network interface to main memory without constant processor 

intervention. This also contributes to fine-grain resource management and cache efficacy 

by decreasing the effects of data movement on the cache. Application Specific Routers 

offer techniques to increase this improvement. Operations that have substantial resource 

allocation costs or poor cache effects can be improved through Application Specific 

Routers. 
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CHAPTER 5: CONCLUSIONS 

This dissertation considered two issues: (a) the failure of an existing resource 

management model for the interaction between the network subsystem and the cache; and 

(b) the design of a network interface that supports an improved resource management 

model. These issues were examined within a framework which explored the changes in 

computer architecture and usage patterns that have precipitated the need to reconsider 

operating system resource management models. 

Architectural improvements have increased dramatically the processing rate, 

memory size, and complexity of modem computers. These architectural changes have 

enabled the creation of new classes of applications, and have altered the usage pattern of 

most computers. Whereas applications executed on a mainframe generally were 

independent and competitive in their resource utilization, workstation applications are 

owned by a single individual whose goal is maximizing overall work output. 

Development of mainframe operating systems focuses upon insuring the fair-use of 

computer resource among more than one competing application. Modem workstations 

support a single user, h,o.wever, and all of the computer's resources are available to meet 

the goals of that single user. This change implies the need for a paradigm shift in the focus 

of operating system design, from managing collections of competing tasks to managing 

collections of cooperative tasks. This shift minimally requires a change in the 

management of computer resources because attainment of fair-use requires that resource 

management be performed in a more fine-grain manner. 

Through experimentation it was found that the resource management model used by 

the Mach microkernel was significantly poorer than the one used by the monolithic BSD 

kernel. Also identified were two reasons for this result. First, Mach had a substantially 

larger cache footprint than BSD. Second, Mach's network subsystem was implemented in 
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a user-level network server, thus it was not able to exploit the TLB entries loaded by the 

kernel. Additionally, once load was introduced, even BSD's cache efficacy began to suffer. 

These results suggested three general rules for network subsystem design which is 

focused on fine-grain resource management: (a) support efficient TLB utilization; 

(b) maintain sensitivity to the effects of context switches; and (c) minimize the 

opportunities for buffer access self-interference. In response to the observation that TLB 

usage has such an important impact, operating systems should be designed to minimize 

TLB misses. Cache utilization can be improved by bringing incoming network data into 

the cache as late as possible. Additionally, tasks should be scheduled for execution in a 

manner that is sensitive to the state of the cache. Generally, task memory access benefits 

when memory buffers are managed in a manner that minimizes self-interference (e.g., 

BSD network liD buffers are managed LIFO). Cooperative management of memory 

buffers minimizes self-interference by taking into account buffer access patterns. 

The Chimaera network interface design achieved two goals: (a) to provide sufficient 

integration with the underlying hardware and operating system software to support 

fine-grain resource allocation techniques; and (b) to achieve a design that insures effective 

availability of incoming network bandwidth to user-level tasks. The prototype 

implementations demonstrated that these goals are realizable. 

PathFinder classification tags provide the basis for a fine-grain resource 

management system for network liD; arriving packets are identified as to their user-level 

location, priority level, or membership in a collection of cooperating tasks. When 

implemented at the lowest level PathFinder provides efficient allocation of resources 

without substantial cost transfer to the operating system, thereby improving the system's 

fairness in resource allocation. Since the data intended for cooperative tasks can be 

identified, scheduling strategies can be put in place to maximize cache efficacy. 
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Based upon classification tags, Simple Router provides a means to transfer data 

effectively from a network interface to main memory without constant processor 

intervention. This also contributes to fine-grain resource management and cache efficacy 

by decreasing the effects of data movement on the cache. Application Specific Routers 

offer techniques to increase this improvement. Operations that have substantial resource 

allocation costs or poor cache effects can be improved through Application Specific 

Routers. 

5.1 Contributions 

The contributions of this dissertation focus upon the interplay of operating system 

structure, application data use, and networking in affecting fair-use of a computer's 

resources. These contributions consist of: 

• a survey of the negative effects that architectural advancement and user environment 

changes have had upon operating systems' guarantees of fair-use resource allocation; 

• an elaboration of collections of cooperative tasks as the basis for a resource allocation 

and management strategy; 

• the construction of an analogy between evolutionary psychology and resource man

agement between cooperating tasks; 

• the identification of the need for finer grain resource allocation to support efficiently 

collections of cooperative tasks; 

• experimental results indicating that the current model does not provide support for 

efficient cache utilization by one set of cooperative tasks (Le., the network subsystem); 

• the identification of three general rules for improving the cooperative behavior of net

work subsystems; and 

• the design of a high-bandwidth network interface that provides explicit support for 

efficient resource allocation and management among cooperative tasks. 

These contributions are based upon two key observations. First, increased resource 

allocation efficacy and fairness can be achieved by the identification of collections of 

cooperative tasks. Each collection can benefit from resource allocation policies which are 
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aware of their cooperative behavior. Second, as network I/O provides a prime data channel 

for application programs, classification of network data in terms of its owning cooperative 

tasks provides opportunities for efficient resource management. Early classification 

supports the greatest fidelity in resource allocation and management. 

5.2 Future Work 

While this dissertation identified and focused upon a single collection of cooperative 

tasks, those consisting of the network subsystem, there are other collections of cooperative 

tasks with both different cooperative behaviors and different resource utilization 

requirements. Research focused on these collections would involve examination of 

additional architectural features (e.g., disks, serial devices). Collections of tasks involved 

in window management systems, course- and fine-grain parallel programs, and other 

subsystems within the operating system might benefit from a detailed examination of their 

cooperative behaviors. Detailed examination could lead to the validation of a general 

strategy for managing cooperative task resource utilization. 

Empirical cache studies generally are difficult to conduct because they are based 

upon a specific workload model. Development of a workload model, in itself, is a major 

undertaking. Extensions of this work could focus in two directions. First, the network 

subsystems cache behavior could be examined under additional workload models (e.g., 

through the utilization of various network fabrics, by varying background load). The 

network subsystems on other architectures, or based on different protocol stacks, also 

could be scrutinized. Second, a cache study could focus on a different set of cooperative 

tasks (e.g., a window management system). The cache is only one of a number of 

architectural features available for examination with cooperative tasks. CPU scheduling 

techniques could be examined to increase their efficacy within cooperative environments. 

Development of Chimaera was limited to prototype implementations verifying 

proof-of-concept. Implementation of software PathFinder provides a classification 
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abstraction enabling the development of new resource allocation and management 

functions. Efficient user-level protocol stacks, Fbufs, and Scout all require an efficient 

classification mechanism. Additionally, software PathFinder's trade-off of increased setup 

costs for decreased lookup time should be evaluated in an actual system under load. 

Routers, either simple or application specific, are best implemented in hardware; to be 

efficient they require direct access to the bus and physical memory system. 

Implementation of a simple Router would verify the importance of off-loading most 

interrupt handling and data movement from the CPU. Application specific routers that 

provide hardware assistance in the processing of incoming data present a number of 

research opportunities (e.g., identification of what functions such devices could provide; 

and development of the communication infrastructure between the device and the 

application). 
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