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1 Introduction

This document provides an overview of hidden Markov Models (HMMs). It begins with some

probability background, including some descriptions of algorithms used in implementing HMMs.

Hidden Markov Models come from a class of systems endowed with probabilistic properties that

make it useful for modeling situations in which the modeler lacks a full specification of the system in

question, but has data generated by the system. This is not altogether di!erent from a car mechanic

attempting to understand an automobile motor by studying the emissions from the tailpipe and

the response to acceleration, both without ever having peeked under the hood of the vehicle.

To construct a theory of hidden Markov models, we first construct a theory of Markov chains;

this section assumes an elementary knowledge of probability theory and univariate calculus. The

subsequent two sections describe in detail two applications in particular; one in population genetics,

and one in computational linguistics. This document is not meant to serve as a comprehensive

text on HMMs, or on Markov models: for more technical discussion of HMMs with with many

excellent examples, the reader is referred to [2].

2 Theory of Markov Chains

Consider an sample space S representing the possible outcomes of an experiment (more formally, a

random trial). Define a function X : S ! ", which maps events to an observation space ", where

" is a subset of Z or R. This defines a random variable over the observation space. Suppose that we

have a sequence of random variables {Xn} indexed by a set T (“time”); we thus introduce a system

called a stochastic process. We call such a system a discrete-time stochastic process if T " Z, and

if we index on an interval in R then the stochastic process is a continuous-time stochastic process.

A stochastic process is typically intractable until we apply some structure to it. The assump-

tions that impose a desired structure normally come from the phenomenon that is to be modeled.

The simplest assumption is to demand that the random variables be independent from each other.

This assumption greatly aids probability calculations since the probability of a sequence of obser-

vations reduces to multiplication of individual probabilities of observing states. A related class

of processes are those endowed with the Markov property. This structure restricts our focus to

stochastic processes where the distribution of a given state depends on the entire past history of
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states only through the most recent state, a notion that we can express probabilistically as

P (Xn = xn|X0 = x0, X1 = x1, . . . , Xn!1 = xn!1) = P (Xn = xn|Xn!1 = xn!1)

A certain variety of Markov chains are time-homogeneous; that is, the chain transitions from

one state to another with a fixed probability. If the state space has n elements, this property allows

us to describe a probability transition function as an n# n matrix

p(x, y) = P (Xi = y|Xi!1 = x) 1 $ i $ n.

Note that if the chain has a countably infinite number of states, then the matrix is of infinite

dimension.

Transition functions have two defining properties. Firstly, the sum of all probabilities from a

present state x to another state y is 1:

!

y"S
p(x, y) = 1.

Secondly, the transition function is nonnegative:

p(x, y) % 0, &x, y ' S, &x ' S

Markov chains also possess an initial distribution function over each x ' S, written as !0(x) =

P (X0 = x). This function is very similar to the transition function in that it must be nonnegative

for each x and must cover a total probability of one:

!0(x) % 0, &x ' S and
!

x

!0(x) = 1.

The Markov property allows us to turn probability calculations into matrix operations. Define

the transition matrix P = [p(x, y)] where p(x, y) is the probability transition in the xth row and

yth column. One calculation of interest is the probability that a chain will transition from a current

state xi to another state xj in n steps; this is appropriately called the n-step transition probability

function and is denoted as

p(n)(x, y) = P (Xi+n = x|Xi = y)

This calculation corresponds to the xth row and yth column entry of the matrix computation Pn.
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Various other properties of Markov chains are relevant to us here. They include:

• irreducibility - irreducible Markov chains are those with a single communicative class for a

state space. This means that any state in the chain can be reached from any other state in

a finite number of steps. This is given mathematically as &x, y, (n such that p(n)(x, x) > 0.

• aperiodicity - aperiodic chains have a set of possible return times whose greatest common

divisor is 1. Mathematically, that is given as gcd {n : p(n)(x, x) > 0} = 1.

• recurrence - this is a set of related properties of a state with respect to a chain. A state x is

transient if there is a positive probability that the chain will never return to x; that is, the

return time Tx is infinite. Nontransient states are called recurrent states; if the mean return

time is finite, then the state is positive recurrent, whereas states that have an infinite mean

return time are called null recurrent. States from which it is impossible to leave are called

absorbing states; in this case, p(x, x) = 1 and p(x, y) = 0 for x )= y.

• ergodicity - ergodic Markov chains are chains where each state is both aperiodic and irre-

ducible.

Ergodic Markov chains are subject to the Ergodic Theorem, which states that a unique equilib-

rium solution (or limiting solution) ! exists with all entries positive and limn#$ p(n)(x, y) = !(y).

Markov chains are excellent tools to use in modeling natural phenomena due to the rich the-

ory behind them and their ubiquitous applications. A few examples are provided below. These

examples are modified from [10] and [5].

Example 1: (Simple one-dimensional random walk) Consider a series of random variables

X1, X2, . . ., where each Xi is either -1 or 1. Then set Sn :=
"n

i=1 Xi. Each Sn is a random

variable, and if we start at some m ' Z, then {Sn} models a simple random walk around m. If

instead we allow for each Xi to be drawn from the set {*1, 0, 1}, this forms a sticky random walk.

Example 2: (Wright-Fisher Model of Genetic Drift) Consider a population of n organisms

from some diploid animal or plant species. Diploid organisms carry two copies of a gene at a

genetic locus, which can take two forms (or alleles) a1 and a2. At each generation, the population

reproduces itself by sampling 2n genes with replacement from the current pool of 2n genes. Denote

the number of a1 alleles at generation n by Zn. Then {Zn} is a Markov chain where each state is

the number of a1 alleles in the population. The chain possesses a binomial transition probability

matrix given by

p(j, k) =

#
2n

k

$#
j

2n

$k #2n* j

2n

$2n!k
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Example 2.1: (Wright-Fisher Model with Selection) Consider some s > 0. If we want to

incorporate selection forces into the previous process, then we write

p(j, k) =

#
2n

k

$#
(1 + s)j

2n+ sj

$k # 2n* j

2n+ sj

$2n!k

Then the allele a1 is favored with odds 1 + s : 1.

For a continuous time Markov chain the ideas are similar. Using a real-valued t as the index,

we have that for times t1 < t2 < · · · < tn < s < t and states x1, . . . , xn, x, y,

P (Yt = x|Ys = y) = P (Yt = x|Ys = y, Ytn = xn, . . . , Yt1 = x1)

Given an ergodic continuous-time Markov chain, we can find an embedded Markov chain by sam-

pling in the manner prescribed above. If the intervals are regular with length ", then the resulting

chain is called a "-skeleton. Sampling at irregular intervals gives us a jump process (of which a

"-skeleton is a specific example). To find another embedded Markov chain, define jump times

#1, #2, . . .. The resulting series of random variables Y!i is a discrete-time Markov chain and rep-

resents an instance of a chain embedded into a continuous-time Markov process. The Structure

Theorem asserts that for continuous time Markov processes, the time #i to a jump from one state

to the next is independent of the random variable Y!i at that time. Furthermore, the probability

of that jump is given for a continuous time Markov process {Yr} as

P (#i > t|Y!i!1 = x) = e!"(x)t

where $(x) is a function on S. The Structure Theorem essentially gives us the method by which

we can sample from {Yr} at times #1, #2, . . . to obtain a discrete-time {Xi} where Xi = Y!i for

every i. The time spent at each Xi is distributed exponentially with a rate dependent on the state.

The length of time spent at Xi and the state to which it jumps are independent. Formally, this is

given as Px(#1 > t, Y!1 = y) = Px(# > t)Px(Y!1 = y). This will prove useful when we discuss our

genetics model.

We provide more examples, this time on continuous-time Markov chains, adapted from [5] and

[13]:

Example 3: (Yule process) This is an example of a birth process attributed to G. Yule. Birth

and death processes are important examples of continuous-time Markov processes. Consider a

population whose members can give birth to new members but cannot die. If each member acts
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independently of the others and takes an exponentially distributed amount of time, with mean

1/$, to give birth, then if Yt is the population size at time t, then {Yt} is a pure birth process for

time t % 0 with $x = x$ and n % 0. This models a process in which births occur in a population

consisting of x individuals, each giving birth at an exponential rate $.

Example 4: (Moran model, two alleles, with mutation) Consider a genetic model with 2N

haploid individuals at a locus with two alleles, a1 and a2. Denote the number of alleles of type a1

at time t by Xt. The process remains in a state for an exponentially distributed length of time

with exponential parameter $. At the transitions, one individual is chosen to die and one is chosen

to replicate with the possibility of mutation. Set u := P ({A1 ! A2}) and v := P ({A2 ! A1}).

Then the Markov model is given as

p(i, i* 1) = {i(2N * i)(1* v) + ui2}/(2N)2;

p(i, i+ 1) = {i(2N * i)(1* u) + v(2N * i)2}/(2N)2;

p(i, i) = 1* pi,i!1 * pi,i+1.

3 Hidden Markov Models

The variety of Markov chains that most interests us, and the one that will receive all further dis-

cussion, is a hidden Markov chain. Hidden Markov chains incorporate both missing and observed

data, where the missing data are the sequence of states visited by the chain and the observations

provide partial information about the missing data. The observed data are probabilistically depen-

dent on the missing data; the hidden aspect is the state sequence through which the chain passes.

More explicitly, consider two series of random variables, X1, X2, . . . , Xn and O1, O2, . . . , On, where

each Xi denotes a state of the hidden chain and Oi is an observation on the state Xi. We wish to

calculate the probability P (O1 = y1, . . . , On = yn) without explicitly enumerating all the Xi. To

do so, we require three elements:

1) the initial distribution !0 of the first state of the chain X0

2) the transition probabilities p(j, k) = P (Xi+1 = k|Xi = j)

3) the emission probabilities %(y|j) = P (Oi = y|Xi = j)

We note here that (3) implies that O1, . . . , On are independent given X1, . . . , Xn and that Oi

depends only on Xi. Also, while there is no reason why the hidden chain cannot be continuous,

we will restrict our focus to discrete hidden Markov chains.
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The utility of HMMs is best emcompassed by the ease for which we can calculate their param-

eters. Currently, four such algorithms enjoy frequent use. They are:

1) the forward algorithm, which calculates the likelihood of a parameter set based on the ob-

served data;

2) the backward algorithm, which is combined with the forward algorithm to calculate the pos-

terior distribution of the hidden state at each observation;

3) the Baum-Welch method, which can calculate maximum likelihood estimates on emission

data alone; and

4) the Viterbi algorithm, which computes the sequence of hidden events that is most likely, given

the model parameters.

What follows is a simple discussion of the forward-backward algorithm, as adapted from Rabiner’s

work in [12].

Denote the probability of the partial observation sequence O1, . . . , Ot and the state Xt at

time t given model parameters $ as &t(i) = P (O1, . . . , Ot, qt = Xi|$). The forward-backward

procedures solves for this variable inductively, using three steps. First, we initialize the variable as

&1(i) = !ibi(O1), where 1 $ i $ N . This is the joint probability of state Xi and initial observation

O1. We then induct:

&t+1(j) =

%
N!

i=1

&t(i)aij

&
bj(Ot+1), 1 $ t $ T * 1, 1 $ j $ N.

The induction is based on the fact that the state Xj can be reached by any other state; this is

noted by the jump aij . We sum over the probability that &t(j) is reached from state i, where i

ranges from 1 to N . We multiply this sum by the probability bj(Ot+1) that we see the partial

observation sequence O1, . . . , Ot+1, thus arriving at the joint probability of state Xj and Ot+1. To

finalize the algorithm, we sum the T th instance of &t over all states to obtain

N!

i=1

&T (i) = P (O|$)

This calculation is fast, on the order of N2T steps. Compare that to direct calculation - essentially

an enumeration of each possible state transition at each observation - which, as Rabiner argues, is

a calculation on the order of 2TNT steps, a number which increases very quickly. Calculating the
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backward variable 't(i) = P (Ot+1, . . . , OT |qt = Xi,$) is done similarly, only now the calculation

starts at t = T and decrements towards 1. The algorithm is:

1) Initialize:

'T (i) = 1, 1 $ i $ N

2) Induct:

't(i) =
N!

j=1

aijbj(Ot+1)'t+1(j), 1 $ i $ N, t = T * 1, T * 2, . . . , 1

3) Terminate:

P (O|$) =
N!

i=1

'1(i)

This too is a calculation of order N2T .

To illustrate a concrete hidden Markov chain, consider the following simple example:

Example 5: John and Bill are friends living in di!erent cities, and they talk each day on the

phone. John is unaware of the weather in Bill’s city, but has a general idea and tries to infer

the weather based on what Bill does on a given day. Let us suppose that John asks about Bill’s

activities for the day, which are either walking outside or cleaning inside (John does not do both on

any given day). Fortunately, Bill’s city is easy to model because it has only two kinds of weather:

rainy days and sunny days. Modeling this situation requires the following parameters:

• the initial probability !0 of sunny and rainy weather

• the probability transition P from sunny to rainy weather, and vice versa

• the probability distribution of Bill’s activities for rainy days and for sunny days

Our observation chain is given as {Oi}, and our hidden chain is {Xi}. Define our events as

S = sunny day, R = rainy day, W = Bill walks, and C = Bill cleans. . Clearly, &1(S) = 0.7, and

&1(R) = 0.3. Suppose that the chance of a sunny day p0(S) is 0.7, whereas the chance of a rainy

day pR is 0.3. Thus our initial distribution is given as the vector !0 = [p0(S) = 0.7, p0(R) = 0.3].

Sunny days tend to beget sunny days, so denote the transition vector from a sunny state to another

state (either s for sunny or r for rainy) as p(s, s) = 0.9 and p(s, r) = 0.1. Denote the corresponding

(but unequal) transition from a rainy day to another day as p(r, r) = 0.6 and p(r, s) = 0.4. Finally,

suppose that Bill walks on sunny days with probability 0.8 and on rainy days with probability 0.2
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(he stays indoors otherwise); these are the emission probabilities, or the observed states. We have

fully specified a model here. Let’s suppose that Bill tells John that he went walking today. By

Baum’s forward algorithm, the probability that the day was sunny is simply given by the initial

probability distribution; ergo, the day was sunny with probability 0.7.

Now let us suppose that Bill reports three consecutive sunny days. We can compute the

probability of this sequence recursively. Denote each of the three states by &1(j),&2(j), and &3(j)

for the event j = S or R. Then Baum’s algorithm says that

&2(S) =
!

j

&1(j)%1(y1|j)p1,j,S

= &1(S)P (O1 = y1|X1 = S)P (X2 = S|X1 = S) + &1(R)P (O1 = S|X1 = R)P (X2 = R|X1 = S)

= (0.7)(0.8)(0.9) + (0.3)(0.2)(0.1) = 0.504 + 0.006 = 0.51

&3(S) =
!

j

&2(j)%2(y2|j)p2,j,S

= (0.51)(0.8)(0.9) + (0.49)(0.2)(0.1) = 0.377

The resulting probability of the sequence P (S, S, S) is given by &3(S). This model is easily pro-

grammable for simulations; languages like Python or Perl are ideal here. A simulation would reveal

that long stretches of sunny days - commonplace events in during the summer in cities like Los

Angeles or Tucson - are surprisingly improbable, even if Bill were to walk every day.

4 HMMs in Genetics Models

Here we decompose one kind of hidden Markov model used in genomics research. This kind of

model is designed to read genetic data from a chromosome, usually in the form of single nucleotide

polymorphisms, or SNPs. Afterwards, the model translates the data into an inference on the

ancestral state of each SNP. At each SNP, or locus, we observe one of two possible alleles a1 and a2

corresponding to two possible states for each allele. When modeling DNA, the states come from

the set {A,G, T,C}.

The connection to HMMs should be clear: we have a set of observations on the genome and a set

of ancestries hidden behind haplotypes at each locus of interest. Such models allow geneticists to

perform ancestry calculations on the genome with reasonable speed and e#ciency, but not without

drawbacks. The SNP data are previously assumed to be independent, which is not precisely the case

here; as the SNP density in the sample increases, we must account for linkage disequilibrium (LD)
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in the sample, in which groups of SNPs are loosely associated with each other due to the process

of recombination that reproduces these alleles at each generation. To complicate matters, the rate

of recombination varies over the genome, meaning that the rate between two loci might be much

higher than that between two di!erent loci. This highlights the need to measure recombination

between two loci. We can measure this in two ways. The first distance describes the rate of the

genetic divergence between two populations in a species given in units of Morgans. One Morgan

corresponds to the mean number of recombination events between two loci, drawn from a Poisson

distribution with parameter $ = 1. The second distance is simply the number of base pairs between

two loci. The issue of recombination rates notwithstanding, HMMs tend to approximate genetic

ancestries resonably well and facilitate the computation of ancestral inferences.

We begin with a model first set forth by Tang in [18]; this has laid the groundwork for further

models found in [14] and most recently in [11]. Tang begins by assuming that genotype are

available at each of T linked biallelic SNPs. Her model also demands that the recombination

distance dt = {2, 3, . . . , T} in Morgans is known. Since recombination events are hidden, we cannot

know precisely if one has occurred between two SNPs; however, we can find the probability that

no recombination events have occurred between consecutive SNPs; this is given by the Structure

Theorem as e!d! where # is the time since admixture in units of generations. In addition, Tang’s

model demands that the data be phased, a term which means that the lineage (paternal, maternal)

of each allele is known; in the case where the genotyped individual and each of that individual’s

parents are heterozygous at a locus, the phase is normally ambiguous but possible to estimate.

Note that the recombination distance need not be equal between each SNP; that is, a Markov

chain modeling the ancestral states of SNPs is not necessarily time-homogeneous. Here is where

our trick described previously will come into play; this applies more generally than the Tang model,

but is nonetheless important to consider since our data are not continuous. By constructing an

embedded chain from a continuous-time Markov chain, we form a chain that is inhomogenous in

discrete time; this models our SNP data.

To do this, consider a continuous time Markov process with k possible states. Sample at

d1, . . . , dN the positions between each SNP in Morgans. Then for each m, denote by Xm the

observation Ydm . Then the chain {Xm} is a discrete time-inhomogenous Markov chain. Taking

{Xm} from the continuous time-homogenous Markov chain {Yd} allows us to employ the Structure

Theorem, which states that:

PX(X! = j, # $ d) + t(i, j) = 1* e!"(i)d

9



where $(i) = g describes the jump rate at state i is the number of generations since admixture,

t(i, j) = !(j) is the transition function from i to j, and d is the distance in Morgans.

Tang models the inheritance on a chromosome by using four Markov chains, which come in

linked pairs. Denote by {Op
t }Tt=1 the chain of observed observations that are paternally inherited,

and denote by {Zp
t }Tt=1 the chain of hidden ancestral states, also inherited paternally. We denote

the maternal counterparts by {Om
t }Tt=1 and {Om

t }Tt=1, respectively. Tang uses these to create a

Markov switching model of 1st order; unlike normal HMMs, where the observations are independent

of each other, Tang adds one order of dependence on the previous state. Thus the observation

chain becomes a genuine Markov chain, one which is coupled to the hidden chain. Tang calls

this model a Markov Hidden Markov Model (MHMM) to highlight this important di!erence. We

describe this linked chain mathematically as

P (Op
t |Z

p
1 , . . . , Z

p
t!1, O

p
1 , . . . , O

p
t!1) =

'
()

(*

P (Op
t |Z

p
t , O

p
t!1) : Zp

t = Zp
t!1

P (Op
t |Z

p
t ) : otherwise

Figure 1: A visual comparison of an HMM (a) versus an MHMM (b), taken from Tang et.
al [18]

A similar result holds for the chains for maternal inheritance. Note that the statement above

is simply stating a fact about an observation: the probability of an observation, conditioned on
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all previous hidden states and all previous observations, has two possibilities (a) and (b). The

probability in (a) says that the observed state is dependent only on the corresponding hidden

state and the previous observed state (the ”Markov” addition to MHMM - see Figure 1). This

probability occurs whenever the hidden state makes a trivial transition; that is, an observation relies

on the previous observation whenever the ancestry has not changed. In this case, the probability is

proportional to the ancestral two-marker haplotype frequency. However, if the ancestry changes,

then the observation now relies only on the corresponding hidden state. More explicitly, the

probability statement simply says that the observations in the same ”ancestry block” - series of

SNPs with the same inheritance - are dependent on the previous observation, but that dependence

disappears when the ancestry switches to a new block.

Tang’s model requires three sets of parameters, encapsulated as $ = {A,',!}. ! is the initial

distribution of states, A = {At} are the transition matrices, and ' = 't are the emission probabili-

ties. She adopts the same initial states and transition probabilities as those of Falush [6]. As Falush

formulates his model, the initial distribution is given by P (Z1 = i|!) = !(t) for i ' {1, 2, . . . , N}

where a multinomial probability vector ! represents the genomewide admixture of the individual.

Then, for t ' {2, 3, . . . , T}, and given a distance measure dt in Morgans,

Aij(t) = P (Zt = j|Zt=1 = i, #,!) =

'
()

(*

exp (*dt#) + !j [1* exp (*dt#)] : i = j

!j [1* exp (*dt#)] : otherwise

Let us interpret this statement. When i = j, we have no change of underlying states, so the ancestry

is the same. In that case, the transition is composed of two terms. The first term describes the

probability of no recombination (an exponential form, akin to a wait time) added to the probability

of a jump, in this case into the same ancestry. When i )= j, the transition is composed of only one

term, which is a jump; but this time, the jump is into a new ancestry.

Finally, Tang formulates the emission probabilities for each marker t as a function on four

variables. If we let i and j denote ancestral states with corresponding allele frequencies u and v,

then the emission probability at t is given by:

't(u, v, i, j) = P (Op
t = v|Op

t!1 = u, Zp
t = j, Zp

t!1 = i) =

'
()

(*

˜'j,t(v, u) : i = j

´'j,t(v) : otherwise

The emission probability is dependent on the transition of ancestral states; if i = j, then Zp
t = Zp

t!1

and 't is simply the frequency of allele v in the ancestral population j. On the other hand, when
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the ancestral state changes, 't gives the probability of seeing v at t if u was seen at t * 1, all of

this given the ancestral population j.

5 HMMs in Natural Language Processing

Hidden Markov Models also find their way into statistical models of natural language. Herein a

brief overview of their application specifically to parts-of-speech processing units is discussed.

Parts-of-speech (POS) taggers are important in preprocessing natural language. Translators

may rely on a POS tagger in order to prime the pump for accurate machine translation systems

over a corpus, or collection of real-life examples of language use (essays, sentences, soundbites,

etc.). Before the advent of HMMs, this tagging was done by hand and reviewed by hand, which

often resulted in excellent corpora but produced these corpora only with a great investment of

money and time. Current HMM models allow for relatively rapid tagging.

The pioneering work in POS tagging was the Brown Corpus [9]. The researchers who published

this book compiled 500 sample documents of 2000 words or more in 15 literary media genres in

order to obtain a corpus of over a million words. This corpus was painstakingly produced in the

1960s and culimated in the document Computational Analysis of Present-Day American English,

first published in 1967. Since then, the limits of corpora size, quality, and breadth have been

greatly advanced; in the 1980s, a parallel corpus produced for British English and designed to the

same standards as the Brown Corpus, and currently the International Corpus of English contains

many corpora gathered from the anglophonic world aggregated into one massive corpus of over 100

million words.

Interestingly, POS taggers identify far more kinds of words than one would immediately assume.

A typical English language education would provide learners with working knowledge of pronouns,

nouns, verbs, adjectives, adverbs, conjunctions, prepositions, and interjections. The Brown Corpus

used approximately 80 tags; some tagging programs have used more than a thousand (see [3]).

Using more tags permits the POS tagger to identify such grammatical essentials as case, gender,

person, animacy, plurality, possessivity, tense, aspect, and so forth.

Before we describe the role of HMMs in this field, let us start with some toy examples to

understand the general idea of POS tagging. Suppose that we want to understand the role of the

articles ”a, an, the” in English. We would begin by analyzing a document to see how these words

function. Consider the blog post by Steven Stogratz of Cornell University and The New York

Times [17]. The document discusses the ubiquity of the derivative in many natural phenomena.
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Observe the word that immediately follows the word “the” in the first 10 instances in which it

arises:

• the Depression;

• the line;

• the South Pacific;

• the guns;

• the subject;

• the overall;

• the mathematics;

• the spread;

• the zigs; and

• The subject.

The word “the” precedes two proper nouns, one adjective, and seven nouns, one of which is

pluralized. As we continued through the document, we could quickly come to the statistical

conclusion that the kinds of words that can follow the article “the” are always some form of a

special kind of linguistic structure called a determiner phrase, consisting of at least one noun

and possibly containing adjectives, subordinate clauses, and so forth. The varieties of determiner

phrases would be distributed with discrete probabilities, some of which are zero; we will never see

a verb follow an article (as in *“the awaken”) unless the verb is in a participial form (as in “the

awakening”) or has some recognized nominal form (as in “the kill”). We could do a suitable test

for the other two articles, and we would find that the distribution is very similar (but not the same

as) that of “the”.

But what about words like “awaken,” “awakening,” and “kill?” They too have distributions of

POS tags behind them, but they are vastly di!erent from “the” and from each other; furthermore,

some words can be used in completely di!erent contexts - for example, “kill” is both a noun and a

verb in di!erent contexts - so how can a string of words be analyzed without knowing for certain

what each word’s underlying POS is?

Herein lies the utility of the HMM. We can view each string as a series of states, with one

word per state, whose POS is not known (hidden) but whose written string is known for certain
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(observed). We can then use the observations to infer what each word’s POS is, and we base this

inference on the word that follows it. Such is the first-order HMM; we will discuss the function

of a trigram tagger (full second-order HMM) as first described by Thede and Harper [19], which

looks for the two words that follow a given word.

To make a trigram tagger with an HMM, we require three matrices A, B, and C. A contains

state transition probabilities, such as the probability that a noun follows a definite article. B

countains output symbol distributions, whereas C contains unknown word distributions. A special

note on C; we generate C by running the POS tagger over a “training” set, and the entires are

dependent on a set of a#xes (Thede and Harper focus on su#xes, but other word components of

morphological significance can be used here). Knowledge of each of the a#xes sj permits us to

estimate the probability that a word has the a#x sk given that the tag is tj . A#xes of up to four

characters are considered in this model, limited by two letters fewer than the length of the word;

words of fewer than four characters are not considered here. Unknown words are left as open-class.

We define A = {aijk} as

aijk(k) = P (#p = tk|#p!1 = tj , #p!2 = ti), 1 $ p $ Q

where Q represents the number of words in the sentence, #p and vp represent the pth tag and pth

word, respectively. At the sentence boundaries, p = 1 or p = 2; these are tagged with the special

symbols NONE and SOS (start of sentence). We define B = {bijk} and C = {cijk} where

bijk(k) = P (vp = wk|#p = tj , #p!1 = ti)

cijk(k) = P (vp has su#x sk|#p = tj , #p!1 = ti), 1 $ p $ Q

To estimate the most likely sequence of tags for a given sentence, Thede and Harper employ the

Viterbi algorithm and claim that the runtime is O(NT 3), where N is the length of the sentence

and T is the number of tags; they claim, that this is asymptotically equivalent to maximizing the

probability of observing the entire tag sequence. Their implementation of the Viterbi algorithm

requires defining the two variables "p(i, j) and (p(i, j) as:

"p(i, j) = max
!1,...,!p!2

P (#1, . . . , #p!1 = ti, #p = tj , v1, . . . , vp), 2 $ p $ Q

(p(i, j) = arg max
!1,...,!p!2

P (#1, . . . , #p!1 = ti, #p = tj , v1, . . . , vp), 2 $ p $ Q
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The algorithm is beyond the scope of this document, but it su#ces to mention that "p(i, j) merely

represents the probability of the most probable sequence, and (p(i, j) represents the set of tags

that constitute that sequence.

6 Concluding Statements

As has been seen, HMMs are useful and important mathematical objects, and they enjoy a more

widespread use than is described here. They are notably used in modeling partial electrical dis-

charge [4], [15], teaching a computer to follow musical scores [16], sequence and profile alignment

in bioinformatics [7], [8], [1], and various approaches in speech technology [20].
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