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Analyzing Language Change and Cue Correlation through an  

Iterated Artificial Language Learning Paradigm

 

Ethan C. Dickinson1

 

 

Abstract: Cue correlation, a phenomenon in human languages where information 
at one level of representation is correlated with information at another level, 
has been shown to have a strong interactional relationship with language 
change. A model that has been used to successfully simulate language change in 
computational studies, the iterated learning model, has shown the strengthening 
of cue correlation within a language over time. In this paper, a framework is 
established for further research into the causes and effects of cue correlation, 
using an iterated situated artificial language learning paradigm which incorporates 
the diachronic aspect of the iterated learning model and the ecological validity of 
human subjects.

1Many thanks to Andy Wedel and Dane Bell, who helped immensely with research, planning, and programming, as 
well as Roeland Hancock, who designed the training paradigm and has offered invaluable assistance.



Introduction

 

In linguistics, there are two fundamentally different frames through which one can study 

language: the synchronic view and the diachronic view. The synchronic view examines the 

current state of a language and describes the patterns and principles within it in terms of how the 

grammar is structured. The diachronic view examines the history of a language and changes that 

have taken place within it over time to explain how it arrived at its current patterns. Diachronic 

linguistics offers extra dimensions of analysis beyond what can be found by looking only at one 

time slice of a language, but is more challenging to engage in successfully because data that is 

available to synchronic explanations, such as spoken utterances and grammatical judgments, is 

not available for study over time.

One phenomenon that has been shown to exist synchronically is cue correlation. Cue 

correlation is the loose-fitting connection between information at two different levels of a 

language, such as between the sounds in a word and the morphological class it belongs to. My 

research project that this paper establishes is to examine cue correlation diachronically, using 

tools that allow for diachronic analysis of language without relying on historical data. 

The research questions I hope to answer include the following: 1) To what extent do 

speakers utilize cue correlation in language learning and use, and in what ways? 2) Does the 

correlation of correlated cues increase over time in a language? 3) Are aspects of a language 

easier to learn, and therefore more resistant to change, if they are correlated with other cues? In 

some ways, diachronic analysis of cue correlation is well established, and my answers to these 

questions are hypothesized to largely end up as replications of earlier studies. The innovation 

of my project is found in the type of cue correlation being studied, that between syntax and 



semantics, as well as the method being applied, that of an iterated artificial learning paradigm.

 

Cue correlation is a fairly frequent occurrence in the world's languages. Obvious 

examples include many systems of grammatical gender, where for some nouns the grammatical 

gender, a morphological feature, is the same as its real-world gender, a semantic feature. This 

can be taken a step further in a language like Spanish, in which the gender of most nouns is 

correlated with the final sound or sound sequence in the word. 

A more complex example, and one which includes a thorough diachronic perspective, 

is the historical past tense of English, which is discussed by Hare & Elman (1995). In Old 

English, there were several morphological classes of verbs with different conjugations, and 

class membership was highly correlated with, but not determined by, specific phonological 

facts about the verb roots, such as vowel quality and presence of consonant clusters in the coda. 

The active role of this correlation in the language is shown through phonologically atypical 

members of some morphological class which shifted into a different class where it more closely 

resembled the prototypical examples phonologically. Furthermore, the regularization of the 

English past tense corresponded with phonological changes which diminished the differences 

between morphological classes: the deletion of [h] and the vocalization of [j], for example, led 

to mergers between and among classes which were no longer marked as distinct by phonological 

information. The re-analysis of morphology after phonological changes indicates that cue 

correlation is a significant source of information for speakers. 

 

Cue correlation is also found in syntax, in addition to morphophonology. Bresnan et al 

(2004) and Bresnan & Ford (2010) showed that dative alternation in English is not as strict a 



grammatical process as has been traditionally thought. Dative alternation refers to the two 

possible correct formations of a sentence involving a double-object verb, such as the pair of 

sentences "I brought the children some toys," and "I brought some toys to the children." Some 

constructions resist dative alternation, and are generally perceived as ungrammatical; examples 

include idioms (That gives me a headache vs. *That gives a headache to me) and verbs that 

describe manner of motion (He dragged the box to me vs. *He dragged me the box). However, 

these constraints are shown to be statistical rather than deterministic, by corpus research which 

uncovers several such examples. Statistical analysis from Bresnan et al (2004), which used a 

corpus of spoken examples, shows that there are many factors which are independently and 

significantly correlated with the use of one construction over the other. This statistical data, 

along with grammatical judgments and productions from Bresnan & Ford (2010), indicates that 

speakers use cue correlation between word order and such factors as animacy, syntactic 

complexity, and discourse availability to form sentences in online speech.

Bresnan et al only offer a synchronic analysis of their syntactic cue correlation, unlike 

Hare & Elman, who used novel methods (discussed below) to give a diachronic analysis of the 

cue correlation they were studying. Part of the purpose of this project will be to examine a 

syntactic example of cue correlation through the lens of diachronic analysis, in order to extend 

some of the findings of Hare & Elman into the field of syntax.

 

 

Hare & Elman (1995), in order to simulate the historical changes which took place in the 

English tense system, used a complex computational model which is defined as an "iterated 

learning model" (or ILM). This computer model functioned as follows: a connectionist network 



is exposed to the original stimuli, a set of verbs which is frequency matched with their historical 

occurrence. After enough repetitions for the network to become very accurate on most items 

while still making some errors, the weights of the connections between words, their 

pronunciations, and their conjugations, are saved and used to create a new data set, which is then 

presented to another identical network. In effect, the first network acquires the original language 

imperfectly, and the errors and misacquisitions in this network are passed on to the next network, 

and so on down a chain of networks. 

The key property of this model is the iteration, through which errors can "add 

up" over generations based on biases in what parts of the original language are prone to 

being misacquired. ILMs, by virtue of this generational structure of implicit teaching and 

learning, simulate the cultural process by which language is actually transferred from one 

group of speakers to another over time. Also notably, since this view of language transfer 

incorporates "descent with modification," with aspects of a language which are harder to learn 

being eliminated or altered over time, it follows that languages will, all else being equal, literally 

evolve to become more learnable over time.

While Hare & Elman used a connectionist network for their iterated learning model, 

ILMs need not be computational. Scott-Phillips & Kirby (2010) gives an overview of the 

methods and results of several different implementations of ILMs, including computational 

models (e.g. Hare & Elman, 1995 and Brighton et al, 2005), mathematical models (e.g. Griffiths 

& Kalish, 2007), and human experimental models (e.g. Galantucci, 2005 and Kirby et al, 2008). 

The computational and mathematical models cited are excellent and effective experiments, in 

large part because of the accuracy of the simulations. However, by their very nature, models of 

these kinds must make assumptions about how humans learn, and the results therefore only 



necessarily reflect the outcome of these assumptions. Since these outcomes map very closely 

with real world language change phenomena, as in the case of Hare & Elman (1995)'s prediction 

of morphological regularization and Griffiths & Kalish (2007)'s emergence of compositionality, 

it's possible that their assumptions reflect those of human learners, but it isn't proven. 

Human experimental models, on the other hand, can have a much higher claim to 

ecological validity; that is, similarity between the condition of the model and the real world 

conditions surrounding natural language. This ecological validity reflects the distinction between 

computational and mathematical models on the one hand, which engineer possible solutions to 

explain language data, and human experiments on the other, which reverse-engineer the actual 

psychological solutions that humans use in language learning. As Scott-Phillips & Kirby 

describe in their overview of ILMs, there are several different types of experiments which unite 

human subjects and the iterated learning model. However, the type most clearly related to 

language change is the set-up in Kirby et al's 2008 paper, in which the iterated learning model is 

played out with a chain of human subjects learning an artificial language.

 

Artificial language learning experiments involve using a small language created for the 

experiment, and, through varying paradigms, teaching subjects this language. Artificial language 

experiments are well-established in the literature as both useful for the control they afford in 

stimuli selection (Hudson Kam & Newport, 2005 and Wonnacott et al, 2008), and as being in 

many ways equivalent to natural language stimuli (Magnuson et al, 2003). Many of these studies 

will teach subjects a language over the course of a few days or weeks, in what is called the 

training period, and then proceed to ask for grammaticality judgments and/or novel productions 

in the testing period to determine how well subjects learned various aspects of the language. 



These studies tell us a great deal about how people learn language differently in different 

conditions. For instance, in the Hudson Kam & Newport (2005) study, children were more likely 

to regularize inconsistent patterns, while adults tended to frequency match the patterns more 

accurately. Crucially, since artificial language experiments use human subjects and languages 

which have the potential to be equivalent to natural language, there is a high correlation between 

effects found in the laboratory and actual language learning..

Kirby et al (2008), as was mentioned earlier, represents one approach which is a fusion 

between an artificial language experiment and an implementation of the iterated learning model. 

The original stimuli is a simple, pseudo-randomly constructed language of 27 words representing 

a set of concepts which vary in three ways along three dimensions. The first subject in a chain 

was presented with half of the scenes repeatedly during the training phase, and then tested by 

being asked to label the other half of the scenes. Though subjects often did not realize they were 

being asked to label scenes they hadn't seen before, this was done to prevent rote memorization, 

and require subjects to generalize from a limited set of data as occurs with sentences in natural 

language. The labels obtained from the testing phase were presented as the training material for 

the next subject in the chain. In the first version of the experiment, the language increased in 

learnability, just as was predicted by other ILMs, but this occurred through systemic 

underspecification, with languages being reduced from 27 words to 5 or less by the end of a ten-

subject chain. In the second version of the experiment, homonyms were artificially removed 

from subject productions, in a pressure which mimics the need to avoid ambiguity in actual 

communication, and in this version the languages evolved to possess compositionality.

The procedure in this paper can be seen as a revision and expansion of Kirby et al's 

method in the above paper, insofar as it uses an iterated artificial learning paradigm in order to 



explore factors in language learning and language change. Having established the general nature 

of the problem to be examined (syntactic cue correlation), as well as the general method for 

accomplishing this (iterated artificial language learning), I now move on to the specific 

description of my paradigm.

 

Method

 

The method for this research project is based upon earlier work in both the iterated learning 

model and artificial language learning. To begin with, I created a small artificial language 

specifically designed to have one of two particular cue correlation configurations: one with 

no correlation, the control condition, and one with significant but not complete correlation, 

the experimental condition. The first subject is presented with one of these languages using an 

interactive computer-based artificial learning paradigm that will be discussed in more detail later. 

The subject is presented with increasingly complex sentences, and before moving to a higher 

level of complexity must demonstrate proficiency with the language thus far by completing a 

certain number of tasks correctly within a short window (such as nine out of the last ten). After 

the subject has reached a certain level of competence with the most complex sentences, their 

responses will be recorded and used as the training data for the next subject. This process is 

repeated with additional subjects, such that there will be two separate chains of ten subjects each, 

one for the uncorrelated (control) condition and one for the correlated (experimental) condition. 

Additional steps are involved, but this is the basic design of the experiment.

Beyond this basic outline, there are many facets of the experimental design that 



distinguish it from other iterated artificial language experiments, e.g. Kirby et al (2008). To 

begin with, the training paradigm in use for this experiment is a modified version of the situated 

artificial language learning paradigm designed by Hancock and Bever (2009). This paradigm 

presents a simple visual semantic world in which objects can contrast in shape, positioning, 

pattern, and color. The testing with this paradigm consists both of showing subjects a visual 

scene and requiring them to write the label corresponding to it, as well as the reverse, with a 

sentence presented which the subject then has to represent using object-making tools. This 

situated learning is more similar to real world language learning, and also introduces a less 

artificial pressure against homonyms than what Kirby et al used. Since subjects have to 

understand the sentences presented to them in order to construct the correct scene, and since 

consistent proficiency is required to advance past a phase of training, homonymy is selected 

against.

The specific artificial language consists of 12 nouns (which are shape-pattern 

combinations), 4 verbs (which correspond to the propositions above, below, left-of, and right-of), 

4 colors, and 2 object markers. 6 of the nouns are animate; their patterns are simple pictures of 

faces. The other 6 nouns are inanimate, and their patterns are dots or stripes. All of the nouns are 

consonant-final. Besides the vocabulary, there are a few significant grammatical traits. For one, 

the object in a transitive sentence must be followed by an object marker, and the object marker is 

the only indication of subject or object, as word order freely varies between subject-verb-object 

and object-verb-subject. This free word order trait is also artificially enforced on the output from 

subjects, in order to prevent the obsolescence and elimination of the object marker. Additionally, 

some nouns while in the object position have their final consonant deleted. 

The cues which are correlated in this language are animacy, which object marker is 



taken, and whether the final consonant deletes or not in the object position. In the non-correlated 

condition, 3 animate nouns take one marker and 3 take the other, and the same is true of 

inanimate nouns; also, 3 animate nouns and 3 inanimate nouns delete their final consonant, while 

3 of each do not. In this condition, there should be no indication of marker selection based on 

consonant deletion, and no indication of either of these categories based on animacy. 

Alternatively, in the correlated condition, 4 animate nouns take the first object marker, while 2 

take the second, and vice versa for inanimate nouns; also, 5 animate nouns delete their final 

consonant, while only 1 inanimate noun does. In this condition, there are strong, but not perfect, 

correlations between all three traits.

One final possible confound affecting iterated learning model experiments with human 

subjects, which this project seeks to address, is the volatility introduced into an ILM by having a 

single subject represent a generation. Language change that is shown by a chain of individuals is, 

to some extent, a product of the specific biases and inconsistencies of individuals, and in an 

iterated learning model, the extra changes a single subject introduces into a system are amplified 

throughout the rest of the chain. In order to reduce the severity of this potential confound, part of 

the procedure for this project will be to examine the chain of the experimental condition after it 

is completed, and attempt to replicate any major changes in the system with additional subjects. 

To clarify: post hoc, the stage(s) of the language identified as most unstable, as evidenced by the 

following subject introducing a large amount of new variance, will be re-presented to multiple 

new subjects. If the change in the language was predominantly caused by the instability of 

system-internal factors, then the new subjects should make similar changes to the language given 

the same stage. If the new subjects produce much less variation than the subject in the chain, 

then it is possible that the subject's individual variation was responsible for the changes.



 

Predictions and Future Work

 

The predictions which I make about the outcome of this experimental model form a direct 

response to the research questions laid out at the beginning of this paper. The first prediction is 

regarding "cue recruitment," or the strengthening of cue correlation over time. Based on the ILM 

simulation run by Hare & Elman which demonstrated an unstable system of correlations, that of 

Old English following certain phonological changes that reduced cue correlation, becoming more 

stable, and groups of cue-correlated verbs becoming more coherent over time, the prediction is 

that cue recruitment will occur. This cue recruitment will take the form of animacy, consonant 

deletion, and use of the first object marker, becoming 100% correlated, in effect regularizing the 

system. However, the prediction is that this will only occur in the correlated initial condition, 

since in this case subjects will be presented with enough significant interrelations between 

features to regularize, while in the no correlation condition, there won't be enough of a starting 

point to support regularization by cue recruitment. 

The second prediction reflects back on the question of how cue correlation makes 

connected features in the grammar more stable over time. Hare & Elman suggested that Old 

English retained its complex morphological class system for so long before beginning to change 

because cue correlation made the system easier to learn, and when that correlation was lost due 

to sound changes, the system became less resistant to language change and was simplified. In the 

same way, my artificial language has two different object markers which perform the same 

grammatical function, so one possible route of change is for one marker to get eliminated and for 

all nouns to take the same particle. The prediction, based on Hare & Elman, is that the no 



correlation condition will be faster to abandon the two-way object marker distinction, since the 

difference is simply arbitrary in the language and isn't supported by any other features, while the 

correlated condition will retain the complexity of two different markers since they are made 

easier to learn by correlations with semantic properties (animacy) and phonological processes 

(consonant deletion). A similar case could be made for the robustness of the phonological 

process, and indeed, it is likely to be more robust in the correlated condition than in the 

uncorrelated one for similar reasons.

In summary then, my predictions are: 1) Speakers in the correlated condition will utilize 

cue correlation in order to systematically increase the learnability of the system while 

maintaining its complexity, specifically by: 2) Increasing the correlation of cues over time and 

thereby regularizing the system, and 3) Retaining grammatical aspects of the language which 

would be lost without cue correlation.

 

At present, the experiment has not yet been run, and so results and further conclusions are 

not yet available. However, the project is being continued, and I will revisit this topic once data 

has been collected in order to examine and discuss how the results match up with my predictions, 

and what impact this has on our understanding of cue correlation and language change.

Frequently in the popular perception of science, most attention is paid to the outlandish 

claims, the revolutionary theories, and the most compelling new explanations. There is 

something to be said, though, for the quiet, the incremental, the replication in a new context or 

with a new method that urges the understanding of the field forward one step at a time. This 

study aims to provide additional support for the phenomena surrounding cue correlation in 

language change, through an improved method that involves a natural, interactive, paradigm, an 



iterated design that captures the essence of language transmission, an incorporation of human 

subjects to show the psychological reality of these claims, and two tweaks designed to ensure 

that speakers learn the language reasonably well and that a change in the language is due to the 

instability of the prior state rather than random factors associated with one individual. All told, 

this experiment will add convincing new evidence to the literature describing and accounting 

for cue correlation, the success of iterated learning models and artifical languages, and language 

evolution.
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