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ABSTRACT 
 
 How do we recognize that someone is thinking that the train is running late, desiring 

another cookie, or intending to make coffee? What is the cognitive process by which we come to 

attribute to another individual the belief, for instance, that Barack Obama is President? For the 

past few decades, philosophers working on Folk Psychology—i.e., those involved in the study of 

how people typically form judgments about others’ mental states—have focused largely on 

questions involving everyday attributions of mentality in terms of intentional states, like beliefs 

and desires.  What I dub ‘the New Folk Psychology’ expands on this tradition to include 

everyday attributions of phenomenal consciousness (i.e., feelings and experiences).  How, that is, 

do we come to recognize something as being capable of and having phenomenal states, like 

feeling happy or experience pleasure?  The project is organized around three core topics. 

 The first component attempts to identify the process underlying everyday attributions of 

consciousness.  This task is carried out with an eye towards addressing issues in the current folk 

psychology of consciousness debate, such as whether ordinary psychology incorporates 

something like the philosopher’s distinction between intentionality and phenomenology.  My 

work (Arico 2010, Arico, et al. 2011) advocates a model of mind-attribution called the Agency 

Model.  According to this model, whenever we represent an entity as having certain properties 

(for example, facial features), we automatically categorize that thing as an AGENT.  This 

AGENT-categorization then activates a cascade of behavioral dispositions, including the 

disposition to attribute both intentionality and phenomenology.   

 The second component concerns ways that the process underlying everyday attributions 

of consciousness might be related to psychological process involved in moral perception.  My 

work to date has focused largely on the question of how it is that we come to see an entity as a 

moral being, as something that deserves moral consideration and/or is subject to moral 

evaluation.  I argue that existing accounts of such moral perception are based on problematic 

experimental data (Arico, forthcoming).  I then propose an amended Agency Model (Arico, 

under review), according to which seeing an entity as a moral being—like attributing it 

consciousness—is a consequence of categorizing that thing as an AGENT.  I then utilize this 

cognitive picture in an attempt to explain the enduring normative ethical debate over which kind 

of mental capacity most fundamentally grounds moral standing. 
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 The third component involves folk psychological attributions of mentality to groups.  I 

argue that theorists who posit group mental states and group minds (above and beyond the minds 

and mental states of group members) are mistaken about the ordinary use and everyday 

understanding of group mental state attributions.  Contrary to many group mind “realists”, the 

empirical evidence suggests that people overwhelmingly interpret sentences attributing group 

mental states as ascriptions of mental states to some relevant subset of group members (Phelan, 

Arico, and Nichols, under review).  In light of these data, I argue for a distributivist analysis of 

everyday group mental state attributions. I then consider how this understanding of folk 

psychology impacts the philosophical debate about group minds and mental states.  In short, I 

argue against realism about (irreducible) group minds and mental states and embrace a 

distributivist picture of group mind ontology. 
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CHAPTER 1: MODELING MIND ATTRIBUTION 

 

Introduction 

How is it that we are able, with seemingly little or no effort, to recognize when another entity 

does or does not have mentality? We naturally describe cats and dogs and other humans—but not 

rocks and plants and books—as making plans or being hungry. And we ascribe or withhold such 

mental phenomena, most of the time, with very little conscious deliberation.  This raises the 

question: How do we do it? What are the cognitive, psychological processes by which we arrive 

at judgments about others’ mental lives?   

Within philosophy (and cognate fields), the term “folk psychology” is used to pick out 

that part of human cognition that underpins our capacity to ascribe minds and mental states to 

other individuals. Traditionally, the philosophical study of Folk Psychology has focused on how 

ordinary people (i.e., those without formal training in academic fields like Psychology, Cognitive 

Science, Philosophy of Mind, etc.) go about attributing mental states. Those working in this 

tradition have tended to focus primarily on intentional states, like beliefs and desires. Recently, 

though, a body of work has emerged in the growing field of Experimental Philosophy that 

focuses on folk attributions of mental states that are not considered paradigmatically intentional. 

This emerging discussion is concerned with figuring out how (and whether) ordinary people go 

about attributing mental states of qualitative experience--what philosophers call states of 

phenomenal consciousness.  

The current chapter describes some of the primary work in the existing literature and 

explores some experimental data that weigh on those hypotheses, both for and against. Finally, it 

offers a cognitive model of the processes underlying attributions of mental states, called the 

Agency Model, and considers its implications for some of the central issues in what I call the 

New Folk Psychology. 

 

Some Philosophical Background 

To appreciate the difference between the current project and the traditional debate, it is 

worthwhile to take a brief look into the history of the metaphysics of mind.  As will be seen, this 

will serve to distinguish the new project from the old, as well as elucidate one of the primary 

points of contention within the new project.   
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 In 1874, Franz Brentano offered an account of human psychology intended to identify the 

property that distinguished mentality from physicality.  Brentano, borrowing from the Scholastic 

tradition of the Middle Ages, identified intentionality as “the mark of the mental,” as the 

property that distinguishes mental phenomena from physical phenomena.  ‘Intentionality,’ on 

this account, is the property that mental states possess of being about or directed at some object 

or content. “Every mental phenomenon,” according to Brentano, “includes something as an 

object in itself.”1  To be a mental state is to have the property of ‘directedness’ or ‘aboutness.’  

And while not every philosopher of mind endorses Brentano’s thesis that intentionality is what 

makes a phenomenon mental, intentionality is widely accepted as one aspect of mentality. 

 However, since Thomas Nagel's landmark 1974 paper, philosophers have distinguished 

between the sort of mentality that concerned Brentano and another sort of mental state.2  This 

kind of mentality, ‘phenomenal consciousness’, is identified by those states such that it feels a 

certain way to be in such states: the sweetness of tasting sugar; the redness of seeing a ripe 

tomato; the pain of twisting an ankle. Phenomenal consciousness is the uniquely subjective 

aspect of mentality; it picks out the qualitative component of having experiences, of the way 

things seem to the individual.  As Nagel put it, “fundamentally an organism has conscious mental 

states if and only if there is something that it is like to be that organism—something it is like for 

the organism.”3 And, since Nagel, this distinction between intentional and phenomenal mentality 

has played a crucial role in philosophical discussions regarding the metaphysics of mind.4 

Traditional Folk Psychology 

Traditionally, philosophers working on questions about mental state attribution have focused 

specifically on the processes involved in everyday attributions of intentional mental states like 

beliefs and desires.  The central topic of the traditional debate has been whether (or to what 

                                                 
1 Brentano (1874/1973), 88. 
2 One recent movement, what Kriegel and Horgan (2013) call the Phenomenal Intentionality Research Program, 
contends that the distinction between phenomenal and intentional states is misleading. (Cf, Bourget 2010, Davies 
1995, Graham, Horgan, and Tienson 2004, Horgan and Tienson 2002, Kriegel 2007, Loar 2003, Pitt 2004, Searle 
1991, Siewert 1998, 2002, and Strawson 2005, 2008) Phenomenal Intentionality rejects the idea that intentional 
states can be “naturalized” by identifying the tracking relations between those mental states and external states of the 
world; it proposes instead that phenomenal character plays a crucial role in individuating intentional states.  While 
sympathetic to the PIRP, I will set aside any further discussion, as it receives essentially no attention in the New 
Folk Psychological literature. 
3 Nagel (1974), 436. 
4 It has been especially important to questions about the reducibility of the mental to the physical and the scientific 
understanding of the mind. See Chalmers 1996, Kim 2005, Levine 1983 and 2001, and McGinn 1989. 
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degree) attributions of mental states rely on a theory-like set of platitudes that the folk use to 

predict and explain others’ behavior, or whether such attributions stem from a process of 

imagining ourselves in the other’s shoes (so to speak). One view, called “theory theory”, posits 

that mental state attributions are based on an internally represented body of rules or principles, 

from which conclusions about others’ mental states can be inferred.  Another view, called 

“simulation theory”, posits instead that attributions are the outputs of a mental simulation 

wherein we (more or less) pretend to be the other person and simply observe what mental states 

are possessed within the simulation.  The debate between theory-theorists and simulation 

theorists has largely stagnated, with most interested philosophers opting for some kind of hybrid 

of the two theories.  

 The purpose, here, is not to settle the traditional folk psychology debate. Rather, I 

introduce the debate in order to highlight the degree to which it has tended to focus on just one 

kind of mental state attribution: namely, intentional attributions.  Even a cursory glance through 

the literature reveals a fundamental, guiding assumption within the tradition: the function of folk 

psychology (i.e., of attributing mental states to others) is to predict and explain behavior.  The 

purpose of theorizing about or simulating others' mental states is to understand why they did 

what they did or to have an idea of what they are going to do.  And since philosophical accounts 

of practical rationality--the norms governing rational behavior--deploy belief-desire pairs, 

philosophers in the folk psychology tradition have tended to assume that the only things 

necessary for predicting and explaining another's behavior is her beliefs and desires.  Whether 

the other is feeling afraid, seeing red, or experiencing pain is irrelevant to prediction; so long as 

she wants to avoid pain, and believes that the best way to do that is to lift her hand, we can 

predict that she will lift her hand. Given this fundamental assumption, the fact that traditional 

folk psychology has ignored phenomenal states is not surprising. 

However, human social interactions are not simply about predicting and explaining 

people's behavior. On the contrary, being a member of the social group often involves 

recognizing what will cause harm to others, what will bring pleasure to those we care about, 

when others are anxious or bored or scared or enjoying themselves, and so on.  Maintaining 

social relationships--whether romantic, platonic, professional, or familial--often necessitates 

judgments about what others enjoy, what makes others angry, or when others are uncomfortable, 

in addition to what others want or believe. As such, the New Folk Psychology considers the 
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processes underlying—and the philosophical implications surrounding—ordinary attributions of 

phenomenal conscious states (e.g., feeling pain and experiencing pleasure).  

 

The New Folk Psychology 

The traditional folk psychological debate has primarily revolved around the question of whether 

people attribute mental states by utilizing a theory-like body of rules or by running a kind of 

simulation. The new folk psychology remains largely agnostic on this question.  The most central 

issue in the new folk psychological debate concerns the question of whether everyday 

psychology includes something like the philosopher's distinction between intentional and 

phenomenal mental states. For parsimony, I will refer to this as the issue (or question) of a folk 

distinction.  Do people without any formal training in philosophy (or psychology or cognitive 

science) recognize, at some level, a difference in kind between intentional mentality and 

phenomenal mentality; does the psychological process undergirding everyday mental state 

attribution operate differently for each kind of mental state? Are there, perhaps, two distinct 

processes (or mechanisms) for attributions of mentality, one for intentional attributions and one 

for phenomenal attributions, or is there just one? 5   

 In discussing the issue of a folk distinction, other questions tend to arise: What role do 

moral considerations play in mind-attribution? How are such attributions affected by 

physical/bodily features? And to what extent are attributions of mentality affected by cultural 

influences?   In what follows, I will offer a brief review of the extant new folk psychological 

literature, including an overview of the interaction between secondary questions and the question 

of a folk distinction, where the various theorists stand on those questions, and the experimental 

data offered in support of those positions. Ultimately, I will defend a model of mind attribution--

the Agency Model--that uniquely rejects a folk distinction and explore how that model 

accommodates the empirical data on offer in the new folk psychology.   

 

                                                 
5 Phelan, et al. (2013) frame this issue as a question of whether people recognize (at some level) a deep discontinuity 
between intentional states and phenomenal states. I will not utilize the ‘continuity’- ’discontinuity’ terminology 
here, but the point of contention is the same: does the cognitive process responsible for mental state attributions 
operate differently for intentional states than it does for phenomenal states? 
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Arguments for a Folk Distinction 

By far, the more popular position is the affirmative, with the majority of theorists arguing for 

some kind of distinction in folk psychology. As such, the remainder of this section will begin by 

laying out the main arguments in favor of a folk distinction. This approach will not only 

introduce the logic and evidence in support of the affirmative position, but will also serve to 

highlight the interconnectedness between the issue of a folk distinction and other issues in the 

new folk psychology.   

 One of the first forays into this field of inquiry came courtesy of philosopher Philip 

Robbins and cognitive psychologist Anthony Jack.6 Robbins and Jack (2006) build on Daniel 

Dennett's influential notion of the intentional stance to develop their theory of the phenomenal 

stance.  Dennett famously argued that attributing intentional states like beliefs and desires falls 

out of a need to explain or predict an entity's behavior, particularly when teleological and 

physical explanations are too difficult or time-consuming.  According to Dennett's account, we 

have a natural tendency to utilize intentional state attributions when making sense of the world; 

in doing so, we routinely treat objects in the environment as if they are rational entities, ascribing 

them beliefs and desires that would make their behaviors7 consistent with the principles of 

rationality.  For instance, we might explain the thermostat turning on the air conditioning by 

attributing the thermostat (a) the belief that the ambient temperature has reached 79 degrees and 

(b) the belief that if the temperature gets above 78 degrees, then it should signal the air 

conditioner to turn on.  Dennett's point is not that we should be committed to the metaphysical 

reality of thermostat mentality,8 but that we have a natural proclivity to assume this stance, with 

great regularly, in our everyday interactions with the environment. 

 Robbins and Jack propose that, in addition to Dennett's intentional stance, people are also 

naturally inclined to assume a phenomenal stance towards entities in the environment. Whereas 

assuming the intentional stance falls out of the need to predict and explain behavior, Robbins and 

Jack describe the phenomenal stance as falling out empathizing with an entity and seeing it "as a 

potential target of moral concern."9 When we assume the phenomenal stance towards an object, 

we see it as the sort of thing that is capable of having phenomenal experience. Importantly--and 

                                                 
6 See also Jack and Robbins 2012, Jack, Robbins, Frieman and Meyers 2013 
7 'Behavior' is a loaded term, but that this is not the place to debate such an issue. 
8 However, see Dennett’s True Believers for a provocative thesis in the neighborhood of thermostat mentality. 
9 Robbins and Jack (2006), 70. 
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most relevant to the primary point of contention in the new folk psychology--Robbins and Jack 

emphasize a cognitive discontinuity between the system responsible for the intentional stance 

and the system responsible for the phenomenal stance: 

We noted above that the intentional stance is semantically, functionally, and neurally 

distinct from the physical stance. The phenomenal stance is distinct from its intentional 

and physical counterparts in all of these ways. (74) 

So Robbins and Jack clearly endorse what I've been calling the folk distinction, in the form of 

positing an additional "stance" involving specificially phenomenal mentality. The reasoning for 

this additional stance is not purely conceptual or theoretical, but receives some empirical support 

from abnormal and developmental psychology. Indeed, this tripartite model of cognitive systems 

suggests certain predictions about cognitive networks and related psychological deficits, 

predictions that Robbins and Jack take to be borne out by our current best understanding of 

neuropsychology. Williams syndrome, "in which visuo-spatial cognition is severely impaired but 

social, communicative, and verbal skills are relatively preserved,"10 seems to be a disorder that 

specifically affects the physical stance.  Similarly, individuals with autism spectrum disorder 

display a fairly specific deficit in social reasoning, especially with respect to predicting and 

explaining others' behaviors; in other words, a dysfunction of the intentional stance. And 

psychopaths, with their lack of affect and marked inability to appreciate others' suffering, seem 

to display a dysfunction in the phenomenal stance. The fact that these disorders manifest in the 

way that they do, with distinct and specific cognitive deficits, provides some empirical support 

for Robbins and Jack's proposal for a third stance. And support for a third stance is support for a 

folk distinction--if only tacit or sub-personal--between intentional and phenomenal mentality. 

 One noteworthy feature of the Robbins and Jack proposal is the distinctly moral 

component of both the conceptual and empirical justification of the phenomenal stance.  This 

point is especially relevant to another popular point of discussion in the new folk psychology: 

namely, the nature of the relationship between mental state attribution and moral psychology. To 

what extent, if any, is moral cognition dependent upon or involved in the process of attributing 

mentality? And if the two are involved, does that involvement include both kinds of mental state 

attribution or just one?  On this matter, Robbins and Jack are quite clear. They emphasize that 

assuming the phenomenal stance is not just a matter of attributing phenomenal states to another 

                                                 
10 Op cit., 65. 
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entity, but doing so in a way that includes empathy.  Psychopaths, they are quick to point out, are 

capable of recognizing that another is suffering, but they do so "coldly" and without sharing the 

other's pain (so to speak).  And it is this empathic, emotional sensitivity, which psychopaths lack, 

that Robbins and Jack claim constitutes our seeing others as potential objects of moral concern (a 

crucial component of assuming the phenomenal stance). Thus, the reason psychopaths are 

morally incompetent is because of their specific phenomenal stance dysfunction. This further 

implies that a typical, healthy moral psychology relies (in some part, at least) on a properly 

functioning phenomenal stance.     

 Like Robbins and Jack, Kurt Gray and Daniel Wegner have been pushing a line of 

research that both affirms a folk distinction and fundamentally connects mind attribution with 

moral psychology.  In their brief 2007 paper, "Dimensions of Mind Perception," Gray et al. 

present evidence that seems to show that people perceive minds along two distinct dimensions.  

In this study, Gray and colleagues presented participants with a series of pair-wise comparisons 

of various kinds of entities: a man, a woman, a 5-year-old girl, a baby, a fetus, a man in a 

persistent vegetative state, a frog, a dog, a chimpanzee, a robot, and God. Subjects were shown 

pictures of two of these entities and asked which of the two was more likely to possess various 

characteristics, such as the capacity to feel pain or hunger or pride, or to make plans, 

communicate, show self-control.  Gray et al. report that participants' responses seem to show that 

people attribute mentality along two different dimensions: experience and agency.  That is, 

participants' responses seem to indiciate that certain creatures/entities are seen as being capable 

of having one kind of mental state but not the other: frogs, for instance, were rated highly for 

experience (e.g., feeling pain, experiencing hunger) but lowly for agency (e.g., making plans or 

showing self-control), while God was rated highly for agency but lowly for experience. Relevant 

to the new folk psychological discussion, these categories roughly correspond to the 

philosophical categories of phenomenal and intentional states. As such, Gray et al.'s conclusion 

clearly supports the affirmation of a folk distinction. 

 Although Gray and Wegner, like Robbins and Jack, argue for an intimate connection 

between mind perception and moral psychology, there is an important difference in the details of 

this connection.  Whereas Robbins and Jack specify that phenomenal attributions are crucial for 

a healthy moral psychology, Gray and Wegner propose a model on which both kinds of mind 

attribution play a role in morality.  In a series of papers following up on their initial finding, Gray 
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and Wegner have argued for what they call the moral typecasting thesis.  Moral typecasting 

states that attributing agnecy (which is roughly equivalent to the intentional stance) is 

fundamentally associated with perceiving an entity as a moral agent, while attributing experience 

(which is similar to the phenomenal stance) is fundamentally associated with seeing something 

as a moral patient.11  The folk, on this account, not only distinguish between the two kinds of 

mentality, but also between two kinds of moral being; and these two distinctions are closely 

connected in their cognitive functions. 

 Perhaps most controversially, the moral typecasting thesis also states that these two kinds 

of moral perception are inversely-related and (more or less) mutually incompatible: "a person or 

entity perceived as a moral agent," they claim, "is less likely to be perceived as a moral patient, 

and in turn, one perceived as a moral patient is less likely to be seen as a moral agent."(505)  By 

implication, then, Gray and Wegner seem to be committing themselves to the idea that the two 

dimensions of mind perception are also inversely related.  This, or course, is a much stronger 

claim than the mere affirmation of a folk distinction, as it goes beyond saying that folk 

psychology distinguishes between the two kinds of mentality to the point of saying that one kind 

of mental atribution essentially precludes the other.12 Even amongst those who affirm a folk 

distinction, most avoid the stronger conclusion to which Gray and Wegner seem committed. 

 One of the most influential researchers in the new folk psychology is Joshua Knobe, who, 

along with co-author Jesse Prinz, established the approach of focusing on the question of a folk 

distinction through the lens of which states people are willing to attribute to groups.  According 

to Knobe and Prinz, groups make a prime case study for how people attribute mentality because, 

while the physical constitution of groups differs significantly from that of individual persons, the 

functional roles the two realize are largely isomorphic.  They reason that, if traditional 

philosophers are right in thinking that mental state attributions are based in observations of an 

entity's behavior, then people should be willing to attribute mental states to an entity that 

displays typical human behavior, even if that entity is physically very different from the typical 

human. And groups like the modern corporation fit this bill quite nicely.  With this assumption in 
                                                 
11 See Arico 2012 and chapter 2 for a more complete and more critical presentation of moral typecasting.  
12 On its face, this position is extremely tenuous. Indeed, their own data (from Gray et al. 2007) show that some 
entities (namely, adult humans) are rated highly for both attributions of agency and attributions of experience, so 
Gray and Wegner seem to be arguing against themselves.  Even on a charitable interpretation of this position--
perhaps what they have in mind is that it is difficult to think about an entity as the sort of thing that, say, makes 
plans while one is thinking about it being the sort of thing that feels pain, and vice versa--the idea seems somewhat 
strange 
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hand, Knobe and Prinz ran a series of experiments aimed at understanding how people attribute 

mentality to groups. I will discuss just two of them here, though they are the most relevant and 

representative of the studies reported. 

 In one study, Knobe and Prinz present subjets with two kinds of sentences: one 

attributing intentional states to groups, and one attributing phenomenal states to groups: 

 Intentional 

 Acme Corp. has just decided to adopt a new marketing plan. 

 Acme Corp. intends to release a new product this January. 

 Phenomenal 

 Acme Corp. is getting depressed. 

 Acme Corp. is feeling excruciating pain. 

They then asked subjects to rate each sentence as sounding 'weird' or 'natural' (7-point Likert 

scale, 1='sounds weird', 7='sounds natural').  Results show that participants judged the intentional 

attributions to be significantly more natural sounding than the phenomenal attributions.13  Knobe 

and Prinz offer a two-part explanation of this result: first, people distinguish between the 'feeling' 

(or conscious, phenomenal) aspect of, say, feeling regret, and the 'regret' aspect; second, because 

groups are capable of realizing the functional role of regret, people are actually just rejecting the 

feeling aspect of the attribution.   

 To test this hypothesis, Knobe and Prinz once again gaive subjects two kinds of 

sentences: one attributing the state of 'regret' (or 'upsetness') and one attributing the state of 

'feeling regret' (or 'feeling upset'): 

 Non-Feeling 

 Acme Corp. is upset about the court's recent ruling. 

 Acme Corp. regrets its recent decision. 

 Feeling 

 Acme Corp. is feeling upset. 

 Acme Corp. is feeling regret. 

                                                 
13 However, see Sytsma and Machery (2009) for evidence that this asymmetry is the consequence of certain states 
simply not applying to business contexts. 
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Again, subjects were asked to rate each sentence for sounding 'weird' or 'natural', and again 

results seemed to support Knobe and Prinz's hypothesis: participants rated the sentences without 

the feeling locution significantly more natural than sentences with feeling. 

 Knobe and Prinz interpret these results as showing that, while people ascribe one kind of 

mentality (intentional) according to the functional role an entity fulfills, they ascribe the other 

kind (phenomenal) based on considerations of the entity's physical composition.14  Knobe and 

Prinz, then, join Robbins and Jack and Gray and Wegner in endorsing a folk distinction.  They 

also join them in emphasizing a connection between mind-attribution and moral cognition.  

Specifically, they echo Robbins and Jack's thesis in associating phenomenal mentality 

attributions with moral psychology in general.  While intentional attributions may well be used 

for behavioral prediction, they conclude, "it seems that ascriptions of phenomenal consciousness 

are best understood in terms of their role in facilitating moral judgment." (81) 

 In an interesting follow-up, Bryce Huebner, Mike Bruno, and Hagop Sarkissian (2009) 

replicated the Knobe and Prinz results, using subjects both from the West and from East Asia. 

Huebner et al., utilizing the same methodology as Knobe and Prinz, presented mental state 

attribution sentences to students at the University of North Carolina--Chapel Hill, as well as 

(English-speaking) students at Chinese University Hong Kong. And while they observed the 

assymmetry between the naturalness of intentional and phenomenal attributions in both groups, 

they ound that the difference was significantly less pronounced in East Asian subjects.  This 

finding suggests that cultural influences may impact the way we see group mentality, though 

whether culture encourages or antagonizes default dispositions remains an open empirical 

question. 

 Justin Sytsma and Edouard Machery inhabit a unique space in the folk distinction debate.  

On the one hand, they have been extremely critical of the Knobe and Prinz studies and of the 

general position that the folk possess the philosophers' distinction between intentional and 

phenomenal states. However, on the other hand, they do endorse a kind of folk distinction.  

Moreover, they are credited with moving the debate out of the framework of group minds and 

into the framework of robot mentality.   

                                                 
14 Originally, Knobe and Prinz posited a "specific restriction" against attributing phenomenal mentality to "agents 
composed of other agents." Subsequently, Knobe has moved away from the 'specific restriction' verbiage in favor of 
an emphasis on the role that bodily considerations play in such attributions. 
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 In their article, “Two Conceptions of Subjective Experience,” Sytsma and Machery argue 

for two conclusions. First, we should reject the idea that folk psychology includes the 

philosopher’s distinction between intentional and phenomenal states.  Second, we should instead 

see folk psychology as distinguishing between mental states based on whether or not they 

possess a “hedonic valence”; some mental states are pleasant or unpleasant, while other mental 

states have no such pleasant/unpleasant feature.  They base these conclusions on data from a 

series of empirical studies involving a robot named Jimmy:  

Jimmy is a relatively simple robot built at a state university.  He has a video camera for 

eyes, wheels for moving about, and two grasping arms with touch sensors that he can 

move objects with.  As part of a psychological experiment, he was put in a room that was 

empty except for one blue box, one red box, and one green box (the boxes were identical 

in all respects except color).  An instruction was then transmitted to Jimmy.  It read: “Put 

the red box in front of the door.”  

There are two versions of the story’s ending: one where Jimmy moves the box in front of the 

door with no noticeable difficulty, and one where Jimmy receives an electrical shock upon lifting 

the box, causing him to drop the box, move away, and ignore subsequent instructions to move 

the box.  Both philosophers and non-philosophers were asked whether Jimmy (in the first story) 

saw red and (in the second story) felt pain.  And while philosophers denied Jimmy of both 

phenomenal states, non-philosopher participants affirmed that Jimmy saw red and denied that 

Jimmy felt pain.  These disparate response patterns between philosophers and non-philosophers, 

according to Sytsma and Machery, reveal that folk psychology does not utilize the same 

conception of experiential states that philosophers use. 

 In order to determine how non-philosophers understand states of subjective experience 

(such that they would ascribe a relatively simple robot “seeing red” but not “feeling pain”), 

Sytsma and Machery then presented subjects with new vignettes about Jimmy.  In one, Jimmy is 

described as also possessing a scent-detector, and the three color boxes from the original story 

are replaced by three (closed) boxes containing bananas, chocolate, or peeled oranges; like the 

original story, Jimmy is instructed to place the box containing bananas in front of the door, 

which he does without difficulty. Participants were then asked, “Did Jimmy smell banana?”  In 

another version, Jimmy is placed in the original room with three colored boxes and instructed to 

place the red box in front of the door; however, there is another robot in the room that runs into 
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Jimmy and prevents Jimmy from reaching the red box.  Jimmy eventually rams the other robot 

and, when the other robot moves away, chases the other robot around the room. Participants were 

then asked, “Did Jimmy feel anger?”  Finally, a scenario is described in which three chemical 

compounds are placed, one-by-one, under Jimmy’s scent-detector; Jimmy is then placed in a 

room containing three boxes, each with one of the chemical compounds, and instructed to place 

the box containing Isoamyl Acetate in front of the door, which he does without noticeable 

difficulty.  Participants were then asked, “Did Jimmy smell Isoamyl Acetate?”   

 Sytsma and Machery found that, while participants were ambivalent about both Jimmy 

smelling banana and Jimmy feeling anger, they were more than willing to say that Jimmy 

smelled Isoamyl Acetate.  They reason that, while people would see smelling banana as a 

pleasant experience and feeling anger as an unpleasant experience, people would have no such 

expectations for the unfamiliar isoamyl acetate compound.  Because smelling banana and feeling 

anger include hedonic properties (pleasantness or unpleasantness), on their account, people are 

not inclined to attribute such states a relatively simple robot. And since people don’t have any 

associated hedonic property for isoamyl acetate, they have no problem saying that Jimmy can 

smell it. 

 It is easy to see, then, how Sytsma an Machery inhabit a unique position in the new folk 

psychological debate about a folk distinction.  If we circumscribe the issue specifically in terms 

of whether the folk possess the same distinction between intentional and phenomenal that 

philosophers utilize--i.e., in terms of the kinds of mentality identified by Brentano and Nagel--

then Sytsma and Machery stand squarely opposed. However, if we allow some lattitude on how 

the states are distinguished, then Sytsma and Machery can be counted as members of the 

affirmative camp; just not the same distinction endorsed by Robbins and Jack, Gray and Wegner, 

and Knobe and Prinz. 

 Interestingly, Sytsma and Machery also inhabit a unique position on the issue of how 

mind attribution interacts with moral psychology.  Like Gray and Wegner, they invoke a two-

part picture of moral psychology and posit that the folk distinguish (at some level) between 

moral agents and moral patients. However, unlike Gray and Wegner, Sytsma and Machery do 

not promote a simple, one-to-one association between the two kinds of mentality and the two 

kinds of moral perception.   
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 In their 2012 paper, Sytsa and Machery present data from a series of experiments, which 

seem to show that whether we see something as a moral patient is sometimes a function of 

attributing it intentional states (or "Agency") and is other times a function of attributing it 

phenomenal states (or "Experience").  In these studies, Sytsma and Machery presented 

participants with descriptions of a species of creature (in one study, it was monkeys; in another 

study, it was aliens); in one condition, the species was described as both highly intelligent and 

very sensitive to pleasure and pain; in a second condition, the species was described as highly 

intelligent but not capable of experiencing pleasure and pain; in a third condition, the species was 

described as neither intelligent nor capable of experiencing pleasure or pan; and in the fourth 

condition, the species was described as unintelligent but highly capable of experiencing pleasure 

and pain.  Participants were then asked a series of questions about the morality of using, killing, 

and performing harmful experiments on the species.  Sytsma and Machery found that, when the 

species was a kind of monkey, people's judgements that it was more morally wrong to use, kill, 

or experiment on them tracked attributions of high phenomenal mentality ("Experience"); 

however, when the species was a kind of extra-terrestial, such judgments seemed to be caused by 

attributions of intelligence (i.e., intentional mentality or "Agency").   

 The picture offered by Sytsma and Machery, then, is somewhat more complex than those 

offered by others endorsing a folk distinction.  The folk, according to Sytsma and Machery, do 

possess a distinction, of sorts, between different kinds of mentality, and mind attribution is 

importantly connected to moral perception. However, the distinction at work in folk psychology 

is subtly and importantly different than the philosophical distinction between phenomenal and 

intentional; and the connection between the two kinds of mental attribution and the two kinds of 

moral perception is more complex and contextual than the one-to-one mapping suggested by 

Gray and Wegner's moral typecasting thesis. 

 

Objections to Affirmative Accounts  

Having laid out the various arguments and evidence affirming a folk distinction, the present 

section will run through some of the problems for and objections raised against them.  It is worth 

noting at the outset that, while these objections may raise problems for arguments affirming a 

folk distinction, that does not in itself imply a rejection of a folk distinction.  Indeed, many of 

those who have been critical of the theorists discussed above have ultimately prescribed a careful 
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agnosticism on the issue of a folk distinction.  However, undermining the apparent certainty of a 

folk distinction is a necessary first step towards defending a model of mind attribution that does 

reject a folk distinction. 

   

On Robbins and Jack 

Recall that the main source of empirical support for Robbins and Jack's phenomenal stance is the 

specific dysfunction implied by our current neuropsychological understanding of psychopathy. 

They reason that psychopathy suggests a cognitive system dedicated to phenomenal state 

attribution because it is a dysfunction noted by a distinct inability to share in others’ distress and 

suffering.  But does this lack of emotional sensitivity really affirm the folk distinction implied by 

Robbins and Jack’s thesis?  

 Recall that their phenomenal stance involves three components. The first part involves 

seeing something as capable of having phenomenal states; the second part involves being 

emotionally sensitive to others’ phenomenal states; and the third involves regarding others as 

moral beings in virtue of the moral value phenomenal states possess.  Robbins and Jack argue 

that, because psychopaths are inept at the second and third, they are incapable of assuming the 

phenomenal stance; the neuro-cognitive system underpinning the phenomenal stance simply 

doesn’t work properly.   There are two points worth noting about this reasoning.   

 First, the depiction of psychopathy that Robbins and Jack appeal to allows that 

psychopaths are capable of seeing others as having phenomenal states, even of recognizing the 

particular phenomenal states of suffering and being in distress.  As Robbins and Jack state, 

“while ‘hot’ empathy is impaired in psychopathy, ‘cold’ empathy may be more or less 

intact,”(68) meaning that psychopaths can recognize that someone is suffering, only in an 

emotionally neutral sort of way.  And this suggests that the psychological dysfunction is 

occurring cognitive “downstream” from the phenomenal state attribution (albeit, perhaps, 

immediately downstream).  But then the dysfunction of psychopathy isn’t the inability to 

recognize that someone is in distress;15 it’s what happens in normal people after such 

recognition—experiencing discomfort and negative affect at the other person’s distress, then 

                                                 
15 Indeed, popular characterizations of psychopaths tend to show them as enjoying, reveling in, or receiving 
gratification from the distress they cause in their victims.  
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feeling some moral obligation or inclination to alleviate their suffering—that fails to occur in 

psychopaths.   

 Which brings us to the second noteworthy feature of Robbins and Jack’s reasoning. In 

order for psychopathy to confirm a folk distinction, it must be the case that psychopaths’ 

insensitivity and moral disregard is specific to considerations of phenomenal experience.   That 

is, in order for psychopathy to count as showing that the cognitive system operates differently for 

phenomenal attributions than for intentional attributions, it would have to be the case that 

psychopaths are emotionally sensitive to others’ intentional states (e.g., preferences, plans, 

desires) and properly apply others’ intentional states to their moral decision-making.16  Yet there 

is no evidence that this is the case.  Indeed, one of the hallmarks of psychopathy is the tendency 

to use charm and sophisticated reasoning about another’s intentional states in order to manipulate 

others for purely selfish interests.   This disregard for others’ interests and preferences mirrors 

the emotional insensitivity Robbins and Jack appeal to in their reasoning, as does the fact that 

psychopaths are no more morally susceptible to others’ interests and preferences than to others’ 

suffering and distress.   

 Insofar as Robbins and Jack allow that psychopaths are capable of recognizing that others 

are loci of phenomenal experience, then it is not clear that their account fully supports a folk 

distinction. The fact that psychopaths are similarly insensitive to and show equal moral disregard 

for others’ intentional states (i.e., preferences, interests, desires) undermines the idea that the 

dysfunction is specific to attributions of phenomenal mentality.  And if psychopathy isn’t a 

deficit in specifically phenomenal state attribution, then it does not serve as evidence of a folk 

distinction between intentional and phenomenal mentality. 

 

On Gray and Wegner  

Gray and Wegner’s moral typecasting thesis has received a great deal of attention of late.17 And 

while I have much to say elsewhere18 on the matter, for present purposes I want only to concern 

                                                 
16 Robbins and Jack highlight phenomenal experience as the basis of moral worth, suggesting that moral perception 
is a function of recognizing a thing’s ability to suffer.  And while this reflects one long-standing tradition in ethical 
philosophy (Cf. Jeremy Bentham and Peter Singer), it ignores another long-standing ethical tradition in which moral 
standing is based in an entity’s ability to reason, form preferences, and have interests (Cf. Immanuel Kant, Joel 
Feinberg). Though Robbins and Jack do not so much argue for basing morality in phenomenal experience, it is, 
perhaps, the most philosophically controversial aspect of their account. 
17 Including a special issue of Psychological Inquiry (2012, vol 23, issue 2). 
18 Arico (2012), and Chapter 2 of this dissertation, for example. 
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myself with Gray et al.’s work on the two dimensions of mind perception.  Primarily, it’s worth 

noting that the categories of agency and experience they discuss are post-hoc categorizations 

designed to maximize the fit of response patterns into statistical models.  This results, arguably, 

in a misleading oversimplification of the experimental findings. 

 Whereas the philosophical concept of  intentionality is relatively simple (in the sense that 

it picks out the aspect of mental states being about or directed at something), the questions that 

Gray and colleagues include under the heading of agency include relatively sophisticated 

capacities: the capacity to exercise self-restraint over desires, emotions, or impulses; the ability 

to tell right from wrong and try to do the right thing; having personality traits that make it unique 

from others; the ability to convey thoughts and feelings to others; and the capacity to make plans 

and work toward goal.  These capacities go well beyond the philosophers’ category of intentional 

mentality, bringing in such complex issues as free will, individuality, and personhood.19   

 This observation has implications for the new folk psychological debate, because it 

highlights the difference between the ‘dimensions’ of agency  and experience, which Gray et al. 

are positing as psychologically real categories, and the philosophical conceptions of intentional 

and phenomenal mentality.  They simply are not the same thing, despite the impression of 

similarity suggested by the terminology.  Admittedly, the categories that Gray and colleagues 

posit subsume the philosophical concepts, but they also include a sufficient degree of complexity 

and sophistication to render them taxonomically distinct.  And it may well be the factors 

involved in that complexity and sophistication that cause people to attribute those capacities 

asymmetrically.  As such, even if one accepts Gray et al.’s conclusions about folk psychology 

distinguishing between agency and experience, we cannot conclude from their data that it 

distinguishes between intentional and phenomenal mentality. 

 

On Knobe and Prinz 

Here I will briefly rehearse objections against Knobe and Prinz that are laid out in greater detail 

elsewhere (Arico 2010).  There I raise a methodological concern with their studies; namely, I 

argue that their data are skewed by the failure to use “minimal pairs” in their stimuli.   

                                                 
19 Similarly, their experience category includes states that tend to involve a degree of higher-order processing that is 
not central to the philosopher’s conception of phenomenal consciousness. States like embarrassment and pride, for 
instance, certainly include a qualitative, phenomenal character, but they also tend to include an awareness of how 
others view one’s actions. 
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 The sentences that Knobe and Prinz asked subjects to rate were not minimal pairs, in the 

sense that the intentional state attributions tended to include contextual information about the 

situation while the phenomenal state attributions did not.  For instance: 

 Intentional: Acme Corp. is upset about the court’s recent ruling. 

 Phenomenal: Acme Corp. is feeling upset. 

As such, we cannot be certain that the differences between responses was an effect caused by the 

attribution involving phenomenal consciousness, rather than an artifact of the other sentential 

differences—namely, the inclusion of a context of attribution. 

 To test this hypothesis, I ran a series of experiments in which participants were given 

sentences that were matched in their contextual information.  Either all the sentences included 

information situating the attribution in a context, or none of them did. Participants either received 

a series of group mental state attributions in which both phenomenal and intentional sentences 

included context:  

 McDonalds is upset about the court’s recent ruling. 

 The Giants felt proud after they won the Super Bowl. 

Or they received a series of group mental state attributions in which none of the sentences 

included context: 

 McDonalds is upset. 

 The Giants felt proud. 

Like the original Knobe and Prinz studies, participants were asked to rate each sentence as 

sounding ‘weird’ or ‘natural’.  However, unlike the original studies, I observed no difference 

between naturalness ratings for intentional and phenomenal attributions.  Subjects judged 

phenomenal state attributions WITH context to sound just as natural as intentional state 

attributions with context, and they judged intentional state attributions WITHOUT context as 

sounding just as weird as phenomenal attributions without context.   

 These results suggest that Knobe and Prinz’s conclusions are not entirely justified by 

their data.  Knobe and Prinz place a great deal of weight (both in that paper and in subsequent 

publications) on their initial experimental result. Indeed, it is commonly cited as one of the 

strongest pieces of evidence in favor of a folk distinction.  Yet, arguably, what Knobe and Prinz 

were observing was not a bias against attributing groups phenomenal consciousness, but a 

preference for mental state attributions being situated in a context of some kind.  In other words, 
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people were not treating sentences differently because of the kind of mentality being ascribed, 

but because of other linguistic features.  And since so much of their justification for thinking 

there is a folk distinction turns on an apparent misunderstanding of the results, this new 

understanding of the data goes a long way towards challenging their conclusions regarding a folk 

distinction.20 

 On one interpretation of the fact that subjects in the current study rated phenomenal and 

intentional attributions nearly identically, the data merely show that adding the locution “is 

feeling”(or “is experiencing”) to an attribution does not suffice to make that attribution a 

phenomenal attribution.  On this interpretation, experimenters (myself included) have yet to 

adequately present subjects with phenomenal attributions. If this is correct and attributions with 

the “is feeling” locution are not in fact phenomenal attributions, then the conclusion drawn 

from the Knobe and Prinz and the Huebner et al. data is not in fact supported by those data. We 

cannot conclude from the observed asymmetry in judgments anything about whether the folk 

distinguish between phenomenal and intentional states, since none of the sentences presented to 

them were phenomenal attributions. On the other hand, if adding the “is feeling” locution does 

suffice to make an attribution phenomenal in nature, the affirmative conclusion remains 

undersupported by the data. That is, if attributions that include the “is feeling” locution count as 

phenomenal attributions, then the data from Arico (2010) show that, once the sentences have 

been balanced to form minimal pairs, the folk do not treat phenomenal attributions any 

differently than intentional attributions. 

 

On Sytsma and Machery 

While Sytsma and Machery reject the notion of a folk distinction that tracks the philosophical 

concepts of intentional and phenomenal mentality, they do posit a folk distinction that recognizes 

a difference between “hedonic” and non-hedonic states.  That is, they think people treat mental 

states that are pleasurable or disagreeable differently than mental states that have no such 

valence.  This, they say, is why they found that people were willing to say Jimmy the robot could 

see colors but were unwilling to say that Jimmy could feel pain. 

                                                 
20 Also see Phelan, Arico, and Nichols (2012) for additional criticisms of Knobe and Prinz’s argument, along with 
countervailing data.  There we show, not only that people treat intentional and phenomenal attributions to groups 
similarly, but that both kinds of attribution are typically understood as ascribing mentality to some relevant subset of 
group members.  This undermines a fundamental aspect of Knobe and Prinz’s reasoning for studying group 
attributions in the first place (namely, that group attributions pick out entities that lack bodies). 
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 However, Wesley Buckwalter and Mark Phelan (2012a) have challenged Sytsma and 

Machery’s positive thesis that folk attributions of subjective experience are based on 

considerations of hedonic value. Instead, they argue that what people are really responding to in 

the vignettes are Jimmy’s function, in some broadly teleological sense. According to Buckwalter 

and Phelan, people’s mental state attributions are driven by “tacit assumptions on the part of 

experimental participants about the function for which Jimmy was created.”21 The Sytsma and 

Machery results, then, would not seem to reveal a hedonic-based categorization of subjective 

experience in folk psychology, but rather to reflect the differences in Jimmy’s intended function 

across the various vignettes.   

 To test this hypothesis, Buckwalter  and Phelan devised Jimmy-vignettes of their own.  In 

one version, Jimmy—outfitted as in the original vignettes with video camera eyes, scent detector, 

wheels, and grasping arms—was created for the purpose of cleaning biomedical waste; in 

another, Jimmy—outfitted identically—was designed for the purpose of making fruit smoothies.  

In both conditions, participants were asked “Did Jimmy smell vomit?” and “Did Jimmy smell 

banana?”  Buckwalter  and Phelan report that participants in the bio-medical waste condition 

were significantly more likely to say that Jimmy smelled vomit than were participants in the 

smoothie condition, and participants in the smoothie condition were more likely to say that 

Jimmy smelled bananas than were participants in the bio-medical waste condition.  Buckwalter 

and Phelan take these data to confirm their thesis that people attribute mental states based on the 

functional roles that the system is designed to realize.   

 But if this is correct, then it seems the original Sytsma and Machery results—that non-

philosophers attributed Jimmy the ability to see colors but not to feel pain—may be due to the 

fact that the original vignettes imply Jimmy was designed for the purpose of visually identifying 

and moving particularly colored boxes (and not for anything requiring the capacity to feel pain).  

And if people are ascribing and withholding mental states on the basis of Jimmy’s design or 

                                                 
21 p. ##.  In their 2012b, Buckwalter and Phelan argue for the conclusion that the folk are what philosophers would 
call “analytic functionalists,” and use the results from the experiment presently under discussion as support for this 
view. However, their use of the term ‘analytic functionalism’ may be a bit of a misnomer.  Roughly, the original 
analytic version of functionalism (Cf, Armstrong 1968, Lewis 1972) included two components: first, mental states 
are identified by their functional roles (i.e., Functionalism); second, mental state terms should be analyzed according 
to our everyday concepts and not according to technical, scientific characterizations (as in psychofunctionalism).  
Buckwalter and Phelan (and their data) do not so much speak to the folk being analytic functionalists as they seem 
to demonstrate that teleological considerations can play a crucial and influential role in folk psychology. 
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purpose, and not in virtue of one involving some hedonic value, then Sytsma and Machery’s 

results do not confirm a folk distinct (of either kind). 

 

Denying a Folk Distinction  

As the first section laid out, a number of researchers in the New Folk Psychology endorse a folk 

distinction and offer some empirical data that seem to support that position.  Yet, as the second 

section made clear, these arguments and data run up against certain problematic considerations, 

either in the form of counter-arguments or countervailing data.  In the present section, I want to 

turn to a model of everyday mind attribution that does not include a distinction between 

intentional and phenomenal states. 

 

The Agency Model 

In “The Folk Psychology of Consciousness”, Arico et al. concern themselves with what they call 

‘the problem of other conscious minds’.  The question on which they focus—a species of the 

long-standing philosophical problem of how we determine when other entities have minds—

focuses on why it is that we find it so natural to think of other beings as having consciousness.  

While this may seem to be a new twist on an old puzzle, the authors trace the question back to 

such thinkers as Thomas Reid, John Stuart Mill, and even Augustine.  Moreover, they note, each 

of these thinkers saw the issue as being descriptive (as opposed to normative) in nature.  The 

question is not about how we should go about identifying conscious beings, nor is it about which 

methods justify or warrant our attributions of consciousness to other beings.  Rather, the question 

is, and has long been, ‘by what psychological process(es) do people typically come to attribute 

consciousness?’.   

 Traditional responses to this question have appealed to analogical reasoning and 

inference to the best explanation.  John Stuart Mill, for instance, describes the process as 

appealing to similarities between one’s own appearance and behavior and the appearances and 

behaviors of others:  

[B]y what considerations am I led to believe, that there exist other sentient creatures; that 

the walking and speaking figures which I see and hear, have sensations and thoughts, or 

in other words, possess Minds?… I conclude that other human beings have feelings like 

me, because, first, they have bodies like me, which I know, in my own case, to be the 
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antecedent condition of feelings; and because, secondly, they exhibit the acts, and other 

outward signs, which in my own case I know by experience to be caused by feelings. 22 

Robert Pargetter prefers to describe the process of everyday mental state attribution as a kind of 

abduction: “What is the nature of the inferences that we all so commonly, and rightly, make from 

certain behavioural evidence to the mental lives of other people? … these inferences should best 

be viewed as being common scientific or hypothetic inferences, or arguments to the best 

explanation.23 

 Arico et al., however, offer a dual-process model of consciousness attribution that, in 

part, more closely resembles a Fodorian module than either of these two more deliberative 

processes.  While we may appeal to all sorts of reasoning at the conscious, deliberative level 

(identified as ‘System 2’), they think, many of our immediate, low-level intuitions are driven by 

a largely automatic process (called ‘System 1’).  Their “Agency Model” specifically depicts what 

they take to be happening at the lower, intuitive level. 

 

Background Research – Dual Processing  

Given that the Agency model relies so heavily on the dual-process paradigm of human cognition, 

a brief digression into the work on dual-process theories seems in order.  The literature 

discussing dual-processing is vast, and by no means is this digression meant to be exhaustive in 

its treatment.  Rather, the current section aims merely to give an overview of prototypical 

depictions of dual-process cognition.24  Much of what is said here is shamelessly borrowed from 

the excellent summary provided by Keith Stanovich and Richard West (2000). 

 While various dual-process theories differ in the technical details, there are nonetheless 

similarities between them.  Primarily, what makes them all dual-process theories is that they each 

posit distinct paths of information processing in the cognitive system.  One path, commonly 

called System 1, processes information quickly and automatically; some posit an association-

based picture of System 125 while others describe System 1 as operating on heuristics.26  For 

present purposes, System 1 processing is typified by being computationally shallow, fast, and 

                                                 
22 Mill 1889. 
23 Pargetter 1984: 158. 
24 For more in-depth discussions of dual-process theories, see Chaiken and Trope (1999) and Evans and Frankish 
(2009). 
25 Sloman 1996. 
26 Evans 1989. 
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automatic.  This contrasts with the other path, System 2, which processes information more 

deliberatively.  Again, there is some variety in how theorists define this system, but its central 

characteristics stand in opposition to those typical to System 1.  It is typically a slow, deliberate, 

and computationally-rich process, often done consciously and with some (relative degree of) 

effort.  The Agency model put forth by Arico et al. is meant to be understood as capturing the 

System 1 process in a dual-process architecture.   

 

Background Empirical Research – AGENT Detection 

The depiction of System 1 that Arico et al. offer builds on a developmental psychological picture 

suggested by Susan Johnson (1998, 2001, 2003).  Johnson identifies three characteristics that 

dispose us to represent an entity as an AGENT (roughly, a thing whose behavior is goal-

directed): eyes, contingent interaction, and distinctive motion trajectories. These simple features, 

according to Johnson’s model, dispose us to conceptually categorize the bearer as AGENT, 

which in turn produces a cascade of behavioral dispositions: gaze-following, imitation, 

anticipation of goal-directed behavior, and the attribution of intentional states (beliefs, desires, 

etc.). 

 

Figure 1: Johnson’s Intentional Agent Model27 

 

                                                 
27 It is worth noting that the notion of ‘agent’ at work in the Johnson model (as well as that in Arico et al.) is a 
relatively elementary concept of the sort that can be held by young children. It may not correspond to any term in 
vernacular English, and may even be a pre- (or quasi-) linguistic, proto-concept, but the content can roughly be 
captured by ‘goal-directed thing’.  Importantly, it ought not be understood as or confused with the sort of 
sophisticated notions of agency that one might see in various philosophical discussions (Cf. Korsgaard, 2008).  At 
best, the present notion of ‘AGENT’ approximates a conceptual precursor to the technical notion(s) of agency at 
work in philosophical discussions concerning, for instance, free will and practical rationality. Throughout this paper, 
I will use ‘AGENT’ (in all capitalized letters) to pick out this relatively simple conceptual category. 
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Johnson develops this picture by drawing on a broad pattern of results in social and 

developmental psychology.  For instance, a representative piece of evidence for eyes serving as a 

cue for AGENT-detection comes from Johnson, Slaughter, and Carey (1998). Johnson and 

colleagues ran a series of studies with 12-month-old infants, which involved a fuzzy, brown 

object.  In one condition, the fuzzy brown object included certain facial features, namely eyes.  

Johnson et al. found that, when the fuzzy brown object ‘gazed’ one of two objects (by making a 

smooth, 45-degree turn), children in the ‘eyes’ condition were more likely to follow its ‘gaze’ 

than those in the condition where a fuzzy, brown object without eyes moved identically.   

 The studies from Johnson and colleagues also provide evidence that contingent 

interaction cues AGENT-detection.  Using a similar gaze-following paradigm, Johnson et al. 

again showed infants a fuzzy, brown object.  In one condition, the fuzzy, brown object beeped 

and flashed contingently, whenever the infant babbled or moved; in the other condition, the 

fuzzy, brown object’s beeping and flashing was equally frequent but not contingent upon the 

infant’s babbling or moving.  Again, the fuzzy, brown objects in both conditions oriented 

towards one of two objects.  Infants in the contingent interaction condition were significantly 

more likely to follow the ‘gaze’ of the fuzzy, brown object than were infants in the non-

contingent condition.  A similar effect was found when infants were shown a blob (a bright green 

object about the shape of an adult shoe that had no facial features but that beeped and moved 

around on its own) either beeping and moving randomly or beeping and moving “interactively” 

with a confederate.  Again, babies were more likely  to follow the blob’s “gaze” when the 

beeping and moving was “interactive” than when it was random.28   

 The final piece of evidence, which supports distinctive motion trajectory as an AGENT-

cue, is the landmark study from Fritz Heider and Mary-Ann Simmel.29 Heider and Simmel found 

that when viewing basic geometrical shapes (triangles and circles) moving in distinctive 

trajectories, people tend to describe the scene using mental terminology; specifically, people 

used intentional state attributions.  Since geometrical shapes themselves don’t typically provoke 

attributions of mental states, Heider and Simmel concluded that the attributions of goals and 

desires were produced in virtue of the distinctive trajectories in which the shapes traveled.  This 

conclusion is supported by the subsequent observation that when participants are shown such 

                                                 
28 Johnson 2003. 
29 Heider and Simmel 1944. 
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shapes moving in trajectories consistent with principles of linear and angular momentum, they no 

longer utilize mentalistic language to describe the scene.  These findings have been replicated 

both in adults and in children as young as 3 years old. 30  

 

New Empirical Research  

While the Johnson model limits itself to the claim that AGENT-detection provokes (among other 

behavioral dispositions) the disposition to attribute intentional states like beliefs, desires, and 

intentions, Arico et al. propose that this cognitive process is also the basis for our intuitive 

attributions of phenomenal states like feeling pain and seeing red.  Thus, they propose the 

revised Agency model, whereby the relatively simple cues described above dispose us to 

represent a thing as an AGENT, which in turn disposes a whole cascade of behavioral 

dispositions, including the disposition to attribute both intentional and phenomenal mental states.   

 

Figure 2: Arico et al.’s Agency Model 

In support of this revised model, Arico and colleagues offer evidence from a reaction 

time study, in which participants were presented with a series of object-attribution pairs and 

asked to respond (as quickly as possible) approvingly or disapprovingly.  The object-attribution 

pairs matched a variety of different kinds of entities (mammals, birds, insects, plants, artifacts, 

vehicles, natural moving objects, and natural non-moving objects) with various property 

attributions (e.g., Feels Happy, Feels Pain,  Is Living, Is Made of Metal).  Participants were 

required to provide a speeded response by pressing either a ‘yes’ button or a ‘no’ button, and 

measures were recorded for both the overt response (yes or no) and the time taken to offer the 

response.  

Arico et al. reasoned that, if the Agency model is correct, two predictions should hold: 
                                                 
30 Scholl and Tremoulet (2000) and Berry and Springer (1993), respectively. 
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first, people should be inclined to respond quickly and affirmatively to mental state attributions 

involving entities that typically display the various Agency cues (mammals, birds, and insects).  

Second, although insects have the cues that typically trigger the low-road AGENT concept, 

people also have more conscious and explicit commitments that reject the possibility of insect 

mentality. Given this higher-level commitment, a non-insignificant portion were expected to 

respond negatively for mental state attributions to insects; the AGENCY model predicts that 

those respondents would take longer to answer than when responding negatively for mental 

state attributions involving vehicles, natural objects, and plants.   

And indeed, these predictions were largely confirmed by the results.31  Confirming the 

first prediction, participants were significantly more likely to attribute mental states to 

mammals, birds, and insects than to plants, vehicles, artifacts or natural objects. Confirming the 

second prediction, affirmative responses for insects took roughly the same time as the other 

Agency-cue-bearing categories (mammals, birds, and insects), while those participants who 

rejected mental state attributions involving insects took significantly longer to do so than they 

did to reject mental states for entities that do not bear Agency cues.  As Arico et al. argue, the 

Agency cues seem sufficient for causing intuitive attributions of mentality (including both 

intentional and phenomenal states); and in cases where higher-level, conscious beliefs explicitly 

preclude attributing mentality, response times indicate that an initial inclination to attribute 

mentality must be overridden or suppressed en route to the final judgment to withhold 

mentality.  

 Relevant to the current chapter’s larger discussion, the payoff of the Agency model is an 

understanding of the cognitive processes responsible for mind attribution that does not include a 

distinction between intentional and phenomenal mentality. According to this model, dispositions 

to attribute both types of mental state are caused by categorizing something as an AGENT.  And 

the features that incline us to categorize something as an AGENT are the same in cases of 

intentional attributions as in cases of phenomenal attributions.32 And in this regard, the Agency 

model is unique amongst the proposals currently on offer in the New Folk Psychology. 
                                                 
31 With one exception: people overwhelmingly denied that plants could have the various mental states, but they 
tended to take roughly the same amount of time denying plants mental states as they did denying insects mental 
states.  See the original paper for an explanation of this datum that (convincingly) attempts to preserve the Agency 
model. 
32 Arico et al. do not discuss any connection in their model between mind-attribution and moral perception. 
However, see Chapter 2 of this dissertation (“Perceiving Minds and Moral Beings”) for a proposal of how moral 
perception and AGENT detection are related. 
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Discussion 

There are two further aspects of the Arico (2010) data discussed above, which merit additional 

attention. First, the difference between ratings of mental state attributions WITH context and 

ratings of mental state attributions WITHOUT context was only significant when those 

attributions involved groups. Second, although group attributions WITH context were rated 

significantly more natural than those WITHOUT context, they were nonetheless still rated as 

significantly less natural than corresponding attributions to individuals.   

 The fact that only ratings of group attributions were affected by the addition of context is 

interesting because it seems to reveal a functional component of the cognitive process underlying 

attributions of psychological states that has received little, if any, attention in the recent 

literature: a context effect. Admittedly, effects from adding contextual information are nothing 

new to either psychologists or philosophers, and if all that Arico (2010) was trying to show was 

that attributions of consciousness are subject to the same effects as attributions of tallness or 

flatness, it would be of little (though probably not no) interest. However, what makes these data 

especially noteworthy, and what calls for some sort of explanation, is that only attributions to 

certain entities—namely, groups—seem subject to the context effect. The interesting point, the 

point that requires some sort of explanation, is that attributions of psychological states to 

individuals are so robust, so immune to context effects, while attributions of psychological states 

to groups are so fragile and easily affected by context.  The Agency Model offers such an 

explanation. 

 In general, groups do not display any of the typical AGENT features: while the 

component individuals in a group certainly possess eyes, move in certain trajectories, and 

contingently interact, the group qua collective entity rarely appears to have a pair of eyes, or to 

move in a distinct trajectory, or to contingently interact (especially those groups that we rarely 

observe directly at all, such as the more abstract variety: nations, corporations, bureaus, 

departments). And in the absence of these features, the cognitive mechanism is such that we are 

not typically disposed to attribute mental states. Thus, in general, groups are not the sorts of 

things that dispose us to attribute to them the ability to have (either phenomenal or 

nonphenomenal) mental states. However, on those rare occasions when groups do appear to 

possess one of the AGENT-triggering surface characteristics, we see a willingness on the part of 

observers to attribute mentality. Paul Bloom and Csaba Veres (1999), for instance, showed 
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subjects animations in which clusters of shapes moved in specific motion trajectories, which 

were similar to the motions of individual shapes in the original Heider-Simmel (1944) illusion. 

They found that subjects in their experiment used the same kind of intentional language to 

describe the motions of clusters of shapes as is often used to describe the motions of individual 

shapes (e.g. “‘The blue dots would not let the green rectangles pass. However the green 

rectangles did not seem to mind and didn’t try that hard. […] The blue dots seemed frustrated by 

this and still tried to get to the green rectangles.” (Bloom and Veres, B8)). So, when groups are 

small enough and arranged so as to be seen to move uniformly and in specific ways, they seem to 

trigger our AGENT detection process. Certain kinds of groups, then—such as bands, sports 

teams, classes, etc.—might be more easily thought of as possible loci of conscious experience 

than large groups like corporations and countries would be. 

 Now, most of our everyday experiences of the kind of surface features mentioned above 

involve other individuals, so it is fairly natural to think of individuals as AGENTs. It is less often 

that we encounter those cues as involving large groups (where the group is understood distinctly 

from the numerous individuals composing it), so it is less natural to think of groups as AGENTs. 

As instinctual attributions of consciousness go, then, we should expect just the kind of disparity 

between groups and individuals that we observe experimentally: we simply aren’t conditioned to 

categorize groups as AGENTs, and thus aren’t conditioned to attribute to them psychological 

states. 

 Fortunately, surface cues aren’t the only means of categorizing a thing as an AGENT 

(although they are, I suspect, the most common). The path to AGENT categorization might run 

through more inferential territories in higher cognition. For instance, we might be told, through 

testimony from a typically-reliable source, that entity X has hopes, dreams, and desires and can 

think thoughts and feel pain. Because the testimony is from a reliable source, we might come to 

believe that X is conscious despite the fact that we have never observed X’s surface features. 

Also, we might see someone interacting with a thing (say an object that is beyond our view) in a 

manner that is typical of interaction with an Agent. Again, without the thing itself having 

triggered our Agent-detector, we might nonetheless infer from another Agent’s observed 

behavior that the thing is the type of entity that has consciousness (i.e., an Agent). Likely, there 

are other “side door” ways to categorizing a thing as AGENT, but the point of emphasis here is 
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that there might be alternative methods of categorizing an entity as AGENT that appeal to higher 

cognition and inferential reasoning processes. 

 All of this relates back to our question about how additional context impacts judgments 

of psychological attributions (at long last) in that we might understand the additional, contextual 

information in sentences attributing mental states to groups as serving as one of these “side 

doors” to categorizing the group as an AGENT. As the data show, when not situated in a context, 

attributions of psychological states (both phenomenal and nonphenomenal) to groups are rated 

very low. The present proposal, then, is that subjects rate group attributions of psychological 

states without context so low because groups generally are not the sorts of things that, in virtue 

of what they are, incline us to categorize them as AGENTs. Because they lack the surface 

features that we typically rely on for AGENT categorization, groups are not typically categorized 

as AGENTs and, thus, do not dispose us to attribute the ability to consciously experience. Put 

another way, nothing about a group triggers the cognitive system to accept the psychological 

attribution, so in the absence of any further motivation to see the group as an Agent we find such 

attributions weird. 

 However, as the data also show, there’s something about including context in group 

psychological attributions that makes them more acceptable. On the current proposal, this is 

because the additional context somehow disposes us to categorize the group as AGENT. Perhaps 

this categorization occurs because situating the group in a context that we typically associate 

with AGENTs (e.g., with things that have goals, desires, objectives, etc.) tricks us into 

categorizing it as an Agent—i.e., the context of attribution sneaks the group into the AGENT 

category through the side door, so to speak. It might be the case that the contexts included in 

these sentences describe situations in which we (perhaps tacitly) assume only AGENTs are 

typically involved. The context, combined with the (perhaps tacit) assumption that it describes a 

situation that (more or less) exclusively involves AGENTs, disposes us to categorize the entity as 

an AGENT, which then disposes us to attribute to the entity psychological capacities (both 

phenomenal and nonphenomenal).33  On this account, the reason that attributions of mental states 

                                                 
33 On the other hand, we might think that what’s happening is that certain contexts call for less stringent versions of 
the standard phenomenological notions. That is, we might think that ‘winning the Super Bowl’, for instance, is a 
context in which we apply the notion of ‘feeling proud’ more loosely than in other contexts; thus, the folk are 
willing to attribute ‘feeling proud’ to the group entity, ‘the Giants’, because they are using a more inclusive notion 
of ‘feeling’ that accommodates groups even though groups typically don’t count as AGENTs. The present data is 
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to groups receive lower ratings in the absence of context is because we do not instinctively 

consider groups to be AGENTs (because they typically do not display certain relevant features). 

And the reason that attributions of mental states to groups receive higher ratings in the presence 

of context is because the context manages to sneak the group in through the side door of our 

AGENT category. The context primes our cognitive process towards seeing the situation as 

involving an Agent, thus providing that additional motivation to categorize the group as 

AGENT.34  Attributions to individuals, on the other hand, are unaffected by the presence or 

absence of context, because we already instinctively categorize individuals as AGENTs; there 

simply is no need to sneak them in through a side door. 

 As I have been interpreting the data, the story behind the “context effect” is that the 

addition of contextual information sneaks groups in through the “side door” to Agency. There is, 

though, an alternative interpretation of the data that one might offer. On this interpretation, 

insofar as my story takes the withholding of consciousness to groups as the “norm” that adding 

context somehow overrides, my story gets things perfectly backwards. We might tell the story, 

instead, by beginning with the claim that normal, everyday conversation is rife with attributions 

(presumably, of consciousness) that include context, which is why subjects rate attributions 

WITH context so high. Given the overwhelming abundance of contextualized attributions in 

everyday conversation, we should consider attributions of consciousness (supposedly to both 

groups and individuals) as the “norm”, and it is only when we take away contextual information 

that sentences deviate from the norm and start to sound so weird. If this story is right, then rather 

than positing a “context effect”, I should be talking instead about the “no context effect” and 

trying to explain why removing context has such an impact on ratings of consciousness 

attributions to groups and only to groups. 

 This objection, I think, runs up against what I pointed out earlier as the third particularly 

interesting feature in the data. Namely, that even when group attributions of psychological states 

                                                                                                                                                             
consistent with both interpretations, though I prefer the former explanation for reasons I do not have room to discuss 
here. That said, I’m open to reconsidering my position should new empirical data support the latter explanation 
34 On yet another alternative, we might think that there is a separate cognitive process involving a distinct conceptual 
category, GROUP-AGENT, which is associated with a more austere constellation of behaviors. That is, there may 
be another set of features that triggers us to categorize a thing as a GROUP-AGENT, which prepotently disposes us 
to some other constellation of behaviors. This constellation, then, would not include the attribution of phenomenal 
states, though it likely would also not preclude it. While this alternative is certainly within the logical space of 
explanations, it strikes me as unnecessarily populating the cognitive system. If the two are equal in explanatory 
power, I see no need to posit additional concepts/ categories; thus, unless there emerges some additional explanatory 
force out of this alternative explanation, I prefer the more parsimonious position 
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include context, they are still rated significantly less ‘natural’ than individual attributions of 

psychological states. If things were such that group attributions of consciousness (so long as they 

include context) were the “norm”, then group attributions WITH context should be rated just as 

highly as individual attributions of consciousness (WITH or WITHOUT context). They are not. 

That is, if the standard baseline process were such that we naturally ascribe consciousness to 

groups (and include context when we do so), then we should observe a similarity, perhaps even a 

strong correlation, between ratings of individual attributions and ratings of group attributions 

when both include context. We do not. Given the observed difference between group attributions 

and individual attributions, it seems to me that the most natural interpretation of the data is that 

adding context partly overrides (or sneaks past) the default position of withholding 

consciousness from groups (as described above). 

 

Conclusion 

The New Folk Psychology explores an aspect of mind-attribution long absent from the 

philosophical discussion, while continuing the tradition of utilizing cutting-edge empirical 

findings.  The majority of work in this area has attempted to confirm that non-philosophers, at 

some level of cognitive functioning, deploy a distinction between different kinds of mental stats 

that mirrors the philosophers’ distinction between intentional and phenomenal mentality.  As we 

have seen, however, such accounts are not without their problems, either conceptually or 

empirically.  And the existence of a plausible model that does not include a distinction in folk 

psychology places additional pressure on those in the majority.  More work needs to be done, of 

course, and there is much more to be learned about the cognitive processes involved in mind 

attribution.  Much more should be done cross-culturally if we are to accept any broad 

generalizations about human cognition.  Little has been said regarding innateness and the degree 

to which the mental mechanisms involved in mental state attribution are native or acquired.  But 

the New Folk Psychology is young yet, and the fact that so much has been achieved in a 

relatively short time is promising.   
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CHAPTER 2 - PERCEIVING MINDS AND MORAL BEINGS 

 
Introduction 
In general, I am interested in figuring out what’s going on in everyday, folk morality. This 

includes questions such as how mental terms tend to be used and understood by everyday moral 

agents, and how those terms function in our ordinary psychology.  Specifically, here, I’m 

interested in descriptive questions about how people come to perceive certain entities as things 

that deserve moral consideration, as what I will call moral beings.  What, exactly, causes our 

moral processes to “come online” for some entities (babies, puppy dogs, other humans, etc.) but 

not for others (rocks, tables, chairs, and so on)?  What causes us to perceive a thing as a moral 

being and to begin reasoning morally about how we should act towards a thing?   

The key to answering such questions, I believe, lies in understanding that our moral 

processing is fundamentally connected to the process by which we attribute mentality.  With this 

insight in hand, our questions about moral perception can be seen as hinging on our 

understanding of the process underlying mind attribution.  In what follows, I will critically 

discuss some of the leading accounts of how the cognitive process involved in assigning 

mentality is connected to moral perception. This discussion will compose a substantial portion of 

the paper, as it serves not only to highlight problems for the leading accounts, but also to 

elucidate some criteria of what an adequate cognitive model should include.  Finally, I will 

propose a cognitive model—built on the Agency Model of mind-attribution—that satisfies those 

criteria.  The resulting picture of moral perception suggests some interesting and surprising 

philosophical implications.  In the final section, I will explore these implications and discuss the 

relevance of the descriptive proposal for debates in normative ethics. 

 

1.  ‘Moral Being’ 

To avoid confusions about the subject of my investigation, it may be prudent to briefly clarify 

what I mean by ‘perception of moral being.’  Firstly, by ‘moral being’ I am referring to 

something that has some moral worth, something that is a proper object of moral concern.  As I 

am using the term, a moral being is an appropriate locus of moral considerations, such as 

whether it can act or be acted upon in morally appropriate ways, whether its actions or actions 

towards it can be evaluated using moral terms like “right” and “good,” and whether it deserves 
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praise or blame.  Put somewhat figuratively, a moral being is anything that is a player in the 

moral game.   

Secondly, I am using the term ‘perception’ for the purpose of emphasizing the low-level, 

automatic nature of the process.  I am not concerned with the process of highly-deliberative, 

theory-laden reasoning by which people justify a judgment that something has moral worth. 

Instead, I am concerned with the process by which people come to reason morally about a thing 

and how people arrive at their immediate, intuitive identification of a thing as part of the moral 

domain.35     

 

2.  Moral Perception and Mind Attribution – Normative Ethics 

The idea that a thing’s having moral standing depends upon its possessing certain mental 

capacities is not especially novel.  Indeed, since at least the 18th Century, philosophers have 

associated morality with one kind of mentality or another.  Immanuel Kant, for instance, 

famously maintained that an entity has (inherent) moral standing if and only if that entity is a 

person, which consisted of its being self-aware and capable of practical rationality.  According to 

Kant, moral beings were all and only those creatures with a certain rational capacity. Jeremy 

Bentham, while disagreeing with Kant’s particular criteria, similarly appeals to a kind of mental 

capacity as his standard.  Bentham argued that moral beings are those that can feel pain, saying 

“the question is not, Can they reason? nor, Can they talk? but, Can they suffer?”36   

This disagreement has continued to this day.  Like Kant and Bentham before them, Joel 

Feinberg and Peter Singer have disagreed about which feature of mentality is crucial for moral 

considerability.  Feinberg, like Kant, argued that moral worth is a function of a thing’s having 

interests:  

                                                 
35 While I offer a somewhat technical definition of ‘moral being’ and talk about the cognition subserving everyday 
perceptions of things as such, I am not suggesting that people explicitly possess and consciously apply the concept 
in terms of the technical vocabulary described above.  As with many philosophical concepts, technical definitions 
are meant to capture the essence (or independently necessary and jointly sufficient conditions) of the concept as it 
appears in everyday usage. Knowledge, for instance, has long been defined in philosophical circles as a kind of 
justified, true belief (plus whatever precludes Gettier cases), but that does not commit the epistemologist to the idea 
that the folk think about knowledge as ‘justified, true belief.’  Similarly, the everyday psychological process 
subserving moral perception, as I understand it, will almost certainly not involve tokening the term ‘moral being’ but 
will nonetheless result in the person reasoning morally about the entity, considering their moral obligations towards 
it, and so on.  People need not possess the somewhat technical concept ‘moral being’ to realize the functional role 
associated with that concept.  I am concerned here with the process by which the functional role is typically realized 
and not with the folk concept. 
36 Bentham (1823/1970). 
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The sorts of beings who can have rights are those who have (or can have) interests… [A] 

being without interests is a being that is incapable of being harmed or benefitted, having 

no good or ‘sake’ of its own.  Thus, a being without interests has no ‘behalf’ to act in, and 

no ‘sake’ to act for… Without awareness, expectation, belief, desire, aim and purpose, a 

being can have no interests.37    

For Feinberg, a being merits moral consideration if and only if it has preferences and desires that 

can be satisfied or frustrated.   

 Singer, on the other hand, emphasized ‘sentience’ as the basis for moral standing. 

Following Bentham, Singer claimed that “If a being is not capable of suffering, or of 

experiencing enjoyment or happiness, there is nothing to be taken into account.”38  Thus, the 

ongoing normative ethical disagreement between sentience-based theorists and interest-based 

theorists is not about whether mentality is crucial, but about which kind.39   

 

3.  Moral Perception and Mind Attribution – Descriptive Theories 

A handful of philosophers, psychologists, and cognitive scientists have recently argued for a 

connection, in human psychology, between moral perception and mind attributions.  And 

although the field is largely nascent, the two predominate hypotheses presently on offer seem to 

favor a connection with one particular kind of mentality.  Namely, these theories have argued for 

an understanding of moral cognition that closely resembles Bentham and Singer’s picture of 

moral considerability: what matters for evoking moral consideration is ascribing phenomenal 

consciousness.40   The remainder of this section offers more detailed explication and critical 

analysis of these experimental studies.  These hypotheses—I will argue—ultimately fail; 

                                                 
37 Feinberg (1974) 167, 177, emphasis added. 
38 Singer (1993)50. 
39 It’s worth noting that the normative theories of Singer and Feinberg gained wide popularity in the animal rights 
movement of the late twentieth century.  This popularity, I think, suggests something about everyday moral 
cognition. That so many non-academics find them convincing and accurate indicates that these theories are touching 
on something highly psychologically-effective.  In my opinion, the overwhelming popularity of normative theories 
equating moral standing with mentality provides a reason to think that everyday psychology includes a similar 
connection. 
40 The notion of ‘phenomenal consciousness’ is meant to capture the aspect or property of a mental state that gives it 
some distinctively qualitative character; a mental state is phenomenal just in case there is something it’s like to be in 
that state.(Nagel 1974)  Phenomenal states are typically contrasted with intentional states.  ‘Intentionality’ refers to 
that aspect or property of a mental state in virtue of which it takes something other than itself as an object; a mental 
state is intentional just in case it has aboutness or directedness. (Brentano 1973)   
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however, from those failures we will discern some constraints on what a satisfactory cognitive 

model will and will not include.   

 

3.1  Gray and Wegner’s Moral Typecasting 

In their 2007 paper, “Dimensions of Mind Perception,” Heather Gray, Kurt Gray, and Daniel 

Wegner offer some evidence for thinking that everyday mental perception is split along two 

dimensions.  Gray et al. presented participants with a series of pair-wise comparisons of various 

characters41 and asked which of the two was more likely to possess various mental states.  On 

their analysis, the variance in participants’ responses can be explained based on two factors:  

Agency (such as the ability to think, plan, and communicate) and Experience (the capacity to feel 

hunger, pain, fear, and pleasure).  Gray and colleagues report that many of the characters 

presented in their study were attributed mental states along one dimension but not the other: God, 

for instance, scored very high for Agency yet very low for Experience; a frog, on the other hand, 

scored high on Experience and low on Agency.42   

 Gray and Wegner (2009) build upon the above study to develop their moral typecasting 

thesis.  At the center of this thesis is the claim that morality is essentially dyadic:  

[I]n a fundamental sense, morality describes a social interaction that takes two—a moral 

agent who does something right or wrong, and a moral patient who is the recipient of the 

right or wrong action. (505)    

Given this conception of morality, Gray and Wegner reason that the psychology behind moral 

perception distinguishes between perceived moral agency and perceived moral patiency, and that 

they are each associated with one of the dimensions of mind perception.  Seeing a thing as a 

moral agent, on their account, is fundamentally associated with attributing that thing agency (i.e., 

intentional mentality), while seeing a thing as a moral patient is fundamentally associated with 

attributing it experience (i.e., phenomenal mentality).They believe, further, that these two kinds 

of perception are inversely related, which is the essence of moral typecasting.  According to their 

                                                 
41 Characters included a man, a woman, a five-year old girl, a coma patient, a 5-month old infant, a fetus, a frog, the 
family dog, a chimpanzee, a robot, God, a dead woman, and the respondent his- or herself. 
42 While Gray et al. report their data in absolute terms—e.g., as people attributing no Agency to frogs and fetuses—
since they employed a comparative methodology, all they are in fact entitled to conclude is that frogs at fetuses are 
attributed less Agency than the other characters.  It does not follow from ranking last in a relatively short list that 
such entities are perceived as having no Agency whatsoever.  Likewise for attributions of Experience. 
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definition, moral typecasting is the process by which we cast entities (more or less) exclusively 

either as moral agents or as moral patients.   

In support of the typecasting thesis, they present data showing that certain characters are 

attributed more agency and less patiency than other characters. For instance, they report that 

participants view an adult male as more agentive and less patientive than both a 5-year old boy 

and a mentally-challenged adult.  Gray and Wegner gave participants vignettes involving a 

typical adult male or a 5-year-old; in one condition, the adult knocks a tray of glasses off a table, 

and the child cuts his foot on one of the shards; in the other condition, the roles are reversed, 

with the child knocking over the tray and the adult cutting his foot. Participants in the first 

condition attributed a higher degree of responsibility to the adult than participants in the second 

condition attributed to the child; and participants in the second condition attributed more pain to 

the child than participants in the first condition attributed the adult.  Based on this result, and on 

the idea that each kind of moral perception is fundamentally associated with a particular 

dimension of mind perception, Gray and Wegner conclude that seeing the adult as an agent (i.e., 

greater responsibility and intention) caused participants to see him as less of a patient (i.e., less 

pain), and vice versa for the child.(See Figure 3) 

 

 

Figure 3 – Ratings of Moral Agency and Patiency 

 

3.2 Breaking Out of Moral Typecasting 

But the fact that adults and children differ in perceptions of responsibility, intention, and 

susceptibility-to-pain does not demonstrate that perceptions of moral agency causally interact 
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with perceptions of moral patiency.  Indeed, all this shows is that people perceive normal adults 

differently than they do children in terms of moral agency and patiency.43  In order to count as 

evidence of typecasting, there needs to be proof of an interaction between the two kinds of moral 

perception. Gray and Wegner need to show, not just that different kinds of characters are 

perceived as possessing different degrees of mentality, but that one kind of perception is 

somehow diminishing the other.  The simpler explanation of the study described above is that 

adults are typically perceived as both moral agents and moral patients, while young children and 

mentally-challenged adults are perceived more as moral patients than as moral agents.   

One might wonder why, unless we already buy into the moral typecasting hypothesis, we 

should think that moral perception includes such an inverse relation between perceptions of 

agency and patiency.44  Presumably, much of the independent, a priori support for typecasting 

comes from the initial assumption that Gray and Wegner make about the nature of morality.  

Recall that they describe morality in terms of dyadic situations involving one person as agent and 

another as patient.   

This understanding, however, appears overly narrow, in at least two regards. First, insofar 

as it is offered as a depiction of morality in terms of one individual acting upon another, it 

completely ignores an entire branch of moral philosophy: virtue ethics.  Virtue ethicists explore 

morality in terms of what kind of life one should live, what kind of person one should be, and 

what sorts of character traits one should strive to possess.45  According to virtue ethics, morality 

cannot be codified into a set of rules governing how one should act towards another or a list of 

duties we have towards others. Rather, virtue ethicists take morality to be a matter of developing 

one’s character in such a way as to live a life filled with excellence (arête) or wisdom 

(phronesis) or happiness (eudaimonia).  Since the dyadic conception of morality does not make 

room for morality as such, it precludes one of the three major approaches to normative ethics. 

Second, the dyadic conception is overly narrow in that it seems to ignore a great many of 

our everyday moral behaviors.  Most obviously, it fails to acknowledge that a great many moral 

exchanges involve more than two individuals.  Just consider, for instance, the various ways that 

groups (e.g., corporations, associations, departments, governments, and organizations) can 

                                                 
43 See Arico (2012) for a more detailed discussion of Gray and Wegner’s work. 
44 Indeed, Gray and Wegner begin their paper by openly acknowledging that normal adult humans are usually both 
agents and patients.  Yet, in the very next sentence, they introduce their thesis that the two perceptions are inversely 
related. 
45 Cf. Annas (2011), Hursthouse (1999), McDowell (1979). 
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behave morally towards their members (e.g., employees, customers, citizens, and participants).  

How are we to fit such interactions into the dyadic moral system?  

 Finally, given the aims of the current investigation, an even more glaring problem with 

Gray and Wegner’s conception of morality is its failure to clarify just what it is that makes us 

perceive something as a specifically moral interaction—as opposed to a non-moral interaction.  

Insofar as my guiding question is one of what causes moral cognition to come online in the first 

place, the typecasting thesis does not provide much of an answer.  It tells us that once the moral 

perception system is activated in one way diminishes it being activated in another, but it does not 

provide any story about what activates the moral perception system.  On Gray and Wegner’s 

picture, we identify moral agents and patients only once we have already identified the 

interactions as moral situations.  But without an explanation of the process by which we come to 

perceive interactions as moral situations, this answer to the question of how we identify entities 

as moral beings is largely unfulfilling.   

If the difference between perceiving moral and non-moral situations stems from the fact 

that the participants are acting and being acted upon in a moral manner, then Gray and Wegner 

may well be flirting with an issue of circularity.  It would be problematic, for any account, if it 

entails that a situation is moral just in case it involves participation of moral being(s), while also 

entailing that a participant is a moral being in virtue of her involvement in a moral situation.   

 And, indeed, this very problem seems to obtain for Gray and Wegner.  According to their 

definition, an entity is perceived as a moral agent or patient in virtue of participating in a moral 

interaction.  But they have offered no criteria for what constitutes a moral interaction.  Plausibly, 

what makes us perceive an interaction as moral depends on whether the entities acting and/or 

being acted upon are moral entities.46  An angry dog biting a mailman, for instance, does not 

seem to be an obviously moral interaction, yet an angry adult human biting a mailman clearly is.  

The moral difference-maker seems to be that adult humans are moral agents while dogs are not.  

But now Gray and Wegner would be committed to counting things as moral beings based on 

their involvement in moral situations, which are perceived as moral situations due to their 

                                                 
46 Alternately, a situation might be made moral in virtue of it requiring a distinctly moral choice.  This move, 
however, serves merely to push the question back: what, then, makes a choice distinctly moral?  If it is the moral 
nature of the interaction in which the choice is made, then we are back where we began; if it is the moral nature of 
the agent making the choice, then we are still destined for circularity. 
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involving moral actions, which count as moral actions in virtue of their involving moral beings, 

and so on ad infinitum.    

 

3.3  Knobe and Prinz’s Embodiment Thesis 

Joshua Knobe and Jesse Prinz argue that ordinary psychology includes something like the 

philosopher’s distinction between intentional and phenomenal mentality.  And, according to 

Knobe and Prinz, people are relatively liberal in their attributions of intentional states, yet are 

only willing to attribute phenomenal states to entities that possess just the right sort of body.  

Importantly, they think that these two kinds of attributions are subserved by distinct cognitive 

processes. The process by which we make intentional attributions focuses on what functional 

role an entity is realizing, while the process by which we make phenomenal attributions is 

concerned with what sort of body the entity has. 

 Knobe and Prinz support this claim by offering data from a series of experimental studies 

in which participants seemed unwilling to attribute phenomenal states to groups.  In these 

experiments, ‘folk’ (i.e., those who have no training in philosophy, psychology, or cognitive 

science) were presented with a series of sentences attributing either phenomenal mental states or 

intentional mental states to groups,47 then asked to rate how ‘natural’ or ‘weird’ each sentence 

sounded.  Knobe and Prinz found that, while participants overwhelmingly rated the non-

phenomenal, intentional attributions as ‘sounding natural’, they rated the phenomenal 

attributions as ‘sounding weird.’ And from these results, Knobe and Prinz conclude “that people 

are unwilling to ascribe to group agents states that require phenomenal consciousness.”48  Based 

on these data, Knobe and Prinz propose two hypotheses: first, the folk treat phenomenal states 

differently from non-phenomenal, intentional states; second, how the everyday concept of 

phenomenal consciousness is employed depends in large part on information about the entities’ 

physical constitution.  Call the first thesis the implicit distinction thesis, as it claims that folk 

psychology distinguishes between two kinds of mental states.  Call the second thesis the 

embodiment thesis, as it places considerations of a thing’s body at the center of phenomenal 

attributions.   

 

                                                 
47 E.g., ‘Acme Corp. is experiencing a sudden urge to pursue internet advertising.’ and ‘Acme Corp. has just decided 
to adopt a new marketing plan.’ 
48 Knobe and Prinz (2008), 75. 
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3.3.1  On the (Alleged) Implicit Distinction  

While these claims have been accepted and supported by some subsequent researchers,49 they 

have also come under some scrutiny.  Sytsma and Machery (2009) and Arico (2010) both raise 

methodological concerns for Knobe and Prinz.  Arico, for instance, argues that their results are 

better explained by the fact that the stimuli utilized in the Knobe and Prinz experiments differed 

in the amount of relevant information included in the sentences under comparison.  The 

intentional attributions that Knobe and Prinz presented their subjects included contextual 

information situating the mental state attribution, while the phenomenal attributions lacked any 

such contextual information.  To test this explanation, Arico presented participants with 

contextually-balanced, group mental state attributions and asked them to rate each one as 

sounding ‘weird’ or ‘natural.’  When these subjects were presented with group mental state 

attributions that include identical amounts of contextual information, the disparity between 

judgments about phenomenal attributions and non-phenomenal attributions disappeared.  Both 

were judged as sounding extremely natural.50   

 Given that Knobe and Prinz’s implicit distinction thesis relies on an apparent disparity 

between judgments about the two kinds of mental state attributions, this result seems to raise a 

worry for them.  If their results are the consequence of differences in contextual information, 

rather than a difference in the kind of mental state attribution, then Knobe and Prinz’s argument 

that people treat the two kinds of attributions differently is flawed.  And the further claim that 

people distinguish between them based on differences in physical features is significantly 

undermined by that fact that, once the stimuli have been balanced to form minimal pairs, the folk 

do not rate group attributions of phenomenal states any differently than group attributions of 

non-phenomenal states.51  

 

3.3.2  On the Embodiment Thesis 

Knobe and Prinz claim, secondly, that people have no difficulty attributing intentional states to 

groups, yet withhold attributions of phenomenal states to groups.  They propose that people 

withhold phenomenology in virtue of the fact that, while groups can realize the functional roles 

associated with intentional states, groups lack the physiology required to experience phenomenal 

                                                 
49 Cf. Huebner, et al. (2010).  
50 Arico (2010), 379.  
51 Ibid., 382. 
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states.  This reasoning, though, assumes that when using and hearing group mental state 

attributions, the folk are interpreting those attributions as ascriptions of mental states to the 

group itself, and not as ascriptions to some relevant subset of group members. After all, if people 

understand group mental states as being distributed amongst group members, who all 

presumably have the right physiology, then the embodiment thesis wouldn’t really explain 

anything.  The embodiment thesis only serves an explanatory function if it is assumed that group 

mental state attributions are being used and understood as literally ascribing mentality to the 

group above and beyond its members. 

 However, results from a recent collaboration with Mark Phelan and Shaun Nichols (in 

press) suggest such an assumption is mistaken.  The purpose of that study was to investigate 

whether people in fact understand the physical realizers of group phenomenal states differently 

than those of group intentional states. Participants were first presented with sentences attributing 

various states to a variety of groups: one condition received intentional state attributions, another 

received phenomenal state attributions, and a third condition received non-mental attributions.  

Participants then selected between various paraphrases of the target sentence; some of which 

described the state as being attributed to some relevant subset of members (e.g., a majority of 

employees or members of the board), while others described the state as being attributed to the 

group above and beyond the group members.   

 Contrary to Knobe and Prinz’s embodiment thesis, people overwhelmingly preferred the 

distributive paraphrases over the paraphrases that described the mental states as being attributed 

to the group itself.52  Importantly, since people seem to distribute mental state attributions across 

group members, there is no ‘lack of body’ concern that would preclude phenomenal state 

attributions to groups.  Insofar as people use and understand group mental attributions in terms of 

the members, and insofar as those members possess the physiology needed to experience mental 

states, appealing to a physiological difference between groups and individuals would altogether 

fail to explain a disparity in judgments about phenomenal attributions. 

 

                                                 
52 In contrast to the mental state conditions, those subjects in the non-mental condition tended to prefer paraphrases 
that attributed the non-mental property to the group itself over the description distributing the property to the 
relevant subset of members. 



 

 
 

48

3.3.3  Moral Judgment and Phenomenal Ascriptions 

In addition to the two thesis just discussed, Knobe and Prinz also claim that the purpose of 

phenomenal state attributions is specifically to facilitate moral reasoning.  They draw this 

conclusion based on an experiment in which participants were asked to speculate about why one 

might contemplate various questions.  One group was asked why someone would wonder 

whether fish can feel pain; another group was asked to speculate about why one would 

contemplate whether fish had a capacity for memory.  They found that subjects in the first 

condition almost always appealed to moral considerations in their speculations, while subjects in 

the second group primarily appealed to predicting and explaining fish behavior.  From this result, 

Knobe and Prinz conclude that “ascriptions of phenomenal consciousness are best understood in 

terms of their role in facilitating moral judgment.” 53   

The claim that moral judgments are subserved by the process for phenomenal state 

attribution, however, seems to commit Knobe and Prinz to an unsavory and counterintuitive 

implication.  Namely, when combined with their claim that folk psychology does not allow for 

attributing phenomenal states to groups, it produces the strange consequence that folk 

psychology does not allow for reasoning about the morality of groups. That is, if Knobe and 

Prinz are right in saying both that attributions of phenomenal consciousness to groups—like, say, 

BP—are “weird” and that phenomenal attributions are used to facilitate moral judgments, then it 

should follow that people find it weird to make moral judgments about groups like BP.54  But 

surely that’s not the case. History seems to provide a host of counterexamples to this implication.  

Those living in coastal areas along the Gulf of Mexico, for instance, have regularly and routinely 

demanded that BP not only has a legal responsibility, but a moral responsibility to clean up those 

areas affected by the 2010 Deepwater Horizon oil spill, and to compensate those who have been 

physically and fiscally injured as part of that tragedy.  Indeed, newspaper articles from that time 

are filled with statements like ‘BP has both a legal and a moral responsibility to protect their 

workers’ and quotes of President Obama saying things like “[BP] have got moral and legal 

obligations here in the Gulf for the damage that has been done.”55  Contrary to the implication of 

                                                 
53 Knobe and Prinz (2008), 82. 
54 One might think that Knobe and Prinz avoid this absurdity because of the distinction between moral agency and 
moral patiency discussed in Gray and Wegner.  While this move is open to Knobe and Prinz, they do not make 
anything like it in their paper.  Rather, they associate phenomenal attributions with moral reasoning simpliciter. 
55Cooper, “Obama Warns BP on Paying Big Dividends Amid Oil Spill”.  
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Knobe and Prinz’s claims about the folk psychology of consciousness, these moral judgments 

about BP seem extremely natural.56 

 

3.3  Incomplete Cognitive Models 

Even if we were to set aside my objections to Gray and Wegner and Knobe and Prinz, it is worth 

noting that the pictures of cognition they offer are not what we might consider a full-fledged 

cognitive model.  By that I mean simply that, although they offer some claims about the 

process(es) involved in mental state attribution, they do not provide a “beginning to end” 

description of the inputs, outputs, and causal connections between them.   

 Admittedly, if one understands the Knobe and Prinz proposal as suggesting that seeing 

something as a moral being is the consequence of attributing it the capacity for phenomenal 

experiences, then there is a sense in which the Knobe and Prinz picture is entirely adequate for 

answering the paper’s primary question.  Moral perception, they say, is initiated by phenomenal 

state attribution.  However, this is not exactly the picture that Knobe and Prinz offer.  We are 

told that one kind of mental state attribution correlates with prediction and explanation, while 

another kind is associated with moral reasoning; but there is no argument or evidence about 

which causes which.  Are we disposed to see something as a moral being because we attribute it 

phenomenal experience, or do we come to reason about a thing’s capacity for phenomenal 

experience because we are thinking of it as a moral being?  Which comes first? We’re never told.  

 Moreover, Knobe and Prinz do not offer an account of the features (environmental or 

psychological) that activate our intuitions about mind attribution.  Even if the mind attribution 

process is prior (which seems reasonable and likely true), what is it that causes that process to 

transpire in the first place? In more recent work, Knobe (2011) has claimed that phenomenal 

attributions are rooted in considerations about and awareness of the body, but this also remains 

somewhat ambiguous in terms of which is psychologically prior.  Does bodily awareness arouse 

phenomenal attribution, or do considerations of phenomenology induce awareness of the body? 

I raise these questions, not to diminish the importance of Knobe and Prinz’s contribution 

to the discussion, but to point out that my own guiding question remains partially unanswered by 

their account. There is a sense in which the question about moral cognition is only sufficiently 

                                                 
56 Admittedly, there is no experimental evidence to support this claim of naturalness.  But in the absence of evidence 
to the contrary, the prima facie plausibility afforded by the occurrence of such statements in newspapers, blogs, etc. 
provides some justification for the claim.  It is, obviously, quite easily empirically-testable. 
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answered if we have a model that includes the inputs that instigate that process.  And if moral 

perception is embedded within the larger process of mind attribution, what is it that instigates 

that process?    

 

4.  The Agency Model and Moral Perception 

In this section, I want to present an alternative model of moral perception.  Like Gray and 

Wegner and Knobe and Prinz, I want to endorse an association between moral perception and the 

process underlying mind attribution. Unlike their accounts, though, the one I present includes a 

list of the features and properties that instigate the process culminating in the perception of 

something as a moral being.  This account is, essentially, an extension of an existing cognitive 

model offered to explain intuitive attributions of mental capacities. 

 Recently, in work with Brian Fiala, Robert Goldberg, and Shaun Nichols (2011), I 

present what we call the Agency Model of mind attribution.  The model proposes a list of 

features that initiate the process of ascribing mental states, as well as the cognitive connections 

linking those features to mental attributions.  According to this model, low-level, intuitive 

attributions of mentality are the consequence of representing an entity as displaying certain, 

relatively simple features: namely, if something has eyes (or facial features in general), or if it 

moves about in distinctive motion paths (as in the Heider-Simmel animations57), or if it shows 

contingent interactive behavior (i.e., exhibiting seemingly reactive behavior, acting in a way that 

appears responsive to certain phenomena in the entity’s environment58).  Representing a thing as 

having one or more of these features causes us to conceptually categorize that thing as an 

AGENT,59 which subsequently disposes us to display a cascade of behaviors towards that thing.  

Included in that cascade, we suggest, is the tendency to see the entity as a thing capable of 

having goals, desires, and beliefs, as well as conscious experiences of the world.   

                                                 
57 Heider and Simmel (1944).  
58 In experimental studies (e.g., Johnson et al. 1998), ‘contingent interaction’ consists of the object beeping, moving, 
or lighting up in apparent response to a confederate’s actions (e.g., speaking to the object).  This condition is 
typically contrasted with one in which the confederate exhibits the same behavior, but the object beeps, moves, and 
lights up randomly. 
59 Arico et al. remain somewhat vague on what, exactly, constitutes the conceptual category AGENT.  But, in 
keeping with the developmental literature from which it is taken, the category is best understood as a pre-linguistic 
conceptualization, roughly captured by ‘an object whose behavior is directed at the world.’ (Cf. Johnson 2003)  
Importantly, this conception of ‘agency’ should not be confused with the ‘moral agency’ discussed herein.  
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Figure 4: The Agency Model of Mind Attribution 

  

 To test this model, Arico et al. ran a reaction time study, in which participants were 

presented with a series of Object-Attribution pairs and asked to respond (as quickly as possible) 

approvingly or disapprovingly.  The object-attribution pairs matched a variety of different kinds 

of entities (mammals, birds, insects, plants, artifacts, vehicles, and natural moving objects) with 

various property attributions (e.g., Feels Happy, Feels Pain, Is Living, Is Made of Metal).  

Participants were required to provide a speeded response (software automatically moved on to 

the next item after 2 seconds without a response) by pressing either a ‘yes’ button or a ‘no’ 

button.   

 Arico et al. reasoned that the AGENCY model suggested two predictions: first, people 

should be inclined to quickly respond in the affirmative for mental attributions to entities that 

typically display Agency cues (mammals, birds, and insects); second, people who respond in the 

negative for mental state attributions to entities that typically possess Agency cues (i.e., insects) 

should take longer to do so than for entities lacking Agency cues (i.e., vehicles, natural objects, 

and plants).  And indeed, these predictions were largely confirmed by the results. Participants 

were significantly more likely to attribute mental states to mammals, birds, and insects than to 

plants, vehicles, artifacts, or natural objects; and their affirmative responses took roughly the 

same time for all three.  Additionally, those participants who rejected mental state attributions to 

insects took significantly longer than those who accepted such attributions, and they took longer 

rejecting mental states for insects than rejecting mental states for vehicles etc. 60 

                                                 
60 The proposal can be understood as a dual-process account of cognition.  The Agency Model is offered only as an 
account of what is occurring at the System 1 level; what happens at the conscious, deliberative level of System 2 
will undoubtedly vary between individuals.  Importantly, our ultimate judgments may rely more on System 2 than 
on System 1.  Which is to say that System 2 may produce the final judgment that something is capable of having 
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 In addition to being supported by the reaction time study, the Agency Model also 

explains the data showing that, when the sentences are balanced to form minimal pairs, people 

treat intentional and phenomenal attributions nearly identically.  The same process triggers both 

dispositions, so any entity that gets categorized as an AGENT will dispose intuitive attributions 

of both kinds of mentality.    

 

4.1  Agency and Moral Perception 

I also think this model can be used to explain how we perceive moral beings in a way that 

preserves the intuitive connection between morality and mentality.  That is, I want to suggest that 

our immediate, low-level disposition to perceive a thing as a moral being is a function of that 

thing having been categorized as an AGENT.  Call this the Agency-to-Moral Perception Theory 

(AMP theory).  In addition to activating the various behavioral dispositions laid out in the 

original Agency Model, AMP theory suggests that AGENT-categorization also causes us to 

categorize a thing as a MORAL BEING.  This further categorization will then dispose us to 

display the sorts of behaviors traditionally associated with moral perception; for instance, 

contemplating which obligations we might have towards that entity, considering how we should 

behave given our potential obligations to the entity, etc.61   

 While there is no direct evidence ready at hand to demonstrate AMP theory, there are 

nonetheless considerations that make the model intuitively plausible.  For example, there is some 

reason for thinking that some of the brain structures crucial to the process of mind attribution are 

also typically involved in the process of forming moral judgments.62  Specifically, when looking 

at brain activity in individuals with autism—a disorder characterized by a general failure to 

ascribe or make inferences about others’ mental states—researchers have found abnormal 

functioning in the medial Pre-Frontal Cortex,63 a region also shown to be active in normal adults 

during personal moral judgments.64  That individuals impaired in mind-attribution show 

                                                                                                                                                             
mental states, though System 1 is silent; and System 2 may override the System 1 output, thereby preventing an ‘all 
things considered’ attribution of mentality. 
61 The causal connection between AGENT-categorization and MORAL BEING-categorization should not be read 
too strongly.  It may well be that these are not separate categories, but collapse into each other.  Empirically, I think, 
these two pictures are indistinguishable, since both predict that the same perceptual inputs should trigger identical 
behavioral dispositions.  
62 See Forbes and Grafman (2010) for a useful discussion of the brain regions involved in social cognition. 
63 Gilbert, et al. (2009). 
64 Greene, et al (2001), Greene and Haidt (2002). 
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abnormal functioning in the same brain region involved in (certain) moral judgments does not 

exclusively or explicitly support the AMP theory.  However, the fact that both processes have 

been shown to be associated with and are neurologically based in the same brain structure lends 

an additional layer of prima facie plausibility to the cognitive picture on which mind-attribution 

and moral perception are rooted in a common source (such as AGENCY-categorization).  

 This picture also receives some empirical support from recent work in developmental 

psychology, focusing on how social cognition manifests in infants. Hamlin and colleagues 

(2010) presented 3-month-olds with two scenarios. In one scenario, a red circle with “prominent, 

googly eyes” (the “climber”) tries but fails to climb a hill, twice ascending roughly halfway 

before sliding back towards the bottom; on the red circle’s third attempt to climb the hill, a 

yellow triangle enters the scene and helps the circle reach the top.  In another scenario, the red 

circle again tries but fails to climb the hill, but instead of being helped up on the third attempt, a 

blue square enters the scene and bumps the red circle down to the bottom of the hill.  When the 

infants were presented with a choice between the yellow triangle (the “helper”) and the blue 

square (the “hinderer”), they consistently preferred “helper.”65  However, when infants in a “non-

social” condition were presented with scenarios involving a red circle without eyes of any kind66 

and presented with the choice of triangle or square, they showed no preference either way. It 

seems that the presence of eyes and goal-directed behavior in the red circle provoked “a 

specifically social evaluation and not, e.g. a perceptual preference for ‘uphill-goers’ over 

‘downhill-goers’.”67  And, arguably, this social evaluation is an instance of moral (or, perhaps, 

proto-moral) cognition.   

Of course, further experimental work needs to be done to support AMP theory.  

However, the neurological data in combination with the developmental evidence provides some 

empirical data in its favor.   

 

5.  Conclusion 

One virtue of this proposal is that it provides a complete “beginning to end” picture of moral 

perception, including how that process is instigated and the subsequent psychological 

                                                 
65 ‘Preference’ was measured, first, by looking times and, second, by reaching behavior.   
66 This circle also did not display any distinctive, self-propelled motion. It was alternately pushed up the hill by the 
triangle and pushed down the hill by the square. 
67 Hamlin, et al. (2010), 926, italics in original. 
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connections, which ultimately produce intuitive attributions of moral worth.  It starts when we 

represent a thing as having certain relatively simple properties, such as facial features or 

behavioral reactions to nearby phenomena.  This triggers us to categorize it as an AGENT, which 

in turn disposes us to see the thing as a moral being and, thus, as something worthy of moral 

consideration.   

If the AMP theory is correct, then it also has a couple very interesting implications.  First, 

it would provide an answer to our descriptive question that is neither exclusively Singerian nor 

exclusively Feinbergian. Descriptively, neither phenomenology nor intentionality serves as the 

sole basis for ascribing moral worth. Because the perception of moral beings is routed through 

AGENT-categorization, which also activates dispositions to attribute both kinds of mentality, 

seeing a thing as a moral being is fundamentally associated with both sentience (in Bentham and 

Singer’s sense) and interests (in Feinberg’s sense).   

 This leads to the second interesting (and surprising) result.  Namely, this picture of moral 

perception provides an explanation as to why the Singer-Feinberg dispute has persisted for so 

long. Both sentience-based and interest-based theorists, it turns out, appeal to an extremely 

intuitive association with morality.  Insofar as our everyday attributions of moral considerability 

are routed through AGENT-categorization, and insofar as such categorization disposes us 

towards both kinds of mental attributions, the associative connection for moral being would be 

equally strong for both kinds of mentality.  So, when we read Singer and contemplate the 

importance of considering whether a thing can suffer or experience pain, it seems to capture 

something common to the things that typically garner our moral consideration.  All of the entities 

that we take to be paradigmatic moral entities, according to AMP theory, will be things that have 

triggered AGENT-categorization and, thus, will be things that we are disposed to attribute 

phenomenology.  Likewise for Feinberg’s reference to preferences and interests: paradigm moral 

beings will have been categorized as AGENTs and, thus, disposed us towards attributing 

intentionality.  The two theorists both emphasize a mental capacity that is fundamentally 

associated with the set of entities we consider paradigm cases of moral beings.  Intuitively, then, 

both theories have roughly equal merit, making the dispute between them appear potentially 

insoluble. 

Of course, descriptive facts do not simply dictate normative truths, so we should avoid 

reading any robust normative conclusions directly off the descriptive picture described above.  
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That said, however, I take it to be relatively uncontroversial that descriptive facts can sometimes 

inform or impose constraints on normative theories.  And the present case strikes me as an 

instance in which the descriptive story can inform the normative, such that our normative ethical 

understanding of ‘moral beings’ should at least be sensitive to the descriptive facts.  As I’ve 

pointed out, the normative debate has historically revolved around the choice between basing 

moral consideration in a thing’s capacity for suffering or its capacity for interests.  AMP theory, 

however, offers a descriptive model of cognition whereby those things that intuitively count as 

moral beings typically possess both the capacity for suffering harm and the capacity for 

interests/preferences.  Insofar as we want to build a normative system that is sensitive to our 

actual intuitions about what counts as a moral being, it seems that we may need to change the 

way we think about what it is to be a moral being. 
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CHAPTER 3 - UNDERSTANDING GROUP MINDS 

 

Introduction 

Our daily interactions include large groups to a greater extent today than at any other point in 

human history, and this fact raises many practical, legal, and philosophical questions.  Consider, 

for instance, the 2010 U.S. Supreme Court ruling that essentially equated corporations’ right to 

free speech with the same right afforded individual Americans.  In writing the majority opinion, 

Justice Kennedy wrote that “The Court has thus rejected the argument that political speech of 

corporations or other associations should be treated differently under the First Amendment 

simply because such associations are not ‘natural persons.’”     

Arguably, however, whether corporations should possess the same standing to participate 

in political debates as individual citizens hinges on whether these groups possess irreducible 

political beliefs and preferences, distinct from their members’ political beliefs and preferences. 

After all, speech is by definition the act of expressing one’s thoughts, so the right to free speech 

can only apply to those with the capacity to perform the act of expressing thoughts, beliefs, 

opinions, etc. And since one has the capacity to perform the action of expressing thoughts only if 

she has thoughts to express, whether the right to free speech should be extended to groups such 

as corporations arguably depends on whether they have thoughts (or preferences, etc.) of their 

own to express.    

This prompts the question: how should we understand group mentality?  Do groups really 

have mental states?  More to the point, do groups really have mental states distinct from and 

above and beyond the mental states of their composite members?  Given that these entities are 

legally recognized as persons, if corporations also possess beliefs, preferences, and desires of 

their very own, democratic justice may well require that they be allowed to express them in 

political discourse.  If, on the other hand, such mental states can be reduced to the beliefs, 

preferences, and desires of group members, then the principles of democratic justice may well be 

satisfied without affording groups free speech rights above and beyond those of their composite 

members. That is, if the thoughts and beliefs typically attributed to groups are best understood in 

terms of the thoughts and beliefs of group members, then there is no supervenient group thought 

to be expressed and, subsequently, no possibility for group speech in any real sense.   
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The Debate 

Recently, certain philosophers interested in the question of group mentality have offered 

arguments for thinking that mental states properly belong to groups themselves rather than to 

their individual members.  On this view, we should think of groups as genuine mental entities, 

distinct from the minded individuals of which they are composed, with mental states all their 

own.  Group minds, on this view, supervene on the minds of their members in much the same 

way that individual minds (arguably) supervene on individual brains.  One is a realist just in case 

one thinks that there are mental states properly ascribed to groups that cannot be captured by a 

majority or summation of individual member states.    

The position is contrasted with what we might call "individualism" about group 

mentality. There is a variety of ways that one might be an individualist, each offering a different 

way of analyzing group mentality in terms of individual members’ mentality.  One popular 

version, offered by Anthongy Quinton (1975), suggests that talk of group mentality is simply 

metaphorical short-hand for majority opinion.  We might also analyze group mental state 

attributions in a less specific way, interpreting them as referring to the mental states of some 

relevant—though, perhaps, unknown or vague—subset of members.  Despite the differences 

between various versions of individualims, they all share the fundamental belief that group 

mentality can be reduced to or analyzed (in one way or another) in terms of the mentality of 

individual group members.  

In this chapter, I will consider some arguments in favor of irreducible group mentality 

and the different ways that those arguments interact with our everyday understanding of group 

minds.  Such arguments typically come in two varieties: first, there are arguments that appeal to 

ordinary language to support a realist framework; second, there are arguments that rely on some 

standard of rationality for thinking that groups really have minds of their own.  In what follows, I 

want to challenge assumptions on which each strategy rests: how ordinary language is used and 

understood and what counts as the appropriate standard of rationality, respectively. 

I argue that defenses of realism based on attributions of group mental states in everyday, 

ordinary language, employ a flawed understanding of group mental state attributions in ordinary 

language.  I will offer an alternative picture of folk psychology, such that we should understand 

and interpret everyday attributions of mental states to group in a distributive manner (i.e., as 

being used to ascribe mental states to some subset of group members).  And because these 
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contrasting pictures are explicitly concerned with common-sense uses of everyday language, the 

dispute can be settled by experimental investigation. As such, in this chapter I will be offering 

evidence in support of my philosophical conclusions, based not just on my personal intuitions, 

but on empirical methodology.   

I will also argue that realists who appeal to some rational basis for group behavior are 

utilizing an inappropriate and unrealistic standard of rationality.  First, it's not clear that norms of 

rationality--e.g., formal principles of logic or Bayesianism—are appropriately applied to group 

entities; at least, applying such norms may well beg important questions about group mentality. 

Second, there are empirical data suggesting that, in many contexts, individuals are not especially 

good at behaving rationally; and if we cannot rely on individuals to abide by norms of 

rationality, we ought not hold groups to such a standard.  

 

Ordinary Language and Group Mentality 

One kind of realist argument is based, in part, on the seeming commonality of collective mental 

state attributions in everyday vernacular.,  According to some, the ubiquity and perspicuity of 

group mental state attributions offer at least prima facie evidence for thinking that there are 

mental states belonging to the group itself and not just to the members who compose that group. 

Deborah Tollefsen, for instance, has argued by first pointing to the apparent ubiquity of 

collective mental state attributions in everyday vernacular, then applying Dennett-style 

interpretationism.   

 The central thesis of the interpretationist view is that, for any entity towards which we 

can successfully take an intentional stance—that is, if we can adequately explain or predict an 

entity's behavior in terms of rational beliefs and desires—we should consider that entity a 

genuine intentional agent. Applied to group mentality, interpretationism suggests that we should 

ascribe genuine mentality to the group, above and beyond its members, just in case group mental 

states provide an explanation of the group’s pattern of behavior (especially if that pattern cannot 

be adequately or effectively explained without appealing to group-level mentality).   

Tollefsen takes it to be uncontroversial that, in everyday discourse, we often attribute 

beliefs, desires, and other intentional states to groups:  

Pick up any newspaper and you are likely to find passages like the following: ‘Microsoft 

believes that its status as an accused monopolist entitles it to use the judicial process to 
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delve into its competitors' most sensitive commercial information.’ (USA Today, May 9, 

1999)   

And since these attributions are made in the context of explaining and predicting the actions of 

organizations, Tollefsen continues, we might well decide that groups like corporations and 

governments really do have mental states: “given a certain plausible account of intentionality, 

organizations really do have intentional states.”  Tollefsen’s argument for group mental states, 

then, runs roughly as follows: 

1. Attributions of mental states to groups are common-place in ordinary language. 

2. A great many of those attributions are successfully utilized to explain and predict the 

behavior of groups. 

3. Any entity whose behavior can be explained and predicted by ascribing it rationality, 

beliefs, and desires ought to be considered a genuine intentional agent. 

(Interpretationist thesis) 

4. Therefore, groups ought to be considered genuine intentional agents.   

In the next section, I present two problems with the first premise, which ultimately undermine 

the argument’s support for realism.  First, Tollefsen (like others in the debate) presumes a realist 

interpretation of ordinary language that essentially begs the question under consideration.  

Second, her starting premise crucially misinterprets the way that group mental state attributions 

are used in everyday vernacular.   

The interpretationist argument proceeds on the idea that group mental state attributions 

are not only commonplace but are essential to successfully predicting and explain the behavioral 

patterns of groups.  This argument, however, assumes that ordinary language descriptions are 

successful in virtue of attributing mental states to the group itself, above and beyond its 

members.   

Even if we grant that everyday group attributions are useful and successful for 

explanation and prediction, the instrumentalist approach would only uniquely support group 

mental state realism if that success arises from the fact that such attributions invoked irreducible 

group mental states. But, since the central question is whether individual-level mental states 

suffice to explain and predict group behavior, realists are not entitled to assume that everyday 

attributions appeal specifically group-level mental states.  And without that presumption, the 

interpretationist argument for group-level mentality does not carry. 



 

 
 

60

There is, though, an alternative understanding of such mental state attributions.  A 

distributivist analysis of everyday group mental state attributions interprets such attributions as 

ascribing mental states to (some relevant subset of) group members.  If, for instance, we were to 

say, “Apple wants to file a lawsuit against Samsung,” the distributivist reading would understand 

this statement as ascribing this desire to individuals on Apple’s Board of Directors.  But if this 

analysis is available, if the everyday attributions of mental states that so effectively predict and 

explain behavior pattern might not be ascriptions of group-level mental states, the implications of 

interpretationism are not decidedly in the realist’s favor.  The argument ultimately comes down 

to the question of how ordinary language users are, in fact, using and understanding group 

mental state attributions.   

If it should turn out that everyday descriptions, explanations, and predictions of group 

behavior are in fact being used to distribute mentality to the various members that compose and 

control organizations, then it would no longer be a consequence of interpretationism that groups 

have mental states (and minds) of their own.  But how people are using and interpreting 

sentences attributing mental states to groups is an empirical question.  Interestingly, despite the 

centrality of appeals to ordinary language in these arguments, none of the theorists actually offer 

any hard empirical support for their claims.  In what follows, I will present data from just such an 

investigation. 

 In a series of recent studies with Mark Phelan and Shaun Nichols (2012), we looked 

specifically at whether ordinary language users are (more or less) realists or distributivists.   That 

is, we examined whether people take attributions of group mental states to be attributions to the 

group itself (above and beyond its composite members) or attributions to (some subset of) 

individuals who compose the group.   

 

Study 1 

In our first study, we presented participants with a series of sentences: one condition received 

sentences attributing intentional states to groups; a second condition received sentences 

attributing phenomenal states to groups; and a third condition received sentences attributing non-

mental states to groups.  After each sentence, participants were asked to replace the operative 

noun phrase with either a singular pronoun or a plural pronoun (‘it’ or ‘they’).   
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If people take group mental state attributions to be ascribing mental states to the group “above 

and beyond its members”, then they should prefer the singular pronoun ‘it’.  If, however, people 

ordinarily take such attributions to be ascribing mental states to the members composing the 

group, then they should prefer the plural pronoun ‘they’.   

 We found that, when the attributions involved non-mental states, subjects tended be 

realists (m = 1.45).  However, when the attributions involved mental states, subjects tended to be 

distributivists (m (intentional) = 2.45, m (phenomenal) = 2.75).  This finding suggests that, 

although the interpretationist argument above assumed ordinary language users attribute mental 

states to groups above and beyond their members, ordinary language users actually seem to 

attribute mental states to the members that compose the group. 

 One might raise a worry against this study, however, based on the fact that English 

speakers often utilize plural pronouns, like ‘they’, when (for instance) they want to avoid using 

sexed singular pronouns.  It is entirely possible that participants in the first study were selecting 

‘they’ out of some similar consideration.  It might have been that subjects were under some 

pragmatic pressure to select ‘they’, pressure that was not related to their (implicit) metaphysical 

commitments regarding group mentality.   To address this worry, we ran a second study. 

 

Study 2 

Participants were again separated into three conditions and presented with various sentences 

(intentional, phenomenal, or non-mental).  However, rather than being asked to select a pronoun 

with which to replace a noun phrase, participants were presented with two complete paraphrases 

of the original sentence and asked to select which one best described what was meant in the 

original sentence.  One paraphrase, representing the “realist” interpretation, described the mental 

state as being ascribed to the group itself, while the other paraphrase, representing the 

“distributivist” interpretation, described the mental state as being ascribed to the members of the 

group.   

 The results of this second study were nearly identical to those of the first.  That is, we 

once again found that participants preferred realist paraphrases for non-mental attributions (m = 

.73) and distributivist paraphrases for both kinds of mental state attributions (m (intentional) = 

2.30, m (phenomenal) = 2.69).  What is most significantly relevant is that when the sentences 

attributed mental states to groups, participants strongly and clearly preferred paraphrases that 
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described the situation in terms of some relevant subset of members having the belief or 

experience.   

The results of these studies provide some of the first good evidence of how people are 

actually thinking about and understanding mental state attributions to groups.  Namely, they 

have shown that everyday English speakers seem to understand group mental state attributions as 

statements about the mental states of some relevant subset of group members.  And this counts 

against the realist-interpretationist argument from ordinary language.  Indeed, these data speak 

against ordinary language arguments for realism in general.  Inevitably, arguments for realism 

that appeal to ordinary language will need to assume either that everyday attributions are 

obviously about group-level states or that such attributions are reasonably understood as being 

about group-level states.  But these data show that such an assumption, however reasonable, is 

mistaken.   

 

Group Mentality and Rationality 

The second realist approach begins by describing some situation in which an individual-based 

analysis of group mentality produces a violation of rationality or logic, then offering group-level 

mentality as the only way of escaping the irrationality. Christian List and Philip Pettit68 offer an 

Arrow-theorem-style argument to the effect that, in a great many cases, identifying group 

judgments with (some set of) members' beliefs will inevitably fall victim to the impossibility 

theorem facing attitude-aggregation. On this account, we should see groups as full-fledged 

agents with genuine, irreducible mental states, because doing otherwise would undermine the 

legitimacy of (most, or at least a very many) groups altogether. 

Groups, on this view, typically serve a purpose; namely, they exist to further the interests 

and goals of the members of which they are composed.  After all, when groups cease to promote 

their members’ interests, the members cease to have reason to maintain their membership.69  A 

union, for instance, exists for the purpose of securing and improving the working conditions of 

the workers that compose its members.  If the union should suddenly stop abiding by its previous 

commitments, then the members would lose faith in the union’s efficacy in its purpose.  List and 

                                                 
68 List and Pettit, “Group Agency and Supervenience”; List and Pettit, “Aggregating Sets of Judgments: Two 
Impossibility Results Compared ,”; Pettit, “The Reality of Group Agents ,”; List and Pettit, Group Agency. 
69 Importantly, this feature applies to “formal” groups, such as unions, corporations, clubs, etc., but not to “informal” 
groups (e.g., men with brown hair, women named “Suzy,” those delusional souls who believe the Cubs will soon 
will the World Series).  See French (1984) and May (1987) for more detailed discussions of this distinction. 
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Pettit enumerate four conditions that any group decision-making process should satisfy if groups 

are to serve this purpose: it should be universal, in that it should work for any decision the group 

might make; it should display collective rationality by maintaining internal consistency between 

all of the group's attitudes; it should respect anonymity and ensure that every vote is given equal 

weight; and it should preserve systematicity, such that the group's attitude towards any 

proposition is a function of the members' attitudes towards that proposition (and not towards any 

other propositions or implications).  They then contend that there is no aggregation function that 

can possibly satisfy all four of these conditions, which provides some motivation for rejecting 

the practice of identifying group mental states with the aggregate of members' mental states.   

 To illustrate the aggregation problem, List and Pettit discuss what is called a discursive 

dilemma (which is itself a generalized version of Kornhauser and Sager’s “doctrinal paradox”).  

The problem arises any time a formally-organized group is asked to make a majority decision 

based on multiple issues.  Consider the following case: 

[A] three-judge court has to decide on a tort case. Under relevant legal doctrine let us 

suppose that the court has to judge the defendant liable if and only if it finds, first, that 

the defendant’s negligence was causally responsible for the injury to the plaintiff and, 

second, that the defendant had a duty of care toward the plaintiff.  Now imagine that the 

three judges, A, B, and C, vote as follows on those issues and on the doctrinally related 

matter of whether the defendant is indeed liable.  

 Cause Harm? Duty of Care? Liable? 

Judge A Yes No No 

Judge B No Yes No 

Judge C Yes Yes Yes 

The majority opinion on each issue seems to be (a) that the defendant’s negligence caused the 

harm and (b) that the defendant has a duty of care towards the plaintiff. Yet, because of the 

distribution of positions on the issues, the majority decision for the final judgment denies 

liability.  When the group judgments are identified by the majority of member judgments, we 

end up with an inconsistent set: the group is understood as accepting both premises, yet rejecting 

the entailed conclusion.  If we focus just on the majority opinion for the premises and endorse 

the logical implication, we end up contradicting the majority opinion with respect to the 

conclusion.   
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What groups in these situations face, as List and Pettit point out, is a dilemma:  

They may maximize responsiveness to individual views, running the risk of collectively 

endorsing inconsistent sets of propositions. Or they may impose the discipline of reason 

at the collective level, running the risk of collectively endorsing a conclusion that a 

majority of them—perhaps even all of them—individually reject.70   

List and Pettit then argue, essentially, that internal consistency trumps member-responsiveness, 

and we should “relax” the systematicity constraint on our aggregation function.  And when a 

group is organized such that it sets aside the aggregate judgment on the conclusion and embraces 

whatever conclusion is logically-entailed by the aggregate-based judgments regarding the 

premises, then that group can in principle count as an agent. : “[D]espite the difficulties of 

aggregation, it is possible for collections of individuals to coordinate their individual 

contributions so as to achieve this level of functioning. Hence group agents [and group minds] 

exist.”71   

  The main and decisive worry that drives this conclusion is the group’s need to be seen as 

an effective promoter of its assumed purpose.  “Thus,” as Pettit (2003) concludes, “any such 

purposive collectivity must avoid automatic recourse to the revision of past commitments; it 

must show that those commitments are sufficiently robust for us to be able to expect that the 

group will frequently be guided by them in its future judgments.”  So, purposive groups need to 

resolve discursive dilemmas by preserving logical consistency, and in so doing they realize a 

discipline of rationality independent of the rationality of its members.72 

 

Response to Pettit 

The crux of List and Pettit’s argument is the idea that there is a certain kind of rationality that 

groups must possess, or else risk irrelevance. We want to see groups as responsive entities—

conforming to the conditions of judgment aggregation and serving the purpose(s) for which they 

are formed—and doing so requires commitment to group mind realism. But this raises two 

worries, one methodological and one more substantive. 

                                                 
70 Pettit, “Groups with Minds of Their Own,” 175. 
71 List and Pettit, Group Agency, 75. 
72 However, Cf. O’Madagain (2012), who argues that List and Pettit’s apparent solution does not, in fact, resolve the 
puzzle of impossibility.  Also, see Gaus (2012), who offers an alternative “ecological approach” in contrast to List 
and Pettit’s constructivist analysis of group mentality. 
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 First, it is unusual to offer a metaphysical conclusion that is primarily motivated by 

something that we want to be true.  As much as we might want to believe that groups are 

genuinely serving the purposes we’d like them to be serving, wishing does not make it so. While 

constructivism—the (meta-)ethical view that normative truths can be based in some kind of 

contract, can be created whole-cloth out of agreement between rational beings—allows for facts 

to follow from preferences, such a stance is non-existent in metaphysical/ontological discussions.  

Norms, arguably, may be constructed and invented to suit the needs of the society, but minds are 

not like norms (they have to be created the old-fashioned way).  Likewise, if God (or aliens or 

sasquatch) exists, it’s not because so many desire as much or because it would resolve puzzles 

about the origin and function of the Universe.  Existence is a brute fact, and this applies as well 

to group minds as it does to gods or aliens or cryptozoological entities.  To argue for group 

minds based on what we would like to be true is to put the ontological cart before the 

metaphysical horse, so to speak. 

Second, and more to the point, one might wonder whether we are even reasonable to hold 

groups to such a standard of rationality in the first place.  List and Pettit argue for realism, in 

part, by “relaxing” the systematicity condition so that group judgments conform to ideal norms of 

rationality (e.g., Bayesian principles, Formal Logic).  The discursive dilemma is offered as an 

illustration of impossibility because it shows that identifying group beliefs with aggregates of 

members’ beliefs produces the result that the group (i) believes P, (ii) believes P→Q, and 

believes ~Q.  And this is a problem because it violates the logical rule modus ponens.   

But is this really a problem?  There is, after all, a host of empirical work seeming to 

demonstrate that most individuals systematically fail to conform to such norms, including the 

very sort of condition rules at play in List and Pettit’s discursive dilemma.  One of the most 

famous (and replicated) examples comes from Wason (1966).  The Wason Selection Task 

presents subjects with four cards, showing ‘E’, ‘B’, ‘1’, and ‘2’, then asks which cards need to be 

turned over to test the rule “if a card has an odd number on one side, then it has a vowel on the 

other.”  Wason (and numerous subsequent researchers) found that, while nearly every subject 

correctly indicates that ‘1’ needs to be turned over, the overwhelming majority of subjects 

incorrectly say that ‘E’ also needs to be checked.  Very few respond correctly (according to the 

rules of logic) that the card showing ‘B’ should be turned over; many will even persistently deny 

that ‘B’ should be turned over after having the logic explained to them.   



 

 
 

66

Likewise, Tversky and Kahneman (1973, 1986) present data from a series of experiments 

in which people routinely fail to behave rationally.  Although the bulk of their studies focused on 

people’s failure to assign probabilities to events in accord with Bayesian principles, one study 

focused on what is called a “conjunction problem.”  In this task, subjects were presented with the 

following brief description: 

Linda is 31 years old, single, outspoken, and very bright.  She majored in philosophy.  

As a student, she was deeply concerned with issues of discrimination and social justice, 

and also participated in anti‐nuclear demonstrations.  

Subjects were then asked to rank the following statements in order of probability.  

(a) Linda is a teacher in elementary school.  

(b) Linda works in a bookstore and takes Yoga classes.  

(c) Linda is active in the feminist movement.  

(d) Linda is a psychiatric social worker.  

(e) Linda is a member of the League of Women Voters.  

(f) Linda is a bank teller.  

(g) Linda is an insurance sales person.  

(h) Linda is a bank teller and is active in the feminist movement . 

Tversky and Kahneman found that roughly 89% of participants ranked the statement “Linda is a 

bank teller and is active in the feminist movement” as more probable than the statement “Linda 

is a bank teller.”  This, of course, violates the normative principles of probability and logic, 

according to which no conjunction of events can be more probable than either of its conjuncts.  

This robust and oft-replicated result demonstrates that, in at least some situations, people 

systematically fail to behave rationally. 

Whether these studies demonstrate that people are inherently irrational is a matter of 

debate.73  But it is not important for our current purposes to settle the question of whether people 

are ultimately rational creatures.  It is enough for now that all parties in the debate agree on the 

fact that, in some situations and given certain presentations of information, people systematically 

behave irrationally.  And this presents a problem for List and Pettit’s argument for group mind 

realism.  List and Pettit offer the discursive dilemma to illustrate that groups will systematically 

                                                 
73 See Gigerenzer (1991) and Cosmides and Tooby (1996) for arguments that the cognitive processes responsible for 
these judgments can, in fact, be rational. 
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violate rules of logic regarding conditional inference, and the argument proceeds on the 

assumption that such systematic irrationality cannot be tolerated.   But the results from Wason 

and from Tversky and Kahneman show that individuals systematically violate those very same 

rules regarding conditional inference. And if individuals routinely display behavior (or 

judgments or predictions) that violates norms of rationality, then it seems inappropriate to expect 

groups to always abide by such norms.   

 

Conclusion 

Philosophical discussions surrounding irreducible group minds are gaining increasing interest, 

and the realist arguments presented here are but a small, though representative, sample of recent 

work.  I have focused on the arguments from Tollefsen and List and Pettit, not only because they 

are influential, interesting projects, but also because they lend themselves to evaluation using 

empirical methodology.  Like many traditional arguments for realism, Tollefsen’s account 

presumes a particular interpretation of how group mental state attributions are used and 

understood in everyday language. Yet this interpretation is contradicted by experimental results.  

List and Pettit offer a novel and thorough version of rationality-based argumentation, yet given 

what we know about individual rationality, their standard for group rationality seems excessive.  

These problems do not definitively favor individualism; nor do they decisively defeat realism. 

But they do show that, however this debate gets settled, empirical evidence will play a 

significant role. 
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APPENDIX A: PHELAN ET AL. TEST SENTENCES AND PARAPHRASES 

Study 1: Pronoun Replacement Task 
Participants were given the following instructions:  

In this task, you will be presented with a series of sentences. After each sentence, please 
place an X next to whichever pronoun you think works best as a replacement for the 
underlined noun or noun phrase (_______ it _______ they). 

Participants were then given four filler sentences and four test sentences (counterbalanced to 
control for order effects) from one of the categories below. 
 
Non-Mental: 

1. After Phi Lambda Mu received the announcement that the ban on large house parties 
had been lifted, Phi Lambda Mu had a larger than expected pledge class.  

2. When MADD’s Drunk Driving Prevention Act failed, MADD lost donations.  

3. After Boeing lost the Army contract, Boeing needed to lay off workers.  

4. After the existence of the Secret Task Force was revealed, the Secret Task Force met 
with public condemnation.  

Intentional: 

1. After Phi Lambda Mu received the announcement that the ban on large house parties 
had been lifted, Phi Lambda Mu assumed it was okay to have keg parties again.  

2. When MADD’s Drunk Driving Prevention Act failed, MADD contemplated 
alternatives.  

3. After Boeing lost the Army contract, Boeing expected to have to lay off workers.  

4. After the existence of the Secret Task Force was revealed, the Secret Task Force 
wanted to minimize public reaction.  

Phenomenal: 

1. After Phi Lambda Mu received the announcement that the ban on large house parties 
had been lifted, Phi Lambda Mu relished the prospect of having keg parties again.  

2. When MADD’s Drunk Driving Prevention Act failed, MADD got extremely 
depressed.  
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3. After Boeing lost the Army contract, Boeing felt anxious about having to lay off 
workers.  

4. After the existence of the Secret Task Force was revealed, the Secret Task Force felt 
threatened by the public reaction.  

 
Study 2: Forced-Choice Paraphrase Task 
 
Non-Mental:  

1. After Boeing Company lost the Army contract, Boeing Company needed new clients.  

Which of the following do you think best describes what is meant in the BOLD portion of 
the above sentence: 
_______ The relevant employees at Boeing Company needed new clients. 
_______ Boeing Company itself, not just its employees, needed new clients. 

2. When MADD's Drunk Driving Prevention Act failed, MADD lost donations.  

Which of the following do you think best describes what is meant in the BOLD portion of 
the above sentence: 
_______ The majority of the organization's relevant members lost donations. 
_______ The organization itself, not just its members, lost donations. 

3. After Phi Lambda Mu received the announcement that the ban on large house parties had 
been lifted, Phi Lambda Mu had a larger than expected pledge class.  

Which of the following do you think best describes what is meant in the BOLD portion of 
the above sentence: 
_______ The fraternity itself, not just the brothers, had a larger than expected pledge class. 
_______ The majority of relevant fraternity brothers had a larger than expected pledge class. 

4. After the existence of the Secret Task Force was revealed, the Secret Task Force 
encountered public resistance.  

Which of the following do you think best describes what is meant in the BOLD portion of 
the above sentence: 
_______The majority of relevant task force participants encountered public resistance. 
_______The task force itself, not just its participants, encountered public resistance. 

Intentional: 

1. After Boeing Co. lost the Army contract, Boeing Co. expected layoffs would be 
necessary.  
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Which of the following do you think best describes what is meant in the BOLD portion of 
the above sentence: 
_______ Boeing Company itself, not just the employees, expected that layoffs would be 
necessary. 
_______ The majority of the relevant employees at Boeing Company expected that layoffs 
would be necessary. 

2. When MADD's Drunk Driving Prevention Act failed, MADD contemplated 
alternatives.  

Which of the following do you think best describes what is meant in the BOLD portion of 
the above sentence: 
_______ The majority of the relevant members of the organization thought about alternative 
ways of getting similar legislation passed. 
_______ The organization itself, not just the members, thought about alternative ways of 
getting similar legislation passed. 

3. After Phi Lambda Mu received the announcement that the ban on large house parties 
had been lifted, Phi Lambda Mu assumed it was okay to have keg parties again.  

Which of the following do you think best describes what is meant in the BOLD portion of 
the above sentence: 
_______ The fraternity itself, not just its members, contemplated the announcement and 
determined that it was okay to have keg parties again. 
_______ A majority of the relevant fraternity brothers contemplated the announcement and 
determined it was okay to have keg parties again. 

4. After the existence of the Secret Task Force was revealed, the Secret Task Force 
wanted to minimize the public reaction.  

Which of the following do you think best describes what is meant in the BOLD portion of 
the above sentence: 
_______The majority of the relevant task force participants wanted to minimize public 
reaction. 
_______The task force itself, not just the participants, wanted to minimize public reaction. 

Phenomenal: 

1. After Boeing Co. lost the Army contract, Boeing Co. felt anxious about layoffs 
being necessary.  

Which of the following do you think best describes what is meant in the BOLD portion of 
the above sentence: 
_______ Boeing Company itself, not just the employees, experienced some mild nausea and 
restlessness about potential layoffs. 
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_______ The majority of the relevant employees at Boeing Company experienced some 
mild nausea and restlessness about potential layoffs. 

2. When MADD's Drunk Driving Prevention Act failed, MADD got extremely 
depressed.  

Which of the following do you think best describes what is meant in the BOLD portion of 
the above sentence: 
_______ The majority of the relevant members of the organization were overcome with 
sadness and feelings of helpless despair. 
_______ The organization itself, not just the members, was overcome with sadness and 
feelings of helpless despair. 

3. After Phi Lambda Mu received the announcement that the ban on large house parties 
had been lifted, Phi Lambda Mu relished the prospect of having keg parties 
again.  

Which of the following do you think best describes what is meant in the BOLD portion of 
the above sentence: 
_______ The fraternity itself, not just the brothers, felt a wave of excited anticipation at the 
thought of having keg parties again. 
_______ The majority of the relevant fraternity brothers felt a wave of excited anticipation 
at the thought of having keg parties again. 

4. After the existence of the Secret Task Force was revealed, the Secret Task Force felt 
threatened by the public reaction.  

Which of the following do you think best describes what is meant in the BOLD portion of 
the above 0sentence: 
_______The majority of relevant task force participants felt threatened by public reaction. 
_______The task force itself, not just the participants, felt threatened by public reaction. 
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